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Chapter 1: Introduction
1.0 The chapter’s answer, stated first
This dissertation contributes a pre-registered, falsifiable cross-mission survival specification that puts claimed flight heritage in direct competition with electrical, electronic, and electromechanical (EEE) parts-class and integration-test fidelity as predictors of realized JPL-class subsystem reliability. The deliverable is the design and the falsification conditions, not estimated coefficients. The chapter that follows develops that answer, but the answer comes first by intent, because the discipline of this work is to lead with the claim and then earn it, rather than to accumulate background and hope a thesis emerges.
The claim being earned is narrow and decidable. Spacecraft review boards routinely treat the word “heritage” as a reason to reduce the scope of qualification and acceptance testing and, on occasion, to relax the parts-class standard applied to a subsystem. The justification is that prior on-orbit operation has already retired the risk. This dissertation asks whether that justification survives contact with the data, and it frames the question so that the data can answer in either direction. The contribution is the apparatus that makes the answer falsifiable: a mission-by-subsystem hazard model, a control set that absorbs the program forces which jointly produce provenance and rigor, an overlap restriction that refuses to extrapolate, a survivorship correction built into the sampling frame rather than appended as a caveat, and a decision rule fixed in advance so that the result cannot be talked into agreement with the researcher’s prior.
What this chapter does, beyond stating the thesis, is establish that the problem is real, that it is material, and that no existing study answers it on the population that matters for the Jet Propulsion Laboratory and for NASA’s Safety, Mission Assurance and Health portfolio. It then states the single falsifiable contribution as a head-to-head hypothesis test, disambiguates the slippery term at the center of the dispute, sets out the cost and decision stakes, fixes the scope and the delimitations, defines the operative terms, and lays out the road the rest of the dissertation travels. The register throughout is design-stage. No empirical result has been executed on the full assembled dataset; where this chapter gestures at expected patterns, it labels them as expectations that define the test, never as findings.
1.1 The problem in full: heritage as a substitute for rigor
The current state of spacecraft mission assurance is one in which a claim about a subsystem’s ancestry is permitted to stand in for measurement of the delivered article. Mission assurance allocates three scarce and expensive resources under schedule and cost pressure: review attention, qualification and acceptance test budget, and high-reliability parts-procurement money. When a subsystem, box, or component is described as heritage, the implicit argument made to the review board is that prior on-orbit operation has already retired the risk that fresh design would carry, and that the qualification and acceptance program can therefore be reduced in scope. Heritage is treated, in working practice, as a substitute for test fidelity and sometimes for parts-class rigor. This is not a marginal rhetorical habit. It is one of the most frequently invoked justifications in the design-review process, and heritage claims routinely shape architecture decisions, parts selection, and the scope of the qualification and acceptance test campaign.
The difficulty, stated plainly, is that heritage is a claim about provenance, not a measured property of the delivered article. A heritage label can attach to a design that was rebuilt with different parts lots, modified for a new thermal or radiation environment, integrated by a different team, or subjected to a thinner test campaign than the original. The phrase “same as before” can be true at the level of a block diagram and simultaneously false at the level of the parts list and the test matrix. The two levels are not the same risk object. A functional architecture that has flown carries information about whether the design concept works; it carries far less information about whether this physical instance of that concept, fabricated from these parts, integrated by this team, and exercised through this test program, will survive the orbit it is about to enter.
Consider the claim that motivates this dissertation, and submit it to the discipline this dissertation insists on for every major claim. The claim is that current practice permits a weak heritage argument to license real reductions in delivered-article rigor. The grounds are that the descriptive reliability literature documents persistent infant mortality and persistent subsystem-level anomalies across satellite populations that include heritage-rich designs. Castet and Saleh, building nonparametric and parametric reliability functions from databases of on-orbit failures, established that satellite reliability is not well described by a constant hazard and that a non-negligible fraction of failures occurs early in life, consistent with latent-defect infant mortality rather than wear-out [1]. Tafazoli’s review of on-orbit failures located a large share of anomalies in a small number of subsystems and traced a meaningful fraction to design and parts issues rather than to random external causes [2]. The platform health scorecard work cataloged anomalies and failures by subsystem and confirmed the uneven distribution [3]. The warrant connecting these grounds to the claim is that if heritage actually retired risk in proportion to how often it is invoked, the early-failure regime in heritage-rich populations would be smaller than it is; the persistence of infant mortality in populations where heritage is common is therefore evidence that the heritage label and the delivered reliability are imperfectly coupled. The backing for that warrant is the maturity literature, which shows that lower-maturity technology carries measurable, documented program risk, and that the maturity which matters is the maturity of the delivered article in its actual environment, not the maturity of the design concept [4]. The qualifier is essential and is stated honestly: this argument establishes that heritage and delivered reliability are imperfectly coupled, not the strength of the coupling, and certainly not that heritage is worthless. The rebuttal that must be granted is that the persistence of early failure could reflect the novelty-dominated subsystems, such as instruments, where heritage is least available, rather than a failure of heritage where it is claimed; the design responds to this rebuttal by coding heritage at the subsystem level and by running the analysis with and without the payload instrument, so that the heritage signal is not contaminated by the subsystems for which heritage was never on offer.
The decision-relevant failure mode, the one that gives this problem its bite, is the substitution of a weaker heritage claim for a stronger one. A design-heritage box flown to a new environment is treated as if it carried same-environment flight heritage, and its qualification and acceptance program is reduced accordingly. If realized reliability is in fact governed by what is inside the box, namely the parts-class, and by how thoroughly the box was exercised before launch, namely the test fidelity, then heritage labeling may be capturing those things only loosely, and may in some cases license the very reductions in parts rigor and test scope that drive failures. The desired state, against which the current state is measured, is an assurance posture in which the heritage discount is granted only when the delivered article matches the heritage article in parts-class and meets a test-fidelity floor in the new environment, and in which that discount is justified by an explicit empirical test rather than by the reflex of the phrase. The gap between current and desired states is the absence of any specification that separates heritage from the rigor it is assumed to proxy. The consequence of leaving the gap unfilled is that assurance dollars keep flowing on faith: a wrong heritage discount that produces an on-orbit subsystem failure can cost a mission, while an overcautious denial of a justified discount wastes test budget that could have bought margin elsewhere, and the portfolio cannot tell which of the two errors it is more often making.
1.2 The gap in the literature
The published statistical reliability literature on satellites is mature on description and thin on causal attribution, and the precise shape of that thinness is what this dissertation exploits. The empirical anchor for the field is the satellite reliability program of Castet and Saleh. Their nonparametric reliability estimates demonstrate the early-failure regime [1]; their comparison of single-Weibull and mixture-Weibull fits shows that a mixture, capturing an early-failure subpopulation and a longer-lived subpopulation, fits the on-orbit data better than a single distribution [5]; their multi-state extension moves beyond binary working-or-failed accounting to graded degradation [6]; and the reliability-by-mass analysis shows that the failure distribution shifts with platform class, which means spacecraft size carries reliability information that aggregate curves obscure [7]. Tafazoli’s failure review and the Saleh and Castet health scorecard establish that failures concentrate in a handful of subsystems and that the concentration is stable enough to model [2][3]. Subsystem-specific extensions deepen this base: the electrical power subsystem has been characterized with its own failure-behavior and multi-state reliability analysis [8], and the attitude control subsystem has been characterized with a comparative LEO-versus-GEO failure analysis that makes the environment dependence concrete [9].
This body of work does a great deal, and the dissertation depends on it. It establishes that the outcome, subsystem-level early and total failure, has enough variation to be modeled and is not so rare that estimation is hopeless. It establishes the dominant confounder structure, because subsystem identity, orbit, and mass class all shift the failure hazard and any test of heritage must condition on them or absorb them with random effects. What it does not do is isolate the contribution of claimed heritage from the contribution of parts-class and test-program fidelity, holding mission environment and prominence fixed, on a population that includes JPL-class deep-space and science missions. The descriptive reliability curves tell a project what the failure distribution looks like; they do not tell a project whether the next heritage claim on the table is buying delivered reliability or merely buying a justification to cut test scope.
That this gap is real, and not an artifact of incomplete search, deserves its own warranted statement. The claim is that no prior study isolates heritage from parts-class and test-fidelity on a JPL-class population with design-based identification. The grounds are twofold: the descriptive reliability literature, surveyed above, treats heritage at most as an unmodeled background condition rather than as a coded regressor competing against parts and test; and the parts-reliability literature, surveyed in Chapter 3, treats parts-class and screening as device-level determinants without placing them in competition with a heritage variable on a common population. The warrant is that a question framed as a head-to-head coefficient comparison can only be answered by a study that constructs all three regressors at the same unit of analysis and estimates them jointly, and no such study exists for this population. The backing is the corpus assembled for this dissertation, which is strong on descriptive satellite reliability and on the causal-inference toolkit yet contains few sources that quantify a heritage variable against realized failure directly; heritage is overwhelmingly invoked qualitatively in the literature. The qualifier is that the absence of a direct heritage-quantification study is partly a function of data access, because the heritage construct lives in project archives that are not open literature, which is exactly why this dissertation must lean on the JPL mission archives as a primary source rather than on a citable secondary study. The rebuttal that must be granted is that an unindexed or proprietary study could exist; the design responds not by claiming exhaustive certainty but by stating the gap plainly and by making its own specification reproducible, so that if such a study surfaces the two can be compared on method.
1.3 The research questions, broken out explicitly
The dissertation is organized around one primary question and a small set of subordinate questions that the design must answer in order to answer the primary one.
The primary research question is this. Does claimed flight heritage actually buy delivered on-orbit reliability for JPL-class spacecraft, or is realized subsystem failure rate governed instead by EEE parts-class and integration-test fidelity once mission environment, prominence, and survivorship are controlled,
This primary question decomposes into five subordinate questions, each of which corresponds to a design decision the dissertation must defend.
The first subordinate question is one of measurement: can heritage depth, parts-class, and test-program fidelity each be constructed as auditable, outcome-blind variables at the mission-by-subsystem level from the available archival and reporting sources, with reported inter-coder reliability for the coding-intensive constructs, Without an affirmative answer here, the head-to-head test has no regressors to compare, and Chapter 4 is devoted to establishing it.
The second subordinate question is one of identification: under what conditioning set is the assignment of heritage, parts-class, and test fidelity to a subsystem plausibly as good as unconfounded with the residual determinants of failure, and does that conditioning set avoid the bad-control trap of absorbing the effect under test, Chapter 5 answers this by specifying the control set, the overlap restriction, and the rule that no post-design, pre-outcome test verdict enters the model.
The third subordinate question is one of overlap and answerability: within strata of environment, prominence, mass class, epoch, and subsystem type, does the population contain both heritage-rich and heritage-poor subsystems at comparable parts-class and test-fidelity, so that a within-stratum comparison exists at all, This question can return a negative answer, and the dissertation treats that negative as a first-class result rather than a failure, because a finding that heritage and rigor are too tightly bundled to separate is itself decision-relevant for the portfolio.
The fourth subordinate question is one of survivorship: how much does the under-representation of early-failed and short-lived missions in the documentation bias the heritage-versus-rigor comparison, and how far can the comparison be corrected by sampling from launch manifests, weighting by the inverse probability of documentation, and bounding the behavior of the undocumented cells, Chapter 5 builds this correction into the design.
The fifth subordinate question is one of power and honest reporting: given the modest number of well-documented JPL-class missions and the within-mission clustering, what is the minimum detectable difference between the standardized heritage coefficient and the standardized parts-class or test-fidelity coefficient, and at what point must a non-result be reported as underpowered rather than as confirmation of the null, Chapter 6 computes this quantity and ties the interpretation of any non-result to it.
These subordinate questions are not decoration. Each one is a place where the primary question could fail to be answerable, and stating them explicitly is the design discipline that keeps the dissertation from claiming an answer the data cannot support.
1.4 The single falsifiable contribution stated as H0 and H1
The contribution is one head-to-head comparison of predictors, stated so that it can be falsified. The two hypotheses are reproduced here verbatim, because the whole apparatus of the dissertation exists to decide between them and any drift in their wording would unmoor the falsification rule from the design.
H0 (null): Prior-flight heritage depth is the primary driver of delivered on-orbit reliability for JPL-class spacecraft. After conditioning on observed confounders, heritage depth carries the largest and most robust association with reduced subsystem failure hazard, and parts-class and test-program fidelity add little once heritage is included.
H1 (alternative): Realized subsystem failure rate is predicted more strongly by EEE parts-class and integration-test fidelity than by claimed heritage depth. After conditioning on the same confounders, the parts-class and test-fidelity coefficients dominate the heritage coefficient in magnitude and robustness, and heritage adds little incremental predictive power once parts-class and test-fidelity are included.
The test is decided by the relative strength and stability of the heritage coefficient against the parts-class and test-fidelity coefficients in a specification that controls for mission environment, mission prominence, and survivorship, with subsystem random effects. The contribution is falsified in the direction of H0 if heritage depth retains the dominant, stable association after parts-class and test-fidelity enter the model. The contribution is supported in the direction of H1 if the heritage coefficient attenuates toward negligible effect once parts-class and test-fidelity enter, while those two carry the larger and more stable associations.
The formal object of the test is fixed and carried verbatim from the design bible into the chapters that estimate it. The log hazard of first failure for subsystem cell i in mission m at on-orbit time t is written as a proportional-hazards form, the sum of a baseline log hazard that depends on time, a linear index in the three regressors of interest, a linear index in the controls, and a subsystem random intercept:
log h(t) = log h0(t) + b1 * Heritage_i + b2 * PartsClass_i + b3 * TestFidelity_i + g * Controls_im + u_s
Here Heritage, PartsClass, and TestFidelity are the ordinal or index regressors defined in Section 1.6 and constructed in Chapter 4; Controls are environment, prominence, mass class, and launch epoch; u_s is the Gaussian random intercept for subsystem type s, which absorbs the documented subsystem-specific baseline hazard; and h0(t) is the flexible, piecewise-constant or Weibull-mixture, baseline consistent with the documented early and late failure regimes [5]. Because the regressors are placed on a common standardized scale before estimation, the coefficients b1, b2, and b3 are directly comparable in magnitude, which is precisely what the falsification rule requires. The nested comparison estimates the index first without parts-class and test-fidelity, which is Model A, namely heritage plus controls, and then with them, which is Model B. H0 predicts that |b1| is the largest standardized magnitude and remains stable and bounded away from zero when b2 and b3 are added. H1 predicts that |b2| and |b3| exceed |b1| and that b1 collapses toward an interval covering negligible effect once b2 and b3 enter. The contribution of this dissertation is this pre-registered specification and its falsification conditions, not estimated coefficients; no coefficient is reported here or anywhere in the design-stage document as a finding.
1.5 What “heritage” actually denotes
Heritage is not one thing, and the imprecision is part of the problem this dissertation isolates rather than an incidental nuisance. At least four distinct claims travel under the single word, and a review board that hears “heritage” without disambiguation cannot tell which claim is being made.
The weakest is design heritage: the block diagram, the functional architecture, or the algorithm has flown before, but the physical article is newly fabricated. Design heritage carries information that the concept is sound and essentially nothing about the delivered instance.
Next is build heritage: the article was manufactured to the same drawings, by a comparable process, often by the same supplier, so the workmanship is presumed equivalent. Build heritage adds information about manufacturing consistency but still says nothing definitive about the parts populating the build or the environment it will face.
Stronger still is parts heritage: the same EEE parts, from the same qualified lots or at least the same class, populate the new build, so the intrinsic defect rate is presumed equivalent. Parts heritage begins to constrain the property that the rival hypothesis says actually matters, the intrinsic defect and degradation rate of the article.
The strongest, and the only one that actually retires environmental risk, is same-environment flight heritage: the article, or an article identical to it in design, build, and parts, has already operated successfully in the orbit and radiation environment the new mission will impose. Only this fourth claim retires the environmental risk that a new mission imposes.
These four are not interchangeable, and the decision-relevant failure mode is precisely the substitution of a weaker claim for a stronger one. A design-heritage box flown to a new environment is treated as if it carried same-environment flight heritage, and its qualification and acceptance program is reduced accordingly. This is why the variable construction in Chapter 4 codes heritage as an ordinal depth, with the ordered levels none, design-only, design-plus-build, and design-plus-build-plus-same-environment flight, and why same-environment is coded against the orbit and radiation environment of the prior flight rather than against the mere fact of a prior flight. Coding heritage as an ordinal depth lets the regression distinguish these claims rather than collapsing them, and the falsification test turns on whether the depth that matters for delivered reliability is heritage depth or, instead, the parts-class and test-fidelity of the delivered article. The disambiguation is therefore not a definitional preliminary that the analysis then sets aside; it is load-bearing, because a robustness check in Chapter 6 deliberately re-codes the top heritage category to require same-environment flight, testing whether any apparent heritage association is driven entirely by the same-environment cases. If it is, that is itself evidence for the rival reading, because it would mean environment-matched verification, not provenance, is what carries the signal.
1.6 Definitions of key terms
The dissertation uses a fixed vocabulary, and the operative terms are defined here so that the chapters that build and estimate the variables inherit a single meaning for each.
The unit of analysis is the mission-by-subsystem cell. For each spacecraft in the assembled population, each functional subsystem, for example attitude control, command and data handling, electrical power, propulsion, thermal, telecommunications, and payload instrument, is one record, and the outcome variables are measured at this cell. This unit is chosen because the descriptive literature shows that failure behavior is subsystem-specific and that aggregating to the spacecraft level discards the variation that distinguishes the hypotheses [3][8].
Two outcomes are defined. The first is time-to-first-failure, measured in days from on-orbit commissioning to the first recorded anomaly that meets a failure-severity threshold, right-censored at end of mission or end of observation window. The second is an infant-mortality indicator, equal to one if a failure-severity anomaly occurred within a fixed early window after commissioning, where the early window is set from the inflection of the mixture-Weibull early subpopulation reported in the reliability literature rather than chosen ad hoc [5].
Heritage depth is the ordinal measure described in Section 1.5: none, design-only, design-plus-build, and design-plus-build-plus-same-environment flight, with same-environment coded against the prior-flight orbit and radiation environment.
EEE parts-class is an ordinal measure mapping the dominant class of the subsystem’s EEE parts to the standard space parts hierarchy, for example class S or equivalent high-reliability, class B, and commercial or COTS, with a screening-level subindicator.
Test-program fidelity is an index built from the integration and test plan and the as-run records, capturing the presence and duration of thermal-vacuum cycling, vibration and acoustic qualification, parts-level screening and burn-in, and system-level functional-test coverage. The index is constructed before outcomes are examined.
The controls are mission environment, meaning orbit class and radiation environment; mission prominence, a proxy for review intensity and budget, for example flagship versus competed-line versus smaller class; spacecraft mass class; and launch epoch, included to absorb secular technology change.
Two further terms recur and are fixed here. Model A is the specification regressing the outcome on heritage depth plus controls. Model B is the specification that adds parts-class and test-fidelity to Model A. The nested comparison from Model A to Model B is the operation that decides the test.
1.7 Significance for NASA, JPL, and the named stakeholders
Mission assurance decisions about test scope and parts class are made under the heritage banner on most JPL-class programs, and that fact alone makes the question significant; but the significance can be stated with more precision than mere ubiquity, and it should be, because the value of the contribution does not depend on which hypothesis wins.
The significance under H1 is a concrete reallocation of assurance effort. If realized failure rate is predicted more strongly by parts-class and test-fidelity than by claimed heritage, the policy implication is that heritage claims should be discounted unless accompanied by evidence of equivalent parts-class and equivalent or greater test fidelity in the delivered configuration, and that review boards should weight delta-qualification of the as-built article over provenance of the design lineage. This moves assurance attention from provenance review toward verification of the delivered article. The significance under H0 is the symmetric and equally useful result. If heritage depth retains the dominant, stable association after parts-class and test-fidelity enter, the current reliance on heritage is vindicated and the burden shifts back to demonstrating that test and parts rigor add value beyond what heritage already secures. Either outcome is decision-relevant for the Safety, Mission Assurance and Health portfolio, because either outcome changes where assurance dollars should go.
The causal account that makes this significance concrete is worth tracing as a chain rather than asserting as a correlation, since this dissertation requires a named mechanism behind every causal claim. The driver is a weak-heritage claim substituted for a strong-heritage claim at design review. The mechanism is that qualification and acceptance scope and parts-class rigor are reduced on provenance grounds, leaving latent defects and environment-mismatch unverified on the delivered article. The observable effect is elevated early, infant-mortality, and total subsystem failure hazard on that delivered article. The operational consequence is an on-orbit subsystem anomaly or loss on a JPL-class mission. The strategic implication is that assurance resources are misallocated toward provenance review and away from delivered-article verification. This is a mechanism, not a bare association, and the dissertation’s design is built to test whether the mechanism operates by separating the provenance regressor from the delivered-article regressors; where the design can only establish association under unconfoundedness rather than identified causation, it says so and downgrades its confidence accordingly.
The cost stakes give the mechanism its weight, and they are not marginal. Qualification and acceptance test campaigns and high-reliability parts procurement are among the larger discretionary lines in a spacecraft budget, and a heritage argument that justifies cutting them reallocates real money. A wrong heritage discount that produces an on-orbit subsystem failure can cost a mission; a heritage discount that is in fact justified but is denied by an overcautious board wastes test budget that could have funded margin elsewhere. The portfolio needs to know which error it is more often making, and at present it has no instrument that tells it. The confidence attached to this significance claim is moderate at the design stage and is explicitly contingent on the data: it would be raised by an executed estimation that meets the overlap and power conditions, and it would be lowered by an overlap diagnostic showing that heritage and rigor are too bundled in JPL practice to separate, in which case the honest contribution shifts from a heritage discount rule to a recommendation that the rigor be required regardless of the heritage claim.
The named stakeholders for whom this matters are concrete. The Safety, Mission Assurance and Health portfolio, the North Star and JPL category under which this work sits, is the primary consumer, because the result rewrites where its assurance budget should concentrate. JPL mission assurance managers and chief engineers, who must decide test scope at each design review, are the operational stakeholders, because the result tells them whether a heritage claim on the table licenses a reduction or demands a delta-qualification. NASA’s broader program-assurance function is a stakeholder because the question of whether provenance substitutes for verification recurs across the agency’s class-A and class-B missions, not only at JPL. And the design community that authors heritage claims is a stakeholder, because a result that disciplines the heritage discount disciplines the incentive to make the weakest claim that will clear a board.
1.8 Scope and delimitations
The scope of this dissertation is deliberately bounded, and the bounds are stated as delimitations rather than discovered later as limitations.
The population is JPL-class missions: deep-space and science spacecraft for which the project archives document heritage assessments, parts-control records, and integration-and-test plans at the subsystem level. The study does not claim to characterize commercial constellations or the smallest CubeSat class, where the parts and test regimes differ in kind and where the heritage construct itself often does not apply [10][11]. The small-satellite and NewSpace evidence is used in this dissertation to bound external validity and to motivate replication hypotheses, not to extend the estimand.
The contribution is a specification and its falsification conditions, not an executed empirical result. This is a delimitation of claim, not only of progress. The dissertation reports expected directions and illustrative magnitudes that define the falsification thresholds, and it labels them as expectations, because the full mission-by-subsystem dataset is still being assembled from the JPL archives and the NASA anomaly records. No estimated coefficient is presented as a finding anywhere in the document.
The estimand is a comparison of conditional associations, not a single average treatment effect. Because heritage, parts-class, and test-fidelity are not randomly assigned across spacecraft, the strongest defensible claim from the observational design is a conditional association under stated unconfoundedness assumptions, and the dissertation frames the test as a nested-model coefficient comparison rather than as the estimation of one causal contrast.
The architecture-traceability layer is explicitly out of scope. This is an empirical-econometric reliability study, not an enterprise or systems-architecture deliverable. No real capability, system, data or service exchange, or enterprise outcome is in scope; the unit of analysis is the mission-by-subsystem statistical cell. The dissertation therefore does not construct a strategic-objective-to-capability-to-activity-to-function-to-exchange-to-measure traceability chain, and it does not force systems-architecture vocabulary onto a statistical contribution. The decision-relevance that such a chain would carry is instead carried by the mission-assurance policy implications developed in the discussion, which is the appropriate substitute for an architecture-traceability chain in a study whose object is a hazard coefficient.
Finally, the dissertation delimits its causal language. It does not assert identified causation. It asserts conditional association under unconfoundedness, defends that conditioning with a control set, an overlap restriction, and a bad-controls discipline, and states the residual confounding it cannot remove as a limit on the causal reading rather than papering over it.
1.9 Roadmap of the dissertation
The dissertation proceeds in eight chapters, and the logic that links them is the assurance-case spine carried from this introduction: the problem is real, the problem is material, the design addresses the causal mechanism, the design beats the alternatives, and the residual risk is acceptable.
Chapter 1, this chapter, has stated the problem in full, located the gap, broken out the research questions, fixed the single falsifiable contribution as H0 and H1, disambiguated the heritage construct into its four levels, set out the significance and stakes, and bounded the scope. It establishes the first two links of the spine: the problem is real and the problem is material.
Chapter 2 builds the theoretical framework. It develops the conceptual split between reliability-as-delivered and reliability-as-provenance, recasts heritage as an informal maturity claim tied to the technology-readiness literature, sets parts-class and test as the rival predictors with their mechanism stated, and installs the potential-outcomes and design-based frame of Angrist and Pischke and of Rubin that lets the two theories be tested head-to-head, translating the econometric apparatus into spacecraft terms.
Chapter 3, the largest chapter, reviews the literature. It funnels from broad satellite-reliability statistics through subsystem and environment differentiation, into the heritage and maturity literature, then into the parts, radiation, and COTS rival literature and the small-satellite evidence, and arrives at the causal-attribution gap that the descriptive literature leaves open. Every cited result is interpreted for what its convergence means for the argument, not merely listed.
Chapter 4 specifies the data and measurement. It names the three source classes, the NASA anomaly and lessons-learned records, the NTRS reliability and parts-stress reports, and the JPL mission archives; fixes the mission-by-subsystem unit; operationalizes each variable defined in Section 1.6; confronts survivorship as a first-order data threat; and details the record linkage and the inter-coder reliability that make the coding auditable.
Chapter 5 sets out the research design and identification. It specifies the mixed-effects survival estimator and its discrete-time companion with the fixed notation, defends the selection-on-observables identification through the control set, the overlap restriction, and the bad-controls discipline, builds the survivorship correction into the sampling frame and the weighting, and catalogs the threats to internal, external, construct, and statistical-conclusion validity. This chapter establishes the third and fourth links of the spine: the design addresses the causal mechanism and beats the alternatives.
Chapter 6 lays out the analysis plan. It states the eight-step estimation procedure, the expected and explicitly illustrative findings that define the test, the pre-registered falsification rule, the fixed diagnostics and robustness re-codings, and the power analysis that ties any non-result to the minimum detectable coefficient difference. This chapter establishes the fifth link: the residual risk is acceptable, because the design reports its own limits honestly.
Chapter 7 discusses the implications under each hypothesis, the three rival readings of heritage-rigor bundling, mediation rather than confounding, and program-competence confounding, and the external-validity boundary, and it locates the decision-relevance of the work in mission-assurance policy.
Chapter 8 concludes by restating the contribution as a specification rather than a coefficient, affirming the value to the Safety, Mission Assurance and Health portfolio regardless of which hypothesis wins, and naming the execution path: complete the assembly of the JPL heritage and parts records and the NASA anomaly outcomes into the mission-by-subsystem frame, and execute the pre-registered specification, reporting the falsification decision exactly as defined.
The backmatter supplies the full bibliography with hyperlinked citations and a set of appendices: the variable coding manual, the subsystem-taxonomy crosswalk, the documentation-probability model specification, the frozen pre-registration block, the minimum-detectable-difference power tables, and the source-provenance log for the corpus.
The thread that runs through all eight chapters is the one stated in Section 1.0 and never abandoned. The dissertation does not claim to have measured whether heritage buys reliability. It claims to have built the instrument that can measure it, fixed in advance so that the answer, in either direction, will be the data’s and not the researcher’s.
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Chapter 2: Theoretical Framework
2.0 The chapter thesis
The reliability that a spacecraft subsystem actually delivers on orbit is a property of the article that flew, not of the lineage from which its design descended, and the central theoretical move of this dissertation is to make that distinction operational and testable. Heritage, parts-class, and test-program fidelity are routinely treated as if they were three names for the same underlying quality, maturity, with heritage taken as the most economical signal of it. This chapter argues that they are not interchangeable, that they refer to logically distinct objects, and that the conflation of them is precisely what lets a review board grant a heritage discount that the delivered article has not earned. The framework that follows builds two competing theories of where delivered reliability comes from, a provenance theory and a delivered-article theory, and then installs the causal-inference scaffold (the potential-outcomes formalism of Rubin and the design-based discipline of Angrist and Pischke) that allows the two theories to be placed in direct, falsifiable competition rather than asserted against one another. The conceptual model the empirical chapters will test is stated at the end of this chapter as a nested coefficient comparison: whether the standardized association of claimed heritage depth with the subsystem failure hazard survives the entry of parts-class and test-fidelity, or collapses toward negligible effect when those delivered-article properties are conditioned on.
The problem This chapter examines, framed as current state, desired state, gap, and consequence, is the following. The current state is a mission-assurance culture in which “heritage” functions as an informal maturity certificate that licenses reductions in qualification scope and parts rigor, with no specification that separates the provenance claim from the article properties it is assumed to proxy. The desired state is a theory of delivered reliability precise enough to say what heritage can and cannot stand in for, so that the heritage discount is granted only when the delivered article matches the heritage article in the properties that actually govern failure. The gap is that the published reliability literature, though mature in describing failure behavior, supplies no conceptual apparatus that distinguishes provenance from delivered-article properties and no identification strategy that could adjudicate between them on observational data. The consequence of leaving the gap open is that assurance attention and budget flow on an untested theory, and the field cannot say whether its standing practice is buying reliability or merely buying a justification to stop paying for it.
This chapter does not present empirical results. It is a design-stage theoretical development. Where it states what the framework predicts, those predictions are expected directions that define the test, not estimated quantities, and they are labeled as such. The contribution of the chapter is the conceptual model and the argument that the model is identifiable in principle, not any measured effect.

2.1 Reliability as delivered versus reliability as provenance
The framework begins with a single conceptual split that the rest of the dissertation depends on: the distinction between reliability as a property of the delivered article and reliability as a claim about the article’s provenance. This split is the theoretical hinge of the entire study, and stating it precisely is the work of this section.
Reliability, in the sense that matters to a mission, is a forward-looking statement about the delivered article: given the particular box that was built, with the particular parts that populate it, integrated by the particular team that integrated it, and exercised by the particular test campaign it actually received, what is the probability that it operates without a failure-severity anomaly through the mission in the environment it will actually fly. This is a property of the physical object and of the verification it underwent. It is, in the potential-outcomes language developed in Section 2.4, the object whose distribution we want to predict and compare across configurations. Provenance, by contrast, is a backward-looking statement about lineage: the design, or the build process, or the parts family, or in the strongest case an identical article, has operated before. Provenance is a fact about history. Delivered reliability is a fact about the present article’s future. The two coincide only under a strong and usually unstated assumption, namely that the historical success transfers intact to the present article because nothing reliability-relevant changed between them.
That transfer assumption is exactly where the practice is most fragile, and the descriptive reliability literature is what tells us so. Castet and Saleh’s nonparametric estimates of satellite and subsystem reliability, built from databases of on-orbit failures, establish that satellite reliability is not well described by a constant hazard and that a non-negligible fraction of failures occur early in life, consistent with latent-defect infant mortality rather than wear-out [castet_saleh_2009]. The interpretive weight of that result for the present framework is this: if a meaningful share of failures are early and defect-driven, then they are failures of the delivered article’s intrinsic quality and of the verification that should have caught the defect, not failures that any amount of design provenance could have foreclosed. A design that has flown successfully a hundred times confers nothing on a freshly fabricated copy that carries a bad parts lot the original did not, and the early-failure regime is precisely the regime in which such intrinsic defects express themselves. Tafazoli’s review of on-orbit failures reinforces the same reading from the opposite direction: failures concentrate in a small number of subsystems and a meaningful share trace to design and parts issues rather than to random external causes [tafazoli_2009]. A failure that traces to a parts issue is, by construction, a delivered-article failure, and provenance is silent about it unless the provenance claim includes the parts.
The claim of this section, stated in Toulmin form so that its structure is explicit, is as follows. The claim is that delivered reliability and provenance are distinct constructs that coincide only under a transfer assumption that the data show is frequently violated. The grounds are the documented early-failure and parts-driven failure regimes in the satellite population [castet_saleh_2009][tafazoli_2009]. The warrant connecting grounds to claim is that early and parts-driven failures are, by their causal origin, properties of the as-built article and its verification, which provenance does not determine unless it explicitly carries the parts and the environment forward. The backing for that warrant is the mechanistic reliability-physics account, developed in Section 2.3, by which intrinsic defect rate is set by parts-class and latent-defect detection is set by test fidelity, both of which are article properties. The qualifier is that the distinction bites only to the extent that articles bearing the same provenance actually differ in their delivered properties; where a heritage claim does carry identical parts and identical environmental qualification, provenance and delivered reliability converge and the distinction is harmless. The rebuttal to guard against is the objection that provenance is a sufficient summary statistic for the article properties, so that conditioning on it captures them; Section 2.3 and the identification argument in Section 2.5 answer this by showing that provenance and article properties can be made to vary independently in principle and that the empirical design is built to detect whether they do so in fact. Confidence in the distinction itself is high, because it is a definitional and mechanistic claim rather than an empirical one; confidence that the distinction is decision-relevant in practice is moderate at the design stage and is exactly what the empirical test is constructed to raise or lower.
The mechanism by which the conflation produces harm can be named explicitly, in the driver-to-implication chain the framework uses throughout. The driver is the substitution of a weaker provenance claim for the delivered-article properties it is assumed to summarize. The mechanism is that a review board, accepting provenance as a maturity certificate, reduces the qualification and acceptance scope and relaxes parts-class requirements for the new build, leaving intrinsic defects and environment-mismatch unverified on the actual article. The observable effect is an elevated early and total subsystem failure hazard on the delivered article relative to what full verification would have produced. The operational consequence is an on-orbit subsystem anomaly or loss on a mission that believed itself protected by heritage. The strategic implication is that assurance resources are misallocated toward reviewing lineage and away from verifying the article, which is the policy stake the dissertation exists to inform. This is a mechanism, not a bare correlation: each link names a specific actor, decision, and physical pathway, and the empirical design in later chapters is built to test the links that are testable on observational data while acknowledging that the design-review decision step is reconstructed from documentation rather than observed directly.
The desired theoretical state, then, is a framework in which heritage is understood as a noisy and possibly biased signal of the delivered-article properties that actually govern failure, rather than as a property in its own right. The next three sections build that framework: Section 2.2 locates heritage within the maturity literature to explain why the signal is attractive and where it goes wrong; Section 2.3 specifies the two delivered-article properties, parts-class and test-fidelity, and the mechanisms by which they set the failure hazard; and Section 2.4 installs the causal apparatus that lets the signal and the properties be separated empirically.

2.2 Heritage as an informal maturity claim
Heritage is best understood theoretically as an informal, subsystem-level assertion of maturity, and reading it through the technology-maturity literature both explains its appeal and exposes the specific way it misleads. This section develops that reading and connects it to the established maturity-and-risk findings in the corpus.
The technology readiness level (TRL) construct is the formal version of the intuition heritage trades on. Dubos, Saleh, and Braun connected TRL to schedule risk and slippage in spacecraft design, demonstrating empirically that lower-maturity technology carries measurable program risk and that the maturity of a technology at program start predicts downstream schedule behavior [dubos_saleh_braun_2008]. The earlier conference treatment of the same data analysis and modeling effort establishes the methodological basis for that maturity-to-risk linkage [dubos_2007_technology]. The interpretive significance for this framework is that there is genuine, documented signal in maturity: more mature technology does, on average, behave better programmatically, so the instinct to reward maturity is not irrational. Heritage is an attempt to claim that signal at the level of a box or subsystem, asserting that this article is mature because something like it has flown.
The trouble is that the maturity literature itself shows the construct to be slippery, and the slipperiness is exactly the failure mode heritage inherits. Olechowski, Eppinger, and Joglekar, surveying the state of TRL use four decades after its introduction, document that the readiness-level construct is applied inconsistently, that the boundary between levels is interpreted differently across organizations, and that the single-number summary obscures heterogeneity in what has actually been demonstrated [olechowski_2015_technology]. The NASA Technology Readiness Assessment study team reached a compatible conclusion from inside the agency, recommending tightened definitions and explicit assessment procedures precisely because the bare level number was being read to mean more than it demonstrated [hirshorn_2016_final]. Independent corroboration that maturity-level assessment influences program schedule appears in the schedule-influence analysis of Yilin [yilin_2009_a], grade C and used only as supporting corroboration rather than as a primary warrant. The reading the framework takes from this cluster is that even the formal maturity construct, with its defined ladder and its assessment guidance, suffers from ambiguity about what a given level actually certifies; heritage, which has no ladder and no assessment guidance, suffers the same ambiguity in a more acute form.
The decisive theoretical point is that maturity is a property of a technology in an environment, and heritage routinely detaches the environment from the maturity claim. The TRL definitions themselves distinguish demonstration in a relevant environment from demonstration in an operational environment, and the highest readiness levels require operational-environment demonstration [hirshorn_2016_final]. A heritage claim that asserts a box is mature because it flew in low Earth orbit, applied to a new mission flying that box into a high-radiation deep-space environment, is making a relevant-environment claim and presenting it as an operational-environment claim for the new mission’s environment. The maturity that was actually demonstrated is maturity for the old environment. The maturity the new mission needs is maturity for the new environment, which the heritage claim does not establish. This is the same gap the reliability-by-environment literature makes concrete by showing that the failure distribution shifts with orbit and platform class, so a maturity or heritage claim silent about environment change is an incomplete predictor.
There is a countervailing case in the corpus that the framework must engage honestly rather than dismiss, because it is the strongest evidence that heritage sometimes works exactly as advertised. Kirschenbaum and colleagues describe a family of commercial spacecraft avionics units with extensive reliable flight heritage and argue that this heritage offers an efficient path to a tailored spacecraft bus without redesign, redevelopment, or requalification of the avionics [kirschenbaum_2020_building]. Murphy’s long-term performance analysis of the ASTRO APS star tracker, drawing on on-orbit data across many flights, is presented explicitly as proof in heritage [a_2025_the]. These are real cases where deep, environment-matched, parts-stable heritage is doing genuine reliability work. The framework does not deny them; it absorbs them. In the heritage-depth construction the dissertation uses, these are the strongest category, design-plus-build-plus-same-environment flight heritage, the only category that actually retires environmental risk. The interpretive claim is not that heritage never buys reliability but that the reliability it buys is a function of how deep the heritage actually is, and that the decision-relevant error is the substitution of a shallow heritage claim for a deep one. The avionics-family and star-tracker cases are evidence for the deep end of the ordinal scale, not evidence that the label “heritage” without qualification is sufficient.
Stated in Toulmin form, the claim of this section is that heritage is an informal maturity signal whose reliability content depends entirely on the depth of the heritage and on environmental match, and that the construct as ordinarily invoked does not carry that depth information. The grounds are, on one side, the documented maturity-to-risk signal [dubos_saleh_braun_2008][dubos_2007_technology] and, on the other, the documented ambiguity of even formal maturity assessment [olechowski_2015_technology][hirshorn_2016_final], together with the deep-heritage success cases [kirschenbaum_2020_building][a_2025_the]. The warrant is that a single-label maturity claim that does not specify the environment and the article properties it covers cannot be read off to a delivered-reliability prediction, because the same label spans cases from genuine same-environment proof to bare design lineage. The backing is the TRL framework’s own insistence on environment-specific demonstration [hirshorn_2016_final]. The qualifier is that where heritage is deep and environment-matched, the signal is strong and the construct works. The rebuttal it guards against is the claim that experienced reviewers implicitly account for depth even when the label does not encode it; the dissertation’s response is to make depth explicit and ordinal so the empirical test can determine whether it is the depth or the bare label that carries the association. Confidence that heritage is a maturity signal is high; confidence about how much of the signal survives once depth and environment are disentangled is exactly what the design is built to measure, and at the design stage that confidence is deliberately held at moderate.
This framing also disciplines the variable construction the later chapters inherit. Because heritage is theorized as an ordinal depth claim rather than a binary, the empirical model codes it as none, design-only, design-plus-build, and design-plus-build-plus-same-environment flight. That ordinal coding is the operational expression of this section’s theory: it lets the regression distinguish the shallow claims that the maturity literature warns are ambiguous from the deep claims that the avionics-family and star-tracker cases show can be genuinely load-bearing.

2.3 Parts-class and test-program fidelity as the rival predictors
The rival to the provenance theory is a delivered-article theory with two named mechanisms, and this section specifies both precisely enough that the empirical model can place them in competition with heritage. The theory holds that delivered reliability is governed by what is inside the box, captured by EEE parts-class, and by how thoroughly the box was exercised before launch, captured by test-program fidelity. Each is a property of the article, each acts through a specific mechanism, and together they constitute the alternative hypothesis H1.
The first mechanism is intrinsic defect and degradation rate, set by parts-class. The EEE parts-reliability literature establishes that parts-class, specifically the screening level and the radiation tolerance of the devices, is a first-order determinant of device-level reliability, and that the move toward commercial parts trades cost against this margin. Brandhoff and colleagues’ risk assessment for COTS devices in space systems under radiation effects makes the determinant explicit: device-level survival in the space radiation environment is set by the device’s intrinsic radiation response and by the screening that culls weak devices, and the COTS substitution that lowers cost also lowers the screened-in margin unless compensated [brandhoff_2021_cots]. The mechanism this supports is direct and physical: parts-class sets the rate at which the article carries latent manufacturing defects and the rate at which it degrades under the dose and single-event environment it will encounter. A higher parts-class means a lower intrinsic defect rate and greater environmental margin; a lower parts-class means the opposite, regardless of the design’s lineage. Because this is a property of the procured devices, it is logically independent of heritage: a heritage design rebuilt with a lower parts-class is a heritage design with a higher intrinsic defect rate, and provenance does nothing to lower it.
The second mechanism is latent-defect detection, set by test-program fidelity. The theory holds that integration and test fidelity sets the probability that latent defects, parts escapes, and integration errors are caught on the ground rather than discovered on orbit. The mechanism is screening and exercise: thermal-vacuum cycling, vibration and acoustic qualification, parts-level burn-in, and system-level functional test each create opportunities for a latent defect to express itself under controlled conditions where it can be found and corrected, rather than under flight conditions where it becomes an anomaly. The reliability literature’s documented early-failure regime is the observable signature of this mechanism’s failures: infant mortality is, mechanistically, the population of latent defects that the test campaign did not catch [castet_saleh_2009]. The framework’s prediction, stated as an expected direction and not a measured value, is therefore specific: the infant-mortality outcome should load on test-fidelity in particular, because the causal pathway for early failure is an uncaught latent defect, and screening and system test are exactly the activities designed to catch it. This is the interpretive bridge from the descriptive early-failure finding to the rival hypothesis: the early-failure regime is not an act of nature, it is a verification outcome, and verification fidelity is an article property that competes with heritage.
The two mechanisms are distinct but coupled, and the framework keeps them separate because the policy implications differ. Parts-class acts before test, setting the population of defects the article carries; test-fidelity acts after, setting the fraction of that population removed before launch. A high-parts-class article with a thin test campaign and a low-parts-class article with a thorough one can in principle reach similar delivered reliability by different routes, and the empirical model includes both regressors precisely so that their separate contributions can be read rather than collapsed. The subsystem-level reliability studies in the corpus support treating these as subsystem-specific: Kim, Castet, and Saleh’s analysis of the electrical power subsystem and Wayer, Castet, and Saleh’s analysis of the attitude control subsystem each show subsystem-specific failure behavior and multi-state degradation, which the framework reads as evidence that the parts-and-test mechanisms operate with subsystem-specific intensity and must be modeled with subsystem-specific baseline hazards rather than a single pooled hazard [kim_2011_spacecraft][wayer_2013_spacecraft].
The Toulmin structure of the rival theory is as follows. The claim is that delivered subsystem reliability is governed by parts-class and test-fidelity, two article properties, and that these compete with and may dominate claimed heritage. The grounds are the device-level radiation-and-screening determinant documented for COTS-versus-screened parts [brandhoff_2021_cots] and the early-failure regime that signals incomplete latent-defect detection [castet_saleh_2009], together with the subsystem-specificity of failure behavior [kim_2011_spacecraft][wayer_2013_spacecraft]. The warrant is that intrinsic defect rate and latent-defect detection are the proximate causes of, respectively, total and early subsystem failure, and that both are properties of the delivered article rather than of its lineage. The backing is the reliability-physics account by which radiation response and screening set device survival and by which environmental and functional test exercise latent defects into detectability. The qualifier is that parts-class and test-fidelity are themselves measured with error and may be correlated with heritage in practice, which is the identification problem Section 2.4 addresses. The rebuttal guarded against is mediation, the possibility that heritage causes good parts-class and good test-fidelity, so that controlling for them understates a real heritage effect; Section 2.5 and the analysis plan distinguish mediation from confounding explicitly rather than assuming one. Confidence in the existence of the two mechanisms is high, because they rest on established reliability physics; confidence in their dominance over heritage is the H1 claim under test, held at moderate at the design stage by construction.
The rival theory is what makes the dissertation a head-to-head test rather than a one-sided argument. H0, the null, is the provenance theory of Section 2.1 and 2.2: heritage depth is the primary driver, and parts-class and test-fidelity add little once heritage is included. H1, the alternative, is the delivered-article theory of this section: parts-class and test-fidelity dominate, and heritage adds little incremental predictive power once they enter. The two theories make opposite predictions about the same nested coefficient comparison, which is what allows the design to falsify one in favor of the other rather than merely illustrating either.

2.4 The potential-outcomes and design-based frame
To put the provenance theory and the delivered-article theory into competition on observational data, the framework adopts the potential-outcomes formalism of Rubin and the design-based econometric discipline of Angrist and Pischke. This section develops both as the methodological anchors of the dissertation and explains what each contributes to the head-to-head test; Section 2.5 then translates them into spacecraft-specific terms.
2.4.1 Why an observational-causal frame is required
The estimation problem is observational, and that fact dictates the choice of frame. No agency randomizes heritage, parts-class, or test fidelity across spacecraft; each is chosen by programs under budget, schedule, and environment constraints. The threat this creates is that the same program characteristics that generate a heritage claim may also generate, or fail to generate, parts rigor and test rigor, so that a naive regression of failure on heritage will absorb the effect of the omitted rigor variables and attribute it to heritage. A frame that simply regressed failure on heritage and read the coefficient causally would be committing exactly the error the descriptive literature cannot itself correct, because descriptive reliability curves estimate marginal failure distributions and do not attempt to attribute them to competing, possibly confounded, causes. The potential-outcomes frame is adopted because it makes the assignment problem explicit and forces the analyst to state and defend the assumptions under which a comparison is interpretable, rather than leaving them implicit.
2.4.2 Rubin’s potential-outcomes formalism
Rubin’s framework defines a causal effect as a comparison of potential outcomes for the same unit under different treatment assignments, and it locates the central difficulty in the fact that only one potential outcome is ever observed per unit [rubin_1978_bayesian]. The interpretive contribution to this dissertation is that it reframes the heritage question from “is heritage associated with reliability” to “what would this subsystem’s failure behavior have been under a different heritage, parts-class, or test-fidelity assignment,” which is the question a review board implicitly asks when it considers discounting test scope. Rubin’s foundational treatment establishes that, absent randomization, the assignment mechanism, the process that determines which units receive which treatment, must be reconstructed and defended from observed covariates before any causal reading is licensed [rubin_1978_bayesian]. Rosenbaum and Rubin’s propensity-score result supplies the practical apparatus: under unconfoundedness, conditioning on the probability of treatment given covariates suffices to remove confounding from the comparison, which reduces a high-dimensional balancing problem to a one-dimensional one [rosenbaum_rubin_1983]. The interpretive weight for this study is that it provides a tractable route to checking whether heritage-rich and heritage-poor subsystems can be compared at all, by examining whether they overlap in covariate space, which Section 2.5 develops as a first-class diagnostic.
Rubin’s later methodological synthesis sharpens the discipline into a single directive that the dissertation adopts as its organizing principle: for objective causal inference, design trumps analysis, meaning the entire specification, the variable construction, the control set, and the analysis plan, must be fixed before the outcome data are examined [rubin_2008_design]. The interpretive significance is that this is what makes the dissertation’s pre-registration not a formality but the core of the contribution: the deliverable is an outcome-blind design, and the credibility of any future estimate rests on the design having been frozen before estimation. Imbens and Rubin’s comprehensive treatment supplies the formal apparatus for the assumptions, unconfoundedness and overlap, that the design must satisfy, and the demonstration that overlap is a precondition rather than a robustness check: where the treated and control groups do not overlap in covariate space, no comparison exists and the effect is not identified on that region [imbens_rubin_2015]. The dissertation takes this directly: the overlap diagnostic is reported as a result in its own right, because a finding that heritage-rich and heritage-poor subsystems never coexist at comparable parts-class and test-fidelity would mean the question is unidentified on the population, which is itself informative.
The Toulmin structure of the Rubin anchor’s transfer is this. The claim is that the potential-outcomes formalism is the appropriate frame for the heritage question because that question is a causal comparison on non-randomized data. The grounds are Rubin’s definition of causal effects as potential-outcome comparisons and the requirement to reconstruct the assignment mechanism [rubin_1978_bayesian], the propensity-score reduction of the balancing problem [rosenbaum_rubin_1983], the design-before-analysis directive [rubin_2008_design], and the unconfoundedness-and-overlap apparatus [imbens_rubin_2015]. The warrant is that a frame which makes the assignment mechanism and the overlap requirement explicit is the only frame in which an observational heritage-versus-rigor comparison can be honestly defended or honestly declared unidentified. The backing is the half-century of methodological development that established potential outcomes as the standard apparatus for observational causal inference, corroborated within the corpus by Pearl’s overview placing potential outcomes among the principal frameworks for causal inference in statistics [pearl_2009_causal]. The qualifier, which the dissertation never relaxes, is that selection-on-observables identification yields a conditional association under a stated unconfoundedness assumption, not an experimentally identified causal effect; the strongest defensible claim is that, conditional on the control set, the data favor one theory over the other. The rebuttal guarded against is hidden confounding by unobserved program competence, which Section 2.5 and the later threat analysis address by proxy and by acknowledged limitation rather than by overclaim. Confidence in the appropriateness of the frame is very high; confidence that its identifying assumptions hold on this particular population is moderate and is defended, not assumed.
2.4.3 The Angrist-Pischke design-based discipline
Where Rubin supplies the formalism, Angrist and Pischke supply the operating discipline for using it on real, messy data. Their design-based program in Mostly Harmless Econometrics insists that every regression be read as a specific comparison: identify what variation in the regressor is being exploited, identify the units being compared, and ask whether that variation is plausibly unrelated to the omitted determinants of the outcome after conditioning [angrist_pischke_2009]. The interpretive contribution is that it converts the abstract unconfoundedness assumption into a concrete question the analyst must answer for the heritage coefficient: which subsystems’ heritage variation is the coefficient built from, and is that variation contaminated by parts-and-test choices the program made alongside the heritage choice. This is the question the nested Model A to Model B comparison operationalizes.
The single most consequential element Angrist and Pischke contribute is the bad-controls warning, and the framework treats it as a binding constraint rather than as advice. A bad control is a variable that is itself an outcome of the treatment; conditioning on it reintroduces bias by absorbing part of the treatment’s effect [angrist_pischke_2009]. The spacecraft-specific application, developed fully in Section 2.5, is that the result of the qualification and acceptance test campaign, for example whether the article passed thermal-vacuum without anomaly, is a bad control: test outcomes are downstream of heritage, parts, and test-fidelity choices, so conditioning on them would absorb the very effect under test. The framework therefore restricts the specification to pre-launch, pre-outcome inputs and never conditions on the test’s pass-or-fail verdict. This single specification decision follows directly from the bad-controls treatment and is, in the dissertation’s judgment, the most important design choice in the study.
The companion instrumental-variables work of Angrist, Imbens, and Rubin completes the design-based anchor by clarifying what is and is not identified when an instrument is available, and by tying the instrumental-variables estimand to the potential-outcomes framework through the local-average-treatment-effect interpretation [angrist_imbens_rubin_1996]. The interpretive use in this dissertation is mostly negative and is stated honestly: no credible instrument for heritage assignment is available, because the program-level forces that drive heritage also drive the rigor variables and the outcome, so the study does not claim instrumental identification and rests instead on selection-on-observables. Citing the instrumental-variables result marks the boundary of what the design claims: it identifies the alternative that was considered and set aside, and it names the local-average interpretation that would have been required had an instrument existed, which strengthens rather than weakens the selection-on-observables choice by showing it was made deliberately.
The Toulmin structure of the Angrist-Pischke transfer is as follows. The claim is that the design-based discipline, especially the bad-controls constraint, is necessary to keep the heritage-versus-rigor comparison honest. The grounds are the design-based reading of regressions as specific comparisons and the bad-controls warning [angrist_pischke_2009], together with the instrumental-variables boundary-marking result [angrist_imbens_rubin_1996]. The warrant is that an observational comparison that conditions on post-treatment variables, or that fails to identify the variation it exploits, will misattribute the rigor effect to heritage or vice versa. The backing is the established econometric treatment of post-treatment conditioning as a source of bias. The qualifier is that the discipline reduces but cannot eliminate omitted-variable bias, so the conclusion remains conditional. The rebuttal guarded against is the temptation to add a seemingly natural test-result control to improve fit; the framework forecloses it by rule. Confidence in the necessity of the discipline is very high; it is a logical consequence of the estimand, not an empirical claim.

2.5 Translating the econometric frame to the spacecraft problem
The potential-outcomes and design-based anchors were developed for labor economics and program evaluation, and transferring them to spacecraft reliability requires care on three specific points: the meaning of the stable-unit-treatment-value assumption in a spacecraft population, the physical meaning of overlap, and the spacecraft-specific statement of bad controls. This section makes each translation explicit, because the credibility of the head-to-head test depends on the transfer being defended rather than assumed.
2.5.1 The estimand and SUTVA in spacecraft terms
The first translation concerns what is being estimated. The estimand of interest is not a single average treatment effect but a comparison of the conditional associations of three regressors, heritage depth, parts-class, and test-fidelity, with the subsystem failure hazard. This is why the dissertation frames the test as a nested-model coefficient comparison rather than as the estimation of one causal contrast: the question is which of three competing predictors carries the dominant, stable association, not what the magnitude of a single intervention’s effect is. The potential outcome for a unit is a subsystem’s on-orbit failure behavior under a counterfactual heritage, parts-class, or test-fidelity assignment, and the comparison of conditional associations is the object the nested specification reads.
The stable-unit-treatment-value assumption requires, in this setting, that one subsystem’s heritage or parts choice does not change another subsystem’s failure behavior. This is mostly defensible at the subsystem level, because subsystems fail through largely independent mechanisms, but it can be violated by common-cause structure: a shared power bus, a shared parts lot procured across subsystems, or a shared integration error can couple failures that the unit-of-analysis treats as independent. The framework’s response is not to assume the assumption away but to record lot-level and bus-level commonality so that violations can be flagged and the affected cells examined separately, which is the design’s way of respecting the assumption’s limits rather than pretending they do not exist. The interpretive point is that SUTVA in spacecraft terms is a statement about failure independence across subsystems, and the corpus’s documentation of subsystem-specific failure behavior [kim_2011_spacecraft][wayer_2013_spacecraft] supports treating the subsystems as largely separate units while the commonality recording guards the cases where they are not.
2.5.2 Overlap as a physical condition
The second translation gives overlap a concrete physical meaning, and it is the translation that determines whether the question can be answered on this population at all. Overlap requires that, within a region defined by environment, prominence, mass class, epoch, and subsystem type, the data contain both heritage-rich and heritage-poor subsystems at comparable parts-class and test-fidelity. Where the field always pairs deep heritage with high parts-class and full test, no within-stratum comparison exists, and the heritage effect is not identified separately from the rigor effect. Imbens and Rubin’s insistence that overlap be demonstrated before outcomes are analyzed is therefore not a formality here but the gate that decides whether the comparison is feasible [imbens_rubin_2015].
The interpretive consequence is one the framework states plainly and treats as a possible primary finding: if heritage and rigor are so bundled in practice that no overlap region exists, then the honest conclusion is not that heritage is confirmed but that the heritage discount cannot be evaluated separately on this population, and the defensible assurance posture is to require the rigor regardless of the heritage claim. This is why the dissertation reports the overlap diagnostic as a result in its own right. A finding of no overlap is informative: it means the field’s own practice has made the question unidentifiable, which is itself a statement about how tightly heritage and rigor travel together. Confidence that overlap is the correct gate is very high, because it is a logical precondition for identification; confidence that adequate overlap exists on the assembled population is unknown at the design stage and is precisely what the diagnostic will establish.
2.5.3 Bad controls in spacecraft terms
The third translation states the bad-controls constraint in spacecraft-specific language, because the temptation to violate it is strong and the violation would silently destroy the test. A natural-seeming control is the result of the qualification and acceptance test campaign, for instance whether the article passed thermal-vacuum without anomaly. Conditioning on that result would be a bad control in the exact Angrist-Pischke sense: test outcomes are downstream of both heritage and parts choices and partly downstream of test fidelity itself, so conditioning on them would absorb the very effect under test and bias the heritage and parts coefficients toward zero or worse [angrist_pischke_2009]. The specification therefore uses only pre-launch, pre-outcome inputs, heritage as claimed at design review, parts-class as procured, and test-fidelity as planned and as-run in scope, and never conditions on the test’s pass-or-fail verdict.
The interpretive significance is that this single decision is what keeps the head-to-head test interpretable. The whole point is to measure whether heritage, parts-class, and test-fidelity predict failure; conditioning on a test verdict that those three inputs jointly produce would mean regressing failure on a downstream summary of the very regressors of interest, which would attenuate all three toward zero and render the comparison meaningless. The framework treats the pre-outcome-input rule as inviolable for this reason.
2.5.4 Mediation versus confounding
A final translation concerns the interpretation of attenuation in the nested comparison, because the framework must distinguish two readings of the same statistical pattern. If the heritage coefficient attenuates when parts-class and test-fidelity enter Model B, that attenuation admits two interpretations. Under the confounding reading, heritage was spuriously associated with low failure because heritage-rich programs also tended to choose high parts-class and full test, and conditioning on the rigor removes the spurious part; this is the H1 reading. Under the mediation reading, heritage causes good parts-class and good test-fidelity, so the rigor variables are mechanisms through which a real heritage effect operates, and conditioning on them is conditioning on a mediator, which understates the total heritage effect.
The framework distinguishes these rather than assuming one. The distinguishing evidence is whether heritage predicts parts-class and test-fidelity in the first place, which the design examines directly, and whether the total heritage association (Model A) and the conditional heritage association (Model B) tell a consistent mediation story or a confounding story. The honest position at the design stage is that both readings are live and that the design is built to tell them apart, reporting both the total and the conditional heritage associations so the reader can see which pattern the data show. This is itself an application of the design-before-analysis discipline [rubin_2008_design]: the mediation-versus-confounding question is posed and its diagnostic fixed before outcomes are examined, so that the answer is read from a pre-specified comparison rather than rationalized after the fact.
The Toulmin structure of the translation argument is this. The claim is that the econometric anchors transfer to the spacecraft reliability problem under three explicit conditions, SUTVA as subsystem-failure independence with commonality recording, overlap as a physical coexistence condition reported as a first-class result, and bad-controls as a binding pre-outcome-input rule. The grounds are the formal requirements of the potential-outcomes and design-based frameworks [rubin_1978_bayesian][imbens_rubin_2015][angrist_pischke_2009] and the subsystem-specificity evidence that licenses the unit of analysis [kim_2011_spacecraft][wayer_2013_spacecraft]. The warrant is that a frame’s assumptions must be restated in the substantive terms of the application and either defended or reported as binding diagnostics, or the transfer is illegitimate. The backing is the design-trumps-analysis principle, which requires the assumptions to be confronted before estimation [rubin_2008_design]. The qualifier is that the transfer succeeds only to the degree that the population supplies overlap and the commonality recording captures the SUTVA violations; where it does not, the design reports an unidentified question rather than a false answer. The rebuttal guarded against is the claim that the spacecraft setting is too different from the labor-economics setting for the apparatus to apply; the response is that the apparatus is general to observational causal comparison and that the three translations are exactly the work of making it specific. Confidence in the transfer’s logical validity is high; confidence in its empirical feasibility on the assembled population is moderate and is gated by the overlap diagnostic.

2.6 The conceptual model the empirical work will test
The framework’s two competing theories and the causal apparatus that adjudicates them converge on a single conceptual model, stated here in the notation the empirical chapters carry forward verbatim. The model specifies the failure hazard of a subsystem as a function of the three competing predictors plus controls and a subsystem random effect, and the test is a nested comparison of how the heritage coefficient behaves when the rival predictors enter.
The hazard of first failure for subsystem cell i in mission m at on-orbit time t is written in proportional-hazards form as
log h(t) = log h0(t) + b1Heritage_i + b2PartsClass_i + b3TestFidelity_i + gControls_im + u_s
where h0(t) is a flexible baseline hazard (piecewise-constant or Weibull-mixture, consistent with the documented early and late failure regimes [castet_saleh_2009]); Heritage, PartsClass, and TestFidelity are the ordinal or index regressors theorized in Sections 2.2 and 2.3; Controls are mission environment, prominence, mass class, and launch epoch; and u_s is a Gaussian random intercept for subsystem type s, which absorbs the subsystem-specific baseline hazard the corpus documents [kim_2011_spacecraft][wayer_2013_spacecraft]. The regressors are standardized before estimation so that b1, b2, and b3 are directly comparable in magnitude, which is what the falsification rule requires.
The conceptual model maps the two theories onto the coefficients exactly. The provenance theory (H0) predicts that the standardized magnitude of b1 is the largest of the three and remains stable and bounded away from zero when b2 and b3 are added. The delivered-article theory (H1) predicts that the standardized magnitudes of b2 and b3 exceed that of b1 and that b1 collapses toward negligible effect once b2 and b3 enter. The test is implemented as a nested comparison: Model A estimates the index with heritage and controls only; Model B adds parts-class and test-fidelity; the change in b1 together with the magnitudes of b2 and b3 decides the test. This is the operational form of the entire chapter’s argument. Section 2.1’s provenance-versus-delivered split is the reason the three regressors are conceptually distinct; Section 2.2’s maturity reading is why heritage is ordinal depth rather than binary; Section 2.3’s two mechanisms are why parts-class and test-fidelity are separate regressors with the specific prediction that the infant-mortality outcome loads on test-fidelity; and Sections 2.4 and 2.5 are why the nested comparison, with its overlap gate and its bad-controls rule, can be read as evidence rather than as spurious association.
The assurance-case spine that the dissertation carries across its argument is visible in this model. The problem is real because the early-failure and parts-driven regimes that the model’s baseline and regressors target are documented in the population [castet_saleh_2009][tafazoli_2009][saleh_castet_2011]. The problem is material because failure concentrates in subsystems whose baseline hazards the random effect absorbs and because the parts-and-test campaigns the regressors measure are large discretionary budget lines. The design addresses the causal mechanism because the nested specification with overlap and bad-controls discipline separates provenance from delivered-article properties [angrist_pischke_2009][rosenbaum_rubin_1983][rubin_2008_design]. It beats the alternatives because descriptive reliability curves and naive heritage-only regressions cannot decide the test while the design-based nested comparison can [imbens_rubin_2015]. The residual risk is acceptable because the conclusion is stated as conditional association under unconfoundedness, the overlap diagnostic guards against extrapolation, and an underpowered or unidentified result is reported honestly rather than resolved by assumption. The full assurance-case summary table is compiled at the dissertation level rather than restated here; this chapter’s contribution to that spine is the conceptual model and the demonstration that the model is identifiable in principle under stated, defended assumptions.
What this chapter does not claim bears restating, because the guardrail is part of the framework. The model above is a specification, not a result. The directional predictions attached to H0 and H1 are expected directions that define the falsification rule, not estimated coefficients, and the dataset on which the model will be estimated is still being assembled from the JPL heritage and parts archives and the NASA anomaly records. The theoretical contribution is the model and the argument that it places provenance and delivered-article properties in a genuine, falsifiable competition; the empirical contribution, the estimated behavior of b1 against b2 and b3, is the work of the chapters that follow and is deliberately left unmeasured here. The framework’s value is that it specifies, in advance and outcome-blind, exactly what would count as evidence for each theory, so that whichever way the coefficients fall, the field learns where its assurance dollars should go.
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Chapter 3: Literature Review
3.0 The chapter’s answer, stated first
The published literature on spacecraft reliability is mature on description and almost silent on the one comparison this dissertation needs. Four decades of statistical work have established, with convergent evidence from independent datasets, that on-orbit failure is non-constant in time, concentrated in a small number of subsystems, modulated by orbit and mass class, and driven in part by an early infant-mortality regime that wear-out models cannot explain. A parallel and growing literature has established that the intrinsic properties of the delivered article, specifically the electrical, electronic, and electromechanical (EEE) parts class and the radiation hardness assurance applied to it, are first-order determinants of device-level reliability, and that the trade between commercial parts and high-reliability parts is real and measurable. What no study in this corpus does is place these two bodies of evidence in direct competition with a third candidate, claimed flight heritage, on a single population, with a design that can decide which one predicts realized failure once the others are held fixed. That is the gap. This chapter establishes the gap by reading the literature thematically, interpreting each major source for what its method delivers and what its limitation withholds, and showing that the descriptive curves, the maturity models, and the parts-reliability assessments each supply a necessary piece of the present design while none of them, alone or together as currently assembled, answers the question the dissertation poses. The propositions that close the chapter follow directly from that demonstration: the outcome is modelable because failure varies enough to be modeled; the confounder structure is known because the descriptive literature has already mapped it; the rival predictor is credible because the parts literature has already measured its channel; and the causal comparison is unbuilt because no one has yet held the design-based discipline against the heritage claim on a JPL-class population.
The problem This chapter examines can be framed in the same current-state, desired-state, gap, consequence form that organizes the whole dissertation. The current state of the literature is a rich descriptive map of how satellites fail and a rich methodological toolkit for causal inference under observational data, with the two never joined on the heritage question. The desired state is a body of evidence that tells a review board whether a heritage claim, net of parts-class and test fidelity, buys delivered reliability. The gap is that the descriptive literature treats heritage qualitatively or not at all, the maturity literature stops at the design concept rather than the delivered article, and the parts literature measures the rival channel without ever pitting it against provenance. The consequence of leaving the gap unfilled is that mission assurance continues to grant heritage discounts on faith, reallocating real qualification and parts budget on the strength of a label whose empirical warrant has never been isolated. The remainder of the chapter develops this answer theme by theme.
3.1 The descriptive reliability base: the Castet-Saleh program
The empirical anchor for the entire field, and for this dissertation, is the satellite reliability program built by Castet and Saleh and their collaborators across a sequence of papers between 2008 and 2013. The foundational result is established in their statistical data analysis and modeling of satellite and satellite-subsystem reliability [1]. The method is nonparametric survival estimation, principally the Kaplan-Meier estimator applied to a database of on-orbit failures, followed by parametric Weibull fits to the resulting reliability functions. The finding that matters most for the present work is that satellite reliability is not well described by a constant hazard. A constant hazard would imply that failures arrive at a steady rate independent of time on orbit, the memoryless exponential model that underlies much naive reliability accounting. The data refuse this. A non-negligible fraction of failures occur early in life, in the first months after commissioning, in a pattern consistent with infant mortality from latent manufacturing or design defects rather than with random external insult or end-of-life wear-out. The interpretation this dissertation draws is direct. If failures cluster early and arise from latent defects, then the pre-launch activities that catch latent defects, namely parts screening and system-level test, are mechanistically positioned to move the outcome, and a heritage label that licenses cutting those activities is positioned to make the outcome worse. The descriptive base does not test that claim, but it establishes the hazard shape that makes the claim plausible and that any serious model of the outcome must respect.
The companion paper sharpens the point by asking whether a single Weibull distribution suffices or whether a mixture of two is required [2]. The method is a head-to-head goodness-of-fit comparison between a single-Weibull model and a mixture-Weibull model on the same nonparametric reliability data. The result is that the mixture fits better. A single Weibull, however its shape parameter is chosen, cannot simultaneously capture the steep early drop and the long flat tail of the empirical reliability curve. A mixture, which superposes an early-failure subpopulation with a short characteristic life onto a long-lived subpopulation, captures both regimes. The interpretation is consequential for the design in Chapter 5 and the measurement in Chapter 4. The mixture model identifies, quantitatively, the inflection that separates the infant-mortality regime from the steady-state regime, and that inflection is exactly what the present dissertation uses to set the early window for the infant-mortality outcome rather than choosing it arbitrarily. The limitation of the Castet-Saleh mixture work, read against the dissertation’s question, is that the mixture is descriptive. It tells us that an early-failure subpopulation exists and roughly where it ends; it does not tell us what distinguishes the members of that subpopulation from the survivors, which is precisely the heritage-versus-parts-versus-test question. The mixture is the outcome’s anatomy, not its etiology.
The third paper in the core sequence moves beyond binary reliability to multi-state failure analysis of satellite subsystems [3]. The method generalizes the survival framework to a multi-state model in which a subsystem can occupy fully operational, partially degraded, and failed states, with transition intensities estimated from the data. The finding is that aggregating to a binary working-or-failed outcome discards real information, because many subsystems spend meaningful time in degraded states that carry their own risk and their own diagnostic signal. For the present dissertation the multi-state result is methodologically load-bearing in a specific way: it confirms that the subsystem, not the spacecraft, is the correct unit of analysis, because failure behavior is subsystem-specific and the aggregate spacecraft curve is a mixture of heterogeneous subsystem curves that masks the variation the hypotheses depend on. The dissertation does not adopt the full multi-state machinery, because the head-to-head coefficient comparison is cleaner in a first-failure survival and infant-mortality framework, but it inherits the multi-state program’s central lesson that the analysis must live at the subsystem level. The book-length consolidation of the program restates the subsystem-reliability result in its mature form [44], and the encyclopedic treatment of satellite reliability [45] and the standalone subsystem-reliability chapter [46] make the same point in reference form: the subsystem is where the reliability signal lives.
A confirming and partly independent line is Tafazoli’s review of on-orbit spacecraft failures [4]. The method is a structured review of documented on-orbit failures rather than a parametric reliability fit, and the value of the independence is that it does not share the Castet-Saleh dataset or estimator. The finding converges with the parametric work on two points. First, failures concentrate in a small number of subsystems rather than spreading uniformly across the spacecraft. Second, a meaningful share of failures trace to design and parts issues rather than to random external causes such as debris or unmodeled environment. The convergence matters because it means the subsystem-concentration and parts-relevance facts are not artifacts of one team’s database or one estimator’s assumptions; two methods on two evidence bases reach the same place. The interpretation for the dissertation is that the rival hypothesis, that delivered-article properties such as parts class drive failure, is not a contrarian guess but a reading already supported by the descriptive review literature. The limitation is the same as before: Tafazoli documents that parts and design issues cause failures; he does not isolate the marginal contribution of a heritage claim against those issues.
The platform health scorecard work completes the descriptive base [5]. The method is a systematic cataloguing of anomalies and failures by subsystem across a satellite population, producing what the authors frame as a scorecard of platform health. The finding is the uneven distribution again, now rendered as a ranked accounting of which subsystems contribute disproportionately to anomalies. The scorecard’s contribution to the present design is the dominant-confounder map. If certain subsystems are intrinsically more failure-prone, then any test of heritage that does not condition on subsystem identity will confound the heritage effect with the subsystem mix of the heritage-rich versus heritage-poor cells. The dissertation responds to this exactly, by absorbing subsystem-specific baseline hazard into a Gaussian random intercept for subsystem type in the notation log h(t) = log h0(t) + b1Heritage_i + b2PartsClass_i + b3TestFidelity_i + gControls_im + u_s. The scorecard is, in effect, the empirical justification for the u_s term. The limitation is that a scorecard ranks subsystems; it does not explain within a subsystem why one instance of an attitude control system fails early and another does not, which is the within-subsystem variation the head-to-head test exploits.
Two subsystem-specific deep dives extend the scorecard into the two subsystems most central to the dissertation’s mechanism. The electrical power subsystem analysis examines failure behavior, reliability, and multi-state transitions for spacecraft power specifically [15]. The method mirrors the multi-state program applied to a single subsystem, and the finding is that the power subsystem carries a substantial and time-structured failure load with identifiable degraded states. This matters because the power subsystem is a common-cause node: a shared power bus can propagate a single fault across multiple subsystems, which is exactly the stable-unit-treatment-value violation the dissertation flags and records lot-level and bus-level commonality to detect. The attitude control subsystem analysis performs the parallel decomposition and adds a comparative LEO-versus-GEO failure-behavior result [16b]. The finding that attitude control failure behavior differs by orbit is direct evidence for the environment control in the dissertation’s specification: the same subsystem in a different environment is a different reliability object, which is the precise reason a heritage claim that does not account for environment change is an incomplete predictor. These two papers convert the scorecard’s ranking into mechanism-relevant detail for the two subsystems where the heritage-versus-rigor contest is most consequential.
The synthesis of Section 3.1 is that the descriptive base delivers four things the dissertation requires and withholds the one thing it must build. It delivers the hazard shape (non-constant, infant-mortality-bearing) [1][2], the correct unit (subsystem) [3][15][16b], the dominant confounder (subsystem identity and its anomaly load) [5], and an independent confirmation that parts and design issues are real failure causes [4]. It withholds any isolation of the heritage claim from the parts and test rigor it is assumed to proxy. Confidence in this synthesis is high, because the convergence across nonparametric estimation, parametric mixture fitting, multi-state modeling, and independent structured review is strong and mutually reinforcing; what would lower it is evidence that the failure databases underlying these studies are themselves biased by survivorship in a way that distorts the hazard shape, a threat the dissertation treats in Chapter 5 rather than dismissing here.
3.2 Reliability by mass, orbit, and platform class: the environment differentiators
If the first theme establishes that satellites fail in a structured way, the second establishes that the structure shifts with the platform and its environment, which is what makes the environment controls in the dissertation’s specification mandatory rather than decorative. The mass-category analysis asks directly whether spacecraft size matters for reliability [6]. The method partitions the satellite population by mass class and estimates separate reliability functions per class. The finding is that the reliability functions differ across mass categories, so that a small satellite and a large one are not draws from the same failure distribution. The interpretation for the dissertation is that mass class is a confounder of the heritage test, because heritage practices and parts regimes co-vary with mass class: flagship-scale missions document heritage and procure high-reliability parts differently than smaller classes do. Conditioning on mass class, as the specification does, is therefore not optional. The limitation of the mass-category work is that it shows the distributions differ without decomposing why, leaving open whether the difference is parts, test, environment, or program-resource driven, which is again the very decomposition the dissertation attempts.
The deep-space reliability literature is the most directly relevant environment slice because the dissertation’s population is JPL-class, which is disproportionately deep-space and high-radiation. The bulk-population and subsystem analysis of deep-space satellites launched between 1991 and 2020 estimates reliability for the deep-space population specifically [8]. The method follows the nonparametric-then-parametric template on a deep-space-restricted sample, and the finding is that deep-space satellites carry their own characteristic reliability profile, distinct from the LEO and GEO populations that dominate the broader databases. The companion deep-space and launch-vehicle reliability estimation extending the window to 1958 through 2022 broadens the temporal base for the same population [40]. The interpretation is twofold. First, these papers establish that a deep-space-specific population is large enough and varied enough to model, which is a precondition for the dissertation’s empirical feasibility. Second, they establish that the high-radiation deep-space environment is a distinct reliability regime, which is the regime in which a heritage box flown previously to LEO has unproven environmental qualification, the exact case the rival hypothesis predicts will fail. The limitation is that the deep-space studies, like the rest of the descriptive base, characterize the population without separating provenance from rigor within it.
The two-Weibull segmented modeling work generalizes the mixture insight into a formal segmented model and applies it across a satellite population [9]. The method fits a two-segment Weibull in which an early segment and a later segment have distinct shape and scale parameters, with a changepoint between them. The finding is that the segmented model captures the early and late regimes more faithfully than an unsegmented fit, which is the same infant-mortality-versus-wear-out distinction reached by mixture modeling but expressed as an explicit changepoint. For the dissertation this reinforces the decision to model the infant-mortality window separately, and it supplies an alternative estimation route for locating the early-window boundary if the mixture inflection proves unstable. The single-versus-mixture and payload-focused reliability estimation for satellites operating 1991 through 2020 adds a payload-subsystem-specific reading [38], which matters because the payload instrument is the most novel and least heritage-eligible subsystem and is therefore a candidate to dominate any heritage signal; the dissertation pre-specifies a robustness check that excludes the payload subsystem precisely because of this. The large-satellite bus reliability assessment from the NASA technical literature [41] confirms that bus-level reliability for large platforms is its own object with its own track record, separable from payload reliability, which supports treating bus subsystems and the payload instrument as distinct cells.
Two structural-statistical observations close this theme. A geosynchronous communication satellite reliability analysis applies the same data-analysis-and-modeling template to the GEO commercial population [43], and the finding that GEO commercial reliability has its own profile, distinct from the science and deep-space populations, reinforces both the orbit control and the external-validity boundary the dissertation draws around JPL-class missions. The high-orbit electrostatic-discharge anomaly warning work [47] supplies the mechanism behind some of the orbit dependence: in high orbit, space-weather-driven electrostatic discharge is a major anomaly cause, which is an environment-specific failure channel that a same-environment heritage claim would have retired and a different-environment heritage claim would not. The synthesis of Section 3.2 is that environment is not a nuisance to be averaged away but a first-order modulator of the hazard, so the dissertation’s controls for orbit class, radiation environment, and mass class are doing identification work, not cosmetic adjustment. Confidence is high for the existence of environment dependence, which is replicated across mass, orbit, and platform slices [6][8][40][43]; it is moderate for the specific magnitude of any one environment’s effect, because the slices use different databases and windows, which is why the dissertation conditions on environment rather than importing a fixed effect size from any single study.
3.3 Heritage, maturity, and the novelty tradeoff
The third theme is the conceptual bridge between provenance and reliability, and it is where the literature is thinnest on exactly the construct the dissertation tests. Heritage is, at bottom, an informal maturity claim asserted at the box or subsystem level, so the maturity literature is the closest formal treatment available. The foundational result connects technology readiness level (TRL) to schedule risk and slippage in spacecraft design [7], with the underlying data analysis and modeling presented in the companion conference paper [50]. The method regresses program schedule outcomes on the maturity of the technologies involved, and the finding is that lower-maturity technology carries measurable program risk in the form of schedule slippage. The interpretation for the dissertation is that maturity demonstrably matters for program outcomes, which makes the heritage-as-maturity-claim framing credible, but the maturity that the TRL literature measures is the maturity of the technology concept, not the maturity of the delivered article in its actual flight environment. This is the precise gap the dissertation isolates: a heritage box flown to a new and harsher environment has a mature design concept and an immature environmental qualification, and the TRL framework, which scores the concept, does not capture the distinction. The schedule-slippage finding also speaks to why heritage is invoked under cost pressure: heritage is the lever that promises to retire maturity risk without the schedule cost of fresh qualification.
The broader assessment of TRL practice at its fortieth anniversary catalogues the state of the art, the challenges, and the opportunities in TRL use across engineering domains [48]. The method is a review and synthesis of TRL practice, and the finding most relevant here is that TRL is widely used but inconsistently applied and frequently misread, particularly when a high TRL earned in one context is transferred to a different context as if the readiness traveled with the technology. This is the maturity-literature analogue of the heritage-substitution failure mode the dissertation targets: a readiness or heritage credential earned in one environment is spent in another. The supporting Chinese-language study of TRL influence on spacecraft development schedule [51] and the NASA technology readiness assessment study team’s final report [52] confirm the institutional weight placed on readiness assessment and the recurring difficulty of pinning readiness to a specific as-built, as-flown configuration rather than to a design lineage. The interpretation is that the maturity literature has already identified, in its own vocabulary, the context-transfer problem that the heritage literature has not formalized, and the dissertation imports that insight to motivate coding heritage as an ordinal depth that explicitly distinguishes same-environment flight from design-only provenance.
The single source in the corpus that directly examines a heritage claim against on-orbit data is the long-term performance analysis of a star tracker, framed as the proof in heritage and built on on-orbit data with lessons learned [49]. The method is a longitudinal analysis of a specific heritage component’s on-orbit performance, and the finding is that the component’s accumulated flight record supports its heritage status for the environments in which it has flown. This is valuable as an existence proof that heritage can be evidenced rather than merely asserted, and it models the kind of delta-qualification reasoning the dissertation’s policy implication recommends. But it is a single-component case study, not a cross-mission comparison, and it cannot separate the component’s heritage from its parts class or its test history because there is no contrast population. Read against the dissertation, it illustrates both the promise and the limit of the existing heritage literature: heritage can be examined empirically one component at a time, but no study scales that examination into a population-level head-to-head against the rival predictors. The commercial-avionics building-blocks work that argues for reusable, flight-heritage-rich avionics units [53] makes the practitioner case for heritage as a cost-and-reliability lever explicitly, asserting that a family of commercial avionics with extensive reliable flight heritage avoids costly requalification. That assertion is exactly the proposition the dissertation puts to test rather than accepts: the building-blocks argument states the H0 position in practitioner form, that heritage retires the need for requalification, and the dissertation’s contribution is to ask whether the delivered-article properties or the provenance is what the avoided requalification was actually buying.
The synthesis of Section 3.3 is that the maturity literature supplies a rigorous framework for thinking about heritage as a readiness claim and independently identifies the context-transfer failure mode, while the direct heritage literature consists of single-component proof points and practitioner assertions rather than population-level tests. Confidence that heritage is invoked as a rigor and requalification substitute is high, because it is stated explicitly in the practitioner literature [53] and structurally in the TRL work [7][48]. Confidence that the substitution is empirically warranted is, by the state of this literature, unestablished, because no source in the corpus measures the heritage claim against the rival predictors on a contrast population; that absence is the dissertation’s opening.
3.4 Parts-class, radiation, and COTS as the rival predictors
The fourth theme assembles the rival hypothesis’s evidence base, and here the literature is rich, recent, and quantitative, which is what gives H1 its credibility. The rival claim is that the intrinsic properties of the delivered article, principally EEE parts class and the radiation hardness assurance applied to it, set the failure hazard, and that heritage is at best a loose proxy for these properties. The risk assessment for the use of COTS devices in space systems under consideration of radiation effects [11] is the anchor. The method is a structured risk assessment that maps commercial-off-the-shelf device characteristics to radiation-induced failure modes and quantifies the resulting risk relative to high-reliability parts. The finding is that parts class, specifically radiation tolerance and screening level, is a first-order determinant of device-level reliability, and that the move toward commercial parts trades cost against this margin in a way that is measurable rather than notional. The interpretation for the dissertation is foundational: the rival predictor is not speculative, because the channel from parts class to failure has been characterized directly, which means the b2 coefficient in the specification has a mechanism behind it before any estimation occurs. The systematic review of engineering and testing approaches for radiation hardness assurance in commercial space avionics [78] generalizes this into a review-level synthesis, finding that radiation hardness assurance is the organizing discipline by which parts-class risk is managed and that its rigor varies systematically across programs, which is exactly the variation the test-fidelity index in Chapter 4 is built to capture.
A cluster of device-level radiation studies supplies the mechanism in physical detail. The from-COTS-to-space-grade analysis traces how technology scaling has unintentionally improved radiation hardness in some commercial parts while leaving single-event-effect vulnerability [21], and the finding that scaling produces natural but uneven hardening is important because it warns against treating COTS as a single class: the screening-level subindicator in the dissertation’s parts-class variable exists to capture this within-class heterogeneity. The radiation hardness assurance for a NewSpace DC-DC converter [19] and the single-event-effects and total-ionizing-dose testing of a commercial system-on-module [20] are concrete qualification campaigns showing that a commercial part’s space suitability is established by test, not by pedigree, and that the test reveals failure modes the pedigree did not predict. The use and benefits of COTS board-level testing for radiation hardness assurance [22] makes the same point at the board level, finding that board-level testing catches integration-level radiation vulnerabilities that part-level data miss, which directly supports the dissertation’s decision to index test fidelity at the system level and not only at the parts level. The total-dose radiation hardness assurance work for space electronics [26] establishes the historical baseline method for total-ionizing-dose assurance, and the NASA radiation hardness assurance guideline [75] supplies the institutional standard against which a program’s assurance rigor can be scored.
The radiation-environment characterization literature grounds why the assurance is necessary. The assessment of the true radiation environment in low Earth orbit for COTS device use [25] and the broader treatment of COTS devices for space missions in LEO [123] find that the LEO radiation environment, while milder than deep space, is still severe enough that COTS reliability depends sensitively on the assurance applied, which reinforces the environment-by-parts interaction the dissertation’s controls are meant to absorb. The evaluation of algorithm-based fault tolerance under neutron radiation [61] and the analysis of COTS FPGA single-event-upset sensitivity under combined conducted electromagnetic interference and total ionizing dose [116] show that parts-class effects compound with operating conditions, which is a caution the dissertation heeds by recording environment alongside parts class rather than treating them as independent. The why-space-is-unique treatment of basic environment challenges for EEE parts [113] and the NASA electronic parts and packaging program’s account of EEE parts resources [81] supply the institutional and physical justification for the parts-class hierarchy the dissertation reads from parts control records.
The hybrid-architecture and parts-mixing literature is especially pointed for the dissertation’s mechanism because it shows engineers deliberately trading parts class within a single article. The benefits of hybrid electronic architecture mixing COTS and radiation-tolerant components in payload-computer and hyperspectral-camera projects [83] and the irradiation testing of electronic space components within a shared infrastructure [84] document that real subsystems contain mixtures of parts classes, which is exactly why the dissertation’s dominant-class rule is accompanied by worst-case-class and weighted-class alternatives so the conclusion can be checked against the coding choice. The modular and highly reliable COTS-based power conditioning and distribution unit for small satellites [72] and the herccules balloon-borne characterization of the thermal environment using COTS [126] illustrate that COTS-based designs can be engineered to high reliability when the assurance and test are rigorous, which is the H1-consistent reading that delivered-article rigor, not pedigree, carries the reliability.
The synthesis of Section 3.4 is that the rival predictor has a measured mechanism and a deep evidentiary base. Parts class drives device reliability [11][78]; the channel is physical and characterized [19][20][21][22][26]; the environment modulates it [25][61][116][123]; and engineers manage it through assurance and test rigor that varies across programs [72][78][81][113][126]. This is the strongest-evidenced theme in the chapter, and confidence that parts class and assurance rigor are real, first-order reliability drivers is very high. The critical gap, even here, is that this literature measures the parts-class channel in isolation or against cost, never against a heritage claim on the same population, so it establishes that b2 and b3 have mechanisms without ever estimating them alongside b1.
3.5 Small-satellite and NewSpace reliability evidence
The fifth theme draws on the small-satellite and NewSpace populations, which are not the dissertation’s target population but which provide the clearest natural experiment in reduced parts and test rigor, because these populations deliberately relax the rigor that flagship missions impose. The statistical analysis and modeling of small-satellite reliability [42] estimates reliability functions for the small-satellite population and finds systematically different, and generally worse, early-life reliability than the larger-platform populations, with the difference plausibly attributable to reduced screening and test. The interpretation is that when rigor is relaxed, the infant-mortality regime worsens, which is the H1 mechanism observed at population scale even though the study does not frame it causally. The statistical analyses of small-satellite reliability for 1990 through 2019 [64] and the small-data statistical modeling of small-satellite reliability [63] replicate this finding on overlapping but distinct windows, and the convergence across these small-satellite studies strengthens the reading that the parts-and-test channel is visible in the aggregate failure record.
The CubeSat reliability literature is the most explicit on the rigor question because the CubeSat community has examined its own beliefs against its own data. The CubeSat reliability work on statistical data, developers’ beliefs, and the way forward [10] is pivotal: its method juxtaposes the empirical CubeSat failure record against a survey of developers’ beliefs about why CubeSats fail, and its finding is that developers systematically misattribute failure causes, underestimating the contribution of inadequate test and parts rigor relative to what the data show. This is, in miniature, the exact misattribution the dissertation argues afflicts heritage reasoning at the flagship scale: a community grants itself a rigor discount on belief, and the failure record contradicts the belief. The reliability estimation tool for reducing infant mortality in CubeSat missions [36] operationalizes the response, building a tool that targets the infant-mortality regime specifically through pre-flight rigor, which is direct evidence that the early-failure regime is addressable by test and screening, the mechanism the dissertation’s test-fidelity coefficient is meant to capture.
The mission-experience literature adds case-level texture. The lessons-learned analysis from the IDEASSat CubeSat covering design, testing, on-orbit operations, and anomaly analysis [41a] documents a first-university-CubeSat anomaly trail in which inadequate pre-flight test is implicated, and the on-orbit no-contact anomaly debug procedure for the CuPID CubeSat [54] documents a total communications failure traced to a radio subsystem, a single-point failure of the kind that thorough system test is designed to catch. The improving-mission-success analysis for CubeSats [59] and the CubeSat-mission-from-design-to-operation review [58] synthesize the accumulated mission experience into the recurring conclusion that test and integration rigor separate the successful small missions from the failed ones. The interpretation for the dissertation is that the small-satellite and CubeSat evidence is the closest thing the literature offers to a manipulation of rigor, and the manipulation moves the outcome in the H1 direction, which raises prior credence in H1 without proving it for the JPL-class population. The limitation, stated plainly, is external validity in reverse: this evidence comes from populations with deliberately reduced rigor and different parts regimes, so its transfer to JPL-class missions is a hypothesis, not a result, which is exactly why the dissertation bounds its population to JPL-class missions and treats NewSpace transfer as a replication question in Chapter 7.
The synthesis of Section 3.5 is that the NewSpace and CubeSat literature supplies the field’s nearest approach to an experiment in rigor, and the experiment’s outcome is consistent with H1: relaxed parts and test rigor coincides with worse early-life reliability, and communities that discount rigor on belief are contradicted by their own failure data [10][36][42][63][64]. Confidence that reduced rigor worsens the infant-mortality regime is moderate to high within these populations; confidence that the same relationship holds at the JPL-class scale, where parts and test floors are higher and heritage is the operative discount lever, is low and is the dissertation’s to establish.
3.6 The statistical and reliability-modeling toolkit
A sixth, methodological theme runs underneath the substantive ones and deserves explicit treatment, because the dissertation’s outcome model inherits its form from this literature. The mixture-Weibull modeling literature beyond the satellite-specific work establishes the general validity of mixture reliability models. The treatments of Weibull and inverse-Weibull mixture models with negative weights [108], reliability approximation using finite Weibull mixtures [109], generalized renewal processes based on finite Weibull mixtures [111], and Bayesian estimation of Weibull mixtures in heavily censored settings [110] collectively establish that mixture-Weibull models are a mature and well-understood tool for representing populations with distinct failure subpopulations, and that they can be estimated even when censoring is heavy, which is the dissertation’s situation. The general Weibull-mixture reliability-analysis treatment [74] and the small-data Weibull-mixture approach [73] confirm estimability under the small-sample conditions the dissertation faces. The interpretation is that the flexible Weibull-mixture baseline h0(t) in the dissertation’s hazard specification is not an exotic choice but the field-standard representation of the documented infant-mortality-plus-wear-out structure, and that its estimation under censoring is a solved problem.
The infant-mortality modeling literature specifically supports the second outcome. The general limited failure population modeling via the EM algorithm [120] formalizes a population in which defective units fail early from one mechanism while sound units fail late from another, which is the exact two-mechanism structure the infant-mortality indicator targets, and it supplies an estimation route. The alternative to exponential and Weibull reliability models that explicitly represents the infant-mortality period [70] and the additive-Weibull reliability prediction work [69] confirm that the infant-mortality regime is a recognized modeling target with dedicated tools, and the modified-Weibull-extension satellite reliability model [62] and the combining-modified-Weibull power-system reliability forecast [71] show the same family applied to satellite and to analogous engineered populations. The phase-type encoding of Weibull failure models for satellite reliability verification [35] demonstrates that these nonexponential satellite failure distributions can be carried into formal verification frameworks, which is beyond the dissertation’s scope but confirms the centrality of the Weibull-mixture representation for satellites. The cross-domain reliability work on wind-turbine critical-component failure modeling [77] and the GLFP reliability inference application [120] show that the same survival-and-mixture toolkit transfers across engineered systems, which supports borrowing estimation technique from outside the spacecraft literature where the spacecraft literature is thin.
The synthesis of Section 3.6 is that the dissertation’s outcome model is built from field-standard parts: a flexible Weibull-mixture or piecewise-constant baseline for the non-constant hazard [69][70][74][108][109][110][111], a limited-failure-population logic for the infant-mortality regime [120], and established estimation under heavy censoring [110]. Confidence in the adequacy of these modeling tools is high; they are mature, cross-validated, and matched to the documented hazard structure. The gap this theme exposes is not in the tools but in their application: the toolkit has been used to describe satellite reliability exhaustively and has never been pointed at the heritage-versus-parts-versus-test comparison, because that comparison requires not better survival modeling but the causal-inference scaffold that Section 3.7 addresses.
3.7 The causal-attribution gap and the design-based response
The seventh theme is the chapter’s hinge: it explains why the descriptive and modeling literatures, however mature, cannot decide the dissertation’s question, and what kind of literature can. The descriptive reliability literature is observational and associational by construction. It reports how reliability varies with subsystem, mass, orbit, and epoch, but it does not, and given its methods cannot, separate the contribution of a heritage claim from the contribution of the parts and test rigor that co-vary with it. The reason is structural and is named precisely in the causal-inference literature. No agency randomizes heritage, parts class, or test fidelity across spacecraft; the same program forces that produce a heritage claim also produce or withhold parts and test rigor, so a naive regression of failure on heritage absorbs the omitted rigor effect. This is the confounding-and-collapsibility problem in causal inference [93], whose method clarifies when conditioning on a covariate removes versus introduces bias and whose relevance here is that the heritage-failure association is collapsible only under conditions the descriptive literature never checks.
The design-based econometric program supplies the discipline the descriptive literature lacks. The mostly-harmless-econometrics treatment of credible comparison [13] sets the method: identify the comparison being made, ask what variation in the regressor is being exploited, and ask whether that variation is plausibly unrelated to omitted outcome determinants after conditioning. Its warning about bad controls is decisive for the dissertation and explains a specific specification choice. Conditioning on a post-design test result, such as whether the article passed thermal-vacuum without anomaly, would be a bad control, because the test result is downstream of heritage and parts choices and partly of test fidelity itself, so conditioning on it would absorb the very effect under test. The dissertation therefore uses only pre-launch, pre-outcome inputs and never conditions on the test verdict, a decision that follows directly from this source. The instrumental-variables identification framework [14] supplies the complementary logic for when an exclusion restriction can substitute for unconfoundedness, which the dissertation invokes as a fallback rather than a primary strategy because credible instruments for heritage are scarce.
The potential-outcomes program of Rubin supplies the design-before-analysis discipline that makes the dissertation a pre-registration rather than a fishing expedition. The central-role-of-the-propensity-score result [15a] establishes that conditioning on a scalar function of observed covariates can balance treatment and comparison groups under unconfoundedness, which is the method the dissertation uses to defend its selection-on-observables identification. The design-trumps-analysis argument [16] supplies the governing principle that the design, the variable construction, the control set, and the analysis plan should be fixed before the outcomes are examined, which is exactly the posture this dissertation adopts and which distinguishes it from the post-hoc associational reading the descriptive literature would otherwise invite. The comprehensive treatment of causal inference for statistics and the biomedical and social sciences [17] supplies the overlap requirement in operational form: the comparison is identified only within regions of covariate space where heritage-rich and heritage-poor cells coexist at comparable parts class and test fidelity, and outside that region any estimate is extrapolation. The randomization-role and potential-outcomes foundations [18] and the related potential-outcomes treatments [31][32][33][34][65] establish the conceptual apparatus that licenses framing a subsystem’s failure behavior as a potential outcome under a counterfactual heritage, parts, or test assignment. The design-versus-analysis parallel with randomized trials [105] and the estimating-causal-effects-from-large-datasets-using-propensity-scores treatment [99] round out the methodological warrant for an outcome-blind observational design.
The matching, weighting, and selection-on-observables literature supplies the concrete tools for implementing the design on the dissertation’s data. The selection-on-observables review covering propensity-score matching, Heckit, and instrumental-variable estimation [28] surveys the options and their assumptions; the matching-methods review and look-forward [100] and the balance-diagnostics treatment [101] supply the matching and balance-checking machinery; the coarsened-exact-matching approach [102] offers a balance-by-design alternative suited to the dissertation’s discrete strata; the entropy-balancing reweighting method [79] and the genetic-matching method [95] offer reweighting and automated-balance routes; and the variable-selection-for-propensity-score-models guidance [103] and the generalized-boosted-model tutorial for multiple-treatment propensity estimation [104] address the multivalued nature of the dissertation’s ordinal regressors. The matching and synthetic-control review in operations-management research under selection on observables [68] is a particularly apt methodological transfer because it shows the same design-based discipline applied to engineered-system and program-adoption settings analogous to the dissertation’s. The when-to-use-unit-fixed-effects guidance [82] clarifies the trade the dissertation makes in choosing subsystem random effects over fixed effects, and the dissertation reports the comparison under both per Chapter 5. The reporting-of-observational-studies framework [92] supplies the transparency template the dissertation follows.
Three further methodological sources address the threats that the design cannot fully eliminate and must instead bound. The relative-bias treatment under imperfect identification [76] supplies the framework for reasoning about how violations of the selection-on-observables assumption propagate into the estimate, which the dissertation uses to state its conclusion as conditional association rather than established causation. The stable-probability-weighting method for heterogeneous effects under limited overlap [30] is directly relevant because the dissertation’s central feasibility risk is exactly limited overlap, where heritage-rich cells are nearly always high-parts-class and fully tested, and this source offers an estimation route and a diagnostic for that case. The sensitivity-analysis framework for selection bias and unmeasured confounding [119] supplies the formal apparatus for the bounded sensitivity analysis the dissertation runs over the undocumented, disproportionately early-failed cells. The discrete-time survival design literature with random effects [67], the multilevel survival analysis tutorial [97], the survival-analysis state-of-the-art treatment [98], the discrete-time complementary-log-log hazard application with random effects [29], the Bayesian multilevel discrete-time-to-event analysis [117], and the repeatability-and-intraclass-correlation treatment for time-to-event data [27] collectively supply the survival-estimator machinery, including the clustered and random-effects structure, that the dissertation’s mixed-effects survival and discrete-time models require. The optimal-design treatment for discrete-time survival models with random effects [67] additionally informs how the dissertation reasons about its power and minimum-detectable-difference reporting.
The synthesis of Section 3.7 is the chapter’s central interpretive move. The descriptive reliability literature establishes the outcome, its structure, its confounders, and its environment dependence, but it is associational and cannot separate provenance from rigor. The parts-and-test literature establishes the rival predictor’s mechanism but never estimates it against heritage on a shared population. The maturity literature frames heritage as a readiness claim and identifies the context-transfer failure mode but never tests it. The causal-inference literature supplies exactly the missing instrument: a design-based, outcome-blind, selection-on-observables framework with explicit overlap, bad-controls, and sensitivity discipline that can put the three predictors into a nested head-to-head comparison and decide which dominates. The gap is therefore not a gap in any one literature but a gap between them, and the dissertation’s contribution is to bridge the spacecraft-reliability and causal-inference literatures on the heritage question, which neither has done. Confidence that the causal-inference toolkit is adequate to the task is high, because it is mature and has been transferred to analogous engineered-system settings [28][68]; confidence that the bridge can be built on the available JPL-class data is moderate and conditional on the overlap diagnostic, which the dissertation reports as a first-class result precisely because a finding that the comparison is unidentified would itself be informative.
3.8 Synthesis tables
The following tables consolidate the thematic reading into a form that makes the gap and the propositions legible at a glance. They are interpretive summaries of the sources discussed above, not new evidence.
Table 3.1 What each literature theme delivers and withholds
	Theme
	Principal sources
	What it establishes
	What it withholds (relative to the dissertation’s question)

	Descriptive reliability base
	[1][2][3][4][5][15][16b][44][45][46]
	Non-constant hazard; infant-mortality regime; subsystem concentration; subsystem as correct unit; dominant confounder map
	Any isolation of heritage from parts/test; etiology of within-subsystem variation

	Mass/orbit/platform differentiation
	[6][8][9][38][40][41][43][47]
	Environment and mass shift the hazard; deep-space and GEO are distinct regimes; environment-specific failure channels
	Decomposition of why distributions differ; provenance-versus-rigor split within a regime

	Heritage and maturity
	[7][48][49][50][51][52][53]
	Maturity matters for program risk; context-transfer failure mode named; heritage assertable but only as case proof or practitioner claim
	Population-level test of heritage against rival predictors

	Parts-class, radiation, COTS
	[11][19][20][21][22][25][26][61][72][78][81][83][84][113][116][123][126]
	Parts class is a first-order, mechanism-backed reliability driver; assurance rigor varies and is measurable
	Estimation of the parts channel alongside a heritage claim on one population

	Small-sat / NewSpace
	[10][36][41a][42][54][58][59][63][64]
	Relaxed rigor coincides with worse early-life reliability; communities misattribute failure on belief
	Transfer to JPL-class population; heritage as the operative discount lever

	Statistical/reliability toolkit
	[35][62][69][70][71][73][74][77][108][109][110][111][120]
	Mixture-Weibull and limited-failure-population models are mature and estimable under censoring
	Application to the heritage-versus-rigor comparison

	Causal-inference scaffold
	[13][14][15a][16][17][18][27][28][29][30][31][32][33][34][65][67][68][76][79][82][92][93][95][97][98][99][100][101][102][103][104][105][117][119]
	Design-based, outcome-blind, selection-on-observables framework with overlap, bad-controls, and sensitivity discipline
	Has never been pointed at the spacecraft heritage question


Table 3.2 The three predictors and their evidentiary status before estimation
	Predictor
	Notation
	Mechanism in the literature
	Evidentiary status in this corpus
	Confidence its channel is real

	Claimed heritage depth
	b1*Heritage_i
	Informal maturity/readiness claim; presumed to retire requalification
	Case proofs [49] and practitioner assertion [53]; no population-level test
	Moderate (asserted, not measured against rivals)

	EEE parts class
	b2*PartsClass_i
	Sets intrinsic defect and radiation-degradation rate of the article
	Direct, quantified mechanism [11][21][78]
	Very high

	Test-program fidelity
	b3*TestFidelity_i
	Sets probability latent defects/integration errors are caught pre-launch
	Direct evidence early-failure regime is test-addressable [22][36]
	High


3.9 The gap, stated explicitly
The gap that this chapter’s reading establishes is precise and can be stated without hedging. No study in the assembled literature isolates the contribution of claimed flight heritage from the contribution of EEE parts class and integration-test fidelity, holding mission environment, mission prominence, mass class, and epoch fixed, on a JPL-class population, using a design that can decide the comparison. The descriptive reliability literature, mature and convergent, characterizes the outcome and its confounders but is associational and silent on heritage as a measured variable [1][2][3][4][5]. The maturity literature frames heritage as a readiness claim and names the context-transfer failure mode but never tests it at population scale [7][48]. The parts-and-radiation literature measures the rival channel directly and deeply but never against a heritage claim on a shared population [11][78]. The small-satellite literature offers the field’s nearest approach to a rigor manipulation, and its outcome is consistent with the rival hypothesis, but from a population whose parts and test regimes do not transfer to JPL-class missions [10][42]. The causal-inference literature supplies exactly the design that could decide the comparison and has been transferred to analogous engineered-system settings, but has never been applied to the spacecraft heritage question [13][16][17][68]. The gap is therefore inter-literature: each body of work supplies a necessary component, and no one has assembled the components into the head-to-head test. This is the gap the dissertation fills, and the reason its contribution is the specification and the falsification conditions rather than a set of estimated coefficients.
A second-order gap reinforces the first. Even within the descriptive reliability literature, heritage is almost never operationalized as a variable; it is invoked qualitatively or folded into unmeasured program characteristics. The single corpus source that examines heritage against on-orbit data does so for one component without a contrast population [49], and the practitioner literature that most strongly asserts the heritage-reliability link offers the assertion as a design rationale rather than as a tested finding [53]. The dissertation’s coding of heritage as an ordinal depth that distinguishes design-only, design-plus-build, and design-plus-build-plus-same-environment-flight provenance is itself a contribution to this measurement gap, because it converts a rhetorical label into a variable that the descriptive literature has never constructed.
3.10 Propositions that follow from the literature
The thematic reading licenses a set of propositions that carry directly into the dissertation’s design. Each is stated as a claim with its grounds, the warrant connecting them, the qualifier that bounds it, and the evidence that would raise or lower confidence, in keeping with the argument discipline that governs every major claim in this dissertation.
Proposition 1. The outcome is modelable. The grounds are that on-orbit subsystem failure exhibits enough structured variation, with a documented infant-mortality regime and a long-lived regime, to support survival and discrete-time modeling [1][2][9]. The warrant is that a non-constant, mixture-structured hazard is exactly what survival and limited-failure-population models are built to represent [70][74][120]. The qualifier is that modelability depends on the assembled sample retaining enough well-documented mission-by-subsystem cells, which the power analysis in Chapter 6 reports rather than assumes. Confidence is high; it would fall if the documented population proved too thin or too survivorship-distorted to recover the hazard shape.
Proposition 2. The confounder structure is known and conditionable. The grounds are that subsystem identity, orbit, radiation environment, and mass class are documented modulators of the hazard [5][6][8][16b][43]. The warrant is that a known confounder that is observable can be conditioned on or absorbed by a random effect, which the specification does through the controls and the subsystem random intercept u_s. The qualifier is that conditioning addresses observed confounders only, so the conclusion remains a conditional association under unconfoundedness, not established causation [76][93]. Confidence is high for the observed confounders and moderate overall; it would rise with evidence that program-competence confounding is well proxied by mission prominence and would fall if a strong unobserved confounder were identified.
Proposition 3. The rival predictor is mechanism-backed and therefore a serious competitor to heritage. The grounds are the direct, quantified characterization of the parts-class-to-failure channel and its assurance-rigor modulation [11][21][22][78]. The warrant is that a predictor with a measured mechanism enters the comparison with a non-trivial prior, so b2 and b3 are not nuisance terms but candidate dominators of b1. The qualifier is that mechanism in isolation does not establish dominance against heritage, which only the estimation can decide. Confidence that the rival channel is real is very high; confidence that it dominates heritage is, by design, undetermined until estimation.
Proposition 4. The heritage claim is empirically underdetermined and worth testing. The grounds are that heritage is asserted as a rigor and requalification substitute in the practitioner literature [53] and framed as a readiness claim in the maturity literature [7][48], yet examined against on-orbit data only at the single-component case level [49]. The warrant is that a near-universal design-review assumption with thin empirical isolation is precisely the kind of claim that a pre-registered head-to-head test can adjudicate. The qualifier is that the test is identified only within the overlap region, and the overlap diagnostic may reveal that heritage and rigor are too bundled to separate on this population, in which case the honest conclusion is non-identification rather than a verdict for either hypothesis [17][30]. Confidence that the claim is underdetermined is high; confidence that it is separable on the available data is moderate and contingent on overlap.
Proposition 5. The deciding instrument is design-based causal inference, not better description. The grounds are that the descriptive and modeling literatures, however mature, cannot separate provenance from rigor, while the causal-inference literature supplies an outcome-blind, selection-on-observables design with overlap, bad-controls, and sensitivity discipline [13][16][17]. The warrant is that the head-to-head comparison is a causal-attribution problem, and causal attribution under observational data is exactly what the design-based program was built for and has been transferred to analogous engineered-system settings [28][68]. The qualifier is that the design yields conditional association under stated assumptions, with residual confounding bounded rather than eliminated [76][119]. Confidence that the design-based approach is the right instrument is high; what would raise it further is a successful overlap diagnostic, and what would lower it is a finding that no credible control set can break the heritage-rigor bundling.
These five propositions are the bridge from the literature to the design. They establish that the outcome can be modeled, that its confounders are known, that the rival predictor is a credible competitor, that the heritage claim is worth and capable of being tested, and that the deciding instrument is the design-based causal-inference framework rather than additional description. Chapter 4 operationalizes the variables these propositions reference, and Chapter 5 installs the design-based identification strategy that Proposition 5 names. The literature, read thematically and interpreted source by source, has shown that every component of the test exists and that no one has yet assembled them; that assembly is the dissertation’s contribution.
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Chapter 4: Data and Measurement
4.0 The chapter thesis
The measurement design of this dissertation can answer its question only if three constructs that are usually invoked as slogans are turned into auditable, pre-specified variables built from documented inputs and locked before any outcome is examined. That is the chapter’s answer, stated first. Claimed flight heritage, EEE parts-class, and integration-test fidelity are not naturally given quantities waiting to be read off a spacecraft; they are claims, designations, and program scopes that live in different record systems, in different vocabularies, recorded for different purposes. Unless they are operationalized with the same discipline that the identification strategy demands, the head-to-head test in the analysis chapters collapses into a comparison of measurement artifacts rather than a comparison of predictors. This chapter therefore does four things and asserts that doing all four is what makes the falsification rule meaningful. It names each data source in depth and states its provenance, access path, coverage, unit, and known biases. It fixes the unit of analysis as the mission-by-subsystem cell. It operationalizes every variable from the prospectus into a measurement table that maps each construct to an operational definition, a source, and a scale. And it confronts data quality, validation against known values, and the ethics and access constraints of working with NASA and JPL records, treating survivorship not as a closing caveat but as a measurement problem that the source-selection and coding rules must address from the start.
The claim that organizes the chapter is this: the credibility of the dissertation’s contribution rests as heavily on measurement discipline as on the econometric identification it is paired with, because in this design the two are inseparable. The identification strategy of selection on observables, developed in the prospectus from the design-based program of Angrist and Pischke and the potential-outcomes discipline of Rubin [Angrist and Pischke, 2009; Rosenbaum and Rubin, 1983; Rubin, 2008], assumes that the regressors and controls are measured before the outcomes and measured the same way for heritage-rich and heritage-poor cells alike. A measurement process that is contaminated by knowledge of the outcome, or that codes heritage more generously for missions that happened to succeed, would manufacture exactly the bias the design exists to exclude. The grounds for this claim are the structure of the three source classes and the way their records were generated, set out in Section 4.1. The warrant is the principle, carried verbatim from the prospectus, that for objective causal inference design trumps analysis and that the design must be completed, including the construction of every variable, before the outcome data are examined [Rubin, 2008]. The backing is the convergent evidence from the satellite-reliability and radiation-assurance literatures that each of these constructs is real, measurable, and consequential, which the following sections develop. The qualifier is that the data are observational and archival, and the resulting variables carry measurement error and coverage limits that the chapter states rather than conceals. The rebuttal it must answer is that the constructs are too entangled in the records to be separated at all; that rebuttal is addressed in Section 4.4 on coverage and in the overlap logic carried forward to the design chapter, and it is conceded where it holds.
4.1 Named data sources
Three classes of records supply the variables. They are different in kind, and the differences matter for what each can and cannot measure. The current state of the field is that each source has been used in isolation: reliability statisticians use anomaly databases, radiation engineers use parts and test reports, and program offices use their own heritage and parts-control archives, but no published study has linked all three at the subsystem level to put heritage in competition with parts-class and test-fidelity. The desired state is a single linked frame in which each mission-by-subsystem cell carries its outcome, its heritage claim as made at design review, its as-procured parts-class, and its as-planned and as-run test scope. The gap is the linkage and the disciplined coding that the rest of the chapter specifies. The consequence of leaving the sources unlinked is that the question cannot be asked: heritage cannot be separated from rigor when each lives in a record system that the others never touch.
4.1.1 NASA anomaly and lessons-learned records (the outcome source)
The first source supplies the outcomes. The NASA Lessons Learned Information System (LLIS) and the agency’s problem reporting and corrective action (PRACA) records together provide narrative and coded anomaly entries at the subsystem and component level. The decision-relevant fields are the time of occurrence relative to launch, where it is recorded; the affected subsystem; and a description rich enough to classify the root cause as a parts, design, integration, environment, or operations failure. LLIS is publicly accessible through the NASA Engineering Network, which is its provenance and its access path; PRACA data, which is more granular and project-specific, is accessed at the project-archive level under JPL records access and is not a public open dataset.
The provenance of these records shapes their bias structure, and the bias structure must be stated because it propagates directly into the outcome variable. Anomaly and lessons-learned systems are populated by a reporting process, not by a census. An anomaly enters the record when someone files it, and the filing threshold is not uniform: severe anomalies that threatened mission success are reliably reported, while minor anomalies that were worked around without formal action are undercounted. This is a known and well-documented feature of on-orbit anomaly data, and it is the reason the descriptive reliability literature that this dissertation builds on works with failure-severity events rather than with every logged off-nominal reading. Castet and Saleh assembled their nonparametric and parametric satellite reliability functions from databases of on-orbit failures precisely at the failure-severity level, and they showed that even at that level the data carry enough variation to distinguish an early infant-mortality regime from a later wear-out regime [Castet and Saleh, 2009; Castet and Saleh, 2010 (Weibull)]. Tafazoli’s review of on-orbit spacecraft failures reached a compatible conclusion working from the same kind of severity-thresholded record, and located a disproportionate share of failures in a small number of subsystems [Tafazoli, 2009]. Saleh and Castet’s platform health scorecard catalogued anomalies and failures by subsystem from this class of source and confirmed the uneven distribution across subsystems [Saleh and Castet, 2011]. The convergence of these three independent uses of anomaly data means that the undercounting of minor events is not a fatal flaw for this dissertation: the hypotheses concern reliability-relevant failures, and the severity threshold that the literature already applies is the same threshold the outcome variable adopts. The bias is toward the more severe events, and that is the bias the question wants.
The mechanism by which this source can nonetheless contaminate the design is reverse documentation, and it deserves a named warning rather than a footnote. A subsystem that failed on orbit attracts a failure investigation, and a failure investigation generates records that a quietly successful subsystem never generates. If the act of failing causes a subsystem to be documented more thoroughly, then richer documentation correlates with worse outcomes, which is the opposite of survivorship but equally distorting. The driver is the failure event itself; the mechanism is the investigation it triggers; the observable effect is asymmetric documentation density between failed and successful cells; the operational consequence for the design is that any variable read from post-failure investigation text is suspect. The strategic response, developed in Section 4.5 and carried into the design chapter, is to code heritage and the other regressors only from pre-launch, design-review-era documents, never from the post-failure investigation, so that the regressors cannot be infected by the outcome they are meant to predict.
4.1.2 NTRS reliability, parts-stress, and radiation-hardness reports (the rigor source)
The second source supplies the rigor variables and cross-checks the outcomes. The NASA Technical Reports Server (NTRS) hosts reliability analyses, parts-stress and derating reports, radiation hardness assurance (RHA) reports, and qualification and acceptance test summaries. NTRS is publicly accessible through its citations API and its document store, which is its provenance and access path. For missions whose projects documented parts-class and test scope in reports that reached NTRS, these documents are the primary source for the EEE parts-class and test-program-fidelity variables, and they independently corroborate anomaly classifications drawn from the first source.
This source matters because it grounds the rival hypothesis in measurable engineering practice rather than in assertion. The parts-class and radiation literature establishes that what is inside the box and how it was screened is a first-order determinant of device-level reliability. The NASA Radiation Hardness Assurance guideline and the agency’s broader treatment of why the space environment is uniquely hostile to EEE parts set out the formal framework within which a part is assigned a class and a screening level [Radiation Hardness Assurance Guideline, 2016; Why Space is Unique, 2014]. Winokur and Fleetwood’s foundational treatment of total-dose radiation hardness assurance for space electronics established the discipline by which total ionizing dose tolerance is demonstrated and bounded, which is the engineering substance behind a parts-class designation [Winokur and Fleetwood, 1991]. The NASA Electronic Parts and Packaging program documents the agency’s institutional machinery for qualifying parts and tracking their class designations over time, which is the provenance of the class labels the parts-class variable reads [NASA NEPP, 2018]. Baumann’s account of the path from commercial to space-grade electronics makes the reliability stakes of the class distinction explicit, showing that the move from screened space-grade to unscreened commercial parts trades cost against an intrinsic defect and degradation margin [Baumann, 2014]. The interpretation that the convergence of these sources supports is decisive for the measurement design: parts-class is not a vague quality label but a documented, hierarchical engineering designation with a defined screening regime behind each level, which is exactly what an ordinal variable needs to be measurable and auditable.
The test-fidelity side of this source is grounded in the qualification and acceptance literature in the same way. The presence, type, and duration of environmental test campaigns are recorded in qualification and acceptance summaries, and the engineering content of those campaigns, thermal-vacuum cycling, vibration and acoustic qualification, parts-level screening and burn-in, and system-level functional test, is the substance of the test-fidelity index. The radiation-hardness-assurance reports in particular document the board-level and device-level radiation testing that distinguishes a thoroughly verified article from a lightly verified one, and the literature on the use and benefits of commercial-off-the-shelf board-level testing for radiation hardness assurance shows that this testing is a discretionary scope decision with measurable reliability consequences, not a fixed requirement [Rousselet et al., 2016]. The systematic review of engineering and testing approaches for radiation hardness assurance in commercial space avionics confirms that test approaches vary widely across programs and that the variation is documentable, which is the precondition for treating test-fidelity as a constructed index rather than a constant [Akay et al., 2025]. Witcher and colleagues’ radiation-hardness-assurance campaign for a NewSpace DC-DC converter is a concrete instance of the documented test scope that the index reads, showing the specific test articles and dose levels that populate a fidelity record [Witcher et al., 2024].
A coverage bias of this source must be stated. NTRS documentation is densest for missions and parts campaigns that produced formal, releasable reports, which skews toward larger and more prominent programs and toward the parts and test questions that were considered worth a formal report. Smaller missions and routine parts decisions are documented more thinly. This coverage gradient correlates with mission prominence, which is itself a control in the design, so the gradient is partly absorbed by the prominence control; but the residual is a real limit on how completely the rigor variables can be measured for the least prominent missions, and Section 4.4 treats it as such.
4.1.3 JPL mission archives documenting heritage and parts-class (the heritage source)
The third source is the only one that records the construct at the center of the dissertation. Heritage as claimed at design review does not appear in the anomaly system and only partially in NTRS reports; it lives in project documentation. The JPL mission archives, including heritage assessment matrices, parts control board records, EEE parts lists with class designations, and integration and test plans, supply the heritage-depth variable and corroborate the parts-class variable at the subsystem level. These archives are accessed under JPL records access and are not open literature, which is a provenance and access fact with consequences for both reproducibility and ethics, addressed in Section 4.6.
The reason this source is indispensable is that heritage is a claim about provenance asserted at a particular moment, and only the design-review-era archive captures the claim as it was made. The prospectus draws the crucial distinction between four heritage claims that travel under one word: design heritage, where only the block diagram or algorithm has flown; build heritage, where the article was manufactured to the same drawings by a comparable process; parts heritage, where the same EEE parts from the same class populate the new build; and same-environment flight heritage, where an article identical in design, build, and parts has already operated in the orbit and radiation environment the new mission imposes. The heritage assessment matrices are the documents in which a project states which of these claims it is making for each subsystem, and they are therefore the only valid source for an ordinal heritage-depth variable that distinguishes the four. A heritage label reconstructed after the fact, from a success narrative or a failure investigation, would not preserve the claim as made and would be vulnerable to exactly the reverse-documentation contamination described above. The measurement rule that follows, fixed here and carried into the coding manual, is that heritage depth is coded from the design-review-era assessment, not from any later document.
The known bias of this source is documentation completeness as a function of program class. Heritage claims and parts-class are best documented for JPL flagship and competed science missions, which carry formal heritage assessment matrices and parts control board records as a matter of process, and they are documented more thinly for the smallest mission classes, where the process is lighter. This is the same coverage gradient that affects NTRS, and it interacts with survivorship: a mission that failed early may never have completed or archived a full heritage assessment, so its heritage claims are both thin and disproportionately associated with the worst outcomes. This interaction is the first-order data-quality threat of the dissertation and is the subject of Section 4.4.
4.2 Unit of analysis
The unit of analysis is the mission-by-subsystem cell, fixed verbatim from the prospectus and the shared bible. For each spacecraft in the assembled population, each functional subsystem is a record: attitude control (ACS), command and data handling (C&DH), electrical power (EPS), propulsion, thermal, telecommunications, and payload instrument, with the taxonomy reconciled across sources as described in Section 4.5. The outcome variables, the three regressors, and the controls are all measured at this cell.
This choice is not a convenience; it is forced by the structure of the phenomenon and by the descriptive literature. The grounds are the repeated finding that failure behavior is subsystem-specific. Castet and Saleh’s extension of satellite reliability analysis to the subsystem level showed that the aggregate spacecraft reliability curve hides large differences across subsystems, with some subsystems contributing disproportionately to early failures [Castet and Saleh, 2010 (multistate)]. Saleh and Castet’s platform health scorecard confirmed the uneven distribution of anomalies and failures across subsystems [Saleh and Castet, 2011]. Tafazoli’s review located failures in a handful of subsystems [Tafazoli, 2009]. The warrant for choosing the subsystem cell is that aggregating to the spacecraft level would discard precisely the variation that distinguishes the hypotheses, because heritage, parts-class, and test-fidelity are themselves subsystem-level properties: a spacecraft does not have a single heritage depth, it has a heritage depth for its attitude-control subsystem that may differ from the heritage depth of its instrument. The qualifier is that subsystem cells within a mission are not independent, because they share a bus, a project team, a budget, and an epoch; this dependence is real and is handled in the design chapter by clustering inference at the mission level and absorbing subsystem-type baseline hazard with random intercepts, consistent with the notation carried in the bible, log h(t) = log h0(t) + b1Heritage_i + b2PartsClass_i + b3TestFidelity_i + gControls_im + u_s, where u_s is the Gaussian random intercept for subsystem type s. The rebuttal, that common-cause failures across subsystems violate the stable-unit-treatment-value assumption, is conceded in part and managed by recording lot-level commonality so that shared-parts-lot and shared-bus violations can be flagged and the affected cells examined separately, as the prospectus specifies.
There is a measurement consequence of the unit choice that the chapter must make explicit. Because the cell is mission-by-subsystem, every variable must be definable at that granularity, and a variable that is only available at the spacecraft level must be either disaggregated by a documented rule or relegated to the controls. Mission prominence, mass class, orbit environment, and launch epoch are spacecraft-level and enter as controls at that level. Heritage depth, parts-class, and test-fidelity are subsystem-level and are coded per cell. Where a subsystem-level value is genuinely unavailable and only a spacecraft-level value exists, the cell is flagged as imputed-from-spacecraft and a sensitivity analysis excludes the imputed cells, so the conclusion can be checked against the imputation.
4.3 Variable construction and the measurement table
Every variable named in the prospectus is carried forward here verbatim in definition and elaborated into an operational measurement specification. The construction principle, stated once and binding on all variables, is outcome-blindness: each variable is built from documented, auditable fields and fixed before the outcomes are examined, which is the Rubin discipline applied to measurement [Rubin, 2008; Imbens and Rubin, 2015]. The table below is the spine of the chapter; the subsections that follow it give the operational substance for each row.
4.3.1 Measurement table
	Construct
	Operational definition
	Source
	Scale

	Time-to-first-failure (Outcome 1)
	Days from on-orbit commissioning to the first recorded anomaly meeting the failure-severity threshold; right-censored at end of mission or end of observation window
	NASA LLIS / PRACA anomaly records, linked to commissioning date from mission archives
	Continuous (days), right-censored

	Infant-mortality indicator (Outcome 2)
	1 if a failure-severity anomaly occurs within a fixed early window after commissioning; 0 otherwise
	NASA LLIS / PRACA anomaly records; window set from the mixture-Weibull early-subpopulation inflection
	Binary {0,1}

	Heritage depth
	Ordinal claim made at design review: none < design-only < design+build < design+build+same-environment flight; same-environment coded against prior-flight orbit and radiation environment
	JPL heritage assessment matrices (design-review-era)
	Ordinal (4 levels)

	EEE parts-class
	Dominant class of the subsystem’s EEE parts on the standard space hierarchy (class S / high-reliability, class B, commercial/COTS), with a screening-level subindicator
	JPL parts control board records, EEE parts lists; cross-checked against NTRS parts-stress / NEPP records
	Ordinal (3 levels) + binary screening subindicator

	Test-program fidelity
	Index over presence and duration of thermal-vacuum cycling, vibration/acoustic qualification, parts-level screening/burn-in, and system-level functional-test coverage; constructed before outcomes are examined
	JPL integration and test plans and as-run records; NTRS qualification/acceptance and RHA summaries
	Composite index (standardized continuous)

	Mission environment (control)
	Orbit class and radiation environment of the mission
	Mission archives; orbit and radiation references
	Categorical (orbit class) + ordinal/continuous (radiation severity)

	Mission prominence (control)
	Review intensity and budget proxy: flagship / competed-line / smaller class
	Mission archives, program records
	Ordinal (3 levels)

	Spacecraft mass class (control)
	Standard mass category of the spacecraft
	Mission archives
	Ordinal/categorical

	Launch epoch (control)
	Year or epoch band of launch, to absorb secular technology change
	Launch manifests
	Continuous (year) or epoch dummies


4.3.2 The two outcomes
The two outcomes are constructed exactly as the bible specifies, and their operational substance is the threshold and the window. Time-to-first-failure is measured in days from on-orbit commissioning to the first recorded anomaly that meets a failure-severity threshold, right-censored at end of mission or end of the observation window. The censoring is informative to handle correctly: a subsystem that operated to end of mission without a failure-severity anomaly is a right-censored observation, not a missing one, and the survival estimator in the design chapter treats it as such. The failure-severity threshold is the same severity level the descriptive reliability literature uses, which is why the outcome is comparable to the published reliability functions and why the undercounting of minor anomalies is acceptable [Castet and Saleh, 2009; Tafazoli, 2009].
The infant-mortality indicator is equal to one if a failure-severity anomaly occurred within a fixed early window after commissioning, and the operational decision that makes it principled rather than arbitrary is the source of the window. The window is set from the inflection of the mixture-Weibull early subpopulation reported in the satellite reliability literature, not chosen ad hoc. Castet and Saleh demonstrated that a single Weibull distribution fits satellite on-orbit failure data poorly and that a mixture of an early-failure subpopulation and a longer-lived subpopulation fits better, and the boundary between those subpopulations is an estimated quantity rather than a guess [Castet and Saleh, 2010 (Weibull)]. The mechanism behind the early subpopulation is the latent-defect mechanism: a defect introduced in parts or integration that escapes detection before launch manifests early in operation, which is precisely the failure mode that screening and system test are designed to catch. Setting the window at the empirical inflection means the infant-mortality outcome is anchored to the documented physical regime, and the analysis chapter’s expectation that this outcome loads on test-fidelity follows from that mechanism, not from the variable’s construction.
4.3.3 Heritage depth
Heritage depth is the ordinal measure that the entire dissertation turns on, and its operational definition is the four-level claim made at design review: no heritage, design heritage only, design plus build heritage, and design plus build plus same-environment flight heritage. The critical operational rule is the coding of same-environment, which is coded against the orbit and radiation environment of the prior flight. The reason same-environment is the top of the ordinal scale and the reason it is coded against environment is the rival hypothesis itself: a heritage claim to a different environment is the case H1 predicts will fail to deliver reliability, because the maturity that retires environmental risk is the maturity of the delivered article in the actual mission environment, not the maturity of the design concept [Dubos, Saleh, and Braun, 2008; Dubos, Castet, and Saleh, 2010]. The reliability-by-mass and reliability-by-orbit findings make this concrete: the failure distribution shifts with environment and platform class, so a heritage box flown to a benign orbit and now flown to a high-radiation deep-space orbit has a heritage design but an unproven environmental qualification [Dubos, Castet, and Saleh, 2010; Deep-Space Reliability, 2024].
The construction must guard against the substitution failure that the prospectus identifies as the decision-relevant mode: a weaker heritage claim treated as if it were a stronger one. The ordinal coding exists precisely so the regression can distinguish the four claims rather than collapsing them into a binary heritage flag, and the coding rule reads the level from the design-review heritage assessment matrix, which states what the project actually claimed. Because heritage depth is one of the two coding-intensive variables, it is coded independently by two analysts on a common subset and inter-coder agreement is reported as a chance-corrected statistic before full coding proceeds, with disagreements reconciled against the source document under a recorded rule, as Section 4.5 specifies. A robustness re-coding, carried in the analysis plan, requires same-environment flight for the top category under a stricter definition, to test whether any heritage association is driven entirely by the same-environment cases, which would itself be evidence for the rival hypothesis that environment-matched verification rather than provenance is what matters.
4.3.4 EEE parts-class
EEE parts-class is the first of the two rival predictors and is the most objective of the three coded variables because it is read directly from parts control records. Its operational definition maps the dominant class of the subsystem’s EEE parts to the standard space parts hierarchy, with the levels being class S or equivalent high-reliability, class B, and commercial or COTS, accompanied by a screening-level subindicator. The substantive justification for treating parts-class as a first-order reliability driver is dense in the corpus. The risk-assessment literature for COTS devices in space shows that radiation tolerance and screening level are first-order determinants of device-level reliability, and that the NewSpace move toward commercial parts trades cost against this margin [Brandhoff, 2021; Estela, 2019]. The radiation-effects literature for COTS parts in small satellites documents the device-level consequences of reduced screening directly [Radiation Effects and COTS Parts, 2013; Kramberger et al., 2016]. The work on the path from COTS to space-grade electronics makes the class distinction’s reliability stakes explicit [Baumann, 2014], and the assessment of the true radiation environment in low Earth orbit shows that the margin a class buys is environment-dependent, which connects parts-class measurement to the environment control [Gutiérrez et al., 2023].
The operational subtlety is the dominant-class rule. A subsystem rarely uses a single parts class throughout; it mixes classes, and the variable must resolve the mix to a single ordinal value. The primary rule assigns the dominant class, but because that choice can affect the conclusion, two alternatives are also constructed: a worst-case-class rule that assigns the lowest class present, and a weighted-class rule that weights by part count or by criticality. All three are built so the conclusion can be checked against the coding choice, which is the auditability the outcome-blind design requires [Rubin, 2008]. The screening-level subindicator captures whether the parts received space-level screening and burn-in independent of their nominal class, because a commercial part that has been upscreened and a commercial part that has not are different reliability objects, and the work on the use and benefits of board-level testing for radiation hardness assurance shows that this screening is a documentable, consequential, discretionary step [Rousselet et al., 2016; Witcher et al., 2024]. Recent device-level studies of specific COTS components under radiation, including system-on-module and FPGA testing, confirm that screening and characterization data are recorded at a granularity that supports the subindicator [Slater et al., 2023; Villa et al., 2017; Brunetti, 2024].
4.3.5 Test-program fidelity
Test-program fidelity is the second rival predictor and the second coding-intensive variable. It is an index, not a single field, built from the integration and test plan and the as-run records, and its components are the presence and duration of thermal-vacuum cycling, vibration and acoustic qualification, parts-level screening and burn-in, and system-level functional-test coverage. The index is constructed before outcomes are examined, which is the binding constraint, and it is constructed from the planned and as-run scope, never from the test’s verdict, which is the bad-control prohibition carried from the prospectus and the design-based econometrics it rests on [Angrist and Pischke, 2009].
The mechanism that makes test-fidelity a candidate predictor of reliability, and specifically of the infant-mortality outcome, is the defect-detection mechanism: parts-level screening and burn-in catch latent defects in the parts before integration, and system-level functional test and environmental qualification catch integration errors and environment-sensitivity before launch, so a more complete test campaign converts a higher fraction of latent defects from on-orbit failures into pre-launch findings. The literature supports each component of the index as a real and variable engineering practice. The systematic review of radiation-hardness-assurance engineering and testing approaches in commercial space avionics shows that test approaches vary across programs and that the variation is the documentable kind an index needs [Akay et al., 2025]. The radiation-hardness-assurance reports document the specific dose and environmental test campaigns that the index reads [Witcher et al., 2024; Rousselet et al., 2016; Radiation Hardness Assurance Guideline, 2016]. The lessons-learned record from a first university CubeSat, which documents design, testing, on-orbit operations, and anomaly analysis together, is an instructive instance of how thinner test campaigns associate with on-orbit anomalies and of how the test scope is recorded in a form the index can use [Chiu et al., 2022]. The CubeSat reliability statistics literature, which connects developer beliefs and reduced test regimes to outcomes, motivates treating test scope as a measured rather than assumed quantity [Langer and Bouwmeester, 2016].
The construct-validity threat for this index is real and is stated. A poorly constructed index could understate one component or double-count another, flattering or penalizing the predictor relative to heritage. The mitigation is threefold: the index is built from documented, auditable fields; its components are pre-specified and weighted by a rule fixed before estimation; and inter-coder reliability is reported for the fidelity coding exactly as for heritage. Where the as-run scope diverged from the planned scope, both are recorded, and the analysis uses the as-run scope as the primary measure because it reflects what the article actually received, with the planned scope retained for a sensitivity check.
4.3.6 Controls
The controls operationalize the program-level forces that jointly drive provenance and rigor and that must be conditioned on for the selection-on-observables identification to be credible. Mission environment is operationalized as orbit class and radiation environment, drawing on the assessment of the true radiation environment in orbit to ground the radiation-severity coding rather than treating orbit class as a sufficient proxy for radiation [Gutiérrez et al., 2023; Why Space is Unique, 2014]. Mission prominence is an ordinal flagship / competed-line / smaller-class proxy for review intensity and budget, which is the variable that captures the documentation-density gradient discussed in Section 4.1 and that does double duty in the survivorship correction. Spacecraft mass class is the standard mass category, included because the reliability-by-mass literature shows the failure distribution shifts with platform size [Dubos, Castet, and Saleh, 2010]. Launch epoch, as a year or as epoch dummies, absorbs secular technology change, because both parts-class norms and heritage practices have shifted across decades and a heritage-versus-parts comparison must not be a technology trend in disguise [Estela, 2019; Akay et al., 2025]. The controls are chosen for their role in the identification argument and not for predictive power, and the design chapter’s bad-controls discipline ensures none of them is a post-treatment outcome.
4.4 Coverage, limitations, and survivorship as a measurement problem
Coverage is bounded by what the archives recorded, and the honest statement of that bound is part of the measurement design rather than an apology appended to it. Heritage claims and parts-class are best documented for JPL flagship and competed science missions and thinner for the smallest classes, which means the heritage-depth and parts-class variables are measured most completely for exactly the missions where mission prominence is highest. Anomaly records undercount minor anomalies that did not trigger formal reporting, which biases the outcome toward more severe events; this is acceptable because the hypotheses concern reliability-relevant failures and the severity threshold is the same one the descriptive literature applies [Castet and Saleh, 2009; Saleh and Castet, 2011]. These two coverage facts are limits on precision and external reach, not on the validity of the comparison within the well-documented population.
The most serious data limitation is survivorship, and the chapter’s position, stated as a claim with a warrant, is that survivorship is a measurement problem to be built into the source-selection and weighting rules, not a caveat to be noted at the end. The current-state failure is the convenient one: build the sample from surviving-mission documentation, because that is where the records are complete, and thereby silently drop the missions and subsystems that failed before producing complete documentation. The consequence is a sample in which the worst outcomes are underrepresented and in which heritage claims that were quietly dropped after an early failure never appear as heritage at all, which would bias the heritage-versus-parts comparison in an unknown direction. The driver is the correlation between failure and incomplete documentation; the mechanism is the loss of early-failed cells from a documentation-built frame; the observable effect is a sample whose failure rate is too low and whose heritage-failure association is distorted; the operational consequence is a contaminated test.
The mitigation, carried from the prospectus and treated here as a measurement specification, has three parts, and they are the reason survivorship is a first-order design feature. First, the sampling frame is built from launch manifests, not from surviving-mission documentation, so that early-failed and short-lived missions enter the frame even when their internal records are thin; the frame is the set of cells the question is asked about, and building it from manifests fixes the denominator before documentation completeness can corrupt it. Second, inverse-probability-of-documentation weighting is applied: a model for the probability that a subsystem cell has complete heritage and parts documentation is estimated from observed mission characteristics, and cells are weighted by the inverse of that probability so that under-documented and disproportionately early-failed cells are not silently dropped, which is the reweighting logic that entropy-balancing and propensity methods formalize in the causal-inference literature [Hainmueller, 2011; Rosenbaum and Rubin, 1983]. Third, a sensitivity analysis varies the assumed failure behavior of the undocumented cells across plausible bounds and reports how the heritage-versus-parts comparison moves, so the reader sees the range of conclusions consistent with the missing data rather than a single point estimate that pretends the missing cells do not exist. The qualifier on all three is that they correct for documentation probability as a function of observables; unobserved drivers of joint failure-and-non-documentation remain a residual threat, acknowledged and not waved away.
There is a deeper coverage question that the design must confront before estimation and that belongs in the measurement chapter because it is decided by the data rather than by the estimator: whether enough independent variation exists to separate heritage from rigor at all. If the field always pairs deep heritage with high parts-class and full test, then within any region of environment, prominence, mass class, epoch, and subsystem type there are no heritage-rich and heritage-poor cells at comparable parts-class and test-fidelity to compare, and the heritage effect is not identified separately from the rigor effect. This overlap question is a property of the measured data, and the chapter’s commitment, carried into the design and analysis chapters, is to report the overlap diagnostic as a first-class result, because a finding that the comparison is unidentified is itself informative: it would mean heritage and rigor are so bundled in practice that the honest assurance posture is to require the rigor regardless of the heritage claim. The confidence in the design’s ability to answer the question is therefore conditional on an overlap finding that cannot be known until the data are assembled, and the chapter states that confidence as moderate and contingent rather than high.
4.5 Record linkage and inter-coder measurement reliability
The three source classes are linked at the mission-by-subsystem cell, and the linkage is a measurement operation with its own error structure that must be specified rather than assumed away. Linkage proceeds in three documented stages, each of which is a place where measurement error can enter and each of which has a stated rule for containing it.
The first stage is mission matching. The same mission appears under different names in the anomaly system, the NTRS reports, and the project archives, so missions are matched across sources by a canonical mission identifier reconciled from launch designation, project name, and launch date. The error mode here is a false match or a missed match, and the containment rule is to require agreement on at least two of the three identifying fields and to adjudicate residual ambiguity against the launch manifest, which is the authoritative record of what flew and when.
The second stage is subsystem mapping. The anomaly system, the parts records, and the test plans use different subsystem nomenclatures, so a fixed crosswalk assigns each source’s subsystem label to one of the common functional subsystems, and ambiguous cases are adjudicated by two coders. The crosswalk is built once, before the outcomes are examined, and is frozen, so that no subsystem assignment can be revised in light of an outcome; the crosswalk and its adjudication log form Appendix B of the dissertation. The error mode is a misassigned subsystem, which would contaminate the subsystem random effects and the subsystem-specific baseline hazard, and the containment is the two-coder adjudication with a recorded rule.
The third stage is anomaly assignment. Each anomaly is assigned a time relative to commissioning and a root-cause class, parts, design, integration, environment, or operations, from the narrative and coded fields. Operations-caused and environment-caused anomalies are retained as outcomes but flagged, so that sensitivity to their inclusion can be tested, since the hypotheses concern article-intrinsic reliability rather than operator error. This flagging is itself a measurement decision with a defensible rationale: an operations-caused anomaly is not a property of the delivered article and including it indiscriminately would add noise to the outcome, but excluding it entirely would discard information and risk misclassification, so the principled course is to retain it, flag it, and report the comparison with and without it.
Measurement reliability is reported, not assumed, and this is the methodological commitment that distinguishes a defensible coding from an arbitrary one. The two coding-intensive variables, heritage depth and test-fidelity, are coded independently by two analysts on a common subset, and inter-coder agreement is reported as a chance-corrected statistic before the full coding proceeds; disagreements are reconciled against the source document and the reconciliation rule is recorded. The choice of a chance-corrected agreement statistic rather than raw percent agreement matters because the ordinal heritage scale and the index components have unequal marginal frequencies, and raw agreement would overstate reliability where one level dominates. Parts-class is the most objective of the three because it is read directly from parts control records, but where a subsystem mixes classes the dominant-class rule and its alternatives, worst-case class and weighted class, are all constructed so the conclusion can be checked against the coding choice. This auditability is required by the outcome-blind design discipline: every construction decision is fixed and documented before the outcomes enter the estimation, which is the operational meaning of design trumping analysis in a measurement context [Rubin, 2008; Imbens and Rubin, 2015].
The reasoning that ties the linkage and reliability machinery back to the chapter thesis is direct. The head-to-head test compares three standardized coefficients, and a comparison of coefficients is only as good as the comparability of the variables behind them. If heritage were coded more loosely than parts-class, or if subsystem labels were assigned inconsistently across sources, the comparison would reflect coding asymmetry rather than predictive difference, and the falsification rule would be deciding between measurement artifacts. The linkage rules and the reported inter-coder reliability are what license reading the coefficient comparison as a comparison of predictors, which is the claim the chapter opened with.
4.6 Ethics, data access, and reproducibility
The data-access and ethics posture of the dissertation is shaped by the fact that two of the three source classes are not open literature. LLIS is publicly accessible through the NASA Engineering Network, and NTRS is publicly accessible through its citations API and document store, so the outcome cross-checks and a meaningful share of the rigor variables can be assembled from open sources whose provenance is citable. The PRACA project-level records and the JPL mission archives, including the heritage assessment matrices and parts control board records, are accessed under JPL records access and are not open datasets, which has three consequences that the chapter states plainly.
The first consequence is for citation and provenance. The JPL-internal sources cannot be cited by a DOI because they are not published literature, and the dissertation therefore describes their access path and records their provenance rather than pretending they are citable in the same way as the reliability and radiation literature. This is a known limitation flagged in the expansion plan as a data-access dependency rather than a literature gap, and it is the reason the heritage construct, which is the dissertation’s contribution, rests on a primary archival source outside the open corpus. The convergent open literature on parts-class and test practice [Brandhoff, 2021; Baumann, 2014; Akay et al., 2025; Rousselet et al., 2016] grounds the rigor variables in citable engineering practice, but the heritage-as-claimed-at-design-review variable is unavoidably archival.
The second consequence is for reproducibility, and the response is the pre-registration and coding-manual machinery already specified. Because an external researcher cannot necessarily obtain the same JPL-internal records, reproducibility is supported by fixing and publishing the variable-coding manual, the subsystem crosswalk, the documentation-probability model, the pre-registration block, and the power tables as appendices, so that the construction rules are fully transparent even where the underlying records are access-controlled. A reader can audit every coding decision and every modeling choice against the documented rule, which is the achievable form of reproducibility for a study built on controlled archival data, and it is the form the outcome-blind design demands [Rubin, 2008].
The third consequence is ethical and concerns the use of failure records. Anomaly and failure investigations document mistakes, and the dissertation uses them to study reliability drivers, not to attribute blame to teams or individuals. The unit of analysis is the mission-by-subsystem cell and the regressors are article and program properties, not personnel; the analysis reports associations between heritage, parts-class, test-fidelity, and failure hazard, and it does not identify or evaluate the people who made the decisions. The flagging and separate treatment of operations-caused anomalies reinforces this stance by keeping operator error analytically distinct from article-intrinsic reliability. The access to JPL records is conducted under the applicable records-access terms, and the deliverable is a statistical specification and its findings, not a re-litigation of any individual mission’s anomaly board. This framing is both an ethical commitment and a measurement discipline, because a blame-oriented use of the records would create incentives that distort the very documentation the study depends on.
4.7 Validation against known values
A measurement design that cannot be checked against anything is a design that asks to be trusted, and the alternative this chapter adopts is to validate the constructed variables against known values wherever the published literature supplies a benchmark. The claim is that the assembled data, before any heritage analysis is run, should reproduce the established descriptive facts about satellite reliability; if it does not, the measurement is suspect and the discrepancy must be explained before the head-to-head test is credible.
Three validation checks are specified. The first is the reproduction of the subsystem failure-concentration pattern. The descriptive literature establishes that on-orbit failures concentrate in a small number of subsystems and that the distribution across subsystems is uneven [Tafazoli, 2009; Saleh and Castet, 2011; Castet and Saleh, 2010 (multistate)]. The assembled outcome data, summarized by subsystem before any regression, should show the same concentration; a flat distribution across subsystems would signal that the anomaly-to-subsystem crosswalk is misassigning events, and the validation check therefore tests the crosswalk as much as the data. The second is the reproduction of the early-failure regime. The mixture-Weibull finding establishes that a non-negligible fraction of failures occur early in life, consistent with infant mortality rather than wear-out [Castet and Saleh, 2009; Castet and Saleh, 2010 (Weibull)]. A nonparametric hazard estimate on the assembled time-to-first-failure data should show an elevated early hazard, and the inflection that locates the infant-mortality window should fall in the region the published mixture models identify; a flat or monotone-increasing hazard would signal a censoring or commissioning-date error. The third is the reproduction of the environment and mass gradients. The reliability-by-mass and deep-space reliability analyses establish that the failure distribution shifts with platform size and with environment [Dubos, Castet, and Saleh, 2010; Deep-Space Reliability, 2024]. The assembled data, summarized by mass class and orbit environment, should show the documented gradients, which validates the environment and mass-class controls as measured rather than nominal.
The interpretation of these checks is calibrated to the design stage. They are validations of the measurement, not tests of the hypotheses, and passing them does not support H1 or H0; it supports only the claim that the assembled variables are measuring what the literature has already characterized. The confidence this chapter places in the measurement design is moderate and conditional on these checks passing, and the evidence that would raise it is the successful reproduction of all three documented patterns on the assembled frame, while the evidence that would lower it is a failure to reproduce any of them, which would send the analysis back to the linkage and coding rules before any heritage coefficient is estimated. Stating the validation checks in advance, with their pass and fail interpretations fixed, is the same outcome-blind discipline applied to measurement that the design chapter applies to estimation [Rubin, 2008; Imbens and Rubin, 2015].
4.8 Carrying the assurance-case spine through measurement
The chapter closes by tying its measurement decisions to the assurance-case spine that runs through the whole dissertation, because a data chapter that does not connect to the argument is a catalogue rather than a contribution. The spine has five subclaims, and the measurement design advances each.
The problem is real: heritage is invoked as a rigor substitute while infant mortality and subsystem anomalies persist across heritage-rich populations, and the outcome source measures exactly those anomalies at the severity level the literature validates [Castet and Saleh, 2009; Tafazoli, 2009; Saleh and Castet, 2011]. The problem is material: failure concentrates in a few subsystems and the parts and test campaigns that heritage arguments target are large, documentable, discretionary scopes, which the rigor source measures through parts-class designations and test-campaign records grounded in the radiation-assurance and COTS literature [Baumann, 2014; Brandhoff, 2021; Akay et al., 2025; Rousselet et al., 2016]. The design addresses the causal mechanism: the variable construction codes heritage as claimed at design review and parts-class and test-fidelity as properties of the delivered article, never conditioning on post-launch verdicts, so the comparison separates provenance from the delivered-article properties that the mechanism implicates [Angrist and Pischke, 2009; Rubin, 2008]. It beats the alternatives: a study that read variables from surviving-mission documentation or from post-failure investigations could not separate heritage from rigor, while the launch-manifest frame, the inverse-probability weighting, and the outcome-blind coding can [Rosenbaum and Rubin, 1983; Hainmueller, 2011; Imbens and Rubin, 2015]. The residual risk is acceptable and stated: the conclusion will be a conditional association under unconfoundedness, the survivorship correction handles documentation probability as a function of observables and leaves an acknowledged residual, and the overlap diagnostic is reported as a first-class result that can declare the question unidentified rather than forcing a false answer [Rubin, 2008; Greenland, Pearl, and Robins, 1999]. The full assurance-case summary table is compiled at the dissertation’s stitch; this chapter contributes the measurement rows to it.
The architecture-traceability layer is deliberately out of scope here, as the bible directs, because this is an empirical reliability study and not an enterprise or systems-architecture deliverable; the unit of analysis is a statistical cell and no real capability, system, or data exchange is in scope, so no DoDAF or BEA vocabulary is forced onto the measurement. The decision-relevance that an architecture chain would otherwise carry is carried instead by the mission-assurance policy implications developed in the discussion chapter, where the measured comparison turns into guidance about where assurance dollars should go. What this chapter guarantees for that downstream argument is that the variables it will rest on are real, documented, pre-specified, outcome-blind, linked with a stated error structure, reported with inter-coder reliability, corrected for survivorship at the frame and the weight, and validated against the known descriptive facts of satellite reliability before a single heritage coefficient is estimated. That guarantee is the chapter’s contribution to the whole.
Chapter 5: Research Design and Identification
5.0 The answer this chapter defends
The empirical question of this dissertation, whether claimed flight heritage actually buys delivered on-orbit reliability for JPL-class spacecraft or whether realized subsystem failure rate is governed instead by EEE parts-class and integration-test fidelity, is answerable on observational mission data only if the research design earns the right to read the heritage coefficient as something more than a raw correlation. This chapter’s answer is that the design earns that right through a single, defensible chain: a mixed-effects survival estimator that respects the documented two-regime hazard structure of satellite subsystems, a selection-on-observables identification argument that names its assignment mechanism and its overlap requirement explicitly, a survivorship correction built into the sampling frame and the weighting rather than appended as a caveat, and a threat catalogue that downgrades the contribution’s claimed strength from causation to conditional association wherever the evidence cannot support more. The deliverable of this chapter is not an estimate. It is a specification rigid enough to be falsified and honest enough to report when it cannot be.
The chain matters because the alternative is the failure mode the whole dissertation is written against. A naive regression of subsystem failure on a heritage label, run on whatever missions happen to have complete archives, would absorb into the heritage coefficient every program characteristic that travels with heritage in practice: the budget that buys high-reliability parts, the schedule that buys a full qualification campaign, the review intensity that catches latent defects. Such a regression would confirm that heritage “predicts” reliability while telling a review board nothing about whether the next heritage claim, stripped of the rigor it usually rides alongside, will deliver. The design in this chapter is constructed precisely to break that bundling where the data permit and to report it where they do not.
The notation, the hypotheses, the variable definitions, and the falsification rule introduced here are carried verbatim from the shared specification that governs every chapter of this dissertation. Chapter 4 has already named the three source classes, the mission-by-subsystem unit of analysis, and the construction of the two outcomes and the three regressors of interest. This chapter takes those measured quantities as given and specifies what is done with them: the estimator (Section 5.1), the identification strategy (Section 5.2), the survivorship correction (Section 5.3), the full threat-to-validity catalogue (Section 5.4), the robustness battery and power analysis (Section 5.5), and the pre-registration and computational commitments that hold the design accountable (Section 5.6).
5.0.1 Problem frame for the chapter
The current state of mission-assurance analytics is descriptive. The mature satellite-reliability literature, built principally by Castet and Saleh and their collaborators, fits nonparametric and parametric reliability functions to populations of on-orbit failures and establishes, robustly, that the satellite hazard is not constant, that an early infant-mortality regime coexists with a later wear-out regime, and that subsystem identity, mass, and orbit shift the failure distribution [1], [2], [3], [6]. These curves describe how satellites fail. They do not isolate why a particular delivered article failed, and in particular they do not separate the contribution of an article’s provenance from the contribution of its parts-class and its test campaign.
The desired state is a design that performs that separation under a stated and defended identifying assumption, on a JPL-class population, with the inferential discipline that observational causal work requires. The gap between the two is a research-design gap, not a data gap alone: even with the assembled mission-by-subsystem frame, a comparison of heritage against parts-class and test-fidelity is uninformative unless the estimator matches the hazard structure, the identification argument confronts confounding directly, and the survivorship distortion that quietly drops early-failed missions is corrected rather than ignored. The consequence of leaving the gap unfilled is that assurance dollars continue to flow on a correlation that no one has decomposed, and the portfolio cannot tell whether its heritage discounts are buying reliability or merely buying a justification to cut the test scope and parts rigor that actually buy it.
This chapter closes the design gap. Its confidence in doing so is moderate to high on the estimator and the threat catalogue, where the methodological literature is directly applicable, and deliberately moderate on the identification claim, where the strongest defensible reading of an observational design is a conditional association under unconfoundedness rather than an established causal effect. That calibration is stated up front and maintained throughout, because overclaiming the identification would itself violate the design-before-analysis discipline that the dissertation adopts as its methodological spine [16].

5.1 The Estimator
5.1.1 Claim: the estimator must match the documented hazard structure
Claim. The primary estimator is a mixed-effects (frailty) survival model for time-to-first-failure with a flexible baseline hazard and Gaussian subsystem random intercepts, complemented by a discrete-time complementary-log-log hazard model for the infant-mortality indicator. This pairing is chosen because it is the smallest model class that simultaneously respects the two-regime hazard, the subsystem-specific baseline, and the clustered, right-censored structure that the data and the prior literature establish.
Grounds. Three measured features of the outcome force this choice rather than a simpler one. First, the satellite hazard is not constant: Castet and Saleh show that single-Weibull fits are frequently inadequate and that a mixture distribution, capturing an early-failure subpopulation and a longer-lived subpopulation, fits on-orbit failure data better than a single distribution [2]. A constant-hazard exponential model, or any proportional-hazards model with a rigid baseline, would misrepresent the early window that is central to the infant-mortality outcome. Second, the aggregate satellite curve conceals large between-subsystem differences in baseline hazard: the multi-state subsystem analyses and the subsystem-specific reliability studies for the electrical power and attitude control subsystems demonstrate that each functional subsystem carries its own failure signature [3], [6]. An estimator that ignored subsystem identity would let those baseline differences leak into the regressors of interest. Third, the unit of analysis is the mission-by-subsystem cell, and cells are clustered within missions, so the outcomes are neither independent nor singly censored.
Warrant. A frailty survival model with subsystem random intercepts is the canonical tool when failure-time data are clustered and the baseline hazard varies by group; the multilevel survival-analysis literature establishes that random-effect (frailty) terms absorb unobserved group-level heterogeneity in the baseline hazard while leaving the covariate coefficients interpretable as within-and-between effects under stated assumptions [97]. The discrete-time complementary-log-log companion is the standard discrete-time analogue of a continuous proportional-hazards model and is the appropriate estimator when the outcome is an indicator of failure within a fixed period and the period structure is coarse, as the infant-mortality window is [29], [117], [67].
Backing. The discrete-time cloglog hazard model with random effects has an established applied track record on exactly this kind of right-censored, clustered duration outcome: it has been used to model export survival with random effects and Kaplan-Meier companions [29] and to model time-to-event with Bayesian multilevel structure on heavily clustered data [117]. The optimal-design literature for discrete-time survival models with random effects confirms that the estimator is well-posed and that its information structure is understood, which matters for the power analysis in Section 5.5 [67]. Repeatability and intraclass-correlation methods for time-to-event data, recently standardized, give the procedure for reading the subsystem random-effect variance as a meaningful quantity rather than a nuisance [27].
Qualifier. This estimator choice is held with high confidence as the appropriate model class. The specific baseline form (piecewise-constant versus a parametric Weibull-mixture baseline) is held with moderate confidence and is itself a tested object: the design fits both and reports the heritage-versus-rigor conclusion under each, so that the substantive finding is not an artifact of the baseline parameterization.
Rebuttal. One could object that a fully nonparametric Cox model with a frailty term would avoid committing to any baseline shape and would therefore be safer. The design rejects this as the primary estimator for the infant-mortality outcome specifically, because the Cox partial likelihood discards the baseline and with it the early-window shape that the infant-mortality hypothesis is about; the early regime is where the mixture literature shows the hazard is most sharply non-constant [2]. The Cox frailty model is retained as a robustness check for the time-to-first-failure outcome (Section 5.5), where the proportional-hazards form is the object of interest and the baseline shape is a nuisance, but it is not the vehicle for the early-window test.
5.1.2 The formal specification
The hazard of first failure for subsystem cell i in mission m at on-orbit time t is written as a proportional-hazards form. The log hazard is the sum of a baseline log hazard that depends on time, a linear index in the three regressors of interest, a linear index in the controls, and a subsystem random intercept. Carrying the fixed notation of the dissertation verbatim:
log h(t) = log h0(t) + b1 * Heritage_i + b2 * PartsClass_i + b3 * TestFidelity_i + g * Controls_im + u_s
Here Heritage, PartsClass, and TestFidelity are the ordinal or index regressors defined in Chapter 4 and in the shared specification: Heritage is the ordinal heritage-depth measure (none < design-only < design+build < design+build+same-environment flight); PartsClass is the ordinal EEE parts-class measure on the standard space hierarchy (class S or high-reliability, class B, commercial or COTS) with its screening-level subindicator; and TestFidelity is the index built from thermal-vacuum cycling, vibration and acoustic qualification, parts-level screening and burn-in, and system-level functional-test coverage. Controls are mission environment (orbit class and radiation environment), mission prominence (flagship, competed-line, or smaller class), spacecraft mass class, and launch epoch. The term u_s is the Gaussian random intercept for subsystem type s, distributed N(0, sigma_s^2), which absorbs the documented subsystem-specific baseline hazard [3], [6], [39], [40]. The function h0(t) is the flexible baseline, specified as piecewise-constant over a small number of pre-set intervals or, in the alternative specification, as a Weibull-mixture baseline consistent with the documented early and late failure regimes [2].
All three regressors of interest are placed on a common standardized scale before estimation, so that the coefficients b1, b2, and b3 are directly comparable in magnitude. This standardization is not cosmetic: the falsification rule is a statement about the relative magnitudes of the standardized coefficients, and it would be meaningless if the regressors remained on their native and incommensurable scales (an ordinal heritage level, an ordinal parts class, and a continuous test index). The standardization is fixed in the pre-registration block (Section 5.6) before any outcome is examined.
The discrete-time companion replaces the continuous baseline with a set of period indicators and estimates the same linear index by a complementary-log-log link on subsystem-period records:
cloglog( P(fail in period k | survived to k) ) = alpha_k + b1 * Heritage_i + b2 * PartsClass_i + b3 * TestFidelity_i + g * Controls_im + u_s
where alpha_k is the period-specific baseline (the discrete analogue of log h0) and the linear index is identical to the continuous model. The complementary-log-log link is chosen over the logit link here precisely because it makes the discrete-time coefficients interpretable as the same proportional-hazards coefficients estimated by the continuous model, so that the two outcomes are estimated within one coherent framework rather than two unrelated ones [29], [117]. This companion produces an early-window hazard that maps cleanly onto the infant-mortality outcome whose window is set, not ad hoc, from the inflection of the mixture-Weibull early subpopulation reported in the reliability literature [2].
5.1.3 The hypotheses as statements about the coefficients
The hypotheses of the dissertation are statements about the b coefficients, and the estimator is built so those statements are testable. Restating the fixed hypotheses in coefficient terms:
· H0 (null): prior-flight heritage depth is the primary driver. In coefficient terms, the standardized magnitude |b1| is the largest of the three and remains stable and bounded away from zero when b2 and b3 are added to the model. Parts-class and test-fidelity add little once heritage is included.
· H1 (alternative): realized failure rate is predicted more strongly by parts-class and test-fidelity. In coefficient terms, |b2| and |b3| exceed |b1|, and b1 collapses toward zero, with a confidence interval covering negligible effect, once b2 and b3 enter.
The test is implemented as a nested model comparison. Model A estimates the linear index with heritage and the controls only:
Model A: log h(t) = log h0(t) + b1 * Heritage_i + g * Controls_im + u_s
Model B adds parts-class and test-fidelity:
Model B: log h(t) = log h0(t) + b1 * Heritage_i + b2 * PartsClass_i + b3 * TestFidelity_i + g * Controls_im + u_s
The test reads the change in b1 from Model A to Model B together with the magnitudes of b2 and b3 in Model B. H1 predicts that b1 attenuates substantially toward zero and loses stability when b2 and b3 enter, while b2 and b3 are large and stable. H0 predicts that b1 survives the addition with its magnitude and its exclusion of negligible effect largely intact. This A-to-B comparison is the engine of the falsification, and the identification argument of Section 5.2 is what licenses reading the comparison as evidence about the rival drivers rather than as an artifact of confounding.
Confidence in the estimator design is high: the model class is standard, well-understood, and matched feature-by-feature to the documented data structure. Evidence that would lower this confidence includes a finding, at the diagnostic stage, that the proportional-hazards assumption fails badly across the early window for the heritage regressor specifically, in which case the design moves that coefficient to a time-varying form (Section 5.5) rather than forcing it into a constant. Evidence that would raise it includes convergence of the continuous and discrete-time estimates on the same A-to-B pattern, which would show the conclusion is not an artifact of either link.

5.2 The Identification Strategy
5.2.1 Claim: identification is selection-on-observables, defended on three fronts
Claim. The design identifies the conditional associations of heritage, parts-class, and test-fidelity with the failure hazard under a selection-on-observables (unconfoundedness) assumption: conditional on mission environment, mission prominence, mass class, launch epoch, and subsystem type, the assignment of heritage depth, parts-class, and test-fidelity to a subsystem is treated as as-good-as-unconfounded with the residual determinants of failure. The credibility of this assumption is defended on three fronts (a control set chosen to capture the common drivers, an overlap restriction, and a bad-controls discipline), and the strongest claim the design will make is a conditional association under stated unconfoundedness, not an established causal effect.
Grounds. The estimation problem is observational by necessity. No agency randomizes heritage, parts-class, or test fidelity across spacecraft, and none could. The threat this creates is specific and nameable: the same program characteristics that produce a heritage claim (a generous budget, a flagship designation, a mature institutional pipeline) also tend to produce parts rigor and test rigor, so a regression of failure on heritage that omits the rigor variables will absorb their effect into the heritage coefficient. This is the textbook omitted-variable structure, and it is exactly what the A-to-B comparison is built to expose: if heritage and rigor are confounded, b1 will fall when the rigor variables enter Model B.
Warrant. The Angrist-Pischke design-based program supplies the discipline for reading a regression coefficient causally: identify the comparison being made, ask what variation in the regressor is being exploited, and ask whether that variation is plausibly unrelated to omitted determinants of the outcome after conditioning [13]. Their treatment of “bad controls,” variables that are themselves outcomes of the treatment, is the warrant for the specification choice in Section 5.2.3. Rubin’s potential-outcomes framework supplies the complementary discipline: the assignment mechanism for an observational treatment is unknown and must be reconstructed and defended from observed covariates, and the credibility of any causal reading rests on unconfoundedness and on overlap between the compared groups [14], [15], [17].
Backing. The selection-on-observables apparatus is not a niche tool; it is the mainstream of observational causal inference, and its application to settings without randomization is documented across operations management [68], program evaluation [28], and the broad methodological reviews [15], [17]. Rubin’s central and repeatedly stated methodological point, that the design of an observational study should be completed (treatment groups defined, covariates fixed, overlap demonstrated) before the outcome data are examined, is the foundation of the pre-registration commitment in Section 5.6 [16].
Qualifier. Confidence in the identification claim is deliberately moderate, and the chapter says so plainly. Selection-on-observables is an assumption, not a fact, and it cannot be fully verified from the data it is invoked to analyze. The design strengthens the assumption’s plausibility through the control set and the overlap restriction, and it bounds the consequences of the assumption’s failure through the sensitivity analyses in Sections 5.3 and 5.5, but it does not claim to have eliminated unobserved confounding. The honest statement of the result is therefore a conditional association under unconfoundedness, with the residual-confounding risk reported rather than assumed away.
Rebuttal. A reader committed to a stricter standard might argue that without an instrument or a natural experiment, no causal reading is warranted at all and the study should retreat to pure description. The design’s reply is twofold. First, the head-to-head framing partially insulates the contribution from this objection: even read as a purely predictive comparison, a finding that parts-class and test-fidelity dominate heritage in a conditional model is decision-relevant for where assurance attention should go, because it identifies which observable property of the delivered article carries the predictive weight. Second, the recent literature on relative bias under imperfect identification shows how to quantify how far the selection-on-observables estimate could be from the truth under bounded violations, which is the form in which the design reports its causal claim [76]. The contribution does not rest on a clean causal point estimate; it rests on a coefficient comparison whose sensitivity to the identifying assumption is itself reported.
5.2.2 The control set and the overlap restriction
The control set is chosen to capture the program-level forces that jointly drive provenance and rigor. Mission environment (orbit class and radiation environment) is included because the failure distribution shifts with environment, and a heritage box flown to a harsher environment than its prior flight carries an unproven environmental qualification [6]. Mission prominence (flagship versus competed-line versus smaller class) proxies the budget and review intensity that drive both heritage retention and rigor. Mass class absorbs the platform-size effect documented in the reliability-by-mass analysis [6]. Launch epoch absorbs secular technology change, because both parts-class norms and heritage practices have shifted across decades. The control set is fixed in advance and is justified by the requirement, from the variable-selection literature for observational designs, that controls capture the common causes of treatment and outcome without including the treatment’s own consequences [13], [93].
Overlap is the second front, and it is treated as a first-class result rather than a precondition assumed to hold. Identification under selection-on-observables requires that, within a region of environment, prominence, mass class, epoch, and subsystem type, the data contain both heritage-rich and heritage-poor subsystems at comparable parts-class and test-fidelity. Where the field always pairs deep heritage with high parts-class and a full test campaign, no within-stratum comparison exists, and the heritage effect is not separately identified from the rigor effect [15], [17]. The design therefore reports an overlap diagnostic, a propensity-style balance table within strata showing how many heritage-rich and heritage-poor cells coexist at comparable rigor, and it restricts estimation to the overlap region; comparisons outside that region are extrapolation, not evidence. Rubin’s insistence on demonstrating overlap before analyzing outcomes is not a formality here but the gate that decides whether the question can be answered on this population at all [16]. A finding that the overlap region is too thin to support the comparison is itself informative: it would mean heritage and rigor are so bundled in JPL practice that the heritage discount cannot be evaluated separately, and that the honest assurance posture is to require the rigor regardless of the heritage claim.
The overlap concern is sharpened, not relaxed, by the multivalued and ordinal nature of the treatments. Heritage depth and parts-class are ordinal multi-level treatments, and the overlap requirement must hold at each level transition, not only between extremes. The limited-overlap literature for multivalued treatments shows that standard inverse-probability weighting becomes unstable precisely when overlap is thin at some levels, and it offers more stable weighting alternatives for exactly that case [30]. The design adopts a stable-weighting approach where the documentation-probability model (Section 5.3) exhibits extreme weights, and it reports the trimmed and untrimmed estimates side by side so the reader can see the influence of the thin strata.
5.2.3 The bad-controls discipline
The single most important specification decision in the design is the refusal to condition on post-treatment outcomes, and it deserves a spacecraft-specific statement because the temptation to commit the error is strong. A natural-seeming control is the result of the qualification and acceptance test campaign, for example whether the article passed thermal-vacuum without anomaly. Conditioning on that result would be a bad control in the precise Angrist-Pischke sense: a test outcome is downstream of both heritage and parts choices and partly downstream of test fidelity itself, so conditioning on it would absorb the very effect under test and bias the heritage and parts coefficients toward zero or worse [13]. The thermal-vacuum and qualification-test literature makes concrete what a “test result” is and why it sits downstream: a thermal-vacuum campaign exercises the integrated article against its mission thermal environment and surfaces workmanship and design defects [43], [44]; a functional-qualification campaign verifies that the article meets its requirements after environmental exposure [46]; a flight-component qualification program documents the pass/fail verdicts and the lessons that follow from them [45]. Each of these produces a verdict that is a consequence of the inputs the design is testing, and each must therefore stay out of the conditioning set.
The specification consequently uses only pre-launch, pre-outcome inputs: heritage as claimed at design review, parts-class as procured, and test-fidelity as planned and as-run in scope (the presence, duration, and coverage of the campaign, not its pass or fail verdict). The distinction between test-fidelity-as-scope and test-result-as-verdict is the hinge of the bad-controls discipline. Test-fidelity is an input chosen before the outcome; the test verdict is an output realized alongside it. The design measures and uses the former and never conditions on the latter. This decision follows directly from the Angrist-Pischke treatment of post-treatment variables and is fixed in the pre-registration block so it cannot be relaxed after seeing results [13], [16].
A subtler bad-control risk concerns mediation. If heritage operates on reliability through parts-class and test-fidelity (a heritage article is reliable because it inherits high-class parts and a thorough test campaign), then parts-class and test-fidelity are mediators of the heritage effect, not confounders of it, and conditioning on them in Model B estimates the direct heritage effect net of those channels rather than the total heritage effect. The design does not treat this as a flaw to be corrected but as a substantive distinction to be reported: it estimates and reports both the total heritage association (Model A, heritage and controls only) and the conditional heritage association (Model B, heritage net of parts-class and test-fidelity), and it separately examines whether heritage predicts parts-class and test-fidelity. If b1 attenuates in Model B because heritage works through the rigor channels, that is itself the answer the dissertation seeks: it means the rigor, not the provenance, is the operative property, and that a heritage claim unaccompanied by the matching rigor should not earn the discount. The collapsibility and confounding-versus-mediation distinction is handled with the standard causal-inference machinery for separating the two [93].

5.3 Survivorship Correction
5.3.1 Claim: survivorship is corrected by design, not noted as a caveat
Claim. Survivorship bias, the systematic under-representation of missions and subsystems that failed before producing complete documentation, is the most serious data threat to this study, and it is addressed through three design steps (a launch-manifest sampling frame, inverse-probability-of-documentation weighting, and a bounded sensitivity analysis) rather than acknowledged as a limitation and left to corrupt the estimates.
Grounds. The mechanism of the bias is concrete and directional. Heritage claims and parts-class are best documented for JPL flagship and competed science missions and thinner for the smallest classes; anomaly records undercount minor anomalies that did not trigger formal reporting; and, most seriously, missions and subsystems that failed early may have produced thin documentation, and heritage claims that were quietly dropped after an early failure may not be archived as heritage at all. Each of these channels removes failures, or removes the heritage labels attached to failures, from the analyzable sample. The direction of the resulting bias is predictable: it flatters heritage, because the heritage-labeled cells that survive into the documented sample are disproportionately the ones that did not fail early.
Warrant. When the probability that a unit appears in the analyzable sample depends on observed characteristics, inverse-probability weighting restores the target population by up-weighting the kinds of units that are under-represented; this is the standard missing-data and selection correction, and it is the same machinery used for propensity weighting in observational causal inference [99], [15]. When the selection also depends on unobservables, a bounded sensitivity analysis that varies the assumed behavior of the missing units across plausible limits reports the range of conclusions consistent with the missing data, which is the appropriate response when the missingness cannot be fully modeled [119].
Backing. The three-step structure has direct precedent. Building a sampling frame from a complete enumeration (here, launch manifests) rather than from surviving records is the standard defense against survivorship in reliability studies, and it is implicit in the population-complete reliability analyses that begin from launch-year cohorts rather than from documented-survivor sets [8], [129]. Inverse-probability weighting for selection on observed characteristics is foundational [99]. Sensitivity analysis for selection bias and unmeasured confounding in missing-data and causal models, varying the missing units’ behavior across bounds, is a developed methodology with a clear reporting format [119], and the relative-bias framework gives a way to express how far the corrected estimate could still be from the truth [76].
Qualifier. Confidence in the survivorship correction is moderate to high for the observed-characteristics channel, where IPW directly applies, and moderate for the unobservables channel, where only the bounded sensitivity analysis can speak. The correction reduces and bounds the bias; it does not prove the bias is gone. The honest report, consistent with the dissertation’s guardrail, is the corrected estimate accompanied by the sensitivity range, not a single number presented as bias-free.
Rebuttal. One could object that IPW with extreme weights can be more harmful than the bias it corrects, inflating variance and amplifying model misspecification in the documentation-probability model. The design takes the objection seriously. Where the documentation-probability model produces extreme weights (the thin-overlap case of Section 5.2.2), the design substitutes a stable-weighting estimator designed for limited overlap rather than letting a handful of enormous weights dominate the estimate [30], and it reports the estimate with and without weight trimming so the influence of the correction is visible. The weighting is a tool to be monitored, not a black box to be trusted.
5.3.2 The three steps in detail
The first step builds the sampling frame from launch manifests for the chosen population and epoch window, not from surviving-mission documentation. This is the structural defense: an early-failed or short-lived mission enters the frame even when its internal records are thin, so that its absence from the analyzable cells is recorded as missingness to be corrected rather than as a unit that silently never existed. The population-complete reliability studies that begin from launch cohorts demonstrate that a manifest-based frame is constructable and that it captures the early-failed tail that a survivor-based frame would lose [8], [129], [130].
The second step estimates a documentation-probability model and forms inverse-probability-of-documentation weights. A model for the probability that a subsystem cell has complete heritage and parts documentation is estimated from observed mission characteristics (prominence, mass class, epoch, environment, agency, and subsystem type), and cells are weighted by the inverse of that probability so that under-documented and disproportionately early-failed cells are not silently dropped. The model specification, including its functional form and its covariate set, is fixed in the pre-registration appendix before the outcomes are examined, so that the weights cannot be tuned to produce a desired heritage result [16]. The propensity-weighting literature supplies the estimation and the diagnostic checks (weight distributions, effective sample size after weighting) that accompany the procedure [99], [104].
The third step is the bounded sensitivity analysis. Because the second step corrects only for selection on observed characteristics, the design varies the assumed failure behavior of the undocumented cells across plausible bounds, from an optimistic bound in which undocumented cells failed at the documented rate to a pessimistic bound in which they failed at an elevated rate consistent with their being disproportionately early-failed, and it reports how the heritage-versus-rigor comparison moves across that range [119]. The reader sees not a single corrected coefficient comparison but the interval of comparisons consistent with the missing data. The falsification rule (Section 5.5) is then required to hold within these survivorship bounds, not merely at the point estimate: H1 is supported only if parts-class and test-fidelity dominate heritage across the sensitivity range, and a comparison that flips sign or order within the range is reported as inconclusive rather than as support for either hypothesis.

5.4 Threats to Validity
The design’s claims are only as strong as its treatment of the things that could make them wrong. This section catalogues the threats along the four standard axes, internal, external, construct, and statistical-conclusion validity, and states the mitigation and the residual risk for each. The catalogue is exhaustive by design, because the assurance-case spine of the dissertation requires that the residual risk be shown to be acceptable, and acceptability cannot be claimed for risks that were not named.
5.4.1 Internal validity
The central internal-validity threat is omitted-variable confounding between heritage and unobserved rigor or unobserved program competence. This is the threat the entire identification strategy of Section 5.2 is built to address, and it cannot be fully eliminated on observational data. The control set, the overlap restriction, and the bad-controls discipline mitigate it; the A-to-B comparison is designed to expose it (a heritage coefficient that collapses when rigor enters is the signature of exactly this confounding); and the relative-bias and sensitivity machinery bounds the residual [76], [119]. The mitigation is strong but partial, and the design therefore states its conclusion as a conditional association under unconfoundedness, with a named residual risk: unobserved program competence (a capable institution that both retains heritage and builds reliable hardware for reasons not captured by prominence) could drive both heritage and low failure, and mission prominence plus the documentation-probability model are the only available proxies for it.
A secondary internal-validity threat is reverse documentation: a subsystem that failed could be retrospectively recoded as less heritage-rich, so that failures appear concentrated among low-heritage cells by construction. The mitigation is the provenance-at-design-review coding rule, fixed in Chapter 4, which codes heritage as claimed before launch rather than as reconstructed after the outcome is known, combined with the launch-manifest frame that prevents the quiet disappearance of failed cells [16]. The residual risk here is low, because the coding rule attaches to a document (the design-review heritage assessment) that predates the outcome.
A third internal-validity threat is unit interference, a violation of the stable-unit-treatment-value assumption. One subsystem’s heritage or parts choice should not change another subsystem’s failure behavior, which is mostly defensible at the subsystem level but can be violated by common-cause failures (a shared power bus, a shared parts lot across subsystems). The mitigation is to record lot-level and bus-level commonality so that violations can be flagged and the affected cells examined separately rather than treated as independent [17]. The residual risk is moderate and is reported transparently for the cells where commonality is detected.
5.4.2 External validity
The population is JPL-class missions with documented heritage and parts records, and the results, in either direction, are statements about that population. Transfer to commercial NewSpace constellations or to the smallest CubeSat class is not assumed, because the parts and test regimes differ markedly in those populations: CubeSat reliability data show systematically different outcomes for designs built with reduced screening and reduced test [10], and the COTS and small-satellite literature suggests the parts-class channel is, if anything, stronger there [11], [12]. The mitigation is the mass-class and orbit controls, which bound the within-study heterogeneity, plus a planned subgroup analysis that reports the comparison separately by mass class so the reader can see whether the heritage-versus-rigor pattern is stable across the size range the study does cover. The residual external-validity risk is acknowledged rather than mitigated away: the dissertation’s claim is bounded to JPL-class missions, and transfer to NewSpace or CubeSat populations is offered as a replication hypothesis, not as a result.
5.4.3 Construct validity
Heritage depth, parts-class, and test-fidelity are constructed indices, and a poor construction could understate one predictor and flatter another, producing a spurious head-to-head result. Three mitigations apply. First, each index is built from documented, auditable fields before the outcomes are examined, so the construction cannot be tuned to the result [16]. Second, inter-coder reliability is reported as a chance-corrected agreement statistic for the two coding-intensive variables (heritage depth and test-fidelity), with disagreements reconciled against the source document under a recorded rule (the measurement-reliability procedure fixed in Chapter 4); the standardized treatment of intraclass correlation for time-to-event-adjacent measurement gives the procedure for reporting this agreement meaningfully [27]. Third, the test-fidelity index is grounded in a concrete and externally validated notion of what a test campaign contains: the thermal-vacuum, vibration, and functional-qualification literature establishes the components a fidelity index should weight (campaign presence, duration, environmental coverage, and functional-test breadth) so the index is not an arbitrary analyst construction but a documented operationalization of a known engineering practice [43], [44], [45], [46]. The residual construct-validity risk is reported as the dependence of the conclusion on the coding choices, which Section 5.5 probes directly through the re-coding robustness checks.
5.4.4 Statistical-conclusion validity
The mission-by-subsystem cells are clustered within missions, so naive standard errors that assume independence would be too small and would overstate significance. The mitigation is twofold: standard errors are clustered at the mission level, and the subsystem random effects absorb within-subsystem correlation, so the inference accounts for both the mission-level clustering and the subsystem-level dependence [97]. A second statistical-conclusion threat is low power: the number of well-documented JPL-class missions is modest, and a study can fail to distinguish coefficient magnitudes simply because the sample is small. The mitigation is the explicit minimum-detectable-difference analysis of Section 5.5, which states in advance how large a difference between the standardized coefficients the design can detect at the achieved sample size, so that a non-result is interpreted as underpowered rather than misread as confirmation of H0 [67]. A third threat, multiple comparisons across the two outcomes, the survivorship bounds, and the robustness re-codings, is handled by fixing the primary test (the A-to-B comparison on both outcomes within the survivorship bounds) in advance and labeling everything else as secondary and exploratory, so the primary falsification decision is not the product of a search over specifications [16].
The assurance-case logic that runs through this catalogue is the dissertation’s spine: the problem is real (heritage is invoked as a rigor substitute while infant mortality persists [1], [4]); the problem is material (failure concentrates in a few subsystems and test and parts campaigns are large discretionary budget lines [5], [6]); the design addresses the causal mechanism (the A-to-B survival comparison with overlap and bad-controls discipline separates provenance from delivered-article properties [13], [15], [16]); it beats the alternatives (descriptive curves and naive heritage-only regressions cannot decide the test, design-based identification can [3], [17]); and the residual risk is acceptable because it is stated as conditional association, survivorship-corrected, and bounded by sensitivity analysis [16], [119], [76]. The full assurance-case summary table is compiled at the dissertation’s stitch; this section supplies the threat-by-threat evidence that the residual-risk subclaim rests on.

5.5 Robustness Battery, Power, and the Honest Sample Limit
5.5.1 Diagnostics fixed in advance
The estimation is accompanied by a fixed set of diagnostics, specified here so they cannot be chosen after the results are seen. The proportional-hazards assumption is checked with scaled-residual tests, and where it fails for a covariate, that covariate is allowed a time-varying coefficient rather than being forced into a constant-hazard form; this matters most for the early window, where the mixture literature shows the hazard is far from constant [2]. The random-effects structure is checked by comparing the mixed-effects (frailty) fit against a fixed-effects-by-subsystem alternative, and the heritage-versus-rigor conclusion is reported under both, so the reader can see it is not an artifact of the random-effects assumption; the choice between unit fixed effects and a selection-on-observables random-effects approach is itself a substantive modeling decision with known tradeoffs, and reporting both is the disciplined response [82], [97]. The overlap diagnostic is reported as a propensity-style balance table within strata, showing how many heritage-rich and heritage-poor cells coexist at comparable parts-class and test-fidelity; thin cells are flagged, and the estimate is reported on both the full overlap region and a trimmed region that drops the thinnest strata [15], [30]. Coefficient stability is examined by adding the control blocks one at a time, so a heritage coefficient that moves sharply when a single control enters is identified as fragile rather than reported as a finding.
5.5.2 Three pre-specified robustness re-codings
Three robustness checks on the substantive constructs are fixed in advance. First, the heritage measure is re-coded under a stricter definition that requires same-environment flight for the top category, to test whether any heritage association is driven entirely by the same-environment cases; if it is, that is itself evidence for the rival hypothesis, because it would mean that environment-matched verification, not provenance per se, is what carries the predictive weight. Second, the analysis is re-run excluding the payload-instrument subsystem, because instruments are the most novel and least heritage-eligible subsystem and could dominate the heritage signal in either direction; the payload-reliability literature shows the instrument subsystem behaves distinctively and warrants separate treatment [38]. Third, the launch-epoch control is replaced with a finer set of epoch dummies to confirm that the heritage-versus-rigor comparison is not a secular technology trend in disguise, since both parts-class norms and heritage practices have shifted across decades [11], [12]. Each re-coding is run on both outcomes and reported alongside the primary specification, so the reader sees the comparison’s stability to the construction choices that Section 5.4.3 flagged as a construct-validity risk.
A fourth robustness axis concerns the estimator family itself. The primary frailty survival model is checked against a Cox proportional-hazards model with a subsystem frailty term for the time-to-first-failure outcome, where the proportional-hazards coefficient is the object of interest and the baseline shape is a nuisance [97], and against a coarsened-exact-matching pre-processing step that balances the heritage-rich and heritage-poor cells on the controls before the survival model is fit, which guards against the conclusion being driven by functional-form assumptions in the control index [102]. Convergence of the A-to-B pattern across the frailty model, the Cox frailty model, the matched-then-modeled estimate, and the discrete-time cloglog companion would raise confidence in the conclusion from moderate to high; divergence across them would be reported as a limitation on the robustness of the finding rather than suppressed.
5.5.3 Power and the minimum detectable difference
Power is bounded by the number of well-documented JPL-class missions, which is modest, and the design reports this limit rather than assuming it away. The relevant quantity is not the power to detect a single coefficient but the minimum detectable difference between the standardized heritage coefficient and the standardized parts-class or test-fidelity coefficient, given the assembled number of mission-by-subsystem cells, the within-mission clustering, the censoring rate, and the subsystem random-effect variance. The design computes this minimum detectable difference using the information structure of the discrete-time survival model with random effects, for which the optimal-design literature provides the variance expressions [67], and it states the result alongside the falsification rule.
The numbers used to illustrate the procedure are expected and illustrative, not executed on the assembled dataset, consistent with the dissertation’s design-stage guardrail. As an illustration of the form the analysis will take (and not as a measured result), if the assembled frame yields on the order of a few hundred well-documented mission-by-subsystem cells with the censoring and clustering typical of the reliability literature, the design would expect to be able to detect a standardized coefficient difference of moderate size with adequate power, while a small difference between b1 and b2 or b3 would fall below the minimum detectable difference and would correctly be reported as a difference the study cannot resolve. The precise minimum detectable difference will be reported as a table in the appendix once the frame is assembled. The interpretive rule attached to it is fixed now: if the data cannot distinguish the coefficient magnitudes at the achieved sample size, the honest report is that the test is underpowered on this population, not that H0 is confirmed. This is the Rubin discipline of fixing the analysis and its interpretation before the outcomes are examined, applied to the awkward but common case where the available population is small [16].
5.5.4 The falsification rule, restated and bound to the robustness battery
The falsification rule is fixed in advance and is the same rule that governs the dissertation: H1 is supported if, across both outcomes and within the survivorship sensitivity bounds, the standardized parts-class and test-fidelity coefficients (|b2| and |b3|) exceed the standardized heritage coefficient (|b1|) in magnitude and the heritage coefficient’s confidence interval includes negligible effect in Model B. The contribution is falsified toward H0 if the heritage coefficient remains the largest standardized coefficient and retains a confidence interval excluding negligible effect after parts-class and test-fidelity are added. The robustness battery is bound to this rule by a conjunction requirement: the rule must hold not only in the primary specification but across the diagnostics-driven respecifications (time-varying coefficients where PH fails, fixed-effects as well as random-effects), the three construct re-codings, and the estimator-family checks. A conclusion that holds in the primary specification but flips under a single pre-specified robustness check is reported as fragile, not as a finding. This conjunction is what converts a single coefficient comparison into a defensible falsification, and it is the reason the robustness checks are specified before estimation rather than assembled afterward to defend a result.

5.6 Pre-Registration and the Computational Plan
5.6.1 The pre-registration commitment
The design commits to pre-registration, and the commitment is the operational form of the design-before-analysis principle that runs through the whole dissertation. Before any outcome is examined on the assembled dataset, a frozen specification document fixes: the variable constructions and their standardization (Chapter 4 and Section 5.1.2); the control set (Section 5.2.2); the documentation-probability model for the inverse-probability weights (Section 5.3.2); the overlap restriction and the trimming rule (Section 5.2.2); the bad-controls exclusion list, naming the test verdict explicitly as excluded (Section 5.2.3); the primary estimator and its baseline alternatives (Section 5.1); the diagnostics, the three construct re-codings, and the estimator-family robustness checks (Section 5.5); the minimum-detectable-difference computation and its interpretive rule (Section 5.5.3); and the falsification rule with its conjunction requirement across the robustness battery (Section 5.5.4). The pre-registration is the mechanism that makes the contribution a test rather than a narrative: because the analysis is fixed before the outcomes are seen, the result, in either direction, is interpretable as evidence rather than as the product of a search over specifications [16], [18].
This pre-registration discipline is what distinguishes the design-based observational approach adopted here from the descriptive reliability tradition it builds on. The descriptive literature reports the failure curves it finds [1], [2], [3]; this design reports the falsification decision it pre-committed to. The commitment is recorded as Appendix D of the dissertation (the frozen specification, control set, and falsification rule), and the reporting follows the structured observational-study reporting guidance so that every construction and analysis decision is auditable against the pre-registered plan [92].
5.6.2 The computational and software plan
The estimation is implemented in a documented, reproducible computational environment so that the pre-registered specification can be executed exactly as written and re-run by others. The mixed-effects (frailty) survival model and the Cox frailty robustness model are estimated in established survival-analysis software with frailty support; the discrete-time complementary-log-log companion is estimated as a generalized linear mixed model on the expanded subsystem-period records [29], [97], [117]. The documentation-probability model and the inverse-probability weights, the coarsened-exact-matching pre-processing, the overlap and balance diagnostics, and the stable-weighting alternative for limited overlap are implemented with standard, citable causal-inference tooling whose methods are documented in the matching and weighting literature [99], [102], [104], [30]. The minimum-detectable-difference computation uses the variance expressions from the discrete-time survival design literature [67].
The computational plan commits to three reproducibility practices. First, the analysis code is version-controlled and released with the dissertation, with a fixed random seed for any stochastic step (the boosted documentation-probability model, any bootstrap for the clustered standard errors), so the reported numbers are exactly reproducible. Second, the data-construction pipeline, from the launch-manifest frame through the subsystem crosswalk and the root-cause coding to the analyzable cells, is scripted and logged rather than performed by hand, so the path from source records to estimation is auditable; the JPL-internal archival sources (LLIS/PRACA records, heritage assessment matrices, parts control records) are not open literature and cannot be released, but the transformation code and the de-identified analyzable cells can be, and the provenance of each source is logged. Third, the analysis is run blind to the heritage-versus-rigor comparison until the pre-registered specification is locked: the outcomes are merged onto the regressors only after the construction, the weights, the overlap restriction, and the falsification rule are frozen, which is the computational enforcement of the outcome-blind design discipline [16].
The residual computational risk is the dependence of the estimates on a small number of software defaults (the frailty-variance estimation method, the tie-handling in the survival model, the convergence tolerance of the generalized linear mixed model). The mitigation is to report the estimates under the documented defaults and to confirm, as a final robustness pass, that the A-to-B pattern is stable to reasonable variation in these settings. With that confirmation, the computational plan closes the chain this chapter opened: a specification rigid enough to be falsified, identified under a stated and bounded assumption, corrected for the survivorship that would otherwise flatter heritage, exhaustively examined for the threats that could make it wrong, and implemented reproducibly so that the falsification decision, when the assembled dataset is run, is the design’s and not the analyst’s.
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Chapter 6: Analysis Plan and Expected Results
6.0 Chapter thesis
This chapter freezes the analysis before any outcome is seen. Its single claim is that the head-to-head test between claimed flight heritage and the delivered-article predictors of parts-class and integration-test fidelity can be decided by a small, fully pre-specified sequence of operations whose decision rule, expected signs, diagnostics, and power floor are all fixed in advance of estimation, so that the result, in either direction, is interpretable as evidence rather than as the product of analyst discretion. The chapter does not report estimates. It reports the procedure that will generate them, the directions those estimates are expected to take if the alternative hypothesis is true, the rule that converts the estimates into a verdict on the hypothesis, and the diagnostics that protect that verdict from the most likely failure modes. Every number that appears below is labeled as expected or illustrative. None is an executed coefficient, because the mission-by-subsystem dataset is still being assembled from the JPL heritage and parts archives and the NASA anomaly records described in Chapter 4, and the design discipline this dissertation adopts forbids looking at outcomes before the specification is locked [1][2].
The reason a chapter of this kind earns its length is that the credibility of an observational study is decided here, not in the regression output. Rubin’s central methodological position, that for objective causal inference design trumps analysis, means that the work of making the comparison believable happens entirely in the choice of estimator, control set, overlap restriction, and decision rule, all of which must be settled while the analyst is still blind to which configuration of heritage and rigor produced which failures [1]. A reader who accepts the design in this chapter should be willing to accept whatever verdict the frozen procedure later returns, including a verdict that falsifies the dissertation’s own preferred hypothesis. That is the standard this chapter is written to meet.
6.1 The problem This chapter examines
The current state of practice in spacecraft mission assurance is that a heritage claim is evaluated qualitatively at a design review and then used, more or less informally, to discount the qualification and acceptance program for the article carrying the claim. The descriptive reliability literature has documented at length that this practice coexists with a persistent early-failure regime: satellite reliability is not well described by a constant hazard, a non-negligible share of failures occur early in life, and those early failures concentrate in a small number of subsystems [3][4][5][6]. What the literature has not produced is a procedure that takes a population of missions, measures heritage, parts-class, and test-fidelity on each subsystem, and returns a defensible statement about which of the three predicts realized failure once the others and the confounders are held fixed.
The desired state is a procedure that does exactly that and whose every step is fixed before the data speak, so that the answer cannot be an artifact of specification search. The gap is that no such pre-registered procedure exists for this question on a JPL-class population, and the consequence of leaving the gap open is that assurance dollars continue to flow on the strength of a label whose predictive content has never been isolated from the rigor it is assumed to proxy. This chapter closes the procedural half of that gap. It does not close the empirical half, which requires executing the procedure on the assembled data, but it makes the empirical half mechanical: once the dataset is complete, the steps below run without further design decisions.
The chapter proceeds in five movements. Section 6.2 states the eight-step estimation procedure verbatim and explains the dependency order that makes it outcome-blind. Section 6.3 states the expected, illustrative findings under the alternative hypothesis, with the mechanism reasoning that licenses each expected sign and the explicit caveat that the estimates may contradict the expectations. Section 6.4 fixes the falsification rule in advance. Section 6.5 specifies the diagnostics and the three pre-registered robustness re-codings. Section 6.6 derives the power floor and states how an underpowered non-result is to be reported. A short synthesis closes the chapter.
6.2 The estimation procedure
6.2.1 The eight steps
The analysis executes the following eight steps in order. The order is not cosmetic; it enforces the outcome-blind discipline by ensuring that every construction and modeling decision that could be tuned to a result is completed before the result is visible.
[bookmark: ref-1][bookmark: ref-2][bookmark: ref-3][bookmark: ref-4][bookmark: ref-5][bookmark: ref-6][bookmark: ref-7][bookmark: ref-8]1. Build the mission-by-subsystem frame from launch manifests for the chosen population and epoch window. 2. Code heritage depth, parts-class, and test-fidelity from the JPL archives and NTRS reports, with two independent coders on the heritage and test-fidelity indices, and record inter-coder agreement. 3. Construct the two outcomes and the censoring structure from the anomaly and lessons-learned records. 4. Estimate the documentation-probability model and form inverse-probability weights. 5. Restrict to the overlap region in covariate space. 6. Estimate Model A (heritage plus controls) and Model B (heritage, parts-class, test-fidelity, controls) for both the survival and the discrete-time outcomes, with mission-clustered standard errors and subsystem random effects. 7. Run the survivorship sensitivity analysis across the bounded assumptions for undocumented cells. 8. Report the nested comparison and the falsification decision.
6.2.2 Why the order is the design
The dependency structure of these eight steps is the substance of the outcome-blind claim, and it deserves to be made explicit rather than left implicit in the numbering. Steps 1 through 5 are entirely a function of the regressors, the controls, and the sampling frame. None of them touches the relationship between predictors and outcomes. The frame in Step 1 is drawn from launch manifests precisely so that the population is defined by what was launched, not by what survived to be documented, which is the survivorship guard developed in Chapter 5 carried into the procedure here. The coding in Step 2 is performed by analysts who, by construction, are reading heritage matrices, parts control records, and integration-and-test plans, none of which reveals the on-orbit failure history; the two-coder protocol and the chance-corrected agreement statistic make the measurement reliability auditable before the outcome enters [7]. The outcome construction in Step 3 reads the anomaly records, but it reads them only to build the dependent variable and the censoring indicator, not to choose a specification. The documentation-probability model in Step 4 and the overlap restriction in Step 5 are functions of observed covariates and the missingness pattern, again with no contact with the predictor-outcome relationship.
Only Step 6 joins predictors to outcomes, and by the time it runs, every decision that an analyst could otherwise have tuned to manufacture a result has already been fixed and recorded. This is the operational meaning of design before analysis [1][2]. The claim is not that the procedure is immune to error; it is that the procedure removes the specific class of error, specification search conditioned on the outcome, that most threatens observational findings. The warrant for this claim is the Rubin design-trumps-analysis position, which holds that the credibility of a causal reading is established by the assignment-mechanism reconstruction and the overlap demonstration, both completed blind, rather than by the regression that follows [1][8]. The backing is the broader potential-outcomes literature that formalizes why outcome-blind design is the correct response to the fundamental problem of causal inference, namely that the two potential outcomes for a unit are never both observed and so the comparison must be defended by the design rather than recovered from the data [9][10][11][12]. The qualifier is that outcome-blindness disciplines specification search but does not by itself establish unconfoundedness, which remains an assumption defended separately in Chapter 5 and revisited in Section 6.5 here. The rebuttal a critic would press is that an analyst can still tune the frozen specification to a prior belief about the answer; the protection against that rebuttal is that this document, written before estimation, is the pre-registration, and any deviation from it at execution time must be reported as a deviation. Confidence in the outcome-blind property is high, because it follows from the procedure’s dependency structure rather than from an empirical conjecture; what would lower it is evidence that the coders were not in fact blind to outcomes, which the two-coder protocol and the documented coding order are designed to prevent and to surface if it occurs.
6.2.3 The estimators invoked at Step 6
Step 6 estimates two models that share the linear index but differ in their treatment of time. The continuous-time model is the mixed-effects proportional-hazards specification carried verbatim from the bible:
log h(t) = log h0(t) + b1·Heritage_i + b2·PartsClass_i + b3·TestFidelity_i + g·Controls_im + u_s
where h0(t) is a flexible (piecewise-constant or Weibull-mixture) baseline, u_s is a Gaussian random intercept for subsystem type s, and the regressors are standardized so that b1, b2, and b3 are magnitude-comparable. The discrete-time companion replaces the continuous baseline with period dummies and estimates the same linear index by a complementary-log-log link on subsystem-period records, which produces the early-window hazard that maps onto the infant-mortality outcome. The choice of a discrete-time complementary-log-log hazard with a random-effects estimator for the binary, clustered, right-censored outcome is not idiosyncratic to this dissertation; it is the standard tool for exactly this data shape in applied survival work outside the spacecraft domain, where the same combination of time-to-event outcomes, censoring, and grouped data recurs [13][14]. Interpreting the convergence of that external methodological practice for the present design is straightforward: the discrete-time random-effects hazard is a mature, well-understood estimator whose properties are known, so importing it removes one source of uncertainty about whether the model can in principle recover the contrast of interest, leaving the substantive uncertainty where it belongs, in the identification assumptions rather than in the estimator’s mechanics.
The flexible baseline is mandatory rather than optional, and the reason is the documented shape of the satellite hazard. The mixture-Weibull evidence shows that a single-Weibull fit is inadequate and that the data require an early-failure subpopulation layered over a longer-lived subpopulation [4][5]. Forcing a constant or single-Weibull baseline onto a hazard that the literature has shown to be a mixture would misattribute the early-failure mass and could load it onto whichever covariate happens to correlate with early failure in the sample, contaminating the very coefficient comparison the test depends on. The piecewise-constant or Weibull-mixture baseline absorbs that structure into h0(t) so that b1, b2, and b3 carry the covariate signal net of the baseline shape. The recent deep-space and two-Weibull-segmented reliability analyses reinforce that the early-versus-late segmentation is a real and recurring feature of these populations, not an artifact of one dataset, which is why the design treats the flexible baseline as a fixed requirement rather than a robustness option [6][15].
6.2.4 The documentation-probability model and the weights it produces
Step 4 estimates the documentation-probability model and forms the inverse-probability weights that carry the survivorship correction into the estimation, and the logic of that step is worth stating in full because it is where the most serious data threat is converted from a caveat into a modeled quantity. The threat, established in the design chapters, is that the cells with complete heritage and parts documentation are not a random sample of the launched population. Missions and subsystems that failed early, or that were small and lightly reviewed, produced thinner archives, so a complete-case analysis that silently drops under-documented cells would over-represent the surviving, well-documented, and disproportionately successful cells and would bias the heritage-versus-rigor comparison in an unknown direction. The documentation-probability model attacks this directly. It models the probability that a mission-by-subsystem cell carries complete heritage and parts documentation as a function of the observed mission characteristics that are available for every launched cell from the manifest frame, regardless of whether the internal records survived: mission prominence, mass class, orbit class, launch epoch, and subsystem type. Each cell is then weighted by the inverse of its estimated documentation probability, so that a well-documented cell drawn from a stratum where documentation is rare stands in for the under-documented cells in that stratum that would otherwise be lost.
The claim is that inverse-probability-of-documentation weighting recovers, under a stated missingness assumption, the population the complete-case analysis cannot reach. The grounds are the standard result that inverse-probability weighting reweights a selected sample back toward the target population when selection is a function of observed covariates, the same reweighting logic that underlies propensity-score and entropy-balancing adjustment in observational designs [18][24]. The warrant connecting that general result to this application is that documentation completeness here is plausibly a function of the same observed program characteristics that the weights condition on, because prominence and class drive both review intensity and archival thoroughness. The backing is the operations and observational-inference literature that has used exactly this family of reweighting estimators to repair selection on observables in non-experimental data [19]. The qualifier is the load-bearing one: the weights repair selection only to the extent that documentation completeness is missing-at-random given the modeled covariates, and if documentation completeness depends on the outcome itself in a way the covariates do not capture, for example if a catastrophic early failure caused records to be sealed or never written, then the weights are insufficient and the residual bias is carried into the bounded sensitivity analysis of Section 6.3.4 rather than assumed away. The rebuttal a critic presses is that the documentation-probability model is itself a model that could be misspecified; the response is that the design reports the estimate under more than one specification of the documentation model and treats a conclusion that moves with the documentation-model specification as fragile, exactly as it treats a conclusion that moves with a single control. Confidence that the weights remove the documentation-driven component of survivorship is moderate, conditional on the missing-at-random assumption; what would raise it is external evidence on why specific archives are incomplete, and what would lower it is evidence that incompleteness tracks unrecorded early failure, which is precisely the case the bounded sensitivity analysis is built to absorb.
6.3 Expected and illustrative findings
This section states what the procedure is expected to return if H1 is true. Every direction below is an expectation that defines the test, not an estimated value, and the actual estimates may contradict every one of them, in which case the contribution is falsified toward H0. The guardrail is absolute: no number in this section is a result.
6.3.1 The expected Model A to Model B pattern
Under H1, the expected pattern is as follows. In Model A, which regresses the outcome on heritage depth plus controls, heritage depth would show a moderate negative association with failure hazard, consistent with the raw correlation that motivates current practice. In Model B, which adds parts-class and test-fidelity, the heritage coefficient would attenuate substantially and lose stability, while parts-class (with high-reliability classes associated with lower hazard) and test-fidelity (with more complete qualification associated with lower hazard, especially for the infant-mortality outcome) would carry the larger and more stable coefficients. The infant-mortality outcome in particular would be expected to load on test-fidelity, because the mechanism for early failure is an uncaught latent defect, which is precisely what screening and system test are designed to catch.
The claim embedded in this expectation is that the heritage signal visible in Model A is, under H1, largely a reflection of the parts-class and test-fidelity that travel with deep heritage in practice, so that controlling for the delivered-article properties dissolves it. The grounds for the expectation are the rival-predictor mechanism established in the theoretical and literature chapters: parts-class sets the intrinsic defect and degradation rate of the article, and integration-test fidelity sets the probability that latent defects and integration errors are caught before launch rather than discovered on orbit [16]. The warrant connecting these grounds to the expected attenuation is the logic of confounding and collapsibility: if heritage’s Model-A association runs through parts-class and test-fidelity, then adding those variables to the index should collapse the heritage coefficient, and the size of the collapse is informative about how much of the heritage signal was delivered-article rigor in disguise [17]. The backing is the broader observational-causal literature on selection on observables, which establishes that the change in a coefficient across nested models conditioning on a richer covariate set is the diagnostic quantity for whether the first coefficient was carrying omitted rigor [18][19]. The qualifier is essential and is stated in the next subsection: an attenuation in Model B is consistent with two distinct stories, confounding and mediation, and the design must distinguish them. The rebuttal a careful critic raises is that the expected attenuation could be an artifact of multicollinearity between heritage and the rigor variables rather than evidence of confounding; the overlap diagnostic in Section 6.5 is the direct test of whether enough independent variation exists to separate them, and if it does not, the honest report is non-identification rather than attenuation. Confidence in this expected pattern is moderate, appropriate to a design-stage prior: it is the direction the mechanism predicts, but the dissertation’s entire point is that the direction has never been measured on this population, so the prior is held loosely and is explicitly falsifiable.
6.3.2 The mediation-versus-confounding qualifier
The expected attenuation of the heritage coefficient in Model B admits two readings, and protecting the qualifier here is the difference between an honest analysis plan and an overclaiming one. The first reading is confounding: heritage and rigor are jointly driven by program-level forces (budget, environment, review intensity), so heritage’s Model-A association is spurious and dissolves when the rigor variables enter. The second reading is mediation: heritage genuinely causes rigor, deep heritage leads programs to procure better parts and run fuller test campaigns, so the Model-B attenuation reflects the heritage effect operating through the rigor variables rather than a spurious original association. These two stories produce the same coefficient movement but carry opposite policy implications. Under confounding, heritage is not buying reliability and the discount is unjustified. Under mediation, heritage is buying reliability precisely by buying rigor, and the discount is justified so long as the rigor actually follows.
The design distinguishes the two by examining whether heritage predicts parts-class and test-fidelity directly and by reporting both the total heritage association (Model A) and the conditional heritage association (Model B). If heritage strongly predicts the rigor variables, the mediation reading gains weight; if it does not, the confounding reading does. This is not a perfect separation, because partial mediation and partial confounding can coexist, and the chapter does not claim to resolve the decomposition cleanly. What it claims is that the two readings are named in advance, that the diagnostic distinguishing them is specified in advance, and that the policy implication is conditioned on which reading the data support. The warrant for treating this as a first-class design concern rather than a footnote is the causal-inference literature’s insistence that conditioning on a variable that lies on the causal path between treatment and outcome is a categorically different operation from conditioning on a confounder, and conflating them is a standard route to wrong conclusions [10][20]. Confidence that the design can at least partially separate mediation from confounding is moderate; what would raise it is a richer measurement of the program-level decision process that produced both the heritage claim and the rigor, which the JPL archives may or may not support and which Chapter 4 flags as a data-access dependency.
6.3.3 Why infant mortality is the sharper test
The two outcomes are not redundant, and the design expects them to behave differently in a way that is itself diagnostic. The infant-mortality indicator is the sharper test of the test-fidelity channel, and the reasoning is mechanistic. Early failure, by the mixture-Weibull account, is driven by latent defects present at launch that manifest under early operational stress [4][5]. The function of parts-level screening, burn-in, and system-level functional test is to surface exactly those latent defects on the ground, before launch, so that they are caught and corrected rather than discovered on orbit. A test campaign that is thinner in screening and system test therefore leaves a larger residual population of latent defects to fail early. This is a named causal chain, not a correlation: the driver is reduced test scope, the mechanism is fewer latent defects intercepted on the ground, the observable effect is elevated early-window hazard, the operational consequence is an infant-mortality anomaly on the delivered article, and the strategic implication is that test-fidelity should load most heavily on the infant-mortality outcome.
The time-to-first-failure outcome, by contrast, integrates over the whole mission and mixes the early-defect regime with the later wear-out and environment-exposure regime, so it is expected to carry a broader signal in which parts-class (which governs degradation rate over the full life) is more visible relative to test-fidelity. The expectation, therefore, is a pattern across outcomes: test-fidelity dominant on infant mortality, parts-class more prominent on time-to-first-failure, heritage attenuated on both. If the data show test-fidelity loading on the infant-mortality outcome and parts-class loading on the time-to-first-failure outcome, that joint pattern is stronger evidence for H1 than either coefficient alone, because it matches the mechanism’s prediction about which channel should dominate which outcome. The qualifier is that the early window itself is set from the mixture-Weibull early-subpopulation inflection rather than chosen ad hoc, so the infant-mortality outcome is defined by the same literature that motivates the mechanism, which avoids the circularity of tuning the window to flatter the test-fidelity coefficient [4]. Confidence in the differential expectation is moderate; it is a mechanism-derived prediction that the design is built to detect but has not yet observed.
6.3.4 The survivorship sensitivity bounds
Step 7 runs the survivorship sensitivity analysis, and because the falsification rule in Section 6.4 requires the H1 pattern to hold within the survivorship bounds rather than only at the weighted point estimate, the construction of those bounds is part of the test, not an afterthought. The inverse-probability weights of Section 6.2.4 repair the component of survivorship that is missing-at-random given observed covariates, but they cannot repair the component that depends on the outcome through an unrecorded channel. The sensitivity analysis bounds that residual. It does so by varying the assumed failure behavior of the undocumented cells across a plausible range and re-estimating the coefficient comparison at each setting, so the reader sees not a single number but the interval of conclusions consistent with the missing data. At one extreme, the undocumented cells are assumed to behave like the documented cells in their stratum, which is the benign assumption that the weights already encode. At the other extreme, the undocumented cells are assumed to carry systematically higher early-failure hazard, which is the adversarial assumption that documentation went missing precisely because the article failed early, the worst case for any heritage discount because it concentrates the unobserved failures wherever the design most needs to see them.
The claim is that reporting the coefficient ordering across this bounded range, rather than at a single point, is what makes a survivorship-robust verdict possible. The grounds are that the direction of survivorship bias is not knowable a priori but is bounded by the two extreme assumptions, so the conclusion that survives both extremes is the conclusion that does not depend on the unknowable missingness mechanism. The warrant is the design-stage principle that an observational conclusion should be reported with its sensitivity to the assumptions it cannot test, which is the same logic that governs bias analysis under imperfect identification in observational causal inference, where the estimate is presented as a function of the unverifiable assumption rather than as a point that pretends the assumption away [27]. The backing is the broader practice of bounding rather than point-identifying when a key assumption is untestable, a practice the matching and weighting literature adopts whenever overlap or selection cannot be fully verified [26]. The qualifier is that the bounds are only as wide as the adversarial assumption is severe, so the design states the adversarial assumption explicitly and justifies its severity from the documented concentration of early failures in a few subsystems, which is the empirical reason to fear that missing documentation tracks early failure [5][7]. The rebuttal a critic raises is that a sufficiently adversarial assumption can overturn any finding, rendering the bounds vacuous; the response is that the adversarial bound is pinned to a documented failure-concentration magnitude rather than set arbitrarily, so it represents a severe-but-real worst case rather than a contrived one, and a verdict that survives even that bound is correspondingly strong. Confidence that the bounded analysis correctly brackets the survivorship-driven uncertainty is moderate to high, because bracketing requires only that the truth lie between the benign and adversarial assumptions, which is a weak requirement; confidence about whether the H1 ordering will survive the adversarial bound is low by design, and is exactly what Step 7 is built to discover.
6.4 The falsification rule
The falsification rule is fixed here, in advance, and is reproduced verbatim from the dissertation’s locked specification so that no element of it can be adjusted after the estimates are seen. H1 is supported if, across both outcomes and within the survivorship sensitivity bounds, the standardized parts-class and test-fidelity coefficients exceed the standardized heritage coefficient in magnitude and the heritage coefficient’s confidence interval includes negligible effect in Model B. The contribution is falsified toward H0 if the heritage coefficient remains the largest standardized coefficient and retains a confidence interval excluding negligible effect after parts-class and test-fidelity are added.
Three features of this rule deserve explicit defense because they are what make it a genuine pre-registration rather than a flexible target. First, the rule is stated on standardized coefficients, which is why Section 6.2.3 places the three regressors on a common scale before estimation; without standardization, a magnitude comparison between an ordinal heritage measure, an ordinal parts-class measure, and an index test-fidelity measure would be meaningless, because the units would differ. Standardization makes b1, b2, and b3 directly comparable in the only sense the hypothesis cares about, namely how much each moves the hazard per standard-deviation shift in the predictor. Second, the rule requires the pattern to hold across both outcomes, not just one, which guards against a result that is an artifact of a single outcome construction; a finding that holds for time-to-first-failure but reverses for infant mortality is not a clean H1 verdict and the rule does not let it be read as one. Third, the rule requires the pattern to survive the survivorship sensitivity bounds, which ties the verdict to the robustness machinery rather than to a single point estimate computed on the documented cells alone.
The claim is that this rule is decidable, symmetric, and fixed. It is decidable because each of its conditions is a comparison of standardized magnitudes and confidence-interval positions that the estimation directly produces. It is symmetric because it specifies, with equal precision, what supports H1 and what falsifies the contribution toward H0, so the dissertation cannot quietly reinterpret a null as a win. The grounds for adopting a symmetric, pre-stated rule are the design-before-analysis principle, which holds that the interpretation of every possible outcome must be fixed before the outcome is known, on pain of post hoc rationalization [1][8]. The warrant is that a rule fixed in advance converts the estimation from an exploratory exercise into a confirmatory test, which is the only mode in which an observational study can make a falsifiable claim. The qualifier, developed fully in Section 6.6, is that the rule presupposes the sample can distinguish the coefficient magnitudes at all; if it cannot, the correct report is underpowered, not H0 confirmed, and the rule is explicitly subordinated to the power floor so that a no-difference finding at an inadequate sample size is never miscoded as a falsification. The rebuttal a critic might raise is that any threshold rule embeds an arbitrary cut; the response is that the rule avoids a single arbitrary numeric threshold by stating the verdict as an ordering of standardized magnitudes plus a confidence-interval condition, which is the weakest commitment that still yields a decision, rather than as an arbitrary effect-size cutoff. Confidence that the rule is well-formed is very high, because it is a logical construction rather than an empirical conjecture; what it cannot guarantee, and does not claim to, is that the data will be informative enough to trigger either branch cleanly, which is the power question.
6.5 Diagnostics and robustness
The estimation is accompanied by a fixed set of diagnostics, specified here so that they cannot be chosen after seeing results. Specifying diagnostics in advance is the same discipline as specifying the decision rule in advance: a diagnostic selected after the fact can be used to rescue or discredit a result, whereas a diagnostic fixed before estimation simply reports what it reports.
6.5.1 Proportional-hazards and random-effects checks
The proportional-hazards assumption is checked with scaled-residual tests, and where it fails for a covariate, that covariate is allowed a time-varying coefficient rather than being forced into a constant-hazard form. This matters most for the early window, where the mixture literature shows the hazard is far from constant, so a covariate whose effect differs between the early-defect regime and the later regime would violate proportional hazards in a way that is substantively expected rather than anomalous [4][5]. The design therefore treats a proportional-hazards failure as information about regime-dependent effects to be modeled, not as a nuisance to be ignored. The random-effects structure is checked by comparing the mixed-effects fit against a fixed-effects-by-subsystem alternative, and the heritage-versus-parts conclusion is reported under both, so the reader can see it is not an artifact of the random-effects assumption. The choice between random and fixed effects for subsystem type is not innocuous, because the two estimators answer subtly different questions and can diverge when the subsystem-specific intercepts correlate with the regressors; the applied causal literature on unit fixed effects shows precisely that fixed-effects specifications buy adjustment for time-invariant confounders at the cost of restricting the variation the model uses, so reporting both is the conservative course rather than committing to one [21]. The intraclass-correlation machinery for time-to-event data with random effects is well developed outside this domain, which is why importing the mixed-effects survival estimator and its diagnostics carries low methodological risk [13].
6.5.2 The overlap diagnostic as a first-class result
The overlap diagnostic is reported as a propensity-style balance table within strata, showing how many heritage-rich and heritage-poor cells coexist at comparable parts-class and test-fidelity. Thin cells are flagged, and the estimate is reported both on the full overlap region and on a trimmed region that drops the thinnest strata. The reason overlap is elevated to a first-class result rather than a footnote is that, on this question, the absence of overlap is itself the most consequential possible finding. If the field always pairs deep heritage with high parts-class and full test, then within every stratum of environment, prominence, mass class, epoch, and subsystem type there is no variation in heritage at fixed rigor, and the heritage coefficient is not identified separately from the rigor coefficients. Rubin’s insistence on demonstrating overlap before analyzing outcomes is therefore the gate that decides whether the question can be answered on this population at all [8][22]. The propensity score is the natural summary for whether that gate is open, because it reduces the multivariate covariate balance to a single dimension along which overlap can be inspected, which is the original and still the central use of the score in observational studies [18].
The interpretation rule for the overlap diagnostic is stated in advance and is two-sided. If overlap is adequate, the nested comparison proceeds and the falsification rule applies. If overlap is inadequate, the honest conclusion is that heritage and rigor are so bundled in practice that the heritage discount cannot be evaluated separately on this data, and the assurance posture that follows is to require the rigor regardless of the heritage claim, because the data cannot license discounting it. This is not a failure of the study; it is a substantive finding about the structure of the field, and it is reported as such. The matching and weighting literature offers several routes to squeeze identification out of limited overlap, including coarsened exact matching, entropy balancing, propensity-score matching, and stable probability weighting under limited overlap, and the design records which route, if any, is used and reports the estimate’s sensitivity to that choice [23][24][25][26]. The warrant for treating these as robustness tools rather than as the primary estimator is that each makes its own assumptions about the form of the selection, and stacking them lets the reader see whether the heritage-versus-rigor ordering is stable across plausible identification strategies or fragile to the choice among them [27][28]. Confidence that the overlap diagnostic will be informative is high, because it is a description of the data that requires no outcome information; confidence about which way it will come out is low by design, because whether heritage and rigor are separable in JPL practice is an open empirical question and is, in a real sense, half of what the dissertation is asking.
6.5.3 Coefficient stability and the three pre-specified re-codings
Coefficient stability is examined by adding controls one block at a time, so that a heritage coefficient that moves sharply when a single control enters is identified as fragile rather than reported as a finding. Beyond this, three robustness checks are pre-specified, each targeting a specific alternative explanation for an apparent result.
First, the heritage measure is re-coded under a stricter definition that requires same-environment flight for the top category, to test whether any heritage association is driven entirely by the same-environment cases. If the heritage signal survives only when the top category is restricted to same-environment flight, that is itself evidence for the rival hypothesis, because it would mean that what predicts reliability is environment-matched verification of the delivered article rather than provenance of the design lineage. This re-coding turns a potential weakness of the heritage construct into a discriminating test between the two hypotheses. Second, the analysis is re-run excluding the payload instrument subsystem, because instruments are the most novel and least heritage-eligible subsystem and could dominate the heritage signal in either direction; if the conclusion depends on instruments, the design wants that visible. Third, the launch-epoch control is replaced with a finer set of epoch dummies to confirm that the heritage-versus-parts comparison is not a secular technology trend in disguise, since both parts-class norms and heritage practices have shifted across decades and a coarse epoch control could leave a residual time trend that masquerades as a heritage or parts effect [16][29].
The grounds for fixing exactly these three re-codings, and no others chosen later, are that each maps to a named confounding or construct-validity threat identified in the design chapters, so the robustness menu is derived from the threat catalogue rather than assembled opportunistically. The warrant is the reporting-standards literature for observational studies, which holds that pre-specifying the sensitivity analyses is part of what makes an observational result interpretable, because it removes the suspicion that the reported robustness checks are the ones that happened to confirm the headline [30]. The qualifier is that no finite set of re-codings can exhaust the space of alternative explanations, so the three are a floor, not a ceiling, and any additional analysis run at execution time is reported as exploratory and labeled as such. Confidence that these three re-codings address the most likely artifacts is moderate to high, because they are derived directly from the dominant threats the literature documents for this kind of data; what would lower it is discovery of a confounder structure not anticipated in the design, which the coefficient-stability blocks are intended to surface.
6.6 Power and the honest sample limit
Power is bounded by the number of well-documented JPL-class missions, which is modest, and the design reports this limit rather than assuming it away. The relevant quantity is not the conventional power to reject a null of zero effect for a single coefficient; it is the minimum detectable difference between the standardized heritage coefficient and the standardized parts-class or test-fidelity coefficient, given the assembled number of mission-by-subsystem cells, the within-mission clustering, and the censoring rate. This is the quantity the falsification rule actually depends on, because the rule is a statement about the ordering of standardized magnitudes, so the design computes the minimum detectable difference in those magnitudes and states it alongside the rule.
The claim is that an underpowered non-result must be reported as underpowered, never as a confirmation of H0. The grounds are arithmetic: with a small number of clustered, censored cells, the confidence intervals on b1, b2, and b3 may be wide enough that the ordering condition in the falsification rule cannot be evaluated, in which case the data are silent on the ordering rather than supportive of either hypothesis. The warrant is again the design-before-analysis principle, applied to the awkward but common case where the available population is small: the interpretation of a no-difference finding must be fixed in advance, and the correct fixed interpretation of a no-difference finding at an inadequate sample size is that the test is underpowered on this population [1][8]. The backing is the standard structure of clustered survival inference, in which standard errors are clustered at the mission level and the subsystem random effects absorb within-subsystem correlation, both of which reduce effective sample size relative to a naive cell count and so must be built into the power calculation rather than ignored [13][14]. The qualifier is that the minimum detectable difference is itself a function of the assembled sample, which is not yet final, so the power floor reported here is a procedure for computing the floor rather than a numeric floor; the numeric value is produced once the frame is complete, and the design commits to reporting it whatever it turns out to be. The rebuttal a critic might press is that a study which may turn out underpowered should not be run; the response is that the value of the contribution is the pre-registered specification and the overlap finding, both of which are informative independent of whether the coefficient comparison reaches significance, so an underpowered coefficient comparison is a known and accepted risk rather than a fatal flaw, and reporting it honestly is preferable to either suppressing the study or overclaiming its result. Confidence that the honest-reporting commitment is the correct posture is very high, because it follows directly from the design discipline the whole dissertation adopts; confidence about whether the achieved sample will clear the floor is low, and is flagged as the principal risk to the empirical phase.
6.7 The result tables are specified but, by design, unpopulated
Consistent with the design-stage status of this dissertation, the result tables are specified here in structure but left unpopulated, because populating them would require executing the procedure on the assembled data, which has not been done. The principal table is the nested comparison: rows for the standardized heritage, parts-class, and test-fidelity coefficients, columns for Model A and Model B under each of the two outcomes, with mission-clustered confidence intervals and the survivorship-bounded range, and a final row recording whether the falsification rule’s branch evaluated to H1-supported, H0-falsified, or underpowered. The accompanying overlap balance table is specified with rows for each stratum of the control space and columns counting heritage-rich and heritage-poor cells at comparable rigor, with thin strata flagged. The diagnostic panel is specified with the proportional-hazards residual tests, the random-versus-fixed-effects comparison, and the three robustness re-codings each reported against the same falsification branches. None of these tables carries a number in this document, and that absence is a design choice, not an omission: the contribution is the specification of what the tables will contain and the rule for reading them, and presenting fabricated or illustrative cell values as though they were estimates would violate the design-stage honesty the dissertation is built on [1][2].
6.8 Chapter synthesis
This chapter has frozen the analysis. It stated the eight-step procedure and showed that its dependency order enforces outcome-blindness, so that every tunable decision is fixed before predictors meet outcomes. It stated the expected, illustrative findings under H1, with the mechanism reasoning that licenses each expected sign and the explicit warning that the estimates may contradict them. It fixed the falsification rule in advance, on standardized coefficients, across both outcomes, within the survivorship bounds, and subordinated that rule to the power floor so a no-difference result at an inadequate sample is never miscoded as a confirmation. It specified the diagnostics, elevated the overlap check to a first-class result whose negative outcome is itself a substantive finding, and pre-registered three robustness re-codings each tied to a named threat. It derived the power floor as the minimum detectable difference in standardized magnitudes and committed to reporting an underpowered comparison as underpowered. And it specified the result tables while leaving them, by design, unpopulated.
The assurance-case spine running through the chapter is intact. The problem is real and material, established in the design chapters and carried here as the early-failure regime the procedure is built to interrogate. The design addresses the causal mechanism, because the nested A-to-B comparison with overlap and bad-controls discipline is exactly the operation that separates provenance from delivered-article properties. It beats the alternatives, because a naive heritage-only regression or a purely descriptive reliability curve cannot decide the ordering of the three standardized coefficients, whereas the pre-registered nested comparison can [3][5][22]. And the residual risk is acceptable and named: the conclusion is stated as a conditional association under unconfoundedness, survivorship is corrected rather than caveated, and the dominant remaining risk, an underpowered or unidentified comparison on a small JPL-class population, is reported honestly rather than papered over. The chapter’s contribution is therefore not a result but a result-generating procedure whose verdict, once the data are assembled, will be mechanical and whose honesty is guaranteed by the fact that the rule for reading it was written before the data were seen.
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Chapter 7: Discussion
7.0 The chapter thesis
The decision this dissertation exists to inform is where a mission-assurance organization should spend its next marginal assurance dollar, and the answer the design delivers is the same whether the data come back supporting H1 or supporting H0: the heritage discount must be earned by the delivered article, not granted to its lineage. That is the chapter thesis, and the rest of this chapter develops it by reading both outcomes, both rival readings of the result, and the boundary beyond which the result does not travel. Under H1, the marginal dollar moves from provenance review toward verification of the as-built configuration, because the article properties that the design isolates, EEE parts-class and integration-test fidelity, are then shown to carry the reliability that the heritage label was being credited with. Under H0, the marginal dollar stays roughly where it is, but it stays there on a demonstrated empirical warrant rather than on faith, and the field acquires for the first time a defended estimate of how much reliability heritage actually buys and under what conditions it stops buying it. The design is built so that neither outcome is a wasted study. The portfolio learns which error it is more often making, the error of denying a justified heritage discount and wasting test budget, or the error of granting an unjustified one and shipping an unverified article, and that is a decision-relevant deliverable regardless of which way the coefficients fall.
The problem This chapter examines, framed as current state, desired state, gap, and consequence, is the interpretive problem that sits between an estimated specification and an assurance decision. The current state is that the preceding chapters have produced a pre-registered specification, a falsification rule, and a set of expected directions, but a specification does not by itself tell a review board what to do; it produces a coefficient comparison whose meaning for practice has to be reasoned out under each possible outcome, against the rival explanations that could undermine a naive reading, and within the population to which it actually applies. The desired state is a complete interpretive map: for each outcome of the test, a concrete reallocation rule; for each rival reading, an explicit statement of how the design distinguishes it; and for the external boundary, an honest declaration of where the JPL-class result stops and where it becomes a replication hypothesis instead of a finding. The gap is that design-stage dissertations frequently stop at the specification and leave the interpretation implicit, which invites the two characteristic abuses of an observational result, over-claiming causation where only conditional association is licensed, and over-generalizing a bounded population to the whole field. The consequence of leaving the gap open is that even a clean estimate could be misread into a policy it does not support, so the interpretive work in this chapter is not ornamental; it is the bridge from the number to the decision, and it is built before the number exists precisely so that the bridge cannot be bent to flatter whatever the number turns out to be [rubin_2008_design].
This chapter presents no empirical results. Every magnitude it discusses is an expected direction that defines the test or an illustrative figure used to make a policy consequence concrete, and each is labeled as such. The contribution under discussion is the interpretive architecture, the mapping from outcomes to decisions and the catalogue of rival readings and external limits, not any measured effect. Consistent with the Layer-9 scope decision recorded in the dissertation bible, this chapter carries the study’s decision relevance through mission-assurance policy rather than through an architecture-traceability chain, because the unit of analysis is a statistical cell and not a system, capability, or data exchange; the policy implications below are the appropriate substitute for that chain in an empirical-econometric contribution.

7.1 Implications under both outcomes
The central interpretive claim of this section is that the study is decision-useful under either hypothesis, but that the two outcomes route the next marginal assurance dollar to different places, and stating both routings concretely is what makes the design worth executing. The two outcomes are not symmetric in their consequences for practice, and the value of the study lies precisely in resolving which world the portfolio is living in.
7.1.1 If H1 is supported: from provenance review to article verification
Under H1, the standardized parts-class and test-fidelity coefficients exceed the standardized heritage coefficient in magnitude across both outcomes and within the survivorship sensitivity bounds, and the heritage coefficient’s confidence interval includes negligible effect once parts-class and test-fidelity enter Model B. The interpretive reading of that pattern is that the reliability a review board has been crediting to the heritage label is in fact being carried by what is inside the box and by how thoroughly the box was exercised, and that the label was a noisy proxy for those article properties rather than a property in its own right. The actionable rule that follows is concrete and was stated in advance so it could not be reverse-engineered from a result: heritage may reduce required qualification and acceptance scope only when the delivered article matches the heritage article in parts-class and meets a test-fidelity floor in the new environment, and delta-qualification of the as-built configuration should be weighted above the provenance of the design lineage.
The mechanism that licenses this rule, named rather than asserted, runs as follows. The driver is the substitution at design review of a shallow heritage claim, design lineage or build lineage, for the deep, same-environment, parts-stable heritage that would actually retire environmental risk. The mechanism is that a board accepting the shallow claim as a maturity certificate reduces qualification scope and relaxes parts-class requirements, leaving intrinsic defects and environment-mismatch unverified on the article that flies. The observable effect, under H1, is that the failure hazard tracks parts-class and test-fidelity rather than heritage depth, because those are the properties the reduction actually degraded. The operational consequence is an elevated early and total subsystem failure hazard on missions that believed themselves protected by provenance. The strategic implication is that assurance resources spent reviewing lineage are buying less reliability per dollar than the same resources spent verifying the delivered article, which is exactly the reallocation the rule encodes. This is a mechanism with named links, not a bare correlation; the empirical design tests the links that observational data can test, the hazard-to-article-property associations, while acknowledging that the design-review decision step is reconstructed from documentation rather than observed in the act.
The infant-mortality outcome carries a sharper version of this implication, and reading it is where the policy gets its edge. The framework predicts, as an expected direction and not a measured value, that the early-failure outcome should load on test-fidelity in particular, because the causal pathway for early failure is an uncaught latent defect and screening and system test are precisely the activities that exist to catch it [castet_saleh_2009]. If the executed estimate confirms that direction, the operational reading is that the test floor, not the parts floor and certainly not the heritage claim, is the binding constraint for early survival, and an assurance organization that wants to buy down infant mortality should protect thermal-vacuum cycling, parts-level burn-in, and system-level functional coverage before it protects anything else. The small-satellite and CubeSat evidence is consistent with this reading and is interpreted here as corroborating, not confirming: Langer and colleagues’ reliability-estimation tool built explicitly to reduce CubeSat infant mortality treats reduced screening and reduced test as the levers on early failure, which is the same causal claim the H1 reading would vindicate on the JPL-class population [langer_2017_a], and the CubeSat reliability statistics and developer-belief survey of Langer and Bouwmeester document that the populations built with the thinnest test and screening regimes carry the heaviest early-failure burden [langer_bouwmeester_2016]. The interpretive convergence is that across very different platform classes the early-failure regime behaves like a verification outcome rather than an act of nature, which is the load-bearing premise of the H1 policy.
7.1.2 If H0 is supported: a defended warrant for current practice
Under H0, the heritage coefficient remains the largest standardized coefficient with a confidence interval excluding negligible effect after parts-class and test-fidelity are added, and the contribution is falsified in the sense the design fixed in advance. The interpretive reading is not that the study failed but that the field’s standing practice is vindicated on evidence rather than on assertion, which is itself a result the literature does not currently possess. The actionable consequence is that the burden of proof shifts: a board would be entitled to grant a heritage discount on provenance grounds, but the research community would owe the field an account of the conditions under which heritage nonetheless fails, because even a dominant average heritage effect coexists with the documented infant-mortality regime that no amount of provenance forecloses [castet_saleh_2009][saleh_castet_2011].
The deep-heritage success cases in the corpus are the substantive content of an H0 world and are interpreted here as the mechanism by which heritage could legitimately dominate. Where heritage is deep, same-environment, and parts-stable, the transfer assumption that links historical success to present-article reliability actually holds, and provenance becomes a sufficient summary of the article properties rather than a noisy proxy for them. An H0 result would mean that in the JPL-class population, heritage claims as actually made are predominantly of this deep, environment-matched kind, so that the label and the article properties travel together tightly enough that conditioning on the label captures the reliability. The honest reading of H0 is therefore conditional and bounded in the same way the H1 reading is: it would say that on this population, with these documentation practices, heritage as practiced is a good proxy, not that heritage is intrinsically protective independent of its depth. The policy that follows is to keep the discount but to make the depth explicit, so that the shallow claims the framework warns about are not silently swept into the same category as the deep ones that earned the H0 result.
7.1.3 The asymmetry of errors and why the portfolio needs the answer
The two outcomes map onto two errors an assurance organization can make, and the deeper implication of the study is that it tells the portfolio which error it is more often committing. Granting an unjustified heritage discount, the error H1 would expose, ships an unverified article and risks an on-orbit subsystem failure whose cost is the mission or a degraded mission. Denying a justified heritage discount, the error H0 would expose if current practice were in fact overcautious, spends qualification and acceptance budget that could have funded margin elsewhere. These are not equivalent. The cost of a wrong heritage discount is borne on orbit where it cannot be recovered; the cost of an unnecessary test is borne on the ground where it is merely inefficient. The study does not assume which error dominates; it estimates the coefficient comparison that reveals which error the data are consistent with, and reports the minimum detectable difference so that an underpowered non-result is read as inability to distinguish the errors rather than as confirmation of either [rubin_2008_design]. The qualifier protected here is essential: the design delivers a conditional association under stated unconfoundedness, not an established causal contrast, so the reallocation rule is offered as the decision a rational board would make given the conditional association and the asymmetry of costs, not as a proof that reallocation will deliver a guaranteed reliability gain. Confidence in the decision relevance of the study is high because it holds under both outcomes; confidence in any specific reallocation magnitude is moderate at the design stage and rises only when the specification is executed on the assembled frame.

7.2 Theoretical contribution back to the anchor frameworks
The claim of this section is that the dissertation gives something back to each of its three anchor frameworks rather than merely consuming them, and naming what it returns is part of the contribution. A study that only applied existing theory would be a competent exercise; this design extends the Castet-Saleh reliability program, the Angrist-Pischke design-based program, and the Rubin potential-outcomes program each in a specific, statable way, and the extensions are worth making explicit because they are where the dissertation earns its place in more than one literature.
7.2.1 Back to the Castet-Saleh reliability program
The Castet-Saleh program established the descriptive backbone the field now relies on: nonparametric and parametric reliability functions for satellites and subsystems, the inadequacy of a single-Weibull fit and the superiority of a mixture capturing an early infant-mortality regime followed by a longer-lived regime, the concentration of failure in a small number of subsystems, and the dependence of the failure distribution on mass and orbit [castet_saleh_2009][saleh_castet_2011][dubos_castet_saleh_2010]. What this program does not do, and what the present design returns to it, is an attribution layer. The descriptive curves tell a project the shape of the hazard but not which of the design-time levers, provenance, parts-class, or test-fidelity, moves it. The contribution back to the program is to take the program’s own dominant findings, the early-failure regime and the subsystem concentration, and treat them not as the end of the analysis but as the dependent structure that a design-based attribution model must explain. The mixture-Weibull early regime becomes, in this design, the infant-mortality outcome whose loading on test-fidelity is the sharpest test of the rival hypothesis, and the subsystem concentration becomes the justification for subsystem random effects rather than a pooled hazard. The interpretive move is to convert a descriptive finding into an identified comparison: the program said where the failures are; this design asks which design-time decision put them there, holding the program’s documented confounders fixed. The multi-state failure work is extended in the same spirit, since reading degradation as well as outright failure as the dependent structure is what lets the design separate parts-driven degradation from verification-driven early failure [castet_saleh_2010_multistate].
This is a genuine extension and not a re-description, and the qualifier matters. The program’s reliability curves are estimated on populations that include heritage-rich and heritage-poor designs without separating them, so the curves are averages over the very heritage variation this design tries to exploit. The return contribution is therefore conditional on overlap actually existing in the data; if heritage and rigor prove inseparable in practice, the design cannot give the program its attribution layer, and the honest report is that the descriptive program’s curves are the most that the JPL-class population can support. Confidence that the attribution question is the right next question for the program is high; confidence that this population can answer it is exactly what the overlap diagnostic in the analysis plan is built to establish.
7.2.2 Back to the Angrist-Pischke design-based program
The Angrist-Pischke program supplies the discipline of asking what comparison a regression is making, what variation in the regressor is being exploited, and whether that variation is plausibly unrelated to omitted determinants of the outcome after conditioning, together with the warning against bad controls that condition on outcomes of the treatment [angrist_pischke_2009]. The dissertation returns to this program a worked instance in a domain it was not built for, spacecraft reliability, and the worked instance sharpens one of the program’s standing lessons in a way the original labor-economics setting does not. The bad-controls warning becomes physically vivid in this domain: the natural-seeming control is the result of the qualification campaign, whether the article passed thermal-vacuum without anomaly, and conditioning on it would absorb the very test-fidelity effect under test because the pass-or-fail verdict is downstream of heritage, parts, and test-fidelity alike. The contribution back to the program is to show that the bad-controls principle is not a technicality but the single most consequential specification decision in a reliability study, because the most informative-looking variable in the dataset, the test verdict, is exactly the one the principle forbids. Stating that in spacecraft terms gives the program a teaching case in which the cost of violating the principle is a biased verdict on a real engineering practice rather than an abstract attenuation.
The translation also stresses the program’s overlap requirement in a domain-specific way that returns something to the methodology. In the spacecraft setting, overlap has a concrete physical meaning: within a region of environment, prominence, mass class, epoch, and subsystem type, the data must contain both heritage-rich and heritage-poor subsystems at comparable parts-class and test-fidelity, and the field’s tendency to pair deep heritage with high parts-class and full test is a structural threat to overlap that the program’s general statement does not anticipate. The contribution is to identify a domain in which the treatment and the rival regressors are bundled by engineering practice rather than by individual choice, which is a cleaner and more total form of the overlap problem than the partial bundling the program usually confronts, and to report the overlap diagnostic as a first-class result precisely because the bundling could be complete. Confidence that the design-based discipline transfers to this domain is high; the qualifier is that the transfer succeeds only if the overlap region is non-empty, and the design treats a finding of no overlap as informative rather than as failure.
7.2.3 Back to the Rubin potential-outcomes program
The Rubin program supplies the potential-outcomes formalism, the insistence that the assignment mechanism be reconstructed and defended from observed covariates, the unconfoundedness and overlap conditions, and the discipline that design should be completed before outcomes are examined [rubin_2008_design][imbens_rubin_2015]. The dissertation returns two things to this program. The first is a non-standard estimand that the program’s machinery accommodates but rarely features: the object of interest here is not a single average treatment effect but a comparison of the conditional associations of three regressors with a failure hazard, which is why the test is framed as a nested-model coefficient comparison rather than the estimation of one causal contrast. Showing that the potential-outcomes design discipline, outcome-blind variable construction, defended assignment mechanism, demonstrated overlap, applies cleanly to a coefficient-dominance question is a small but real extension of how the program’s design logic is deployed. The second return is a survivorship treatment built into the assignment-mechanism reasoning rather than appended as a caveat. The censoring-due-to-attrition problem that Rubin’s principal-stratification work addresses in the mortality setting has a spacecraft analogue: subsystems that failed before producing complete documentation are differentially missing, so the documentation-probability model and the inverse-probability weighting are an application of the program’s missing-data-as-assignment-mechanism logic to a reliability frame [rubin_2008_design]. The contribution is to demonstrate that survivorship in reliability data is not a data-cleaning nuisance but an assignment-mechanism question that the potential-outcomes program is already equipped to handle, if the analyst treats documentation completeness as itself an outcome to be modeled.
The honest limit on all three return contributions is the same and follows from the program’s own logic. Because heritage, parts-class, and test-fidelity are not randomly assigned, the strongest defensible claim is a conditional association under stated unconfoundedness, and the theoretical contributions back to the three programs are contributions to how one designs and interprets such a study, not claims to have escaped its observational nature. The dissertation extends the frameworks; it does not transcend the conditions they impose. Confidence in the methodological extensions is high because they are statements about design rather than about estimated quantities; confidence in any causal reading of the eventual estimates is deliberately held lower, which is itself the Rubin discipline applied reflexively to the dissertation’s own claims.

7.3 Policy and mission implications for NASA, JPL, and stakeholders
The implication this section develops is that the study, under either outcome, changes where a mission-assurance organization should look first, and the change is actionable at the level of the review board, the parts control board, and the test-program plan rather than only at the level of agency policy. The decision relevance is concrete because the levers the study isolates, the heritage discount, the parts-class floor, and the test-fidelity floor, are levers that named boards actually pull on named programs.
7.3.1 The review board and the heritage discount
The most direct implication is for the design-review decision that grants or withholds a heritage discount. The study supplies a board with a decision rule whose form is fixed by the outcome but whose existence is guaranteed by either outcome. If H1 holds, the rule is that a heritage claim is insufficient on its own and must be accompanied by evidence that the delivered article matches the heritage article in parts-class and meets a test-fidelity floor in the new environment before any reduction in qualification scope is granted. If H0 holds, the rule is that a heritage claim may stand on provenance grounds, but the board must record the depth of the claim, none, design-only, design-plus-build, or design-plus-build-plus-same-environment flight, so that the shallow claims the framework warns about are not granted the discount the deep claims earned. In both cases the operational change is the same: the board stops treating heritage as an undifferentiated label and starts treating it as an ordinal depth claim whose decision weight depends on which depth is actually present. That single change, making depth explicit at the review, is the policy contribution that survives regardless of the coefficient outcome, because the framework’s theory of heritage as a depth claim is logically prior to the empirical test of whether depth or article-properties carries the reliability.
7.3.2 The parts control board and the test-program plan
The implication for the parts control board and the integration-and-test plan is conditional on H1 but sharp if H1 holds. The reading would be that the parts-class floor and the test-fidelity floor are doing the reliability work the heritage discount was being credited with, and the organizational consequence is that the authority to relax those floors on heritage grounds should be constrained. Concretely, a heritage argument that licenses procuring a lower parts-class or cutting thermal-vacuum cycling, parts-level burn-in, or system-level functional coverage would be exactly the substitution the H1 mechanism identifies as the driver of elevated hazard, and the policy would be to require that the heritage claim carry the parts and the environmental qualification forward before it can license the cut. The radiation-hardness-assurance and COTS-reliability literature is interpreted here as the engineering substrate for that policy: the move toward commercial parts trades cost against radiation and screening margin, and an assurance regime that lets a heritage label license that trade without re-establishing the margin is spending the very margin the parts-class floor exists to protect [brandhoff_2021_cots][witcher_2024_radiation][estela_2019_cots]. The same literature also shows the policy is not a blanket prohibition on commercial parts but a requirement that the margin be re-established in the new environment, since hybrid architectures mixing screened and commercial parts can reach acceptable reliability when the screening and qualification are done rather than assumed [kramberger_2016_nanosatellites]. The mission implication is that the assurance dollar buys more reliability when it is spent re-qualifying the as-built parts-and-test configuration than when it is spent reviewing the lineage that the configuration may not actually inherit.
7.3.3 Stakeholders beyond the program
The implication for stakeholders beyond the individual program, the agency portfolio manager, the independent review board, and the cost estimator, is that the study supplies a defensible basis for a portfolio-level allocation rule. Qualification and acceptance test campaigns and high-reliability parts procurement are among the larger discretionary lines in a spacecraft budget, and a heritage argument that justifies cutting them reallocates real money across the portfolio. The study’s value to the portfolio manager is that it converts a faith-based allocation into an evidence-based one: under H1, the portfolio should systematically weight verification of the delivered article over provenance review, and under H0, it should keep its current weighting but require depth recording so that the allocation is at least applied to the right heritage claims. The cost estimator gains a principled basis for pricing the assurance reduction a heritage claim purports to justify, because the study locates the conditions under which the reduction is and is not warranted. The independent review board gains a checklist item that is currently missing, the explicit depth of every heritage claim and the parts-and-test evidence accompanying it, which is the operational residue of the entire study regardless of outcome. The lessons-learned literature corroborates that the absence of this discipline is a recurring source of anomaly, since post-flight anomaly analyses repeatedly trace failures to test and integration gaps that a heritage assumption was allowed to paper over [chiu_2022_lessons]. The interpretive reading of that corroboration is cautious: the lessons-learned cases are individual narratives, not a controlled comparison, so they motivate the policy and illustrate the mechanism but cannot by themselves establish the coefficient dominance the policy ultimately rests on. That is the work the executed specification does, and the policy is offered here as the decision a rational stakeholder would make given the conditional association the design will deliver, with confidence calibrated to the design-stage grade of the evidence.

7.4 Rival explanations and how the design distinguishes them
The thesis of this section is that three rival readings could defeat a naive interpretation of the result, and that the design anticipates each and builds in the specific diagnostic that distinguishes it, so that the eventual estimate can be defended against the obvious objections rather than merely asserted past them. Engaging the rivals before the data exist is the discipline that keeps the interpretation honest, because a rival named only after a result is seen is a rival chosen to protect the result [rubin_2008_design].
7.4.1 Rival one: heritage and rigor are inseparably bundled
The first rival reading holds that heritage and rigor are so tightly bundled in engineering practice that no within-stratum comparison of heritage at fixed parts-class and test-fidelity exists, so that any coefficient comparison the model reports is extrapolation rather than evidence. This is the most serious rival because it would render the question unidentified on this population rather than answered in either direction. The design distinguishes it with the overlap diagnostic, reported as a first-class result rather than a footnote: within each region of environment, prominence, mass class, epoch, and subsystem type, the analysis counts the heritage-rich and heritage-poor cells that coexist at comparable parts-class and test-fidelity, and where the count is thin the cell is flagged and the estimate is reported both on the full overlap region and on a trimmed region that drops the thinnest strata. The interpretive rule fixed in advance is that a finding of no overlap is itself informative: it would mean heritage and rigor are bundled so completely that the heritage discount cannot be evaluated separately, and the honest assurance posture in that world is to require the rigor regardless of the heritage claim, because the field has never actually run the experiment of deep heritage with thin rigor or shallow heritage with full rigor. This rival, in other words, does not have a benign resolution; either overlap exists and the comparison is identified, or it does not and the policy default becomes to require rigor unconditionally. Confidence that the design can detect this rival is high because the overlap diagnostic is mechanical; confidence that overlap exists is exactly what the diagnostic measures and is not assumed.
7.4.2 Rival two: mediation, not confounding
The second rival reading holds that heritage genuinely improves reliability but operates through parts-class and test-fidelity as mediators rather than competing with them as confounders, so that the attenuation of the heritage coefficient in Model B reflects mediation, not spuriousness, and the H1 reading would then be a misinterpretation that discards a real heritage effect. This rival is consequential because it inverts the policy: if heritage causes good parts-class and good test-fidelity, then rewarding heritage is rewarding the thing that produces the rigor, and stripping the heritage discount could remove the incentive that delivers the rigor. The design distinguishes mediation from confounding by examining whether heritage predicts parts-class and test-fidelity and by reporting both the total and the conditional heritage associations, so that a board can see whether the heritage-to-rigor pathway is present and how much of the total heritage association runs through it. The interpretive reading is deliberately careful: a finding that heritage predicts rigor is consistent with mediation but does not establish it, because the same correlation arises if a common cause, program competence, drives both heritage retention and rigor, which is the third rival. The design therefore does not claim to resolve mediation versus confounding from the coefficient pattern alone; it reports the total-and-conditional decomposition and flags the mediation possibility as a limit on the causal reading, which is the honest treatment given observational data [angrist_pischke_2009]. Confidence in detecting the heritage-to-rigor pathway is moderate-to-high because it is a measurable association; confidence in attributing it to mediation rather than to a common cause is low, and the design says so.
7.4.3 Rival three: program competence as an unobserved common cause
The third rival reading holds that an unobserved program characteristic, broadly program competence or organizational maturity, drives both heritage retention and low failure, so that the heritage association is a marker for competence rather than a causal path of its own, and equally the parts-and-test associations could be markers for the same competence. This is the omitted-variable rival that selection-on-observables identification cannot eliminate, only bound. The design confronts it with the available proxies, mission prominence as a stand-in for review intensity and budget and the documentation-probability model as a stand-in for organizational record-keeping discipline, and it acknowledges explicitly that residual competence confounding remains after these proxies are included. The interpretive consequence is the qualifier that governs the entire study: the conclusion is stated as a conditional association under unconfoundedness, not as an established causal effect, and the policy is offered as the decision a rational board would make given that conditional association and the asymmetric cost of errors, not as a proof of a causal mechanism. The relative-bias literature on imperfect identification is the methodological warrant for treating this rival as a bounding problem rather than a resolvable one: under plausible violations of the selection-on-observables assumption, the bias in the estimated associations can be characterized and bounded, and the honest report states the bound rather than ignoring the violation [rubin_2008_design]. Confidence that competence confounding is fully removed is low by construction; confidence that the design bounds it and reports the bound is high, and the difference between those two confidences is the difference between an overclaim and an honest observational result.
7.4.4 A fourth reading: secular technology trend
A fourth reading, short of a full rival, holds that the heritage-versus-rigor comparison is a secular technology trend in disguise, because both parts-class norms and heritage practices have shifted across decades, so that what looks like a heritage or parts effect is the calendar. The design pre-specifies the diagnostic: the launch-epoch control is replaced with a finer set of epoch dummies, and the heritage measure is re-coded under a stricter same-environment-flight definition for its top category to test whether any heritage association is driven entirely by the same-environment cases, which would itself be evidence for the rival hypothesis that environment-matched verification, not provenance, is what matters. The small-satellite reliability literature spanning multiple decades is interpreted here as motivating the concern, since reliability statistics shift across launch epochs as parts and practices change [guo_2014_statistical][perumal_2021_statistical][xu_2024_statistical], and the design’s epoch dummies are the response. Confidence that the epoch diagnostic separates a secular trend from a heritage effect is moderate, bounded by the number of well-documented missions per epoch, and the power section reports that bound rather than assuming it away.

7.5 External validity
The claim of this section is that the result, in either direction, is a statement about JPL-class missions with documented heritage and parts records, and that transfer to other populations is a replication hypothesis the study can frame but not establish. Stating the boundary precisely is part of the contribution, because an observational result generalized past its population is the second characteristic abuse of this kind of study, and the design forecloses it by declaring the boundary in advance.
The population to which the result applies is defined by the data the study can assemble: JPL-class deep-space and science missions for which the archives record heritage claims as made at design review, EEE parts-class as procured, and test-program fidelity as planned and as run. That population is bounded on at least three dimensions, and each bound is a limit on transfer. It is bounded in mass and platform class, because heritage claims and parts-class are best documented for flagship and competed science missions and thinner for the smallest classes; the mass-class control and the planned subgroup analysis bound this internally, but they cannot manufacture transfer to a class the data barely contain. It is bounded in environment, because the JPL-class population skews toward deep-space and high-radiation environments where the same-environment heritage distinction bites hardest, and a result driven by that distinction may not transfer to a benign-environment population where shallow heritage is closer to deep heritage in its reliability content. It is bounded in institutional regime, because the parts and test practices the study measures are JPL practices, and a population built under a different assurance culture is a different assignment mechanism.
The transfer to commercial NewSpace and to CubeSat populations is the most important external boundary, and the corpus lets the study state it as a directional hypothesis rather than leave it open. The COTS and small-satellite literature suggests that the parts-class channel is, if anything, stronger in those populations, because they make the COTS substitution the study treats as a parts-class reduction the central design choice, and they carry the early-failure burden that the test-fidelity channel predicts [langer_bouwmeester_2016][estela_2019_cots][kramberger_2016_nanosatellites]. The interpretive reading is that if H1 holds on the JPL-class population, the prior for H1 holding even more strongly on the NewSpace and CubeSat populations should rise, because those populations have moved further toward the low-parts-class, thin-test regime the H1 mechanism identifies as the driver of hazard. But that is a replication hypothesis, not a finding of this study, and the distinction is enforced rather than blurred: the small-satellite reliability statistics, the CubeSat mission-success analyses, and the lessons-learned anomaly narratives are evidence about those populations, not about the JPL-class population this design estimates on, and importing them as confirmation would be the error the boundary statement exists to prevent [guo_2014_statistical][peroy_2019_cubesat][venturini_2018_improving][chiu_2022_lessons][atz_2023_on]. The honest claim is that the study’s mechanism makes a testable prediction for those populations and that the prediction should be tested on their own data, not that the JPL-class result transfers.
There is a converse boundary worth stating, because it disciplines the H0 reading symmetrically. If H0 holds on the JPL-class population, it does not follow that heritage dominates on the NewSpace and CubeSat populations, because the deep, same-environment, parts-stable heritage that would explain an H0 result on JPL-class missions is precisely the heritage those populations least often have. A small-satellite program reusing a design but rebuilding it with commercial parts for a new orbit is making the shallow heritage claim the framework warns about, so an H0 result on the deep-heritage JPL-class population would, if anything, lower rather than raise the prior for H0 on the shallow-heritage small-satellite population. The science-mission and platform literature for small satellites is interpreted here as marking the breadth of the population to which neither result automatically transfers, since these are missions built under assurance regimes ranging from near-flagship to minimal [millan_2019_small][monteiro_2019_integration][devaraj_2019_planet][levchenko_2018_space][chandra_2018_leveraging][ck_2025_revealing]. The interpretive discipline is the same in both directions: the study estimates on one population, states the mechanism that would or would not transfer, and hands the transfer question to a replication on the target population’s own data.
The strongest external-validity statement the study can make is therefore a layered one. The internal claim is a conditional association on the JPL-class population under stated unconfoundedness, with the overlap diagnostic deciding whether even that claim is identified. The external claim is a directional prediction for the NewSpace and CubeSat populations, grounded in the shared mechanism but explicitly labeled a replication hypothesis rather than a finding. And the meta-claim, which holds regardless of outcome, is that the depth of a heritage claim and the parts-and-test evidence accompanying it are decision-relevant variables that any population’s assurance process should record, because the framework’s theory of heritage as a depth claim is prior to the empirical test and transfers as a conceptual contribution even where the coefficient estimate does not. Confidence in the internal conditional association is design-stage moderate and rises with execution; confidence in the external directional prediction is lower and is offered as a hypothesis; confidence in the meta-claim, that depth and article-evidence should be recorded, is high, because it follows from the conceptual framework rather than from any estimate and costs nothing to adopt while protecting against the substitution error the whole study is built around.

7.6 Synthesis: the assurance-case spine through the discussion
Pulling the discussion together against the assurance-case spine the dissertation carries, the five subclaims hold under the interpretation developed here, and stating their status is the appropriate close for a discussion chapter. The problem is real: heritage is invoked as a rigor substitute while infant mortality and subsystem anomalies persist across heritage-rich populations, a pattern the descriptive reliability program documents and this chapter reads as the standing motivation regardless of outcome [castet_saleh_2009][saleh_castet_2011][tafazoli_2009]. The problem is material: failure concentrates in a few subsystems, test and parts campaigns are large discretionary budget lines, and environment shifts the hazard, so the heritage discount reallocates real money against a real hazard [saleh_castet_2011][dubos_castet_saleh_2010]. The design addresses the causal mechanism: the nested Model A to Model B comparison with overlap and bad-controls discipline separates provenance from delivered-article properties, and this chapter has shown how each rival reading is distinguished rather than assumed away [angrist_pischke_2009][rubin_2008_design]. The design beats the alternatives: pure descriptive reliability curves and naive heritage-only regressions cannot decide the test, and the design-based identification can, conditional on overlap, which is the extension this chapter returns to the Castet-Saleh program [castet_saleh_2010_multistate][imbens_rubin_2015]. And the residual risk is acceptable in the specific sense the discipline requires: the conclusion is stated as conditional association under unconfoundedness, survivorship is corrected by inverse-probability weighting and bounded sensitivity rather than waved away, and an underpowered non-result is reported as inability to distinguish rather than as confirmation [rubin_2008_design].
The single sentence that the whole discussion serves is the one the dissertation opened with and the one this chapter has interpreted under every contingency: the deliverable is a pre-registered, falsifiable specification that puts claimed flight heritage in direct competition with EEE parts-class and integration-test fidelity as predictors of realized JPL-class subsystem reliability, and the value to the Safety, Mission Assurance and Health portfolio does not depend on which hypothesis wins, because either outcome tells the portfolio where its next assurance dollar buys the most reliability and which of its two errors it is more often making. That is the decision relevance, carried through policy rather than architecture, and it is the appropriate substitute in a statistical dissertation for the architecture-traceability chain that this contribution, being an empirical-econometric study of a statistical cell rather than a system, correctly does not force.
Conclusion
8.0 The answer this dissertation delivers
The deliverable of this dissertation is a decision procedure, not a coefficient. The contribution is a pre-registered, falsifiable cross-mission survival specification that places claimed flight heritage in direct competition with electrical, electronic, and electromechanical (EEE) parts-class and integration-test fidelity as predictors of realized JPL-class subsystem reliability, on a population, with controls, and under a falsification rule fixed before the outcome data are examined. What stands at the close of the design phase is the apparatus that can decide the question, together with the conditions under which each answer would be earned. What does not yet stand, and is not claimed to, is any estimated value of the competing coefficients. This distinction is the whole point. A field that has argued about flight heritage for decades has done so without an instrument that could settle the argument; the instrument is now built, specified to the level of the variable codebook, the estimator, the overlap gate, and the survivorship correction, and it is ready to be run on the full assembled data.
That framing carries a deliberate epistemic consequence. Because the specification is design-complete but not yet executed, every claim in this chapter is a claim about the design, the conditional logic of the test, and the value of the apparatus independent of its eventual reading. Where the chapter states that the contribution survives even if the alternative hypothesis is not confirmed, it is making a structural argument about what a pre-registered falsification test buys the portfolio, not a prediction about which way the coefficients will fall. The confidence attached to the structural argument is high, because it follows from the design discipline itself. The confidence attached to any directional expectation about the coefficients remains, as it has throughout, deliberately withheld, because the design-stage evidence grade does not license it.
This chapter restates the contribution and what stands regardless of the eventual finding (Section 8.1), states the value to the Safety, Mission Assurance and Health portfolio under either hypothesis (Section 8.2), gives an honest account of the limitations that bound the design (Section 8.3), lays out a concrete future-research program including the path to executing the specification on the full data (Section 8.4), and closes (Section 8.5).
8.1 The contribution restated, and what stands even if H1 is not confirmed
8.1.1 The current state, the desired state, the gap, and the consequence
The problem this dissertation addresses can be stated as a gap between two states of mission-assurance practice. The current state is one in which a review board hears the word “heritage” attached to a subsystem and treats that label as a substitute for parts rigor and test scope, discounting the qualification and acceptance program on the strength of provenance. The desired state is one in which the heritage discount is granted only when the delivered article matches the heritage article in parts-class and meets a test-fidelity floor in the new environment, and in which that conditional grant is justified by an explicit empirical test rather than by custom. The gap between these states is that the published reliability literature, mature as it is on description, has never isolated heritage from the parts-class and test-fidelity it is assumed to proxy, and has never done so on a JPL-class population with design-based identification. The consequence of leaving the gap open is that assurance dollars keep flowing on faith: a wrong heritage discount that produces an on-orbit subsystem failure can cost a mission, while an unjustified denial wastes test budget that could have bought margin elsewhere, and the portfolio cannot tell which of those two errors it is more often making.
8.1.2 The contribution as a claim, with its warrant
The central claim of the dissertation is that the heritage-versus-rigor question is answerable with the apparatus assembled here. The grounds for the claim are threefold and were developed across the preceding chapters: the descriptive reliability base establishes that the outcome varies enough to be modeled and that its dominant confounders are known and codable [castet_saleh_2009][saleh_castet_2011]; the design-based causal-inference frame supplies an identification strategy that separates a provenance label from delivered-article properties under stated assumptions [angrist_pischke_2009][rubin_2008_design][rosenbaum_rubin_1983]; and the variable codebook operationalizes heritage, parts-class, and test-fidelity at the mission-by-subsystem cell so that the three can enter a common regression on a standardized scale. The warrant connecting these grounds to the claim is the principle that a head-to-head comparison of conditional associations, conducted under selection-on-observables with an overlap gate and a bad-controls discipline, is the appropriate instrument for adjudicating which of several bundled predictors carries delivered reliability when none of them is randomized. The backing for that warrant is the body of design-based observational practice that established outcome-blind design and overlap demonstration as the gates of credible observational inference [rubin_2008_design][imbens_rubin_2015].
The qualifier on this claim is essential and is protected here exactly as it was protected in the design chapters: the apparatus answers the question conditionally, under the unconfoundedness assumption, and yields a defended conditional association rather than an identified causal contrast. The rebuttal that would defeat the claim is the discovery, at execution, that the overlap region is too thin to support any within-stratum heritage-versus-rigor comparison, in which case the apparatus would return not an answer but the finding that the question is unidentified on this population. That rebuttal is not a failure of the design; it is one of the design’s anticipated outputs, and Section 8.1.4 explains why it is itself a contribution.
8.1.3 What the contribution is not
The contribution is not an estimate of the heritage effect. No coefficient in the specification
log h(t) = log h0(t) + b1Heritage_i + b2PartsClass_i + b3TestFidelity_i + gControls_im + u_s
has been estimated on the full assembled dataset, where h0(t) is the flexible piecewise-constant or Weibull-mixture baseline, u_s is the Gaussian random intercept for subsystem type s, and the regressors are standardized so that b1, b2, and b3 are magnitude-comparable. The expected directions discussed in the analysis-plan chapter, that heritage would show a moderate raw association in Model A and attenuate when parts-class and test-fidelity enter in Model B, were stated as illustrative expectations that fix the falsification thresholds, never as results. The contribution is the pre-registered specification of Model A and Model B, the nested A-to-B comparison that decides the test, and the falsification rule that interprets the comparison. The discipline of withholding the estimate until the design is frozen is the source of the design’s credibility, not a deferral of its substance.
8.1.4 What stands even if H1 is not confirmed
The hypothesis pair is fixed and head-to-head. H0 holds that prior-flight heritage depth is the primary driver of delivered on-orbit reliability for JPL-class spacecraft, carrying the largest and most robust association with reduced subsystem failure hazard after conditioning, with parts-class and test-program fidelity adding little once heritage is included. H1 holds that realized subsystem failure rate is predicted more strongly by EEE parts-class and integration-test fidelity than by claimed heritage depth, with the parts-class and test-fidelity coefficients dominating the heritage coefficient in magnitude and robustness after conditioning, and heritage adding little incremental predictive power once the two delivered-article properties enter. The falsification rule is symmetric and was fixed in advance: H1 is supported if, across both outcomes and within the survivorship sensitivity bounds, the standardized magnitudes of b2 and b3 exceed the standardized magnitude of b1 and b1’s interval includes negligible effect in Model B; the contribution is falsified toward H0 if b1 remains the largest standardized coefficient with an interval excluding negligible effect after b2 and b3 enter.
The decisive point for this conclusion is that the contribution stands whether the test confirms H1 or falsifies it toward H0. This is a claim about the value of a symmetric pre-registered test, and its warrant is that a falsification rule fixed before estimation makes both outcomes informative rather than only the one the author hoped for. If the data falsify the contribution toward H0, the field does not lose; it gains a defended empirical warrant for a practice it currently holds on faith, which is itself a result of value to a portfolio that has never had one. A vindicated heritage discount, demonstrated rather than assumed, would let review boards grant it with documented confidence and would redirect the research effort toward characterizing the conditions under which heritage nonetheless fails, since even a strong average heritage effect coexists with the documented infant-mortality regime that the mixture-Weibull reliability work made unmistakable [castet_saleh_2010_weibull]. If the data support H1, the field gains the warrant to discount heritage claims absent matched parts-class and test-fidelity. And if the overlap diagnostic returns the unidentified verdict, the field learns that heritage and rigor are so tightly bundled in JPL practice that no separate heritage discount can be evaluated at all, which carries the immediate operational implication that the honest assurance posture is to require the rigor regardless of the heritage claim. Three distinct outcomes, each decision-relevant; that is what a symmetric design buys, and it is what stands independent of which way the estimate eventually falls. Confidence in this structural argument is high, because it is entailed by the design rather than contingent on the data.
8.2 Value to the Safety, Mission Assurance and Health portfolio under either hypothesis
8.2.1 The assurance-case spine, carried to the close
The argument of this dissertation has been carried on an assurance-case spine, and the conclusion is the place to confirm that each link holds at the design stage. The problem is real: heritage is invoked as a rigor substitute, yet infant mortality and subsystem anomalies persist across heritage-rich populations, a pattern the reliability program documented across multiple databases and platform classes [castet_saleh_2009][tafazoli_2009][saleh_castet_2011]. The problem is material: failure concentrates in a small number of subsystems, qualification and acceptance test campaigns and high-reliability parts procurement are among the larger discretionary lines in a spacecraft budget, and the failure hazard shifts with environment and platform class, so a heritage argument that licenses cutting those lines reallocates real money against a moving target [saleh_castet_2011][dubos_castet_saleh_2010]. The design addresses the causal mechanism: a nested Model A to Model B survival specification with an overlap gate and a bad-controls discipline separates a provenance label from delivered-article properties [angrist_pischke_2009][rosenbaum_rubin_1983][rubin_2008_design]. The design beats the alternatives: a pure descriptive reliability curve and a naive heritage-only regression cannot decide the test, because the first never models the competing predictors and the second confounds heritage with the rigor it travels with, whereas the design-based comparison can adjudicate them [castet_saleh_2009][imbens_rubin_2015]. The residual risk is acceptable: the conclusion is stated as a conditional association under unconfoundedness, survivorship is corrected by inverse-probability-of-documentation weighting and bounded sensitivity rather than waved away, and an underpowered non-result is reported honestly as underpowered rather than dressed as confirmation [rubin_2008_design][imbens_rubin_2015]. The full assurance-case summary table is compiled at the dissertation stitch; here the spine is confirmed link by link to be intact at design completion.
8.2.2 The named mechanism that makes the portfolio value concrete
The portfolio value rests on a single causal mechanism, named here in full so that the reallocation it implies is not a bare correlation. The driver is the substitution, at design review, of a weaker heritage claim for a stronger one: a design-heritage box flown to a new environment is treated as if it carried same-environment flight heritage. The mechanism is that, on the strength of that substitution, qualification and acceptance scope and parts-class rigor are reduced on provenance grounds, leaving latent defects and environment-mismatch unverified on the delivered article. The observable effect is an elevated early, infant-mortality, and total subsystem failure hazard on that article. The operational consequence is an on-orbit subsystem anomaly or loss on a JPL-class mission. The strategic implication is that assurance resources are misallocated toward provenance review and away from delivered-article verification. The portfolio value of the dissertation is that its test measures whether this mechanism is operating strongly enough to warrant moving assurance dollars along the chain from provenance to verification. Where the design can establish only association rather than the full mechanism, the dissertation says so and downgrades the confidence accordingly; the mechanism is named as the hypothesis under test, not asserted as established fact.
8.2.3 Why the value does not depend on the verdict
The reallocation implied by each verdict is concrete, and that concreteness is the portfolio value. Under H1, the actionable rule is that a heritage claim is insufficient on its own: heritage may reduce required test scope only when the delivered article matches the heritage article in parts-class and meets a test-fidelity floor in the new environment, and delta-qualification of the as-built configuration should be weighted above design-lineage provenance. That rule moves review attention and test money from lineage documentation toward verification of the article that will actually fly. Under H0, the rule is the inverse and is no less useful: the heritage discount is empirically warranted, review boards may grant it with documented confidence rather than nervous custom, and the research burden shifts to identifying the residual conditions under which heritage fails despite a strong average effect. Under the unidentified verdict, the rule is the most conservative of the three: because heritage and rigor cannot be separated on this population, the rigor is required regardless of the heritage claim, and the assurance posture defaults to verification. In every case the portfolio learns where its assurance dollars should go, which is precisely the knowledge it lacks today. The value is in the decision the apparatus enables, and that decision is well-defined under all three readings. This is the decision-relevance that, for a statistical dissertation of this kind, substitutes for an architecture-traceability chain; the unit of analysis is the mission-by-subsystem statistical cell, not a capability or a system, so no enterprise-architecture vocabulary is forced onto the contribution, and the policy implication carries the decision-relevance in its place.
8.3 Limitations, stated honestly
The credibility of the contribution depends on stating its limits as plainly as its strengths, and the design-stage status makes that statement a matter of design integrity rather than modesty.
8.3.1 The estimand is a conditional association, not an identified causal effect
The most consequential limitation is that no one randomizes heritage, parts-class, or test fidelity across spacecraft, so the strongest defensible reading of the eventual estimates is a conditional association under selection-on-observables, not an identified causal contrast. The same program characteristics that produce a heritage claim may also produce, or fail to produce, parts rigor and test rigor, and the control set for mission environment, prominence, mass class, launch epoch, and subsystem type mitigates that confounding without eliminating it. The dissertation states its conclusion accordingly and does not promote the conditional association to a causal claim, in keeping with the design discipline that distinguishes what an observational comparison can and cannot license [angrist_pischke_2009][rubin_2008_design]. The evidence that would raise confidence toward a causal reading would be a natural experiment in heritage assignment, for example a parts-lot disruption or a supplier change that severed heritage from rigor for reasons unrelated to the failure outcome; the design notes this as a target for future identification rather than a property it currently possesses.
8.3.2 Overlap may be thin, and the question may be unidentified on this population
The second limitation is the physical possibility that JPL practice always pairs deep heritage with high parts-class and full test, so that no within-stratum comparison of heritage against rigor exists. The overlap diagnostic is reported as a first-class result precisely because this outcome is possible, and a finding that the comparison is unidentified would mean the heritage discount cannot be evaluated separately on this data at all. This is a genuine limit on the population, not a defect of the apparatus, and the honest reporting of it is required by the outcome-blind design discipline [rubin_2008_design][imbens_rubin_2015]. The evidence that would lift this limitation is a broader population, discussed in Section 8.4, that imports independent heritage-versus-rigor variation from mission classes where the two are less tightly bundled.
8.3.3 The population is JPL-class, and transfer is not assumed
The third limitation is external validity. The population is JPL-class deep-space and science missions with documented heritage and parts records, and the result in either direction is a statement about that population. Transfer to commercial constellations or to the smallest CubeSat class, where parts and test regimes differ, is not assumed and is bounded by the mass-class and orbit controls and by a planned subgroup analysis. The small-satellite and COTS reliability evidence suggests the parts-class channel may be stronger in those populations, but that is a replication hypothesis rather than a claim of this study.
8.3.4 Data limits: survivorship, undercount, and unciteable archives
The fourth cluster of limitations concerns the data. Survivorship is the first-order threat: missions and subsystems that failed before producing complete documentation are underrepresented, and heritage claims quietly dropped after an early failure may not be archived as heritage. The design builds the sampling frame from launch manifests rather than from surviving-mission documentation, applies inverse-probability-of-documentation weighting, and runs a bounded sensitivity analysis across the assumed failure behavior of undocumented cells, but no correction fully recovers records that were never written. Anomaly records also undercount minor anomalies that did not trigger formal reporting, which biases the outcome toward more severe events; this is acceptable because the hypotheses concern reliability-relevant failures, but it is a bias to declare rather than hide. Finally, the primary heritage and parts-class construct draws on JPL-internal archives, the Lessons Learned Information System, problem-reporting records, and project heritage matrices, that are not citable open literature, so the dissertation describes their access and provenance rather than referencing a DOI, and the coding decisions made against them are documented in the coding manual so the construction is auditable even though the source is not public.
8.3.5 Construct and power limits
The fifth and sixth limitations are construct validity and power. Heritage depth, parts-class, and test-fidelity are constructed indices, and a poor construction could understate one predictor and flatter another; each index is built from documented, auditable fields before outcomes are examined, and inter-coder reliability is reported for the two coding-intensive indices, but the indices remain measurements with error rather than ground truth. Power is bounded by the modest number of well-documented JPL-class missions, and the design reports the minimum detectable difference between the standardized heritage coefficient and the standardized parts-class or test-fidelity coefficient rather than assuming adequate power; if the data cannot distinguish the coefficient magnitudes at the achieved sample size, the honest report is that the test is underpowered on this population, not that H0 is confirmed. Stating the power limit in advance is what keeps a non-result from being misread as a vindication of the null.
8.4 A concrete future-research program
The future-research program has two parts: the path to executing the present design on the full data, and the extensions that the executed design makes possible.
8.4.1 The path to executing the pre-registered specification on the full data
The immediate next step is execution, and the path is the eight-step procedure fixed in the analysis plan, restated here as a work program. First, build the mission-by-subsystem frame from launch manifests for the chosen JPL-class population and epoch window, so that early-failed and short-lived missions enter the frame even when their internal records are thin. Second, code heritage depth, parts-class, and test-fidelity from the JPL archives and the NASA Technical Reports Server reports, with two independent coders on the heritage and test-fidelity indices and the chance-corrected inter-coder agreement recorded before full coding proceeds. Third, construct the two outcomes, time-to-first-failure and the infant-mortality indicator, and the censoring structure from the anomaly and lessons-learned records, with the early window set from the mixture-Weibull early-subpopulation inflection rather than chosen ad hoc [castet_saleh_2010_weibull]. Fourth, estimate the documentation-probability model and form the inverse-probability weights. Fifth, restrict to the overlap region in covariate space and report the overlap balance table as a first-class result. Sixth, estimate Model A and Model B for both the survival and the discrete-time outcomes, with mission-clustered standard errors and subsystem random effects. Seventh, run the survivorship sensitivity analysis across the bounded assumptions for the undocumented cells. Eighth, report the nested comparison and the falsification decision exactly as the pre-registered rule defines it.
The principal dependency on this path is data assembly. The heritage and parts records live in JPL project archives whose access is governed by records-access procedures rather than by open download, and the linkage across the anomaly system, the NTRS reports, and the project archives requires reconciling a canonical mission identifier and a common subsystem taxonomy across three nomenclatures. The realistic sequencing therefore front-loads the records-access agreements and the crosswalk construction, because the coding cannot begin until the linkage is fixed, and the outcome-blind discipline requires that the entire codebook be frozen before any outcome is examined [rubin_2008_design]. A staged release is advisable: assemble and freeze the codebook, complete the inter-coder reliability subset, and only then unlock the outcomes for the Model A and Model B estimation, so that the design-before-analysis separation is preserved in the actual workflow and not merely promised in the document.
8.4.2 Extensions the executed design makes possible
Four extensions follow naturally once the base specification is executed. The first is the identification upgrade. If the executed overlap diagnostic shows the heritage-versus-rigor comparison to be thin on the JPL-class population, the natural response is to search for a natural experiment in heritage assignment, a parts-lot disruption, a supplier exit, or a mandated requalification, that severs heritage from rigor for reasons plausibly unrelated to the failure outcome, and to use it to move from conditional association toward an instrumented or quasi-experimental contrast. This is the route from the selection-on-observables estimand of the present design toward a more defensible causal reading [angrist_pischke_2009].
The second extension is the population transfer. The design’s external-validity boundary is JPL-class missions, and the most informative replication is to port the specification to a small-satellite or NewSpace population where the parts-class and test regimes differ and, importantly, where heritage and rigor may be less tightly bundled, both improving overlap and testing whether the parts-class channel is stronger as the small-satellite literature suggests. A pooled analysis across populations, with population as a moderator, would test whether the heritage-versus-rigor balance is itself a function of the parts and test regime.
The third extension is the mediation decomposition. If, on execution, the heritage coefficient attenuates in Model B, the design already distinguishes confounding from mediation by examining whether heritage predicts parts-class and test-fidelity and by reporting both the total and the conditional heritage associations; a fuller mediation analysis would quantify how much of any heritage effect operates through the rigor it tends to bring rather than independently of it, which would refine the policy rule from a blunt discount to a conditional one keyed to the mediating variables.
The fourth extension is the outcome enrichment. The present design uses time-to-first-failure and an infant-mortality indicator; the multi-state reliability work shows that subsystems degrade through intermediate states before outright failure, so a multi-state survival extension would let the test distinguish whether heritage and rigor act on the onset of degradation, on the transition from degraded to failed, or on both, sharpening the mechanism beyond the binary failure outcome the base design uses.
8.4.3 A note on what the program should not do
The future program should not relax the pre-registration to chase a result. The temptation, common when an executed test returns a null or an underpowered verdict, is to re-specify the model, redraw the early window, or add controls until a coefficient becomes significant, and every such move after the outcomes are seen would forfeit the design-before-analysis credibility that is the dissertation’s core asset [rubin_2008_design]. The diagnostics and the three robustness re-codings are fixed in advance precisely so that they cannot be chosen after seeing results, and the discipline of the program is to report the falsification decision the frozen rule produces, including the unidentified and underpowered verdicts, rather than to negotiate with the data until it yields a publishable effect.
8.5 Closing
Flight heritage is among the most consequential and least examined assumptions in spacecraft mission assurance. It is invoked at design review to redirect scarce test budget and parts-procurement money, and it is invoked on the strength of a provenance label that may or may not describe the delivered article. The descriptive reliability literature has shown for years that infant mortality and subsystem anomalies persist across populations rich in heritage, but it has never put heritage in the dock against the delivered-article properties, parts-class and test-fidelity, that rival it as explanations [castet_saleh_2009][saleh_castet_2011]. This dissertation has built the instrument that can. The instrument is a cross-mission, mission-by-subsystem survival and discrete-time specification that competes claimed heritage against EEE parts-class and integration-test fidelity, on a JPL-class population, with mission-environment and prominence controls, subsystem random effects, mission-clustered inference, and a survivorship correction built into the sampling frame and the weighting rather than appended as a caveat, all disciplined by the design-based and outcome-blind program of Angrist and Pischke and of Rubin [angrist_pischke_2009][rubin_2008_design].
What this dissertation contributes is therefore not a number but a verdict procedure, and the procedure is fair to both sides because its falsification rule was fixed before the data were seen. If the eventual estimates support the alternative hypothesis, the portfolio gains a warrant to stop treating a heritage label as a substitute for verifying the article that will fly. If they falsify the contribution toward the null, the portfolio gains the empirical warrant for a heritage discount it has until now held on faith. If the overlap is too thin to decide, the portfolio learns that heritage and rigor are inseparable in its own practice and that the rigor must be required regardless. Each of those three readings tells the Safety, Mission Assurance and Health portfolio something it does not currently know about where its assurance dollars should go, and the value of the design lies in making all three readings legible in advance. The remaining work is to complete the assembly of the JPL heritage and parts records and the NASA anomaly outcomes into the mission-by-subsystem frame and to execute the pre-registered specification, reporting the falsification decision exactly as it has been defined here. The question of whether flight heritage buys reliability has been argued long enough on rhetoric; this dissertation hands the field a way to settle it on evidence.
Appendix A. Empirical Workbooks
Each empirical result in this dissertation is reproduced below from its auditable workbook, embedded here so the proof of evidence travels with the document. The live spreadsheets are the paper .xlsx files in each paper folder. Every observation carries its source.
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