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Chapter 1. Introduction
1.0 The chapter thesis
This dissertation delivers the first population-level, conditional hazard estimate of whether onboard fault-management autonomy lowers a spacecraft’s risk of mission-ending loss once it has already entered a fault state. The deliverable is a single hazard ratio, or a credible and equally informative failure to find one, that converts a long-standing engineering intuition at the National Aeronautics and Space Administration (NASA) and the Jet Propulsion Laboratory (JPL), the intuition that autonomy buys survivability, into a parameter that an architecture trade can actually use. That is the answer this chapter develops. Everything that follows in this introduction exists to establish why the answer is worth pursuing, why the question must be posed conditionally rather than unconditionally, why a survival model rather than a binary regression is the natural estimator, and what would count as having answered it well or badly.
The discipline of leading with the answer is deliberate. A dissertation introduction that opens with several pages of background before disclosing its claim asks the reader to hold context without a purpose for it. The Hybrid Argument-to-Architecture Flow that structures this entire dissertation, and which this chapter instantiates at the level of the executive answer and the problem frame, requires the opposite order: state the contribution, then frame the problem it addresses as a movement from current state to desired state, name the gap between them, name the consequence of leaving the gap unaddressed, and only then marshal the evidence. The remainder of this chapter follows that order. Section 1.1 establishes the problem in full. Section 1.2 specifies the gap between two literatures that do not meet. Section 1.3 states the single falsifiable contribution as a null and an alternative hypothesis, carried verbatim from the approved prospectus. Section 1.4 explains why the conditional framing and the hazard estimator are the correct technical choices rather than convenient ones. Section 1.5 establishes significance for NASA, JPL, and the named stakeholders. Section 1.6 fixes scope and delimitations and defines the key terms. Section 1.7 states the design-stage posture that governs every empirical statement in the document. Section 1.8 provides the roadmap of the dissertation.
A word on confidence and posture is owed at the outset, because it conditions how every claim in this dissertation should be read. The work is presented at the design stage. The estimator, the variable construction, the identification strategy, and the threats to validity are fully specified. No hazard ratio has been fitted on the assembled population, and every numerical value that appears anywhere in the document is labeled as illustrative or expected, never as an executed finding. The confidence attached to the design claims, that the proposed estimator is appropriate, that the identification strategy is the most defensible available, that the threats are correctly enumerated, is high and rests on an established statistical literature. The confidence attached to any directional expectation about the result itself is deliberately withheld, because withholding it is what design-stage honesty requires. The contribution is the apparatus and the pre-registered test, not a foregone conclusion.
1.1 The problem in full
1.1.1 Current state: safe mode is routine, and a fraction of fault entries precede loss
Robotic deep-space and Earth-orbiting spacecraft routinely encounter conditions their designers did not fully anticipate. A single-event upset flips a bit in a memory cell; a star tracker loses lock; a thruster valve sticks; a reaction wheel draws anomalous current; a power bus sees a transient it cannot explain. When onboard monitors detect such a condition and cannot immediately reconcile it with the expected state of the vehicle, the standard protective response is to enter a safe mode. Safe mode is a reduced, stable configuration that suspends the planned activity, orients the solar arrays toward the Sun to guarantee power, establishes a communications geometry that lets the ground reach the vehicle, and waits. The Galileo mission’s safing and recovery sequence after its high-gain antenna and tape-recorder anomalies is a canonical worked example of this behavior under severe constraint (Basilio, 1993). CloudSat’s recovery from a battery anomaly that forced the spacecraft into a degraded mode, and the operational lessons drawn from it, is a more recent example of the same pattern in Earth orbit (Nayak, 2012). The Geoscience Laser Altimeter System’s loop-heat-pipe anomaly and the on-orbit testing that followed it document the same arc on an instrument subsystem (Baker, 2011).
Safe mode is a success of design in a narrow and important sense: the vehicle detected a threat it did not understand and placed itself in a configuration that preserved its own survival rather than continuing blindly into possible loss. It is also, unavoidably, a mission interruption. Science stops. The planned sequence is abandoned. Operators on the ground must diagnose what happened, decide whether the configuration is safe to leave, and construct and uplink a recovery. And in some fraction of cases, the entry into a fault state is not merely an interruption but the antechamber to permanent loss: the spacecraft enters safe mode, the ground cannot diagnose or cannot recover in time, a secondary failure cascades, or the very condition that triggered safing proves terminal. The Dawn mission’s reaction-wheel failures, and the operational improvisation required to complete its tour of Vesta and Ceres without a full complement of wheels, illustrate how a fault that is survived on one occasion can recur and progressively constrain a mission toward its end (Rayman, 2020). The arc from fault entry to either recovery or loss is the arc this dissertation studies.
The frequency of safe-mode entry on long-duration missions is the first fact that makes the problem worth studying. Fault entry is not an exotic event reserved for failing missions. It is a routine occurrence on essentially every spacecraft that operates long enough, and on flagship deep-space missions it can occur many times across a multi-year tour. NASA’s catalogue of in-flight anomalies and the radiation-performance lessons drawn from them documents this routineness directly: anomalies are a recurring feature of the operational record, not an aberration in it (LaBel, 2008). The decision-relevant question, therefore, is not whether faults will occur. They will. The question is what happens after they occur, and whether the spacecraft’s own capability changes the outcome.
1.1.2 The function under study: fault management and the autonomy spectrum
The onboard and ground function that governs this behavior is fault management, sometimes called fault protection, integrated vehicle health management, or systems health management depending on the program and the era. Fault management spans three logically distinct tasks: detection, the recognition that the vehicle is in an anomalous state; isolation, the diagnosis of which condition or component is responsible; and recovery, the action that returns the vehicle to a safe or nominal configuration. The integrated vehicle health management technology experiment flown in support of the X-37 program is one early, explicit attempt to mature these functions as an integrated onboard capability rather than as a scatter of independent monitors (Schwabacher, 2002). The same integration logic, extended to small spacecraft with constrained processors and sensor suites, is documented in the work on integrated software and sensor health management for small platforms (Schumann, 2011). The broader engineering discipline of fault diagnostics for industrial cyber-physical systems, surveyed in a scoping study that situates spacecraft fault management within a wider family of safety-critical diagnostic problems, supplies the methodological vocabulary that the spacecraft literature shares (Dowdeswell, 2020).
The critical observation for this dissertation is that fault management can be implemented anywhere along a spectrum from fully ground-dependent to highly autonomous. At the ground-dependent end, the spacecraft safes itself and then waits. Human operators diagnose the condition from telemetry, often over multiple communication passes, and construct and uplink a recovery sequence; the vehicle’s own role ends at detection and the protective transition to safe mode. At the autonomous end, the spacecraft carries onboard models of its own behavior, diagnostic reasoning that can isolate the fault, and recovery logic that can reconfigure or resume without waiting for a ground command cycle. The Remote Agent Experiment flown on Deep Space One is the flight demonstration that anchors the autonomous end of this spectrum: it integrated onboard planning, a reactive executive, and model-based fault diagnosis and recovery, and it demonstrated in flight that the full detection-isolation-recovery chain could close onboard (Bernard, 1999; Muscettola, 1997). The early NASA technical literature on onboard fault management for autonomous spacecraft anticipated this architecture and framed the case for it (NASA, 1993).
The level of autonomy in fault management is not a binary. It is an ordering, and the position of a given mission’s fault-management implementation along that ordering is the explanatory variable at the center of this dissertation. A spacecraft that only detects faults and safes itself sits at one end; a spacecraft that detects, isolates, and recovers onboard sits at the other; and many real implementations sit between, detecting onboard and executing some limited autonomous response while still depending on a ground loop for the harder diagnoses. The recent surveys of autonomy for space robots, and of artificial intelligence applications and challenges in space missions, map this spectrum and document that the field has produced many architectures and several flight demonstrations across it (Gao, 2021; IEEE, 2021). The agent-based approaches surveyed for distributed space systems extend the same autonomy gradient to multi-spacecraft mission management (Jabbarpour, 2025).
1.1.3 Desired state: a conditional, quantitative estimate of whether autonomy changes post-anomaly survival
The desired state is a defensible, reproducible estimate of whether fault-management autonomy maturity changes the probability that a spacecraft survives a fault episode, conditional on the episode having begun, and an honest account of the uncertainty attached to that estimate. Concretely, the desired state is a hazard ratio: a single number expressing the multiplicative change in the risk of mission-ending loss associated with a one-level increase in fault-management autonomy, holding constant the factors that plausibly drive both autonomy investment and anomaly outcomes. The desired state also includes the apparatus that makes such a number interpretable: an explicit decision rule for when the number rejects the null hypothesis, a set of robustness checks that probe whether the number is an artifact of a particular specification, and a candid statement of what the number can and cannot support given the rarity of the terminal event.
1.1.4 The gap and the consequence of leaving it
The gap between the current state and the desired state is that no such estimate exists. Programs decide how much of fault management to delegate to onboard autonomy on the strength of an engineering intuition, namely that long one-way light times make a ground loop slow, and that a slow ground loop is dangerous in exactly the situations where faults are hardest to handle. The intuition is reasonable. Deep-space missions do face light times measured in tens of minutes one way, and a vehicle that must wait two round-trip light times plus ground processing for every step of a recovery is genuinely exposed during the wait. The Solar Probe Plus mission, operating in the harsh near-Sun environment, and the BepiColombo two-spacecraft mission to Mercury, are concrete examples of missions whose distance and environment make the ground loop expensive precisely when it is most needed (Fox, 2015; Milillo, 2020). But the intuition is an assertion about expected benefit. It has never been tested against the survival record of past missions. The consequence of leaving the gap unaddressed is that autonomy investment, which is expensive in onboard software, in verification burden, and in the shift of safety-critical authority from a human ground team to flight code, is weighed by intuition rather than evidence, and that deep-space architecture trades in the Autonomous Systems and Robotics portfolio lack a quantitative survival complement to the ordinal, non-survival technology-readiness scale they already use.
To convert this problem frame into the argument the dissertation defends, the chapter applies a single major claim and its Toulmin structure. The claim is that the absence of a conditional, population-level estimate of the autonomy-survival relationship is a genuine and consequential gap, not a settled matter dressed up as an open one. The grounds are the documented routineness of safe-mode entry across the mission record (LaBel, 2008; Basilio, 1993; Nayak, 2012; Baker, 2011), the documented existence of a full autonomy spectrum from ground-dependent to onboard closed-loop (Bernard, 1999; Gao, 2021), and the documented reliance of program decisions on the slow-ground-loop intuition rather than on a fitted estimate (Fox, 2015; Milillo, 2020). The warrant is that a decision repeatedly made under an untested assumption, about a quantity that is in principle measurable from existing records, is a decision that an estimate would materially improve. The backing for that warrant is the cliometric premise, developed in Chapter 2, that a counterfactual claim of the form “outcome could not have occurred without factor” remains unmeasured until it is stated quantitatively and exposed to falsification (Fogel, 1964; Leunig, 2010). The qualifier is essential and is protected throughout: the estimate this dissertation proposes is a conditional association under a defended control set, not a randomized causal effect, and its confidence is bounded by the rarity of the terminal event. The rebuttal that the gap is illusory, because individual mission post-mortems already tell us autonomy helps, is addressed directly in Section 1.2: case narratives establish feasibility and plausibility, not a population-level conditional estimate, and the two are not substitutes.
1.2 The gap in the literature
Two literatures bear on the question this dissertation poses, and they do not meet. Naming the gap precisely is necessary because the entire contribution rests on it being real.
The first literature is spacecraft reliability statistics. Castet and Saleh and their collaborators assembled on-orbit failure data across hundreds of spacecraft and subsystems and fit nonparametric and parametric reliability models to it, establishing that spacecraft failure behavior is statistically tractable at the population level and that it varies systematically by subsystem, by mass class, and by mission type (Castet and Saleh, 2009). This is a mature, validated, population-level survival apparatus. Its object, however, is the unconditional time to hardware failure: it models when a spacecraft or a subsystem fails, starting from launch. It does not model the conditional question of survival after a fault has occurred, and, decisively for this dissertation, it does not treat the level of fault-management autonomy as an explanatory variable. The apparatus is exactly the right kind of tool, applied to a different question. Part of the methodological contribution here is to import that validated apparatus and redirect it from the unconditional hardware-failure question to the conditional post-fault-survival question, adding autonomy as the covariate the prior work omitted.
The second literature is fault-management engineering. It describes architectures, formal specification and verification methods, diagnostic algorithms, and flight demonstrations across the autonomy spectrum (Schwabacher, 2002; Schumann, 2011; Bernard, 1999; Muscettola, 1997; NASA, 1993). It is largely concerned with whether a given design is correct and assurable, and with demonstrating in flight that a particular autonomy capability is feasible. It is excellent at establishing that closed-loop onboard fault management can work; the Remote Agent Experiment settled that question decisively in 1999 (Bernard, 1999). What this literature rarely does is ask, across many missions, whether more autonomous fault management is associated with better recovery outcomes once trouble actually starts. When it makes claims of that kind, they tend to rest on individual case narratives, the story of a mission that recovered because its onboard logic acted faster than the ground could have, rather than on a hazard model fit to a population of fault episodes. The recent autonomy surveys reinforce this characterization: they catalogue capability and demonstration, not population-level outcome (Gao, 2021; IEEE, 2021; Jabbarpour, 2025).
The gap is therefore a specific empirical one, and it can be stated in a single sentence. No published study estimates the effect of fault-management autonomy level on the hazard of mission-ending loss conditional on fault entry, while controlling for the confounders that plausibly drive both autonomy investment and anomaly outcomes. That conditional, population-level estimate is the object of this dissertation. It is worth stating plainly that the absence of a direct autonomy-versus-survival empirical precedent is not a weakness of the present bibliography; it is the gap the dissertation fills. The contribution is novel precisely because the estimate has not been made, and the novelty is a strength to be claimed, not a hole to be patched with tangential citations.
The interpretation of these two literatures, read together, yields the reasoning that licenses the study. The reliability-statistics tradition proves that population-level survival modeling of spacecraft is feasible and validated; it supplies the method. The fault-management engineering tradition proves that the autonomy spectrum is real, varied, and flyable; it supplies the treatment variable. Neither tradition has joined the method to the treatment. The convergence of the two, a feasible survival method on one side and a real, orderable treatment on the other, is what makes the proposed estimate both possible and unprecedented. The confidence in this reading is high, because it rests not on the interpretation of any single ambiguous source but on the structural complementarity of two well-established and individually uncontested bodies of work.
1.3 The single falsifiable contribution
The contribution is one testable proposition about post-anomaly survival, stated as a null hypothesis and an alternative. The statement here is carried verbatim from the approved prospectus and the shared bible that governs every chapter of this dissertation; it is not to be re-derived, softened, or re-scoped.
H0 (null). The level of onboard fault-management autonomy has no effect on the hazard of a mission-ending anomaly conditional on entry into a fault state. Formally, the coefficient on the autonomy variable in the hazard model is zero, so that the implied hazard ratio equals one.
H1 (alternative). Higher onboard fault-management autonomy is associated with a lower hazard of a mission-ending anomaly conditional on fault entry, after controlling for mission complexity, distance from Earth, and spacecraft age. Formally, the coefficient on the autonomy variable is negative and the implied hazard ratio is below one.
The contribution is the measurement: a fitted hazard ratio on the autonomy variable, its ninety-five percent confidence interval, and an explicit accept-or-reject decision on H0. The proposition is falsifiable in the strict sense. A non-negative coefficient, or a coefficient statistically indistinguishable from zero, fails to reject H0 and refutes H1. A coefficient whose sign reverses once confounders are included shows that the raw association was confounding rather than effect, and likewise refutes H1. Most strikingly, a hazard ratio above one with an interval excluding one would refute H1 in the strongest possible way, indicating that conditional on a fault, higher autonomy is associated with worse survival; that would be a substantively important negative finding rather than a non-result. The symmetry of these outcomes is the point. The dissertation is designed so that either branch of the disjunction, rejecting H0 or failing to reject it, is decision-relevant and reportable. A fitted protective hazard ratio would furnish an architecture-trade parameter; a credible null would tell program managers that the engineering case for autonomy must rest on grounds other than population-average post-fault survival, which is itself valuable information.
This is the assurance-case spine that the whole dissertation carries and that this chapter opens. The problem is real: safe-mode entry is routine and sometimes terminal, and the autonomy-survival link is asserted rather than measured. The problem is material: autonomy investment and deep-space architecture trades turn on the assertion. The design addresses the causal mechanism: a conditional hazard model on autonomy, with confounder control, measures exactly the counterfactual contrast the question requires. The design beats the alternatives: the hazard model dominates a binary regression on episode outcome and a mean-based approach, for reasons developed in the next section. The residual risk is acceptable and bounded: rare events, measurement error in the autonomy score, and unobserved confounding are addressed by penalized estimation, second-reader coding, pre-flight scoring, and explicit signed-bias reasoning. Each of these five subclaims is developed in its proper chapter; the spine is named here so the reader can hold the shape of the argument from the start.
1.4 Why conditional, and why a hazard model
Two technical choices define this dissertation, and both are choices of substance rather than convenience. The first is that the question is posed conditionally, on survival after a fault, rather than unconditionally, on mission success overall. The second is that the estimator is a survival, or hazard, model rather than a binary regression on episode outcome. This section argues for both, because a reader could reasonably wonder whether a simpler framing would do, and the answer is that a simpler framing would answer a different and less useful question.
1.4.1 The case for conditioning on fault entry
An unconditional comparison of mission outcomes by autonomy level answers a question that is real but not the one a program manager faces. It tells you whether autonomous missions fail less often overall. That comparison is dominated by whether missions encounter faults at all, and by every other systematic difference between autonomous and non-autonomous programs: their budgets, their complexity, their destinations, their eras, their test rigor. A finding that autonomous missions succeed more often would be almost uninterpretable, because autonomy would be standing in for the entire bundle of attributes that distinguishes a flagship deep-space mission from a simple Earth-orbiter.
The decision a program manager actually faces is conditional. A fault has occurred or will occur on essentially every long-duration mission; safe-mode entries are routine, not exceptional, as the anomaly record documents (LaBel, 2008). The relevant question is what happens next, and specifically whether the spacecraft’s own fault-management capability changes the probability that the episode ends in recovery rather than loss. Conditioning on fault entry isolates exactly that decision-relevant quantity and discards the noise of differing fault-arrival rates. It answers the manager’s real question, “given that my spacecraft will get into trouble, does onboard autonomy help it get out,” rather than the diffuse question, “are autonomous missions better overall.” The causal mechanism the conditioning isolates is specific and nameable: higher onboard autonomy lets the detection-isolation-recovery chain execute without waiting for a ground command cycle, which produces faster, light-time-independent resolution of the fault episode before it can become terminal, which, if the mechanism operates, shows up as a hazard ratio below one on the autonomy variable. Conditioning is what lets the data speak to that mechanism rather than to the confound of who encounters faults in the first place.
1.4.2 The case for a hazard model rather than a binary regression
Given the decision to condition on fault entry, one might still ask why the outcome is modeled as a time-to-event rather than as a simple binary, recovered or lost, with a logistic regression. There are three reasons, and together they make the hazard model the natural rather than the merely acceptable estimator.
First, the time the spacecraft spends in the fault state before resolving carries information that a binary outcome discards. An episode that resolves in hours and an episode that drags on for weeks before recovery are not equivalent, and an episode that ends in loss after a long struggle is different evidence from one that ends in loss almost immediately. A hazard model uses the dwell time; a logistic regression on the final state throws it away.
Second, many episodes are censored. Missions are still operating at the close of the observation window, and an episode that has not yet terminated cannot be coded as either recovered or lost without distortion. Survival models handle right-censoring directly and correctly; a binary regression must either drop censored episodes, which biases the sample, or misclassify them, which biases the estimate. The Cox proportional-hazards model, which is the estimator this dissertation adopts, was constructed precisely to accommodate censoring without parameterizing the shape of the underlying hazard (Cox, 1972).
Third, episodes recur within missions, and the terminal event is rare. A single spacecraft can contribute several fault episodes, which violates the independence a naive regression assumes; this is handled by a robust variance estimator clustered on the spacecraft. And mission-ending loss is, mercifully, an uncommon outcome, which means the analysis lives in the small-event-count regime where mean-based and large-sample approximations are least reliable. The hazard framework, with penalized partial-likelihood variants for the rare-event case, tolerates this regime better than the alternatives.
These three reasons connect directly to the dependent-variable discipline that Chapter 2 develops from Taleb’s work on tail risk (Taleb, 2014). Mission-ending loss is a rare, heavy-tailed event. The historical record undersamples the tail, and sample means understate the true exposure. An estimator that leans on the stability of a mean is therefore the wrong tool, and a hazard formulation that handles censoring and small event counts is the right one. The Talebian frame is not decorative; it is the reason the estimator family is chosen as it is, and it carries a further consequence for interpretation, namely that autonomy’s value may concentrate disproportionately in the worst episodes, those with the least time and the least ground insight, so that a pooled estimate averaging over all episodes could understate the tail benefit. That consideration motivates the pre-specified tail subgroup analysis described in later chapters. It is worth adding that the consequences of mission-ending loss are not always localized to the lost vehicle; the runaway, feedback-driven dynamics of the orbital debris environment are a standing reminder that a loss in a congested regime can impose costs beyond the spacecraft itself (Lewis, 2020).
1.5 Significance for NASA, JPL, and the named stakeholders
The significance of this work is that it would replace an intuition with an estimate at exactly the point where the intuition is most expensive to act on wrongly. The decision to invest in autonomous fault management is consequential along three axes simultaneously. It adds onboard software, which must be written, tested, and maintained. It adds verification burden, because autonomy moves safety-critical decisions into flight code that must be assured to a high standard before launch; the formal-methods and assurance literature exists precisely because this burden is real. And it shifts authority from a human ground team to the spacecraft itself, a governance change with implications for operations, for accountability, and for how a program reasons about the trust it places in code. The standard argument for accepting these costs is the slow-ground-loop argument, and the standard evidence for it is a destination’s light time, not a survival record. For missions in environments as demanding as the near-Sun pass of a solar probe or the dual-spacecraft cruise to Mercury, the light-time argument is at its most forceful, and so is the value of testing it (Fox, 2015; Milillo, 2020).
For NASA broadly, a defensible estimate of whether autonomy maturity changes post-anomaly survival, and by how much, would give the agency an evidence base for autonomy investment across its robotic portfolio rather than a reliance on the persuasiveness of individual mission stories. For JPL specifically, which operates the deep-space and Earth-science missions where the distance term is largest and the ground loop slowest, the estimate would inform architecture trades in the Autonomous Systems and Robotics category directly: a program could weigh the cost of moving its fault-management implementation up one autonomy level against the estimated reduction in loss hazard, conditional on its own complexity and distance regime. This is the single permitted point at which the fitted hazard ratio touches an architecture trade, and it touches it conceptually, as an input parameter to a decision, not as a system or capability to be modeled in its own right. The dissertation does not claim to architect a fault-management system; it claims to supply a number that an architecture decision can consume.
The named stakeholders for whom this matters are the program managers and mission architects who must make the autonomy-investment decision under cost pressure and schedule pressure, the systems and fault-protection engineers who design the onboard logic and must justify its assurance cost, and the agency-level decision-makers who allocate technology-maturation funding across competing autonomy investments. To each of them the current state offers an intuition; the desired state offers a hazard ratio with an interval and a pre-registered decision rule. The difference between those two is the significance of the work.
1.6 Scope, delimitations, and definitions
1.6.1 Scope and delimitations
The scope of this dissertation is the population of identifiable fault episodes on NASA and JPL robotic spacecraft for which fault entry, end state, and autonomy level can be coded from the named documentary sources. Coverage is strongest for flagship and competed deep-space and Earth-science missions, which are well documented in the public record, and for JPL-operated missions with releasable anomaly records. The expected scale is a sample in the low hundreds of fault episodes across several dozen spacecraft.
Several delimitations bound the claim and are stated here so that no reader mistakes the dissertation for something larger than it is. The study is observational, not experimental, and it does not claim a randomized causal effect; it claims a conditional association under an explicit and defended set of controls. The study concerns robotic spacecraft; crewed vehicles, with their fundamentally different fault-management philosophy and human-in-the-loop authority, are outside its scope. The study concerns NASA and JPL missions documented in the public and releasable record; commercial constellations, small-satellite swarms, and non-NASA government programs are outside the sampled population, and any extension to them is a hypothesis for future work rather than a claim of this dissertation. The autonomy score is deliberately ordinal and coarse, not a continuous cardinal measurement, because the underlying documentation does not support finer distinctions; the hazard ratio is therefore read per autonomy level, not per unit of some continuous autonomy quantity that does not exist. Finally, and most importantly, the dissertation is presented at the design stage: it specifies and pre-registers a test, and it does not report a fitted result from the assembled population.
1.6.2 Definitions of key terms
The following terms carry fixed meanings throughout the dissertation, taken without alteration from the shared bible.
Fault management. The set of onboard and ground functions that detect anomalous conditions, isolate their cause, and act to preserve the vehicle and the mission. Synonymous in this document with fault protection, integrated vehicle health management, and systems health management, which are program-specific and era-specific names for the same function.
Safe mode. A reduced, stable spacecraft configuration entered as a protective response to a detected anomaly: planned activity is suspended, power is secured by Sun-pointing the arrays, a communications geometry is established, and the vehicle holds pending diagnosis and recovery.
Fault episode. The unit of analysis. A discrete entry into a safe mode or comparable fault state by a single spacecraft. A mission can contribute multiple fault episodes; recurrent episodes within a mission are handled in estimation by a robust variance estimator clustered on the spacecraft.
Time-to-event. The duration measured from fault entry to either confirmed recovery to nominal operations, which is treated as censoring, or mission-ending loss, which is treated as the event. Missions still operating at the close of the observation window are right-censored.
Mission-ending anomaly. The dependent-variable event. Permanent loss of the spacecraft or of its primary mission objective, traceable to the fault episode.
Fault-management autonomy level. The primary explanatory variable. An ordered score for each mission’s fault-management implementation, built in three passes: a technology-readiness anchor for the flown fault-management or systems-health-management technology, a placement on the ordered detection-isolation-recovery scale from design documentation, and an independent second-reader re-coding with rubric adjudication. The minimum ordering distinguishes ground-loop-dependent recovery, onboard detection with limited autonomous response, and onboard autonomous detection-isolation-recovery. Treated as ordinal, not cardinal.
Mission complexity. A control variable. An index constructed from subsystem count, instrument count, and program cost class as reported in the documentary sources.
Distance. A control variable. The Earth-spacecraft range regime at the time of the fault episode, which sets the one-way light time and therefore the cost of a ground loop. It may enter the model as a time-dependent covariate because a single mission can transit from near-Earth to deep-space regimes.
Spacecraft age. A control variable. Time since launch at fault entry, capturing the wear-in and wear-out effects documented in the reliability literature.
Hazard ratio. The quantity of interest. The multiplicative change in the hazard of mission-ending loss associated with a one-level increase in fault-management autonomy, holding the controls fixed. A hazard ratio below one indicates a protective effect of autonomy; a hazard ratio of one indicates no effect; a hazard ratio above one indicates that higher autonomy is associated with worse conditional survival.
The canonical estimating equation, used in exactly this form throughout the dissertation, is
h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i)
for fault episode i, where h_0(t) is the unparameterized baseline hazard, the beta coefficients are estimated by partial likelihood, and the quantity of interest is the hazard ratio exp(beta_1) on the autonomy variable.
1.7 Design-stage posture
This section states a posture that binds every empirical statement in the dissertation, and it states it before the roadmap so that the reader carries it through every chapter that follows. The work is presented at the design stage. The procedures specified throughout, the estimation steps, the robustness specifications, the decision rule, are specified but not yet executed on the full dataset. Wherever a numerical value appears, including the illustrative hazard ratios used in later chapters to make the decision rule concrete, that value is an illustration of the shape a result might take, not an estimate drawn from the data. The illustrative figures that recur in the analysis-plan chapter, a hazard ratio near 0.6 with an interval excluding one as the shape of a result consistent with the alternative hypothesis, and a hazard ratio near 0.95 with an interval including one as the shape of a result that fails to reject the null, are decision-rule illustrations chosen to bracket the interpretive range. They are not findings. No fitted coefficient from the assembled population is reported anywhere in this dissertation. This honesty is not a caveat appended to the work; it is a structural feature of it, and it is what distinguishes a pre-registered design from a result narrative written after the fact.
The epistemic calibration that follows from this posture is deliberate. The dissertation expresses high confidence in its design claims, that the Cox model is the appropriate estimator for this data structure, that conditioning on the named confounders is the most defensible identification strategy available given the absence of a credible instrument, and that the enumerated threats to validity are the right ones to worry about, because these claims rest on an established and uncontested statistical and methodological literature. The dissertation expresses no directional confidence about the result itself, because expressing such confidence at the design stage would be the precise error the design is built to avoid. What evidence would raise or lower confidence in the eventual result is stated as part of the design: a larger event count would narrow the interval and raise confidence in any directional finding; a demonstrated contamination of the autonomy score by post-loss documentation would lower confidence in a protective finding; sign stability across the robustness specifications would raise confidence, and sign instability would lower it. Stating in advance what would move the conclusion is the cliometric commitment to letting the data decide.
1.8 Roadmap of the dissertation
The dissertation proceeds in eight chapters and a backmatter.
Chapter 2, Theoretical Framework, develops the two methodological anchors that give the work its discipline. Fogel’s cliometric program supplies the discipline for the empirical claim: a counterfactual proposition must be stated quantitatively, embedded in an explicit counterfactual, and exposed to falsification, and the hazard ratio on autonomy is the analogue of Fogel’s social-saving estimate, a single number that supports or refutes the claim. Taleb’s work on tail risk supplies the discipline for the dependent variable: mission-ending loss is a heavy-tailed, undersampled event for which sample means are unreliable and for which precaution rather than point optimization is the correct decision frame. The chapter establishes how the two anchors jointly fix both the estimator family and its interpretation.
Chapter 3, Literature Review, maps the field along three mutually exclusive branches: the fault-management engineering tradition of architectures, formal verification, and flight demonstrations; the spacecraft reliability-statistics tradition that supplies the validated survival apparatus; and the onboard anomaly-detection and autonomy-survey literature. Each branch is read to the same throughline: the field has many designs and several flight demonstrations but lacks a population-level outcome study, and the reliability tradition models the unconditional hardware-failure question while omitting autonomy as a covariate.
Chapter 4, Data and Measurement, specifies the four named sources, the fault-episode unit of analysis, and the construction of every variable, with particular care for the three-pass construction of the autonomy score, the most delicate construct because it is the treatment. The chapter makes the construct-validity argument for scoring autonomy from pre-flight documentation to defeat reverse coding, and it imports the reliability-statistics apparatus explicitly while stating what is redirected.
Chapter 5, Research Design, defends the Cox model as the estimator, develops the identification strategy of conditioning on observed confounders and the explicit rejection of an instrumental-variable approach, signs the residual confounding so that the conditional estimate is bounded rather than merely asserted, and lays out the four-way threats-to-validity matrix and the design response to each threat.
Chapter 6, Analysis Plan, specifies the six-step estimation procedure, fixes the decision rule on the null hypothesis, presents the explicitly non-empirical illustrative expected-results block, specifies the pre-registered tail subgroup analysis, and works through the power and feasibility analysis that follows from the events-not-episodes governance of effective sample size in survival models.
Chapter 7, Discussion, develops the implications under each branch of the disjunction, addresses the three rival explanations and their rebuttals, develops the Talebian tail reading, bounds the external validity of the estimate, and describes in plain prose the conceptual endpoint at which the hazard ratio enters an architecture trade.
Chapter 8, Conclusion, restates the contribution as a single conditional hazard estimate under either branch of the disjunction, summarizes the bridge between the two literatures, recapitulates how the anchors sharpened the test, and names the steps required to convert the design into an executed study.
The backmatter provides the full reference list with clickable identifiers, the fault-episode coding protocol, the three-pass autonomy-score rubric with its inter-coder reliability schema, the complexity-index and distance-regime construction, and the pre-registration of the baseline specification, the robustness specifications, and the fixed decision rule.
Read as a whole, the dissertation is a single argument in the Hybrid Argument-to-Architecture form. It leads with its answer, a conditional hazard estimate of autonomy’s effect on post-fault survival. It frames the problem as a gap between a validated method and an untested intuition. It defends each major claim with grounds, warrant, and a protected qualifier. It names the causal mechanism rather than resting on correlation. It carries an assurance-case spine from “the problem is real” to “the residual risk is acceptable.” And because the contribution is a measurement rather than a system, it omits architecture-traceability vocabulary entirely, touching an architecture decision only at the single conceptual point where a fitted number becomes an input to a trade. The chapters that follow develop that argument; this one has stated it.
Chapter 2: Theoretical Framework
2.0 The chapter thesis
The conceptual model this dissertation will test rests on two methodological commitments that, taken together, fix both the form of the estimator and the way its single output must be read. The chapter thesis is this: the question of whether onboard fault-management autonomy lowers a spacecraft’s risk of mission-ending loss, conditional on the spacecraft having entered a fault state, is answerable only if the claim is posed as a quantitative, counterfactual, falsifiable proposition in the manner of Robert Fogel, and only if the dependent variable, mission-ending loss, is treated as the rare, heavy-tailed, undersampled event that Nassim Taleb’s work shows it to be. Fogel supplies the discipline for the empirical claim. Taleb supplies the discipline for the dependent variable. The first commitment tells us that the contribution must be a number, the hazard ratio on the autonomy variable, embedded in an explicit comparison of what happens to comparable fault episodes that differ in autonomy level. The second tells us that the number must be a hazard, not a mean, and that the number must be read with precaution rather than as a license to optimize fault-management economics against the most likely case. Neither anchor is decorative. Each does specific load-bearing work in choosing the estimator family, in justifying the conditional framing, and in disciplining the interpretation of the result the empirical chapters will produce.
This is not the conventional order of a theory chapter, which often opens with a long survey of the engineering object and arrives at its method only at the end. The order is inverted on purpose, in keeping with the Hybrid Argument-to-Architecture Flow that governs this dissertation as a mandatory-tier artifact: the answer leads, and the development follows. The engineering object, the spectrum of fault-management autonomy that the treatment variable orders, is introduced first only because the two anchors need something concrete to bite on. The bulk of the chapter is then the two anchors developed as full argumentative units, each stated as a claim with its grounds, its warrant, its backing, its qualifier, and its rebuttal, and each closed by a named causal mechanism rather than a bare correlation. The chapter ends by showing how the two anchors jointly specify the conceptual model: Fogel determines that the model is a conditional counterfactual hazard, and Taleb determines that the hazard is read in a tail-aware, precautionary register. That joint specification is the bridge to the design and analysis chapters, where the model is operationalized as a Cox proportional-hazards regression and exposed to a fixed decision rule.
A word on the problem This chapter examines, framed as current state, desired state, gap, and consequence. The current state of the field is that programs decide how much of fault management to entrust to onboard autonomy on the strength of an engineering intuition, the intuition that long one-way light times make a ground recovery loop slow and that a spacecraft able to recover itself will therefore survive more of its faults. The desired state is a defensible conceptual model under which that intuition becomes a testable proposition with a measurable answer and an honest account of its uncertainty. The gap is that the engineering literature has no theoretical apparatus that converts the autonomy-survival intuition into a falsifiable, population-level quantity, and the reliability-statistics literature has the apparatus but has never pointed it at the conditional question or at autonomy as an explanatory variable. The consequence of leaving the gap open is that autonomy investment, which is expensive and which shifts decision authority from a human ground team into flight code, continues to be argued from intuition rather than from evidence. This chapter closes the theoretical half of that gap by importing two frameworks from outside aerospace engineering and showing, in detail, how each transfers to the problem.
2.1 Fault management and the autonomy spectrum as the object the treatment variable measures
Before either anchor can do its work, the engineering object they will theorize must be defined with enough precision that a treatment variable can be built from it. Fault management is the set of onboard and ground functions that detect anomalous conditions, isolate their cause, and act to preserve the vehicle and the mission. The function can be implemented anywhere along a spectrum that runs from fully ground-dependent recovery to fully autonomous onboard detection, isolation, and recovery. The treatment variable in this dissertation, the ordered autonomy score, is an attempt to place each mission’s flown fault-management implementation on that spectrum. The theory chapter’s first task is therefore to characterize the spectrum itself, because the two anchors theorize a comparison between points on it.
The layered, monitor-and-response architecture formalized for the Cassini spacecraft is the reference pattern for the ground-anchored end of the spectrum and for the architectural vocabulary the field still uses (RasmussenCassini1996). In that design, fault protection is organized as a hierarchy of monitors that watch for off-nominal conditions and responses that are triggered when a monitor fires, with the highest-authority response being entry into a safe, sun-pointed, communications-favorable standby configuration from which a human ground team diagnoses the condition and uplinks a recovery sequence. The architecture is autonomous in the narrow sense that the spacecraft can safe itself without a ground command, but the diagnosis-and-recovery step, the part that determines whether the episode ends in resumption or in loss, remains a ground function. The Cassini pattern matters to this dissertation not as a historical artifact but as the concrete instantiation of the lower-autonomy pole that the treatment variable’s ordering must distinguish from higher-autonomy designs. It establishes that “safe mode entry” is a routine, designed behavior, which is exactly why the unit of analysis is the fault episode and why the decision-relevant question is conditional on fault entry rather than unconditional.
The opposite pole of the spectrum is anchored by architectures in which the diagnosis-and-recovery step also executes onboard, without waiting for a ground command cycle. The hybrid procedural and deductive executive developed for autonomous spacecraft is the reference pattern here (Pell1998Hybrid). That executive integrated a reactive, procedural execution layer with a deductive, model-based reasoning layer, so that the spacecraft could not only detect a fault and safe itself but also reason about the fault’s cause and select or synthesize a recovery without a human in the loop. The significance of the hybrid executive for the present argument is that it demonstrates the existence of the upper end of the autonomy spectrum as a real, flyable engineering object rather than a notional ideal. The treatment variable’s highest level, onboard autonomous detection-isolation-recovery, is not a hypothetical category; it corresponds to an architectural family with a documented heritage. Between the Cassini pole and the hybrid-executive pole lies the intermediate level the treatment variable also distinguishes, onboard detection with limited autonomous response, in which detection and safing are onboard but isolation and recovery remain partly or wholly a ground function.
The interpretive consequence of characterizing the spectrum this way is that the treatment variable is ordinal and coarse by construction, and the theory chapter must own that coarseness rather than disguise it. The autonomy spectrum is multidimensional: a design can be highly autonomous in detection and weakly autonomous in recovery, or autonomous for some fault classes and ground-dependent for others. Compressing that multidimensional reality into a three-level ordering loses information. The two anchors are what justify accepting that loss. Fogel’s framework, developed below, requires only that the comparison be between higher- and lower-autonomy designs facing comparable faults, a comparison an ordinal ordering supports. Taleb’s framework, also developed below, cautions that the benefit of moving up the spectrum may concentrate in the hardest episodes, a hypothesis an ordinal ordering can still test through a tail subgroup. The spectrum, in short, is the engineering object; the two anchors are the lenses that turn an ordinal placement on that object into a testable theory of survival.
2.2 The Fogelian frame: the empirical claim as a quantitative, counterfactual, falsifiable proposition
The first anchor is Robert Fogel’s cliometric program, and the major claim it grounds is methodological rather than substantive. The claim is this: a proposition of the form “outcome Y could not have occurred without factor X,” or its weaker cousin “factor X changes the probability of outcome Y,” is an unmeasured counterfactual until it is stated quantitatively, embedded in an explicit counterfactual comparison, and exposed to the possibility of falsification by data. Applied to this dissertation, the claim is that the engineering intuition “autonomy buys survivability” is, in its prevailing form, exactly such an unmeasured counterfactual, and that the contribution of the dissertation is to convert it into Fogel’s three-part disciplined form.
The grounds for this claim are Fogel’s own demonstration in the study of railroads and American economic growth (Fogel1964Railroads). Fogel confronted a proposition that was, at the time, treated as self-evident: that the railroad was indispensable to nineteenth-century American economic growth, that the economy could not have grown as it did without it. He refused to accept the proposition as self-evident and instead built an explicit counterfactual world in which the railroad was absent, with the transport demand of that world met by the next-best alternative of canals and wagons, and computed the difference in national income. The resulting quantity, the social saving, was a single number that measured the railroad’s actual indispensability against the counterfactual. The number turned out to be modest, which refuted the strong indispensability thesis. The methodological lesson, which is what transfers here, is independent of whether the number was large or small: the discipline lies in stating the proposition quantitatively, in constructing the counterfactual explicitly, and in letting the computed number, rather than the prior intuition, decide.
The warrant connecting these grounds to this dissertation, the inferential license that says the railroad case licenses the autonomy case, is that the two propositions share the same logical structure. The railroad proposition asserts that a factor (the railroad) is responsible for an outcome (economic growth); the autonomy proposition asserts that a factor (fault-management autonomy) changes an outcome (survival after a fault). Both are causal claims about the contribution of a single factor, and both are vulnerable to the same failure mode, the failure of accepting an intuitively compelling causal story without measuring the counterfactual it implicitly invokes. The warrant is that Fogel’s method is not specific to economics; it is a general discipline for any claim of the form “X mattered for Y,” and the autonomy-survival claim is precisely such a claim. The hazard ratio on the autonomy variable, the quantity this dissertation will estimate, is the direct analogue of the social saving: a single number that supports or refutes the claim that autonomy matters for survival, embedded in the counterfactual contrast between higher- and lower-autonomy episodes.
The backing that supports the warrant, the deeper body of work that establishes Fogel’s method as a recognized scientific discipline rather than one economist’s idiosyncrasy, is the cliometric tradition that grew from it and is surveyed below in Section 2.3. For now it is enough to record that the counterfactual move Fogel made is recognized in the broader methodology-of-history literature as a legitimate scientific method, not a rhetorical device (Wenzlhuemer2009). Counterfactual reasoning, far from being idle speculation about what might have been, is the only way to give content to a causal claim about a factor’s contribution, because a causal claim is intrinsically a claim about a comparison to a world in which the factor is different. This backing matters because the most natural objection to the autonomy-survival study, that one cannot rerun history with and without autonomy, is exactly the objection Fogel’s method answers: one does not rerun history, one constructs the counterfactual comparison statistically, within the data one has, by conditioning.
The qualifier on the Fogelian claim must be stated and protected, because an unqualified claim would overreach. The qualifier is that conditioning in an observational hazard model is a weaker counterfactual than a randomized experiment, and that the resulting estimate is a conditional association defended as causal, not a randomized causal effect. Fogel’s social saving was itself an observational counterfactual, computed from historical data under explicit assumptions about the next-best alternative, and it inherited the vulnerabilities of any such construction. The autonomy hazard ratio inherits the same vulnerabilities. The qualifier is therefore that the dissertation claims a conditional, confounder-adjusted association with a defended and explicit control set, and that it states plainly which unobserved confounders could still bias the estimate. Protecting the qualifier means never upgrading the language from “conditional association under a defended control set” to “causal effect” in the unqualified sense, no matter how favorable the estimate.
The rebuttal, the condition under which the Fogelian claim would fail, is that the counterfactual contrast could be so contaminated by confounding that the conditioning fails to isolate the autonomy effect at all. If programs that invest in autonomy differ systematically from those that do not in ways the control set does not capture, then the within-stratum comparison is not a clean higher-versus-lower-autonomy contrast but a contrast confounded by the omitted attribute, and the hazard ratio measures the omitted attribute rather than autonomy. This rebuttal is not fatal, and the way it is handled is itself a Fogelian move. Fogel did not pretend his counterfactual was assumption-free; he stated his assumptions and bounded his estimate. This dissertation does the same by reasoning through the sign of the most likely residual confounding. The most plausible unobserved confounder is overall program quality, which is positively associated with both autonomy investment and survival. An unconditioned estimate would therefore overstate autonomy’s protective effect. Conditioning on complexity and cost class absorbs part of program quality; if, after conditioning, the autonomy hazard ratio remains below one, the residual program-quality bias works in the same direction as the estimated effect, which makes the conditional estimate an upper bound on autonomy’s benefit rather than a lower one. Stating the sign of the likely bias bounds the claim rather than asserting it, which is the Fogelian commitment in its sharpest form.
The named causal mechanism that the Fogelian frame both presupposes and helps to test must be stated explicitly, because a Fogelian claim is a causal claim and a causal claim without a mechanism is a bare correlation. The mechanism is this. Higher onboard fault-management autonomy is the driver. The mechanism proper is that onboard detection, isolation, and recovery execute without waiting for a ground command cycle, so that the resolution of the fault episode does not have to traverse the one-way light time to Earth and back, nor wait for a human ground team to convene, diagnose, and uplink. The observable effect is faster, light-time-independent resolution of the fault episode before it escalates into a terminal outcome. The operational consequence, the quantity this dissertation measures, is a hazard ratio on the autonomy variable below one, meaning a reduced instantaneous risk of mission-ending loss per autonomy level. The strategic implication is an evidence-based architecture-trade parameter for NASA and JPL deep-space autonomy investment, a number a program can weigh against the cost of moving up one autonomy level. Naming the mechanism this way matters because it specifies what the hazard ratio is supposed to be a measurement of: not a bare statistical association between an autonomy score and a survival outcome, but the operational footprint of a specific physical mechanism, the removal of the ground loop from the recovery path. Where the data can only show the association and not the intervening mechanism directly, the dissertation says so and downgrades its confidence accordingly, which is the honest counterpart of naming the mechanism.
The confidence attached to the Fogelian claim is high, and it is worth saying what would raise or lower it. The claim is a methodological one, that the autonomy-survival proposition must be posed quantitatively, counterfactually, and falsifiably, and the confidence in that methodological claim is high because it rests on a well-established and Nobel-recognized tradition rather than on any single contested empirical finding. What is design-stage and therefore held at lower confidence is not the method but its yield: whether the assembled population will support a precise enough estimate to discriminate H0 from H1. That lower confidence is a function of event counts, not of the framework, and it is the subject of the power analysis specified in the design chapter. The framework’s confidence and the estimate’s confidence are distinct, and the chapter keeps them distinct.
2.3 The cliometric method as hypothesis-testing science
The backing promised in the previous section requires its own development, because a chapter that leaned on Fogel’s single 1964 study and stopped there would be resting a methodological claim on one example. The cliometric tradition that grew from that study is the evidence that Fogel’s counterfactual discipline is a science, a repeatable method with explicit principles, rather than a one-time tour de force. This section assembles that evidence as a claim-evidence-reasoning block, and its function in the chapter’s overall argument is to convert “Fogel did this once impressively” into “this is an established methodology with stated principles that this dissertation follows.”
The claim is that cliometrics is a defined research program with articulated principles, the core of which is the disciplined, quantitative, counterfactual testing of causal propositions about the past. The evidence is a tradition that named, codified, and reflected on its own method over decades. The principles of cliometric research were stated explicitly in the field’s own retrospective accounting of itself a decade into its journal’s life, which defined cliometrics as the application of economic theory and quantitative method, including counterfactual and inferential discipline, to historical questions (Diebolt2015). The field’s history has been written more than once, tracing how a narrative discipline was transformed into a mathematical one and how that transformation reached its symbolic culmination when Fogel and Douglass North received the Nobel Prize in 1993 (Haupert2014; Haupert2019). The impact of that transformation on both economics and history has been assessed in its own right, with the verdict that cliometrics struck a deliberate balance between measuring phenomena and explaining them (Haupert2018). The field has been analyzed as a scientific community responding to the demands placed on it, a community that revolutionized the practice of economic history and then diffused its innovations internationally (Rojas2009). Its subsequent evolution, from the strict application of standard economics to a broader formal reflection on social history, has itself been charted (Meja2015), and the whole apparatus has been consolidated into a reference handbook (Anon2024).
The reasoning that connects this evidence to the dissertation is that the convergence of these accounts establishes the three Fogelian requirements as the settled core of a recognized method, not as the dissertation’s own invention. When the field’s self-definition (Diebolt2015), its multiple histories (Haupert2014; Haupert2019), its impact assessment (Haupert2018), its sociological analysis (Rojas2009), and its forward evolution (Meja2015) all locate the quantitative-counterfactual-falsifiable triad at the center of what cliometrics is, the dissertation’s adoption of that triad is a use of an established standard rather than a bespoke methodological argument that would itself need defending. This matters for the assurance case: the subclaim that the intervention, the conditional hazard model, addresses the right thing rests partly on the proposition that the right thing is Fogel’s counterfactual contrast, and that proposition is backed by an entire field’s worth of methodological reflection.
A second strand of backing comes from outside economic history proper, from the use of explicit counterfactual reasoning to assess the consequences of an innovation. The closest structural analogue to this dissertation’s question in the broader literature is the counterfactual research agenda proposed for the consequences of financial innovation, which argued that the social-welfare implications of an innovation can be assessed only by examining what would have happened had the innovation never been invented or adopted (Lerner2011). The structural parallel is exact and worth drawing out. Financial innovation, like fault-management autonomy, is widely praised as beneficial and occasionally blamed as harmful, and in both cases the praise and the blame rest on case narratives rather than on a measured counterfactual. The proposed remedy in the financial-innovation case, systematic examination of counterfactual histories in which the innovation is absent, is the same remedy this dissertation applies to autonomy: a systematic, conditional comparison of episodes that differ in the presence of the innovation. The reasoning is that the autonomy-survival question is an instance of a general class of innovation-consequence questions, and that the counterfactual method recommended for that class is the method this dissertation adopts. The qualifier carries over too: the financial-innovation agenda was explicit that counterfactual assessment is hard and assumption-laden, which is precisely why this dissertation states its assumptions and signs its biases rather than claiming a clean experimental effect.
2.4 The Talebian frame: mission-ending loss as a heavy-tailed, undersampled event
The second anchor is Nassim Taleb’s work on tail risk, and it disciplines the dependent variable rather than the empirical claim. The major claim it grounds is this: mission-ending loss is a rare event drawn from a heavy-tailed process, the historical record systematically undersamples the tail of such a process, and sample means computed over such a record understate the true exposure; therefore the estimator must be one that handles censoring and small event counts without relying on the stability of a mean, and the result must be read with precaution rather than as a license to optimize against the most likely case.
The grounds for this claim are a body of empirical work demonstrating that consequential rare events in many domains are governed by heavy-tailed distributions for which the sample mean is an unreliable and unstable estimator. The tail behavior of contagious diseases has been shown to be so heavy that the sample mean of historical fatalities badly understates the true risk, because the distribution’s moments are dominated by a small number of extreme realizations that the historical record happens to have sampled sparsely (Cirillo2020). The same property has been demonstrated for violent conflicts, whose fatality distributions are heavy-tailed to the point that conventional means and variances are not informative about the underlying process (Cirillo2016). The lesson generalizes beyond these specific domains: extreme-value methods exist precisely because, in heavy-tailed settings, the events that matter most for risk are the ones the sample contains fewest of, and estimating their probability from the bulk of the data fails (Genay2004). Tail risk has been shown to be priced into asset markets in a way that ordinary moment-based measures miss (Kelly2013), and the origins of macroeconomic tail risk have been traced to the interaction of idiosyncratic shocks with network structure, producing systematic departures from the normal-distribution expectation precisely in the tail even when the bulk of the distribution looks approximately normal (Acemolu2016).
The warrant connecting these grounds to the dissertation is that mission-ending loss has the defining features of the heavy-tailed, undersampled events these studies analyze. Mission-ending losses are rare relative to the population of fault episodes; the historical record of NASA and JPL spacecraft contains a small absolute number of them; and the catastrophic episodes, the ones with the least reaction time and the least ground insight, are exactly the ones the record is least likely to contain in representative numbers because there are so few of them and because the worst conceivable episode may simply not have occurred yet. The warrant is that the statistical pathology these studies document, the unreliability of the mean in the presence of a thin, consequential tail, applies to mission-ending loss by virtue of its shared distributional character, and therefore the methodological prescriptions that follow from that pathology apply too. The Acemoglu result is an especially apt piece of backing for the warrant, because it shows that a process can look benign and approximately normal in its bulk while harboring a heavy tail, which is the exact condition of the spacecraft fault record: most fault episodes resolve routinely and look statistically tame, and the danger lives in the rare tail that the bulk gives no warning of.
The first consequence the warrant licenses, and the one with the most direct bearing on estimator choice, is that the analysis must not rely on a mean-based summary of episode outcomes. This is part of why the dissertation adopts a hazard formulation rather than, for example, a comparison of mean survival times or a logistic regression treated as a stable summary of average outcome. A hazard model is built from the risk sets at event times and handles right-censoring directly, so its inferential content comes from the timing and incidence of the rare events rather than from a mean over a sample that undersamples the tail. The Talebian frame does not by itself select the Cox model from among hazard models; that selection is argued on separate grounds in the design chapter. What the Talebian frame establishes is the prior commitment that the estimator must belong to the family that tolerates censoring and small event counts and that does not lean on the stability of a mean, which excludes the mean-based alternatives and points toward survival analysis.
The second consequence is interpretive and concerns where autonomy’s benefit, if any, is located. The Talebian view holds that in a heavy-tailed loss process the value of a protective measure may concentrate disproportionately in the worst realizations, because the worst realizations are where the unprotected case is most catastrophic and therefore where protection has the most to subtract. Transposed to autonomy, this yields a specific, pre-registered hypothesis: autonomy’s protective effect may be largest in the hardest fault episodes, those at the greatest distance from Earth and with the shortest reaction time, where the ground loop is slowest and most useless and where onboard recovery has the most room to matter. The interpretive consequence is that a pooled hazard ratio averaged over all episodes, easy and hard alike, may understate autonomy’s benefit in exactly the episodes that dominate the risk. The chapter therefore commits, in advance, to a tail subgroup analysis restricted to the hardest episodes, so that a modest or null pooled estimate is not read as evidence that autonomy is useless if the benefit is concentrated where the tail lives. The mechanism here is the same light-time mechanism named in Section 2.2, but its relevance is now conditioned on episode difficulty: the harder the episode, the larger the share of the recovery path that the ground loop occupies, and so the larger the potential effect of removing it.
The qualifier on the Talebian claim is that heavy-tailedness is an argument about the inadequacy of certain estimators and the location of risk, not a license to abandon estimation. The Talebian frame does not say the question is unanswerable; it says the question must be answered with an estimator suited to thin tails and read with awareness of what the tail can hide. The qualifier protects against an over-reading in which the rarity of mission-ending loss is taken as a reason not to estimate at all, or as a reason to treat every favorable estimate as untrustworthy. The dissertation’s position is the disciplined middle: estimate with a tail-appropriate hazard model, report interval estimates rather than point estimates alone, use small-sample-robust methods where event counts are thin, and read the result with precaution. The rebuttal, the condition under which the Talebian framing would be the wrong lens, would be a demonstration that mission-ending loss is not in fact heavy-tailed, that its outcomes are well-behaved and mean-stable, in which case a simpler mean-based analysis would suffice and the precautionary reading would be unnecessary. The chapter does not assume this rebuttal away; it treats the heavy-tailedness of mission-ending loss as a strongly supported but design-stage assumption, held at moderate-to-high confidence on the strength of the cross-domain evidence above and the small absolute event count expected in the sample, and it notes that the assumption is itself open to examination once the population is assembled.
2.5 The non-naive precautionary principle and the tail-concentrated-benefit hypothesis
The Talebian frame carries a further commitment that deserves its own treatment, because it governs how the dissertation’s eventual number may and may not be used. The commitment is the non-naive precautionary principle: in the presence of a heavy-tailed catastrophic outcome, decisions should be made under precaution rather than by point optimization against the most likely case. The claim of this section is that the precautionary principle, in its disciplined form, constrains the inference the dissertation licenses about autonomy investment, and that this constraint is a feature of the conceptual model rather than an afterthought to it.
The grounds are the formulation of the precautionary principle developed specifically for systems with heavy-tailed, potentially irreversible harms (Taleb2014PP). That formulation distinguishes a non-naive precaution, which applies where the harm is fat-tailed, systemic, and potentially irreversible, from a naive blanket precaution that would forbid all action and is therefore incoherent. The non-naive version is precisely tailored to situations where a point estimate of expected outcome, however carefully computed, fails to capture the risk because the risk lives in a tail the expectation averages over. The warrant connecting this to the dissertation is that mission-ending loss, by the heavy-tailedness argument of Section 2.4, is exactly the kind of outcome for which the non-naive precautionary principle is designed: rare, catastrophic, and, for a deep-space mission, irreversible. The principle therefore applies to decisions about fault-management autonomy, which are decisions taken in the shadow of that tail.
The interpretive consequence is sharp and is built directly into how the dissertation frames its own contribution. The hazard ratio the empirical work will produce is a point estimate of a conditional average effect. The non-naive precautionary principle cautions against treating any such single point estimate, including the dissertation’s own, as a license to optimize fault-management economics against the most likely case while neglecting the catastrophic case. Concretely, this means the dissertation will not present its hazard ratio as a formula for buying exactly as much autonomy as the average episode justifies and no more. If autonomy’s benefit concentrates in the tail, as the tail-concentrated-benefit hypothesis allows, then optimizing against the average would under-invest in precisely the episodes that dominate the loss. The conceptual model therefore reports the hazard ratio with its uncertainty and explicitly considers the tail subgroup, and it frames the result as an input to a precautionary decision rather than as the objective function of an optimization. This is a real constraint on the dissertation’s own conclusions, and stating it here, in the theory chapter, commits the later chapters to honor it.
The backing for treating the precautionary principle as a serious decision discipline, rather than a slogan, comes from both its critics and its careful applications. The principle has been subjected to rigorous critique, most notably the argument that in its strongest form it is paralyzing because every course of action, including inaction, creates some risk, so a principle that forbids risk-creating action forbids everything (Sunstein2002; Sunstein2003). This critique is not a reason to discard the principle; it is the reason the dissertation adopts the non-naive form, which survives the critique precisely by restricting itself to fat-tailed, systemic, irreversible harms rather than to all risk whatsoever. Engaging the strongest objection and adopting the version that answers it is the warrant-protecting move that keeps the precautionary commitment defensible. The principle’s disciplined application in high-stakes domains supplies further backing: it has been applied to prioritize cancer treatment under pandemic conditions, where the irreversibility of foregone treatment justified precaution (Hanna2020), and to wireless-technology exposure policy, where systemic and uncertain harms were argued to warrant precautionary regulation (Ishai2024). These applications show the principle doing real, contested work in decisions structurally like the autonomy decision, decisions under uncertainty about a potentially irreversible harm, which is the work the dissertation asks it to do.
A final element of the Talebian frame concerns the consequences of loss, and it widens the lens beyond the lost vehicle. The precautionary case for autonomy is strengthened if mission-ending loss is not always a self-contained event whose harm is bounded by the value of the spacecraft. The long-term dynamics of the orbital-debris environment are a reminder that the consequences of a loss can propagate beyond the vehicle, because a spacecraft lost in a populated orbital regime becomes a debris source whose collisions can seed further fragments in a feedback-driven process (Lewis2020Debris). The mechanism named here is distinct from the survival mechanism of Section 2.2: it is an externality mechanism, in which the loss of one vehicle raises the collision risk for others, with the operational consequence that the social cost of a mission-ending loss in a crowded regime exceeds the private cost to the mission, and the strategic implication that the precautionary case for survival-enhancing autonomy is correspondingly stronger in such regimes. The qualifier is important and is stated to avoid overreach: this externality argument bears on Earth-orbiting missions in populated regimes, not on deep-space missions where a lost vehicle creates no comparable debris hazard, and the dissertation does not claim the debris externality for its deep-space cases. The point is bounded: where loss has consequences beyond the vehicle, the value of avoiding it is understated by any accounting that stops at the vehicle, which reinforces the precautionary reading of the autonomy result for the subset of missions to which it applies.
2.6 Synthesis: how the two anchors jointly specify the conceptual model
The two anchors do not operate independently; they specify, between them, both the form of the estimator and the register of its interpretation, and the synthesis is the conceptual model the empirical chapters will test. This closing section states that joint specification and traces it forward, so that the design and analysis chapters inherit a model rather than a pair of loose lenses.
Fogel specifies the form. The Fogelian requirement that the claim be quantitative, counterfactual, and falsifiable determines that the model must produce a single estimable number that supports or refutes the autonomy claim, that the number must come from an explicit counterfactual comparison of higher- and lower-autonomy episodes, and that the comparison must be operationalized as conditioning on the confounders that drive both autonomy investment and survival. This is what selects a conditional model: the counterfactual contrast Fogel demands is, in the language of survival analysis, a comparison of the hazard of mission-ending loss across autonomy levels within strata defined by complexity, distance, and age. The autonomy coefficient in such a model is the social-saving analogue, and the decision rule that the dissertation fixes, reject the null in favor of the alternative only if the estimated hazard ratio is below one and its interval excludes one in the pre-registered specification and the sign is stable across robustness specifications, is the Fogelian commitment to letting the number, not the intuition, decide. The conditional, counterfactual, falsifiable structure of the empirical contribution is, in this precise sense, a deduction from the Fogelian frame.
Taleb specifies the register and constrains the family. The Talebian requirement that mission-ending loss be treated as a heavy-tailed, undersampled event determines that the number must be a hazard rather than a mean, that it must be estimated by a method tolerant of censoring and small event counts, that it must be reported with its uncertainty rather than as a point summary, and that it must be read under the non-naive precautionary principle rather than as the objective of an optimization against the average case. The Talebian frame also installs, in advance, the tail-concentrated-benefit hypothesis and the corresponding tail subgroup analysis, so that the conceptual model includes not only a pooled estimate but a pre-specified test of whether autonomy’s benefit lives in the hardest episodes. Where Fogel makes the model conditional and counterfactual, Taleb makes it tail-aware and precautionary.
The two specifications are complementary rather than redundant, and it is worth being precise about the division of labor, because a reader could mistake them for two ways of saying the same thing. Fogel is silent on the distributional character of the outcome; his discipline would apply equally to a thin-tailed and a heavy-tailed dependent variable, because his concern is the logical form of the causal claim and the explicitness of the counterfactual. Taleb is silent on the counterfactual structure of the comparison; his discipline would apply equally to an experimental and an observational design, because his concern is the distributional character of the outcome and the decision frame appropriate to it. Neither anchor alone specifies the model. Fogel without Taleb would license a conditional comparison estimated by any convenient method, including a mean-based one that the heavy tail would render unreliable. Taleb without Fogel would license a tail-aware estimator with no disciplined counterfactual, no explicit conditioning, and no falsifiable decision rule. The conceptual model this dissertation tests is the intersection: a conditional, counterfactual, falsifiable hazard model, estimated by a method suited to a thin-tailed event, reported with its uncertainty, and read under precaution with a pre-specified tail subgroup. That intersection is what the canonical estimating equation encodes, in which the hazard of mission-ending loss for fault episode i at time t is the product of an unparameterized baseline hazard and an exponential function of the autonomy variable and the three controls, with the hazard ratio on the autonomy variable as the quantity of interest. Fogel is responsible for the conditional, counterfactual, falsifiable structure of that equation; Taleb is responsible for the choice of a hazard rather than a mean as its left-hand side and for the precautionary reading of its output.
The assurance-case spine that runs through the whole dissertation is advanced, not completed, by this chapter, and it is worth recording exactly which links the two anchors supply so that the stitch-stage summary can compile them. The first subclaim, that the problem is real, is an empirical matter for the literature and data chapters, but the theory chapter establishes why it is worth measuring rather than asserting: the autonomy-survival link is currently an unmeasured Fogelian counterfactual. The second subclaim, that the problem is material, is supported by the named light-time mechanism of Section 2.2 and the precautionary stakes of Section 2.5, which together establish that the autonomy decision is consequential and taken under a heavy-tailed risk. The third subclaim, that the intervention addresses the causal mechanism, is the direct yield of the synthesis: the conditional hazard model is the operationalization of Fogel’s counterfactual contrast, and it is aimed at the specific light-time mechanism named in Section 2.2 rather than at a bare correlation. The fourth subclaim, that the chosen approach beats the alternatives, is foreshadowed here by the Talebian exclusion of mean-based methods and is completed in the design chapter, which argues the Cox model against logistic-on-outcome and parametric mean-based rivals on grounds of censoring, dwell time, recurrent episodes, and small event counts. The fifth subclaim, that the residual risk is acceptable, is grounded here in the signed-bias reasoning of Section 2.2, which bounds the most likely confounder, and in the precautionary discipline of Section 2.5, which forbids over-reading a favorable point estimate; the remaining elements, small-sample-robust estimation and pre-flight scoring of the treatment, are completed in the data and design chapters. The theory chapter, in short, supplies the third subclaim outright, materially supports the second and fifth, and hands the first and fourth forward with their theoretical groundwork laid.
It remains to be explicit about a scope decision that bears on this chapter’s vocabulary. This dissertation is an observational survival-analysis measurement study, not the specification of a real system, capability, or data-service exchange, and so the architecture-traceability layer of the governing framework is out of scope by declaration. There is no DoDAF or capability table to populate, and the chapter deliberately avoids forcing that vocabulary onto what is a methodological and statistical contribution. The single permitted point of contact with architecture is conceptual and is reserved for the discussion: the fitted hazard ratio, once it exists, is describable in plain prose as an input to an autonomy architecture trade, the endpoint at which a program weighs the cost of moving up one autonomy level against the estimated reduction in loss hazard. That is the strategic implication named at the end of the causal mechanism in Section 2.2, and it is the furthest the conceptual model reaches toward architecture. The model itself is a hazard, the anchors are Fogel and Taleb, and the contribution is a number read under counterfactual discipline and precautionary care.
The chapter has, throughout, kept faith with the design-stage posture of the dissertation. No estimate has been reported as executed. Every reference to the hazard ratio has been to a quantity the empirical work will produce, not to a quantity it has produced, and the illustrative shapes that make the decision rule concrete, an estimate below one with an interval excluding one as the alternative-consistent shape and an estimate near one with an interval spanning one as the fail-to-reject shape, are decision-rule illustrations rather than findings. The conceptual model is fully specified and the two anchors are fully developed, but the number that will fill the model remains, as it must at this stage, unestimated. What the chapter delivers is the theoretical machinery that determines what that number will mean when it exists: a conditional, counterfactual, falsifiable hazard, read in a tail-aware and precautionary register, that either supports or refutes the claim that onboard fault-management autonomy lowers a spacecraft’s risk of mission-ending loss once it has entered a fault state.
Chapter 3. Literature Review
3.0 The chapter’s answer, and the shape of the argument it defends
This chapter defends one claim, and everything in it is arranged to make that claim survive scrutiny: the two literatures that bear on spacecraft fault management and mission survival are mature, internally rigorous, and complementary, yet they do not meet at the precise point this dissertation occupies, so the conditional, population-level question the dissertation asks is genuinely open rather than answered-by-implication. Stated as the chapter thesis, the engineering tradition has built and flown autonomous fault management and has argued for it from architecture and from case narrative, while the reliability-statistics tradition has shown that spacecraft failure is statistically tractable at the population level; neither has estimated the effect of fault-management autonomy on the hazard of mission-ending loss conditional on a spacecraft having already entered a fault state. The gap is therefore not a deficiency of either literature on its own terms. It is a seam between two literatures, and the contribution of this dissertation lives in that seam.
Framed as a problem the chapter must resolve, the current state of the literature is two well-developed but unjoined bodies of work. The desired state is a synthesis that locates, against a real bibliography, the exact unanswered question and shows that answering it requires importing the survival apparatus of one tradition and redirecting it onto the explanatory variable the other tradition treats as a design property rather than a covariate. The gap between current and desired state is the absence of any study that joins them. The consequence of leaving the gap unaddressed is that program managers continue to weigh autonomy investment, which carries real software, verification, and authority-shift costs, against an asserted but unmeasured survival benefit. The remainder of this chapter walks the literature branch by branch so that the seam becomes visible and the proposition that follows from it becomes unavoidable.
The review is organized along three mutually exclusive and collectively exhaustive branches. Branch A is the fault-management engineering tradition: the flight demonstrations that anchor the autonomous end of the design spectrum, the fault-protection architectures that became reference patterns, the formal specification and verification work that arose because autonomy moves safety-critical decisions into code, and the fault detection, isolation, and recovery (FDIR) and model-based diagnosis literature that operationalizes those decisions. Branch B is the spacecraft reliability-statistics tradition, the body of work that established population-level survival modeling for spacecraft and that supplies the validated estimator this dissertation imports. Branch C is the onboard anomaly-detection and autonomy-survey literature, which sits between the other two and which has matured from limit-checking into machine learning on telemetry. Each branch is presented as a claim-evidence-reasoning block: a claim about what the branch establishes, the evidence from the cited sources, and the reasoning that connects that evidence to the gap. The chapter closes by stating the gap explicitly and naming the propositions that follow from it, which the later design chapters operationalize.
Throughout, every major claim is treated as a Toulmin unit. The claim is stated; the grounds are the cited findings; the warrant is the inferential rule that licenses moving from grounds to claim; the backing is the methodological or empirical basis of that warrant; a qualifier states the strength with which the claim is held; and a rebuttal names the condition under which the claim would fail. Confidence is reported on a four-level scale (low, moderate, high, very high) and is calibrated to the grade of the underlying evidence, because at the design stage the strength of a literature claim is a function of how well the cited work supports it, not of any result this dissertation has produced.
3.1 Branch A, part one: the autonomy anchor demonstrations
Claim. The autonomous end of the fault-management spectrum is not a hypothetical; it has flown, and the flight demonstrations establish that onboard detection, isolation, and recovery without a ground command cycle is technically feasible. This matters because the dissertation’s treatment variable, the ordered autonomy score, presupposes that the high-autonomy category is occupied by real designs rather than by aspiration.
Evidence. The anchor demonstration is the Remote Agent Experiment flown on the Deep Space One technology-validation mission. The architecture that supported it integrated three capabilities that previously lived in the ground segment: an onboard planner-scheduler that generated activity plans from goals rather than from a ground-uplinked command sequence (Muscettola1997Onboard), a reactive executive that executed those plans robustly while tracking how well they were being accomplished, and a model-based mode-identification and reconfiguration component that diagnosed faults and recovered from them onboard. Bernard and colleagues describe the design of the experiment, in which the spacecraft was given a list of goals rather than a detailed command sequence, generated a plan to achieve them, and executed that plan while monitoring its own state (Bernard2002). The flight-experience report on the same experiment documents what actually happened in flight, including the anomalies encountered during the demonstration and how the onboard agent handled them (Bernard1999DS1). The prototype that preceded flight is documented across two papers that describe the autonomous-agent architecture and its integration of real-time monitoring and control with constraint-based planning, robust multi-threaded execution, and model-based diagnosis and reconfiguration (Pell1996, Pell1998). The hybrid procedural and deductive executive that supported the integration is described as a distinct architectural contribution: a way of combining the responsiveness of procedural execution with the generality of deductive reasoning in a single onboard executive (Pell1998Hybrid).
Reasoning. The convergence across these five sources is that closed-loop onboard autonomy spanning planning, execution, and model-based fault diagnosis and recovery was demonstrated in flight, not merely simulated. For the dissertation, this convergence does two things. First, it validates the construct of an autonomy spectrum with an occupied high end, which the ordered autonomy score requires; if the high-autonomy category were empty, the score would be degenerate and the treatment contrast undefined. Second, and more subtly, the flight-experience report’s honest account of in-flight anomalies during the experiment itself (Bernard1999DS1) is a reminder that demonstrating autonomy is not the same as demonstrating that autonomy improves survival, which is exactly the unmeasured step the dissertation targets. The demonstrations show capability; they do not, and were never designed to, estimate a population-level survival effect.
Warrant and backing. The warrant is that a capability demonstrated in flight on a representative deep-space platform is evidence that the capability is real and deployable, not speculative. The backing is the cumulative engineering record of the Deep Space One mission as documented in the cited primary sources. Qualifier: held with high confidence, because these are A-grade and B-grade primary engineering reports of an actual flight experiment. Rebuttal: the claim would weaken if the demonstrated autonomy were shown to be so narrow or so dependent on ground preparation that the high-autonomy category collapses back toward the ground-dependent end in practice; the dissertation’s three-pass scoring rubric, which distinguishes which of detection, isolation, and recovery actually executes onboard, is designed precisely to detect that collapse rather than to assume it away.
A second line of evidence extends the autonomy claim past the single anchor mission and into a broader research program. Surveys of autonomy for space robots map the past, present, and prospective state of the field and document that autonomous capability has continued to develop across mission classes rather than remaining frozen at the Deep Space One demonstration (Gao2021Autonomy). The application of artificial intelligence across space missions has been reviewed at the level of both opportunities and the assurance challenges that autonomy introduces (AIspace2021). More recent work surveys agent-based approaches for distributed space systems and mission management, cataloguing methodologies, current practices, and open challenges, which places the autonomy question in the contemporary multi-spacecraft context that future JPL architectures inhabit (Jabbarpour2025Agent). The autonomy concept has even been extended to the end-of-life regime, with work on autonomous self-removal of spacecraft that requires onboard status detection, removal triggering, and passivation without a ground loop (Wander2019SelfRemoval). The throughline across these surveys is consistent with the anchor demonstrations: the high-autonomy end of the spectrum is occupied, populated, and growing, and the field’s own framing of it foregrounds capability and assurance rather than measured survival benefit. That framing is the negative space into which the dissertation’s question fits.
3.2 Branch A, part two: fault-protection architectures and the reference patterns
Claim. Spacecraft fault protection has a small number of reference architectures that recur across missions, and the spectrum from ground-dependent to onboard-autonomous fault protection is an architectural property that can be read from design documentation. This claim underwrites the second pass of the autonomy-score construction, which places a mission’s implementation on the ordered detection-isolation-recovery scale by reading its architecture.
Evidence. The Cassini fault-protection design is the canonical layered, monitor-and-response reference pattern. The system-level fault-protection design has been documented as a formalized architecture of monitors and responses (RasmussenCassini1996), and subsystem-level treatments show how the pattern propagates downward: the command-and-data-subsystem fault-protection architecture is described in terms of fault detections, error filtering, event-activation rules, and response triggering across specific subsystem regions (Brown2002), and the attitude-control-subsystem fault protection is described in terms of detection, location, and recovery algorithms integrated into the object-oriented flight software with explicit interactions between subsystem-level and system-level fault protection (Brown1998). These three sources together establish the Cassini lineage as a coherent, layered, and well-documented reference pattern. Against that heavy, hand-built lineage, the literature also documents deliberate attempts to reduce cost and complexity: a component-based fault-protection architecture proposes capturing fault-protection domain knowledge in reusable components that compose into a spacecraft-level strategy validated by formal analysis and simulation before implementation (Ong2003); a robust fault-protection strategy for a commercial-off-the-shelf-based spacecraft addresses how to protect a vehicle built from parts not originally space-qualified (RobustCOTS2007); and the SPIDER work proposes a simple emergent system architecture for autonomous fault protection as an alternative to the heavyweight layered pattern (SPIDER2001). The lineage of the whole idea reaches back to early framing of fault-tolerant design as a route to spacecraft autonomy (FoxFaultTolerant1981), and the design-attribute literature names the properties that distinguish autonomy systems from one another, specifically understandability, flexibility, and verifiability, as the dimensions along which spacecraft fault-management autonomy systems actually differ in practice (Cancro2009).
Reasoning. The interpretive payoff of this branch is that the autonomy of a fault-protection implementation is legible from its architecture. The Cassini lineage is recognizably more onboard-capable in detection and response than a purely ground-dependent design, the COTS and component-based and emergent variants occupy different points on the cost-and-autonomy plane, and the attribute literature gives a vocabulary for distinguishing them. This legibility is precisely what the second pass of the autonomy score depends on: a coder reading NTRS and design documentation can place an implementation on the detection-isolation-recovery scale because the architectures are documented at that granularity. The branch also supplies a caution that the dissertation must respect. The same documentation that makes architecture legible was, in several cases, written by the design teams themselves, which means the autonomy score read from it inherits whatever optimism those teams brought to describing their own designs. The dissertation’s response, second-reader re-coding with rubric adjudication, is a direct answer to that documentation-bias risk.
Warrant and backing. The warrant is that recurring, documented architectural patterns can be classified reliably by trained readers using a fixed rubric. The backing is the existence of the patterns themselves in the cited primary literature and the attribute taxonomy that names their differentiating properties (Cancro2009). Qualifier: held with high confidence for the existence and legibility of the patterns, and with moderate confidence that they can be ordered into three clean autonomy levels without loss, because real architectures are multidimensional and the ordinal score compresses them. Rebuttal: the ordering would fail if the architectural dimensions that matter for survival are orthogonal to the detection-isolation-recovery axis the score uses, in which case a mission could score high on the axis and still recover slowly; the dissertation flags this as a construct-validity threat and treats the score as deliberately coarse rather than claiming cardinal precision.
3.3 Branch A, part three: formal specification and verification of autonomous systems
Claim. A substantial literature treats the verification of autonomous spacecraft and robotic systems as a first-order problem, and it does so because autonomy relocates safety-critical decisions from a human ground loop into flight code that must be trusted before launch. This claim supports the dissertation’s identification logic in two ways: it confirms that autonomy is an investment with a real and named cost (the verification burden), and it confirms that the autonomy score should be anchored to pre-flight artifacts, because verification is a pre-flight activity that leaves a pre-flight documentary trail.
Evidence. The survey of formal specification and verification of autonomous robotic systems catalogues the methods brought to bear and the open problems, establishing the breadth and the difficulty of the verification task for autonomous systems generally (Luckcuck2019Formal). Within the spacecraft domain specifically, formal methods have been applied to validate fault tolerance in autonomous spacecraft, with a methodological framework aimed at the early life-cycle phases of fault-tolerant systems engineering and an emphasis on verifying fault-tolerance properties using model-based formalisms (Ayache2002). The use of formal methods in spacecraft early-design validation has been developed as a way to catch design faults before they are built in, which moves verification upstream into the design phase where the autonomy decisions are made (Bozzano2014Formal). A complementary architectural-level treatment of fault tolerance lays out the fundamental concepts (voting, fault detection, clock synchronization, agreement, diagnosis, and reliability analysis) that any verifiable fault-tolerant architecture must address (Butler2013).
Reasoning. The verification literature is evidence for the materiality subclaim of the assurance case: autonomy is not free. The named mechanism is direct. Higher autonomy moves a decision that a human operator would otherwise make into onboard code; that code must be specified and verified before flight because there is no human in the loop to catch its errors in operation; specification and verification consume engineering effort and schedule; and that effort is the cost a program weighs against any survival benefit. This is the cost side of the architecture trade the dissertation’s hazard ratio is meant to inform. The verification literature also has a quieter methodological consequence. Because verification is a pre-flight activity, the artifacts it produces (specifications, validation reports, formal models) are pre-flight documents, and the dissertation’s autonomy score, by drawing on pre-flight TechPort and design documentation rather than post-loss narratives, can lean on exactly these artifacts to defeat reverse coding. The score’s date stamp is, in effect, before the outcome it is used to explain.
Warrant and backing. The warrant is that a literature treating verification as a first-order problem is evidence that the thing being verified, autonomy, carries a cost commensurate with the effort spent verifying it. The backing is the survey and primary-method evidence cited. Qualifier: held with high confidence that the verification cost is real and pre-flight; held with moderate confidence that the verification trail is uniformly available across the dissertation’s intended sample, because verification rigor itself varies by program and the thinly documented missions may lack the trail. Rebuttal: if verification rigor is itself an unobserved confounder, correlated with both autonomy and survival, then conditioning on the autonomy score alone would not absorb it; the dissertation names test rigor and operations-team experience explicitly as the most plausible unobserved confounders and reasons about the sign of the resulting bias rather than claiming to have removed it.
3.4 Branch A, part four: FDIR and model-based diagnosis
Claim. Fault detection, isolation, and recovery is a distinct engineering practice with its own architectures and algorithms, and within it model-based diagnosis is the dominant route to onboard autonomy; the practice is mature enough to populate the high-autonomy end of the score but it is documented as a set of designs and demonstrations rather than as a population-level outcome study. This is the most important branch for the dissertation because FDIR is the engineering object the treatment variable measures.
Evidence. The FDIR practice has been surveyed as a module in satellite onboard software, with explicit attention to which faults are subject to onboard identification and onboard recovery and which are not, and to the software architecture that supports cost-effective FDIR implementation (SalarKaleji2013, Jalilian2017). Model-based fault management is documented as a route to rapid algorithm development and reduced verification burden, with a high-fidelity attitude-control model used to validate a model-based fault-management system intended for robotic and crewed missions (Kolcio2014), and the same research line developed a model-based off-nominal state detection and isolation system using constraint suspension for autonomous fault management, explicitly motivated by the goal of isolating failures to the component level to enable faster and more targeted recovery (Kolcio2016). Dynamic Bayesian networks have been applied to FDIR for autonomous spacecraft, addressing partial observability, uncertain system evolution, and the prediction and mitigation of imminent failures, and integrating diagnosis with prognosis in a single FDIR cycle (CodettaRaiteri2014). The broader aerospace-systems FDIR literature surveys advanced model-based techniques and frames the open challenges and opportunities for the field (Zolghadri2012). FDIR strategies have been characterized for autonomous satellite formations, with centralized, mixed, and distributed strategies compared in terms of knowledge, algorithm, and communication requirements (Castel2006). The autonomy concept has been integrated with physics-based fault-tolerant control in a fault-tolerant remote-agent architecture for attitude management, combining symbolic AI planning with control-theoretic reconfiguration (Nasir2010). Adjacent fault-tolerance literature documents the hardware substrate on which recovery often depends, including fault-tolerant three-phase motor-drive topologies with their cost and capability trade-offs (Welchko2004) and fault-tolerant attitude-sensor approaches such as particle-filter-based sensor fault detection and isolation (DAmato2021). Model-based autonomy has even been pursued in the limiting case of diagnosis from functional models without embedded human expertise, with an honest account of how far a weak-logic search can get and where it hits its limits (Nakasuka2001). The end-to-end recovery question, root-cause determination and recovery rather than detection alone, has been pursued in a hybrid on-board autonomous fault, anomaly, detection, diagnosis, and recovery line of work reported across successive years (Stottler2020AMOS, Stottler2023AMOS, Stottler2024AMOS).
Reasoning. The interpretive synthesis of this branch is the heart of the chapter’s gap argument. The FDIR and model-based-diagnosis literature is rich, methodologically diverse, and genuinely concerned with recovery, not just detection. Yet read as a body, it answers the question “can we design and assure a system that detects, isolates, and recovers autonomously,” and not the question “across many missions, does a more autonomous FDIR implementation lower the probability that a fault episode ends in loss rather than recovery,” The Kolcio line is explicit that component-level isolation is pursued because it should enable faster and more targeted recovery (Kolcio2016), which is a mechanism hypothesis, exactly the causal chain the dissertation formalizes, but it is asserted from the design’s intent and validated on a model, not estimated against the survival record of a population of fault episodes. The Stottler line pursues recovery and root-cause determination end to end (Stottler2024AMOS), and it is C-grade conference material rather than a peer-reviewed outcome study. The pattern is uniform: the field has the designs, several have flight or high-fidelity-model validation, and the recovery-benefit claim is made at the level of the individual architecture’s intended behavior. No member of this branch fits a hazard model to a population of fault episodes with autonomy level as the covariate. That absence is not a weakness of the FDIR literature; it is a different question that the FDIR literature was never built to answer.
Warrant and backing. The warrant is that a literature consisting of designs, algorithms, and single-system validations does not constitute a population-level outcome estimate, no matter how numerous its members. The backing is the consistent form of the cited FDIR sources, every one of which is architecture, algorithm, or single-system validation rather than a multi-mission survival regression. Qualifier: held with very high confidence, because it is a claim about the form of the literature, which is directly inspectable, rather than about any contested empirical result. Rebuttal: the claim would be refuted by the existence of even one study that estimates the conditional hazard of mission-ending loss on autonomy level across a population of fault episodes; the corpus assembled for this dissertation contains none, and the design chapters treat the discovery of such a study during execution as a falsification trigger that would reframe the contribution from “first estimate” to “replication and extension.”
It is worth being precise here about why the branch’s mechanism hypotheses, however plausible, do not substitute for the dissertation’s estimate. A mechanism hypothesis of the form “component-level isolation enables faster recovery” (Kolcio2016) or “onboard root-cause determination enables recovery without a ground loop” (Stottler2024AMOS) names a driver and an intended observable effect. It does not name the operational consequence in survival terms, because it is not fit to survival data; it does not bound the effect with an interval; and it does not condition on the confounders (complexity, distance, age) that plausibly drive both autonomy investment and outcomes. The dissertation’s contribution is the conversion of these qualitative mechanism hypotheses, which the FDIR literature asserts repeatedly, into a single estimable, falsifiable parameter, the hazard ratio on the autonomy variable, with its confidence interval and its explicit confounder control. That conversion is the move from a correlational or design-intent claim to a conditional, counterfactual estimate.
3.5 Branch C: onboard anomaly detection and health monitoring
Claim. Onboard anomaly detection has matured from limit-checking into a distinct machine-learning practice on spacecraft telemetry, and this maturation matters to the dissertation in two ways: it enriches the high-autonomy end of the spectrum with detection capability, and it introduces a specific confound, namely that better detection can both raise the count of recorded fault episodes and improve the chance of acting on them in time, which the dissertation must address rather than ignore.
Evidence. The classical-to-modern arc is documented across several reviews and primary studies. Automatic anomaly-detection techniques for spacecraft health monitoring have been developed as an improvement over manual limit-checking (HealthMon2016). A mixed unsupervised-learning and expert-input approach to mode and anomaly detection from long-duration robotic-mission telemetry has been built to move toward more automated detection in time-series data (Biswas2020). Deep-learning approaches to spacecraft fault detection and isolation have been studied, including for attitude-determination sensors and actuators whose failure has a significant negative mission impact (Voss2019). Onboard machine learning has been demonstrated on a flying CubeSat, with TensorFlow Lite, unsupervised learning, and online machine learning running on the OPS-SAT platform, which broke the pattern of restricting AI to ground-trained models uplinked to the spacecraft (Labrche2022). Onboard detection of events of scientific interest has been developed for the Europa Clipper context, with algorithms for detecting thermal anomalies, compositional anomalies, and plumes under the constraints of the onboard computing environment (Wagstaff2019). Two recent reviews survey the state of anomaly detection in spacecraft telemetry specifically (Fejjari2025) and the broader practice of smart anomaly detection in sensor systems from a multi-perspective standpoint (Erhan2021Anomaly). Digital-twin methodologies using fault and behavior trees have been proposed for spacecraft and ground-station operations, extending model-based diagnosis into the operations phase (Christofi2022). The human side of the autonomy transition has been framed in the human-autonomy-teaming literature, which distinguishes automation from autonomy and draws on human-human teaming to reason about how operators collaborate with autonomous systems (Lyons2021).
Reasoning. This branch establishes that detection capability, the first link in the detection-isolation-recovery chain, has its own rich and rapidly advancing literature, and that some of it now runs onboard in flight (Labrche2022, Wagstaff2019). For the autonomy score, this means the detection sub-dimension is well populated and legible. For the identification strategy, this branch raises the instrumentation confound directly. A mission with sophisticated onboard anomaly detection will tend to record more fault episodes, because it detects conditions a cruder mission would miss, and it may also survive more of them, because early detection buys reaction time. If detection capability and survival share this common cause in instrumentation quality, the autonomy score and the survival outcome are partly endogenous, and a naive estimate would attribute to autonomy an effect that belongs to instrumentation. The dissertation’s response is twofold and is foreshadowed here so that the design chapters can discharge it: the competing-risks specification distinguishes recovery from loss as competing terminal events rather than collapsing them, and the frailty specification absorbs unobserved mission-level heterogeneity such as overall instrumentation quality into a shared random effect. Neither fully eliminates the confound, and the dissertation says so; the contribution is honest bounding, not a claim of clean identification.
Warrant and backing. The warrant is that a maturing detection literature both populates the autonomy spectrum and introduces a common-cause confound that any survival estimate on autonomy must confront. The backing is the cited detection literature and the explicit common-cause reasoning. Qualifier: held with high confidence that detection has matured and runs onboard; held with moderate confidence that the instrumentation confound can be adequately bounded by competing-risks and frailty specifications, because residual endogeneity may remain. Rebuttal: if instrumentation quality dominates the autonomy score so completely that the two are empirically inseparable in the assembled sample, the dissertation’s estimate would be uninterpretable as an autonomy effect; the design chapters specify a reduced model and a frailty term as diagnostics for exactly this failure mode, and commit to reporting it as a limitation rather than masking it.
3.5a How the literature licenses the ordinal autonomy scale
Claim. The three branches reviewed so far do more than establish that an autonomy spectrum exists; read together they license the specific ordinal structure the dissertation’s treatment variable imposes, namely a scale that asks, function by function, how much of the detection-isolation-recovery chain executes onboard without a ground command cycle. This subsection makes the licensing explicit, because the credibility of the entire study rests on the autonomy score being a defensible reading of the engineering record rather than an analyst’s invention.
Evidence and reasoning, function by function. The detection-isolation-recovery decomposition is not imposed from outside the literature; it is the literature’s own organizing structure for FDIR. The survey treatments of fault detection, isolation, and recovery as a software module name exactly these three functions and observe that not all failures are subject to onboard identification and not all are subject to onboard recovery, which is precisely the statement that the three functions can be allocated independently between spacecraft and ground (SalarKaleji2013, Jalilian2017). That independent allocability is what makes an ordinal scale possible. A design can detect onboard but recover only with a ground-uplinked sequence; another can detect, isolate, and recover onboard. The scale orders designs by how far down this chain onboard execution reaches.
For the detection function, the anomaly-detection branch establishes both the ground-dependent floor and the onboard ceiling. Manual limit-checking against ground-monitored telemetry is the historical floor (HealthMon2016); onboard machine learning running on a flying platform is a contemporary ceiling (Labrche2022), as is onboard detection of scientifically significant events under flight computing constraints (Wagstaff2019). A coder placing a mission on the scale can therefore distinguish, from documentation, whether detection waited for a ground analyst or executed onboard. For the isolation function, the model-based-diagnosis literature supplies the discriminating evidence: constraint-suspension and model-based off-nominal state isolation are explicitly designed to isolate failures to the component level onboard (Kolcio2016), and dynamic-Bayesian-network FDIR integrates onboard diagnosis with prognosis under partial observability (CodettaRaiteri2014), whereas the Cassini-lineage architectures document isolation through monitor-and-response rules whose recovery triggering may still hand off to ground for the harder cases (Brown1998, Brown2002). For the recovery function, the end-to-end autonomy demonstrations occupy the ceiling, with onboard plan generation and model-based reconfiguration closing the loop without ground intervention (Bernard2002, Muscettola1997Onboard, Pell1998), while the worked anomaly cases document the ground-dependent floor, in which the spacecraft safes itself and human flight teams diagnose and uplink the recovery (Basilio1993, Nayak2012).
The interpretive payoff is that each of the three ordering functions has, in the literature, a documented floor and a documented ceiling, and intermediate designs sit between them in a way that trained readers can classify from pre-flight design documentation. This is what justifies treating the autonomy variable as ordinal rather than nominal: the levels are ordered by a real, literature-grounded property (depth of onboard execution along the FDIR chain), not by an arbitrary ranking. It also justifies treating the variable as ordinal rather than cardinal: the literature gives no basis for asserting that the gap between ground-dependent and limited-onboard-response is the same size as the gap between limited-onboard-response and full-onboard-recovery, so the score claims order without claiming equal spacing, and the hazard ratio is read per level rather than per unit of a continuous quantity that the documentation cannot support.
Warrant and backing. The warrant is that an ordinal scale is defensible when its ordering property is documented in the source literature and its levels have literature-anchored floors and ceilings. The backing is the FDIR literature’s own three-function decomposition (SalarKaleji2013, Jalilian2017) and the floor-and-ceiling evidence for each function cited above. Qualifier: held with high confidence that the ordering is literature-grounded; held with moderate confidence that every intended-sample mission can be placed unambiguously, because borderline designs and thin documentation will produce coding disagreements. Rebuttal: the scale would fail if the three functions were so entangled in real designs that they could not be assessed separately; the dissertation’s three-pass rubric, with its independent second-reader re-coding and adjudication against documentation, is the instrument that detects and resolves exactly that entanglement, and the inter-coder reliability schema reported in the data chapter is the evidence on which the scale’s defensibility ultimately rests.
3.6 Branch A and C synthesis through worked anomaly cases
Claim. The documented record of individual mission anomalies, read across missions, shows that safe-mode entry is routine on long-duration missions and that a fraction of fault episodes precede or threaten permanent loss; the same record shows that recovery outcomes vary, but it does not, episode by episode, attribute that variation to autonomy level in a way that supports a population estimate. The worked cases are therefore evidence for the reality and materiality of the problem and simultaneously evidence for the gap.
Evidence. The anomaly-and-recovery literature provides concrete episodes. The Galileo spacecraft entered its system fault-protection safing routine on four in-flight occasions, and the flight team developed and refined a recovery process whose efficiency depended on quick diagnosis and on the minimization of permanent capability degradation; the documented case includes the very-focused recovery planning for a specific potential failure during the Gaspra asteroid encounter (Basilio1993). The CloudSat battery anomaly placed the spacecraft into emergency mode and rendered it operations-incapable, threatening the A-Train constellation it flew in, and recovery required a complex sequence executed within a single sunlit period (Nayak2012). The GLAS instrument on ICESat experienced a loop-heat-pipe anomaly that drove its electronics to a hot safing temperature and required several days of recovery, with multiple candidate physical explanations (Baker2011). Mission in-orbit-performance and instrument reports document the operational constraints and limiting resources that govern long-duration missions and the environments they survive in, across platforms including INTEGRAL (Jensen2003), STEREO’s heliospheric imagers (Eyles2008), Venus Express radio science (Husler2006), GEOTAIL’s energetic-particle instrument (Doke1994), and the two-spacecraft BepiColombo mission to Mercury’s harsh environment (Milillo2020). The Dawn mission’s documented lessons span its journey to Vesta and Ceres and include the operational realities of running a long deep-space mission, including anomaly handling (Rayman2020Dawn). The environmental drivers of anomalies are themselves reviewed: the space environment’s effects on spacecraft vary by orbit and include radiation, plasma, and particle effects that induce off-nominal conditions (Lu2019), and the security-and-reliability literature for low-Earth-orbit systems catalogues reliability risks and enhancement solutions for the increasingly populated LEO regime (Yue2023).
Reasoning. Read together, these cases discharge the first subclaim of the assurance case, that the problem is real: safe-mode entry recurs (four times on Galileo alone), it sometimes threatens loss (CloudSat’s constellation threat), and recovery is neither automatic nor uniform (the multi-day GLAS recovery, the single-period CloudSat recovery). They also discharge the materiality subclaim, because the environmental reviews show that the fault-inducing conditions are pervasive and orbit-dependent rather than rare (Lu2019, Yue2023). But the same cases expose the gap with unusual clarity. Each is a single mission’s narrative. The Galileo recoveries succeeded partly because of human flight-team ingenuity under specific boundary conditions (Basilio1993); the CloudSat recovery succeeded through bold operator-developed procedures (Nayak2012). These are exactly the case narratives the prospectus warns against treating as a substitute for a hazard model. They cannot, individually or pooled by hand, yield a conditional estimate of the autonomy effect, because they are not a sample drawn and coded to a common rubric, they are not time-to-event records with consistent censoring, and they do not hold complexity, distance, and age fixed. The dissertation’s data chapter converts precisely this kind of narrative into coded fault episodes; the literature here is the raw material, not the answer.
Warrant and backing. The warrant is that individual anomaly narratives establish the existence and recurrence of the phenomenon but cannot, by their nature, deliver a population-level conditional estimate. The backing is the form of the cited cases, each a single-mission report. Qualifier: held with high confidence. Rebuttal: the claim would weaken only if the case literature were shown to constitute a complete, uniformly coded census of fault episodes, which it does not; its heterogeneity is in fact one of the four data limitations the dissertation names, because well-documented flagship anomalies are over-represented relative to quietly handled or lightly documented episodes.
3.7 Branch B: the spacecraft reliability-statistics tradition
Claim. A mature reliability-statistics tradition has established that spacecraft failure is statistically tractable at the population level, has produced validated survival and multi-state models of spacecraft and subsystem failure, and has documented the structural features (mass-category variation, infant-mortality and wear-out regimes, multi-state degradation) that any spacecraft survival model should respect; this tradition supplies the estimator and the structural priors the dissertation imports, and it omits fault-management autonomy as a covariate and models the unconditional rather than the conditional question, which is the precise omission the dissertation fills.
Evidence. The foundational work assembled on-orbit failure data across hundreds of spacecraft and fit nonparametric and Weibull reliability models, establishing that satellite and subsystem reliability is amenable to statistical data analysis and modeling at the population level (CastetSaleh2009). The same research program extended the analysis in several directions that are directly load-bearing for the dissertation’s design. It moved beyond a binary failed-or-operational view to multi-state failure analysis, distinguishing degraded states from fully failed states in a statistical framework (CastetSaleh2010Multistate). It compared single-Weibull against mixture-Weibull specifications for nonparametric satellite reliability, addressing the shape of the baseline hazard and the coexistence of distinct failure regimes (CastetSaleh2010Weibull). It asked whether spacecraft size matters by analyzing reliability statistically across mass categories, finding that failure behavior differs by mass class (CastetSaleh2011Mass). It analyzed small-satellite reliability in the same tradition, extending the apparatus to the small end of the mass spectrum (Dubos2014Small). And it analyzed the attitude-control subsystem specifically, with reliability, multi-state, and comparative failure-behavior results for one of the subsystems most implicated in safe-mode entry (Saleh2013ACS).
Reasoning. The interpretive work of this branch is to show that the dissertation does not invent a statistical apparatus for spacecraft; it imports a validated one and redirects it. Three features of the reliability tradition map directly onto design choices the later chapters make, and naming the mapping here is what makes the import disciplined rather than opportunistic. First, the finding that failure behavior differs by mass category (CastetSaleh2011Mass) and the related small-satellite extension (Dubos2014Small) justify stratification and a complexity control rather than a single pooled baseline; the dissertation’s mission-class stratification is the direct descendant of this finding. Second, the documented coexistence of infant-mortality and wear-out regimes, surfaced in the single-versus-mixture-Weibull comparison (CastetSaleh2010Weibull), justifies including spacecraft age as a covariate and testing whether its effect is monotone rather than assuming it; the dissertation’s age control and its planned proportional-hazards testing on that covariate follow from this. Third, the multi-state framing that distinguishes degraded from failed states (CastetSaleh2010Multistate) is the conceptual ancestor of the competing-risks specification, in which recovery and loss are competing terminal events out of the fault state rather than a single absorbing failure. The attitude-control-subsystem result (Saleh2013ACS) matters because attitude faults are a common trigger of safe-mode entry, so the subsystem most likely to generate the dissertation’s fault episodes is also the one with the most developed reliability baseline to borrow from.
The redirection is the contribution’s hinge. The reliability tradition models the unconditional question, time from launch to hardware failure, and it treats every spacecraft as a unit whose reliability is to be characterized. The dissertation conditions on fault entry and asks the survival question downstream of the fault, which is a different origin, a different risk set, and a different decision-relevant quantity. And the reliability tradition has no autonomy covariate at all; fault-management autonomy is simply not in its model, because its question does not require it. The dissertation adds that covariate and makes it the object of interest. The relationship is therefore one of methodological inheritance with substantive redirection: the estimator family, the structural priors about mass and age and multi-state degradation, and the demonstrated feasibility of population-level spacecraft survival modeling all come from this branch, while the conditioning on fault entry and the autonomy covariate are the dissertation’s own.
Warrant and backing. The warrant is that a validated population-level survival apparatus developed for the unconditional spacecraft-failure question can be redirected to a conditional post-fault-survival question by changing the origin and the risk set and adding a covariate, without inventing new statistics. The backing is the cited body of reliability work, all A-grade, which demonstrates the apparatus and supplies the structural priors. Qualifier: held with very high confidence that the apparatus is importable, because the import changes the data definition and the covariate set, not the estimator’s mathematics, which are standard survival analysis. Rebuttal: the import would be inappropriate if conditioning on fault entry induced a selection that the reliability apparatus cannot accommodate, for example if fault episodes are so non-randomly recorded that the risk sets are biased; the dissertation names under-recording of silently handled episodes as a data limitation and confines its inference to the documented population rather than claiming to characterize all fault episodes.
3.7a Why the conditional question is the decision-relevant one the literature has not asked
Claim. The reason neither literature has produced the dissertation’s estimate is not oversight but a difference in the question each was built to answer, and articulating that difference precisely shows why the conditional framing is the one a program manager actually needs and why a hazard model, rather than a logistic regression on episode outcome, is the natural estimator for it. This subsection isolates the conceptual move that the contribution turns on, drawing the distinction sharply enough that the design chapters can build on it without re-arguing it.
Reasoning. Consider the three questions one could ask of the same missions. The first is unconditional and mission-level: do autonomous missions fail less often overall, This is the reliability tradition’s natural extension, and it is dominated by whether missions encounter faults at all and by every other systematic difference between autonomous and non-autonomous programs, so its answer conflates fault-arrival rates with post-fault survival and is not the quantity a manager deciding how much autonomy to buy can use. The second is conditional and episode-level but outcome-only: among fault episodes, does a higher-autonomy spacecraft end the episode in recovery rather than loss, This is closer, and it is what a logistic regression on episode outcome would estimate, but it discards the information in how long the spacecraft dwells in the fault state before resolving and it cannot represent episodes that are still unresolved at the observation window’s close. The third is conditional and episode-level with timing: among fault episodes, how does autonomy change the hazard, the instantaneous rate of transition to loss, over the time the spacecraft spends in the fault state, This is the dissertation’s question, and it is the only one of the three that uses the dwell time, handles right-censoring of episodes that recover or remain open, and accommodates recurrent episodes within a mission without double-counting.
The literature reviewed in this chapter answers neither the second nor the third question at the population level. The reliability tradition answers a fourth, distinct question (time from launch to hardware failure) and stops at the spacecraft rather than the episode (CastetSaleh2009, CastetSaleh2011Mass). The engineering tradition gestures at the second and third questions through mechanism hypotheses and case narratives but never fits them: the FDIR literature’s claim that component-level isolation enables faster, more targeted recovery (Kolcio2016) is a hazard claim in disguise, because “faster recovery” is a statement about the rate of transition out of the fault state, yet it is asserted from design intent and validated on a single model rather than estimated as a rate across episodes. The Stottler recovery line pursues root-cause determination and recovery end to end (Stottler2024AMOS) without expressing the benefit as a survival rate. The worked cases narrate dwell-and-recover sequences (the single-sunlit-period CloudSat recovery, the multi-day GLAS recovery) that are exactly time-to-event observations (Nayak2012, Baker2011), but they are narrated, not coded into a survival object with a common origin and censoring rule.
The decision relevance follows directly. A fault has occurred or will occur on essentially every long-duration mission, because safe-mode entry is routine rather than exceptional, as the recurrence record shows (Basilio1993 documents four Galileo safings). The manager’s live question is therefore not whether autonomy reduces fault arrivals but what happens next once a fault has arrived, and specifically whether the spacecraft’s own fault-management capability changes the probability that the episode ends in recovery rather than loss in the time available. Conditioning on fault entry isolates that decision-relevant quantity and discards the noise of differing fault-arrival rates; the hazard formulation then extracts the timing information that the dwell-and-recover record contains and that an outcome-only model would throw away. This is why the contribution is framed as a conditional hazard estimate and not as an unconditional comparison or a logistic outcome model, and the framing is a direct response to what the reviewed literature does and does not provide.
Warrant and backing. The warrant is that the estimator should match the decision the estimate informs, and the decision here is conditional and timing-sensitive, so the estimator must be conditional and timing-sensitive. The backing is the reliability tradition’s demonstration that population survival modeling of spacecraft is feasible (CastetSaleh2009) combined with the engineering literature’s repeated framing of the benefit as faster recovery (Kolcio2016), which is a rate, hence a hazard. Qualifier: held with very high confidence, because it is an argument about the alignment of question and estimator rather than about a contested result. Rebuttal: the conditional framing would be the wrong choice if conditioning on fault entry introduced a collider bias that an unconditional design would avoid; the design chapters confront this by reasoning that fault entry is on the causal path from autonomy to outcome rather than a common effect of autonomy and an unobserved cause of survival, so conditioning on it isolates rather than distorts the decision-relevant contrast, and the threats-to-validity matrix records the assumption explicitly.
3.8 Cross-branch synthesis tables
The three branches can be summarized along the two axes that define the gap: what question each body of work answers, and whether it treats fault-management autonomy as an explanatory variable. The first table positions the branches; the second maps the imported design elements to their reliability-tradition source.
Table 3.1. The seam between the literatures.
	Branch
	Representative sources
	Question it answers
	Autonomy as covariate,
	Conditional on fault entry,

	A.1 Autonomy demonstrations
	Bernard1999DS1, Muscettola1997Onboard, Pell1998Hybrid, Gao2021Autonomy
	Can onboard detection-isolation-recovery work in flight,
	Implicit (the design is the autonomy)
	No (capability, not outcome)

	A.2 Fault-protection architectures
	RasmussenCassini1996, Brown1998, Brown2002, Ong2003, SPIDER2001, RobustCOTS2007
	What architecture detects and responds to faults,
	No (architecture is described, not scored across missions)
	No

	A.3 Formal V&V
	Luckcuck2019Formal, Ayache2002, Bozzano2014Formal, Butler2013
	Is the autonomous design correct and assurable,
	No
	No

	A.4 FDIR / model-based diagnosis
	Kolcio2014, Kolcio2016, CodettaRaiteri2014, Zolghadri2012, SalarKaleji2013, Stottler2024AMOS
	Can a system diagnose and recover autonomously,
	Design-intent only
	No (single-system validation)

	C Anomaly detection
	HealthMon2016, Biswas2020, Voss2019, Labrche2022, Fejjari2025, Erhan2021Anomaly
	Can faults be detected onboard from telemetry,
	No
	No (detection, not survival)

	B Reliability statistics
	CastetSaleh2009, CastetSaleh2010Multistate, CastetSaleh2011Mass, Dubos2014Small, Saleh2013ACS
	How long until hardware fails, at population scale,
	No (autonomy absent from the model)
	No (unconditional, from launch)

	This dissertation
	(the contribution)
	Does autonomy lower the hazard of loss given fault entry,
	Yes (the object of interest)
	Yes (origin = fault entry)


The bottom row is the only one with “Yes” in both right-hand columns. That joint emptiness above it is the gap, displayed rather than asserted.
Table 3.2. Design elements imported from the reliability tradition and redirected.
	Design element in this dissertation
	Reliability-tradition source
	What is inherited
	What is redirected

	Population-level survival modeling of spacecraft
	CastetSaleh2009
	Feasibility and method of fitting survival models to spacecraft failure data
	Origin moved from launch to fault entry; outcome conditioned on fault state

	Mission-class stratification
	CastetSaleh2011Mass, Dubos2014Small
	Failure behavior varies by mass/complexity class
	Used as a complexity control and stratification variable, not the object of study

	Spacecraft age covariate and monotonicity testing
	CastetSaleh2010Weibull
	Coexistence of infant-mortality and wear-out regimes
	Age included as a control; PH/monotonicity tested rather than assumed

	Competing-risks specification
	CastetSaleh2010Multistate
	Multi-state degradation distinguishing degraded from failed
	Recovery and loss modeled as competing terminal events out of the fault state

	Subsystem-level baseline (attitude control)
	Saleh2013ACS
	Reliability and multi-state behavior of the subsystem most implicated in safing
	Borrowed as a structural prior for the subsystem most likely to generate episodes


These tables make the chapter’s thesis legible at a glance. Branch B hands the dissertation a validated estimator and a set of structural priors; Branches A and C hand it a populated, legible autonomy spectrum and the materiality of the problem; and no branch, alone or in combination, has produced the conditional, autonomy-covariate estimate that the bottom row of Table 3.1 names.
3.9 The gap, stated explicitly
The current state of the literature is now fully characterized, and the gap can be stated without hedging. Two literatures bear on the question of whether fault-management autonomy improves spacecraft survival, and they do not meet. The reliability-statistics tradition (Branch B) models the unconditional time from launch to hardware failure, treats the spacecraft as the unit, and contains no fault-management-autonomy covariate; it is the right estimator pointed at the wrong question for present purposes (CastetSaleh2009, CastetSaleh2010Multistate, CastetSaleh2011Mass, Dubos2014Small, Saleh2013ACS). The fault-management engineering tradition (Branches A and C) builds, verifies, and demonstrates autonomous detection, isolation, and recovery, and argues for autonomy’s recovery benefit from architecture and from individual mission case narratives; it is the right substantive concern pointed away from population-level estimation (Kolcio2016, CodettaRaiteri2014, Bernard1999DS1, Basilio1993, Nayak2012, Stottler2024AMOS).
No study in the assembled corpus estimates the effect of fault-management autonomy level on the hazard of mission-ending loss conditional on fault entry, while controlling for the confounders (complexity, distance, age) that plausibly drive both autonomy investment and anomaly outcomes. This is a specific empirical absence, and three things must be said about it so that it is read correctly. First, the absence is structural, not accidental: it exists because the two literatures answer different questions, and bridging them requires importing one tradition’s estimator into the other tradition’s substantive domain, which neither has had reason to do. Second, the absence is the contribution, not a weakness of the corpus: the dissertation’s value rests on the claim that no prior study estimates this conditional hazard, and so the absence of a direct precedent is the gap the work fills rather than a bibliographic hole to be patched with tangential citations. Third, the absence is bounded by the corpus’s coverage: the claim is that no such study exists in a corpus assembled across the cliometrics, tail-risk, fault-management-engineering, FDIR, anomaly-detection, and reliability-statistics literatures via the vault APIs and local brains, and the design chapters treat the discovery of a counterexample during execution as a falsification trigger rather than as a result to be defended against.
The consequence of leaving the gap unfilled is the one the dissertation exists to remove: programs decide how much fault management to delegate to onboard autonomy on the strength of an engineering intuition (long light times make a ground loop slow) that has never been tested against the survival record of past missions, and they weigh autonomy’s real costs (the verification burden documented in Branch A.3, the shifted authority documented across the autonomy-survey literature) against an asserted but unmeasured survival benefit. Filling the gap converts that intuition into an architecture-trade parameter.
3.10 The propositions that follow
From the gap, three propositions follow that the later chapters operationalize. They are stated here as the bridge from literature to design, and they carry the named causal mechanism that the engineering literature asserts qualitatively and that the dissertation will estimate.
Proposition 1 (the estimable effect). If higher onboard fault-management autonomy lowers the hazard of mission-ending loss conditional on fault entry, then in a conditional hazard model of the form h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i), the coefficient on the autonomy variable is negative and the implied hazard ratio exp(beta_1) is below one. This is the alternative hypothesis H1; the null H0 is that beta_1 = 0 and exp(beta_1) = 1. The proposition is the literature’s recurring mechanism hypothesis (Kolcio2016, Stottler2024AMOS, Bernard1999DS1) made estimable: the driver is higher autonomy; the mechanism is that onboard detection, isolation, and recovery executes without waiting for a ground command cycle; the observable effect is faster, light-time-independent resolution of the fault episode before it becomes terminal; the operational consequence is a hazard ratio below one on the autonomy variable; and the strategic implication is an evidence-based architecture-trade parameter for NASA and JPL deep-space autonomy investment. Where the engineering literature asserts the mechanism from design intent, the dissertation estimates the operational consequence and reports it with an interval, downgrading from causal language to conditional-association language wherever the observational design cannot support a randomized-effect claim. Confidence that the mechanism is plausible: moderate-to-high, grounded in the FDIR literature’s consistent mechanism hypothesis and the demonstrated feasibility of onboard recovery; confidence about the sign and size of the estimate: deliberately withheld, because the study is at the design stage and no coefficient has been fit. Evidence that would raise confidence in the estimate is a fitted, sign-stable, interval-excluding-one hazard ratio across the robustness specifications; evidence that would lower it is a sign reversal upon adding controls or an interval that includes one.
Proposition 2 (the confounding to be conditioned away). Because programs that invest in autonomy are not a random subset of missions (deep-space missions face long light times and therefore both invest more in autonomy and operate in a harsher recovery environment; flagship missions are more complex and better funded), the unconditioned autonomy-survival association conflates autonomy with distance, complexity, and program richness. The literature supplies the warrant for treating these as confounders: the reliability tradition shows that failure behavior depends on mass and complexity class (CastetSaleh2011Mass, Dubos2014Small) and on age regime (CastetSaleh2010Weibull), and the autonomy literature shows that long light time is the standard engineering argument for autonomy (Gao2021Autonomy, AIspace2021), which is to say distance drives both treatment and recovery environment. Conditioning on complexity, distance, and age operationalizes Fogel’s counterfactual contrast as covariate adjustment, comparing the survival of comparable fault episodes that differ in autonomy level. Confidence that these are the right confounders to condition on: high, because each has a documented link to both treatment and outcome; confidence that conditioning removes all confounding: low, by construction, because the design is observational and unobserved confounders (test rigor, operations-team experience, instrumentation quality flagged in Branch C) remain, which is why the dissertation signs the residual bias rather than claiming to eliminate it.
Proposition 3 (the tail-aware reading). Because mission-ending loss is a rare, heavy-tailed event whose historical record undersamples the tail, the estimator must handle censoring and small event counts rather than rely on the stability of a mean, and the interpretation must consider whether autonomy’s benefit concentrates in the worst episodes (greatest distance, shortest reaction time) even if the pooled estimate is modest. The reliability tradition’s multi-state and competing-risks ancestry (CastetSaleh2010Multistate) and the survival-analysis apparatus jointly justify the estimator choice, which Chapter 5 develops. Confidence that the dependent variable is tail-distributed and rare: high, grounded in the rarity of documented mission-ending losses relative to safe-mode entries across the worked cases (Basilio1993, Nayak2012, Baker2011); confidence that a tail-concentrated benefit exists: low and explicitly hypothesis-only, to be probed by the pre-specified hardest-episode subgroup analysis rather than assumed.
3.11 Closing the assurance spine for the chapter
This chapter has carried the assurance-case spine to the point the literature can take it. The problem is real: safe-mode entry recurs on long-duration missions and a fraction of episodes threaten loss, documented across Galileo, CloudSat, GLAS, and the wider anomaly record (Basilio1993, Nayak2012, Baker2011, Lu2019, Yue2023). The problem is material: autonomy carries documented verification and authority-shift costs (Luckcuck2019Formal, Bozzano2014Formal, Butler2013) and the architecture trade that weighs those costs against an asserted survival benefit is made by intuition because no measured benefit exists (Gao2021Autonomy, AIspace2021, Jabbarpour2025Agent). The intervention addresses the mechanism: a conditional hazard model on autonomy, with confounder control, directly measures the counterfactual contrast that the FDIR literature asserts but never estimates (CastetSaleh2009, CastetSaleh2010Multistate, Kolcio2016). The contribution beats the available alternatives in the literature because the case-narrative approach the engineering tradition relies on (Basilio1993, Nayak2012) cannot deliver a conditional population estimate, while the reliability tradition’s estimator (CastetSaleh2009) can, once redirected. And the residual risk is acknowledged rather than hidden: the autonomy score is a coarse ordinal compression of a multidimensional property, unobserved confounding remains, and the event of interest is rare, all of which the design and analysis chapters address through second-reader coding, pre-flight scoring, signed-bias reasoning, competing-risks and frailty specifications, and Firth-penalized estimation. The full assurance-case summary table is compiled at the dissertation level rather than here, but the chapter’s contribution to it is complete: the literature shows the problem is real and material, shows that the intervention addresses a mechanism the literature itself names, and shows that no prior work has measured it, which is the warrant for the contribution that follows.
The chapter’s thesis stands. Two rigorous literatures bear on the autonomy-survival question and do not meet; the reliability tradition supplies a validated estimator pointed at the unconditional question and omits autonomy, the engineering tradition supplies the substantive concern and the mechanism hypothesis but argues from design and case narrative, and the conditional, population-level, autonomy-covariate estimate that sits in the seam between them is the object of this dissertation. The propositions that follow are the bridge to the data, measurement, and design chapters, where the autonomy score is constructed, the survival object is defined, the Cox estimator is specified, and the threats named here are met one by one.
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Chapter 4: Data and Measurement
4.0 The chapter thesis
This chapter delivers the measurement spine of the dissertation: a fault-episode event-history dataset, constructed from four named NASA and Jet Propulsion Laboratory documentary sources, on which the conditional hazard of mission-ending loss can be estimated with a treatment variable that orders onboard fault-management autonomy and a defended set of controls. The chapter’s answer is that every quantity in the estimating equation, including the delicate ordinal autonomy score, can be operationalized from documentation that exists prior to and independent of the survival outcome it is used to explain, and that the principal threats to measurement validity (reverse coding, reporting heterogeneity, and the compression of a multidimensional engineering property into a coarse ordinal) are bounded by construction choices rather than waved away. The autonomy score is the most fragile construct because it is the treatment; the chapter therefore builds it in three documented passes, anchors it to an externally published technology-readiness assessment, scores it from pre-flight material, and subjects it to an independent second reading. The remaining variables (the mission-ending event, the time-to-event clock, the complexity index, the distance regime, and spacecraft age) are imported from a validated reliability-statistics measurement apparatus and redirected from the unconditional hardware-failure question to the conditional post-fault-survival question. The chapter is written at the design stage. No episode has yet been coded against the assembled population; the worked examples are drawn from published mission post-mortems to illustrate how the coding rubric resolves a real case, and the coverage numbers are intended targets, not realized counts.
The problem This chapter examines is a measurement problem with four parts. The current state is that the two literatures the dissertation bridges supply, between them, the statistical apparatus for spacecraft survival modeling [CastetSaleh2009; CastetSaleh2010Multistate] and a large descriptive record of fault-management architectures and flight anomalies [NTRS1993Onboard; Basilio1993; Nayak2012], but neither supplies a coded, episode-level dataset in which autonomy is an explanatory variable and post-fault survival is the outcome. The desired state is exactly such a dataset, with every variable in the canonical estimating equation operationalized to a documented source, a documented scale, and a documented quality check. The gap is that the treatment variable has no off-the-shelf measurement instrument: there is no published autonomy scale calibrated to fault management, so it must be constructed, and its construction is where the study’s validity is won or lost. The consequence of leaving the gap open is that any hazard ratio fit to a poorly measured autonomy variable would be attenuated toward the null by classical measurement error and contaminated by reverse coding, so that a true protective effect could be masked and a spurious one manufactured. This chapter closes the gap by specifying the instrument before any estimate is attempted.
The canonical estimating equation, carried unchanged from the prospectus and the shared bible, fixes what must be measured:
h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i)
for fault episode i, where h_0(t) is the unparameterized baseline hazard and the betas are estimated by partial likelihood. Five quantities follow directly from this equation and organize the chapter: the survival object (the event and the time-to-event clock), the treatment autonomy_i, and the three controls complexity_i, distance_i, and age_i. Section 4.1 establishes the four named sources and their access paths. Section 4.2 defines the unit of analysis and the recurrent-episode rule. Section 4.3 operationalizes the dependent variable and the autonomy treatment. Section 4.4 constructs the three controls. Section 4.5 imports and redirects the reliability-statistics apparatus. Section 4.6 states coverage, the four material data limitations, data-quality and validation procedures, and the ethics and access posture. A consolidated measurement table in Section 4.3.5 maps every construct to its operational definition, source, and scale.
4.1 Named sources, provenance, and access paths
The analysis draws on four named documentary sources. Each is treated here as primary data, not as bibliography: the named sources supply the raw material from which fault episodes, outcomes, timing, autonomy, and controls are coded. This distinction matters for how the chapter is read. Where the chapter cites the reliability-statistics or methods literature, those are citations to published findings that justify a modeling choice. Where the chapter refers to NTRS, GAO, JPL anomaly records, or TechPort, those are references to the data substrate itself. The evidence-balance note in the expansion plan is therefore not a weakness to be patched: a data chapter whose variables are constructed from primary source documentation will be thin in secondary citations by construction, because the documents are the data.
4.1.1 NASA Technical Reports Server (NTRS)
NASA Technical Reports Server provides public access to NASA technical reports, conference papers, and lessons-learned documents through a citation-search interface at https://ntrs.nasa.gov/api/citations/search. The API returns structured citation records (title, authors, abstract, publication date, document type, and a resolvable identifier) and, where the underlying document is released, a link to full text. For this study NTRS is the primary instrument for two functions: identifying fault episodes and narratively coding autonomy behavior during a fault. The provenance chain is explicit. A fault episode enters the dataset when an NTRS document, or a corroborating GAO or JPL record, describes a discrete entry into a safe mode or comparable fault state on an identified spacecraft, with enough detail to fix the entry time and the end state. The early NTRS reference on onboard fault management for autonomous spacecraft [NTRS1993Onboard] is illustrative of the document class that supplies design-intent material for the autonomy score: it describes the intended onboard detection-isolation-recovery behavior of a fault-management implementation in the candidate’s own words before flight, which is exactly the pre-flight material the autonomy coding requires.
The coverage of NTRS is strongest for flagship and competed missions that produce conference papers and post-mission assessments, and weakest for missions that do not generate public technical reporting. The known biases are a documentation-effort bias (well-staffed flagship programs report more) and a survivorship-of-records bias (older or cancelled programs have thinner public trails). The unit NTRS supplies is the document; the coding protocol (Appendix A) maps from documents to episodes, and a single episode may be supported by several NTRS documents while a single document may describe several episodes.
4.1.2 Government Accountability Office (GAO) assessments
The Government Accountability Office publishes recurring assessments of major NASA projects that document development and on-orbit anomalies, schedule and cost consequences, and program-level attributes such as complexity class and cost category. GAO reports are accessed through the public GAO website. Their value to this study is twofold. First, they supply independent corroboration of mission-ending outcomes: because GAO is an external oversight body rather than the implementing program, a loss documented in a GAO assessment is less subject to the implementing program’s framing than a self-report. Second, they supply the program-level attributes that feed the complexity control: subsystem and instrument counts and a cost class are reported or inferable from GAO project descriptions. The provenance advantage of GAO is its independence; the bias is that GAO concentrates on major projects above a reporting threshold, which reinforces the flagship over-representation already present in NTRS. GAO records are program-level, so they corroborate and contextualize episodes rather than time them.
4.1.3 JPL mission anomaly and incident-surprise-anomaly (ISA) records
JPL maintains mission anomaly and incident records for the deep-space and Earth-science missions it operates, including incident-surprise-anomaly reporting where releasable. These records supply the fine-grained fault-entry and recovery timing that the time-to-event variable demands, at a resolution that NTRS conference papers and GAO assessments usually do not reach. The Galileo safing-and-recovery record is a published example of the genre [Basilio1993]: it documents an anomaly, the spacecraft’s safing response, and the recovery sequence with the temporal detail needed to fix a fault-entry origin and a recovery time. The access posture is the most constrained of the four sources because some ISA content is not publicly releasable; the coding protocol therefore restricts JPL-derived timing to releasable records and flags any episode whose timing rests on a non-public source so that a reproducibility audit can identify it. The bias is that releasable ISA records are a non-random subset of all anomalies, plausibly skewed toward episodes whose resolution was clean enough to document and release. This is the same under-recording-of-silent-episodes concern that recurs as a data limitation in Section 4.6, and the JPL stream is where it bites hardest.
4.1.4 NASA TechPort technology-readiness classifications
NASA TechPort catalogs technology projects with technology-readiness-level assessments. TechPort entries for fault-management, autonomy, and systems-health-management technologies are used to construct the anchor of the autonomy-maturity score: the readiness level of the flown fault-management or systems-health-management technology gives an objective, externally documented floor for the autonomy claim, so that the score does not rest solely on a single analyst’s reading of design prose. The provenance virtue of TechPort is that the TRL assessment is made for technology-management purposes unrelated to this study’s hypothesis, so it is exogenous to the autonomy-survival question; it was not produced to argue that autonomy helps or hurts survival. The bias is that TRL is a maturity scale, not an autonomy scale: a high TRL records that a technology is flight-proven, not that it executes the full detection-isolation-recovery chain onboard without a ground loop. The autonomy score therefore uses TRL as a floor and corroborating anchor, not as the autonomy measure itself; the ordinal detection-isolation-recovery placement (Section 4.3.3) is what carries the autonomy content, and the TRL anchor guards it against unsupported claims of maturity.
4.1.5 Worked-example missions as documented anomaly substrate
Beyond the four named source streams, the corpus carries a set of published mission descriptions and post-mortems that serve as worked examples for the coding rubric and as a check that the rubric resolves real cases. The Dawn mission to Vesta and Ceres [Rayman2020Dawn], the Galileo safing-and-recovery record [Basilio1993], and the CloudSat anomaly-recovery account [Nayak2012] each document a fault entry and a recovery or loss outcome at a granularity that lets the coding protocol be exercised end to end before it is applied to the full population. Mission-design references such as the CHEOPS mission description [Benz2020], the Solar Probe Plus (Parker) mission description [Fox2015], and the BepiColombo two-spacecraft architecture [Milillo2020] supply complexity and distance-regime context for missions that may contribute episodes. These are used illustratively in this chapter; they are not a claim that the population has been coded.
The Dawn record [Rayman2020Dawn] is worth dwelling on as a coverage exemplar because it spans the full episode genre the study targets. Dawn was an ion-propulsion deep-space mission that visited two bodies and experienced reaction-wheel anomalies that forced operational reconfiguration over a long operating life; its published lessons document both safing entries and the ground-and-onboard recovery responses to them, at a range regime that places the ground loop at deep-space light times. A mission of this kind can contribute several episodes to the dataset, each with a documented entry, a documented terminal state, and a distance regime that is itself time-varying over the mission, which is precisely why the distance covariate must be allowed to be time-dependent rather than fixed at a single mission-level value. The CloudSat account [Nayak2012] sits at the opposite end of the distance spectrum, an Earth-orbiting mission whose anomaly and recovery occurred at near-Earth light times where a ground loop is fast, and the contrast between the two is exactly the variation the distance control is meant to absorb so that it does not leak into the autonomy coefficient.
4.1.6 Cross-source record linkage
A measurement concern that is invisible until the four sources are used together is record linkage: an episode is frequently identified from one source, timed from a second, given its outcome corroboration from a third, and given its autonomy and complexity attributes from a fourth, so the episode record is an assembled object that must be linked across sources without error. The linkage key is the spacecraft-and-event pair: a documented fault entry on a named spacecraft at a documented time is matched across sources by spacecraft identity and by temporal proximity of the described anomaly. The linkage is fallible in two ways, each with a coding rule. First, a single underlying anomaly may be described in two sources with slightly different timing or framing; the protocol adopts the more authoritative timing (JPL ISA over a conference paper over a GAO summary, in that order, because ISA records are operational and closest to the event) and records the discrepancy. Second, two genuinely distinct episodes on the same spacecraft may be conflated if their descriptions are vague about timing; the protocol resolves this conservatively by treating ambiguous cases as a single episode rather than inventing a second, which biases the episode count downward but protects against manufacturing spurious recurrence. The linkage decisions are recorded per episode in the coding log so that a reproducibility reviewer can audit how a given assembled episode was built from its constituent source documents. The linkage discipline is the practical guarantee behind the measurement table in Section 4.3.5: each construct’s source column names where that construct’s value comes from, and the linkage protocol is what entitles the table to draw different columns of the same row from different documents.
4.2 Unit of analysis and the recurrent-episode rule
The unit of analysis is the fault episode: a discrete entry into a safe mode or comparable fault state by a single spacecraft. This definition is carried verbatim from the bible and is load-bearing for the whole design, so it is worth stating precisely what is and is not an episode. An episode begins at a fault entry, defined as the moment the spacecraft transitions from nominal operation into a protective reduced configuration (safe mode, standby, sun-point, or a comparable named fault state) in response to an onboard-detected anomalous condition. An episode ends at one of two terminal states: confirmed recovery to nominal operations, or mission-ending loss of the spacecraft or its primary objective traceable to the fault episode. The interval between entry and terminal state is the episode duration and is the raw material for the time-to-event clock.
A mission can contribute multiple episodes. This is not an inconvenience to be averaged away; it is a structural feature of the data with a clear methodological consequence. Long-duration missions enter safe mode repeatedly over their operating lives, and treating each entry as an independent observation would understate the standard errors because episodes from the same spacecraft share unobserved spacecraft-level attributes (build quality, operations-team experience, design conservatism) that make their durations correlated. The recurrent-episode rule is therefore a robust variance estimator clustered on the spacecraft: the point estimates are computed from the pooled episodes, but the variance is adjusted so that within-spacecraft dependence does not inflate apparent precision. This is the measurement-stage commitment; the estimation-stage detail (the clustered robust variance and the alternative shared-frailty specification that absorbs spacecraft heterogeneity into the model rather than only into the variance) is developed in Chapter 5. The multi-state failure framing in the reliability-statistics tradition [CastetSaleh2010Multistate], which distinguishes degraded from failed subsystem states, is the conceptual ancestor of treating recovery and loss as distinct terminal states out of a common fault state, and it justifies the episode-as-unit choice: the episode is the spacecraft-level analogue of the subsystem state transition that the multi-state literature models.
Two boundary cases require coding rules, stated here and detailed in Appendix A. First, a fault entry that the spacecraft handles and clears without escalation, and that is documented, is a valid episode ending in recovery; the under-documentation of such silent episodes is a coverage limitation (Section 4.6), not a definitional exclusion. Second, when a single anomalous condition causes a cascade of entries within a short window, the protocol codes the cascade as one episode with the first entry as origin, rather than as several episodes, to avoid double-counting a single underlying fault. The adjudication of cascade-versus-distinct is documented per episode so that a second reader can audit it.
4.3 The survival object and the autonomy treatment
4.3.1 Dependent variable: the mission-ending anomaly event
The event is the mission-ending anomaly: permanent loss of the spacecraft or of its primary mission objective traceable to the fault episode. The construct has two components that the coding protocol separates. The first is permanence: a recovered safe-mode entry is not an event, even a severe one, because the mission continued. The second is traceability: the loss must be attributable to the fault episode, not to an unrelated later event. A spacecraft that recovers from a safe-mode entry and is lost two years later to an independent cause contributes a recovered (censored) episode at the first entry, not an event. This traceability requirement is what keeps the dependent variable conditional on the fault episode, which is the entire point of the design: the dissertation measures survival of the episode, not survival of the mission.
Time-to-event is measured from fault entry. The clock starts at the documented entry time and runs to one of three stopping conditions: confirmed recovery (the episode is censored at the recovery time), mission-ending loss (the episode is an event at the loss time), or the close of the observation window while the mission is still operating (the episode is censored at window close). Right-censoring is thus the rule for every non-event episode, and the Cox partial likelihood handles it directly without any assumption about the unobserved post-censoring survival [Cox1972Regression]. The choice to measure time from fault entry rather than from launch is what makes the model answer the conditional question; an analysis clocked from launch would answer the unconditional time-to-failure question that the reliability-statistics literature already addresses [CastetSaleh2009].
The dependent variable is also where the competing-risks structure originates. Recovery and loss are competing terminal events out of the fault state: a given episode can end in one or the other but not both, and the occurrence of recovery removes the episode from risk of loss. The base specification treats recovery as censoring; a robustness specification treats recovery and loss as competing risks so that the cause-specific hazard of loss is estimated without the assumption that a recovered episode would have been at the same risk of loss had it not recovered [Lau2009Competing]. The competing-risks detail belongs to Chapter 5; what matters at the measurement stage is that the coding protocol records the type of terminal state, not only its time, so that both the base and competing-risks specifications can be run from the same coded data.
4.3.2 The autonomy treatment: why it is the most delicate construct
The primary explanatory variable autonomy_i is an ordered fault-management autonomy score for each mission’s fault-management implementation. It is the treatment, and its measurement quality determines whether the study can answer its question, so it receives more construction detail than any other variable. Two properties are fixed by the bible and may not be relaxed. First, the score is ordinal, not cardinal: it distinguishes levels of autonomy without claiming that the gaps between levels are equal, and the hazard ratio is therefore read per level, not per unit of some continuous autonomy quantity that does not exist. Second, the score is built from pre-flight documentation, specifically TechPort readiness anchors and design documentation produced before or independent of the survival outcome, precisely so that a mission-ending loss cannot retroactively contaminate the autonomy coding. The reverse-coding threat is concrete: if documentation written after a loss describes the fault management as inadequate, and the analyst scored autonomy from that post-loss narrative, the autonomy score would be partly an echo of the outcome it is meant to explain, and the estimated effect would be an artifact. Scoring from pre-flight material defeats this by construction.
The minimum ordering, carried from the bible, has three levels:
· Level 1, ground-loop-dependent recovery. The spacecraft detects the fault and safes itself, then waits for human operators to diagnose the condition and uplink a recovery sequence. The detection function is onboard; isolation and recovery are on the ground.
· Level 2, onboard detection with limited autonomous response. The spacecraft detects and executes a constrained onboard response (for example, switching to a redundant unit or entering a pre-scripted recovery), but substantive isolation and reconfiguration still require a ground command cycle.
· Level 3, onboard autonomous detection-isolation-recovery. Detection, isolation, and recovery all execute onboard without waiting for a ground command cycle, as in the model-based fault-diagnosis-and-recovery behavior that anchors the autonomous end of the spectrum [NTRS1993Onboard].
The ordering reflects how much of the detection-isolation-recovery chain executes without a ground command cycle, which is exactly the property the causal mechanism predicts should matter: light-time-independent resolution of a fault before it becomes terminal is what higher levels of the ordering buy.
4.3.3 The three-pass construction of the autonomy score
The autonomy score is built in three documented passes, each producing an auditable artifact retained in the coding log (Appendix B).
Pass one: the TechPort technology-readiness anchor. Each mission’s flown fault-management or systems-health-management technology is matched to a TechPort entry, and its technology-readiness level is recorded as an objective, externally documented floor for the autonomy claim. The anchor does not by itself place the mission on the three-level ordering; it constrains the placement by ruling out autonomy claims that the readiness record does not support. A mission cannot be coded Level 3 on the strength of design prose if no flight-proven onboard isolation-and-recovery technology is documented for it. The anchor is exogenous to the hypothesis because TRL is assessed for technology-management purposes, not to argue about survival, and this exogeneity is the construct-validity virtue that the chapter leans on hardest given the absence of a purpose-built autonomy scale.
Pass two: the detection-isolation-recovery placement. The analyst reads NTRS and program design documentation to place the implementation on the ordered three-level scale, asking for each of the three functions (detection, isolation, recovery) whether it executes onboard without a ground command cycle. The placement is recorded with the supporting document quotations so that the basis for each level assignment is traceable. This is the pass that carries the autonomy content; the TRL anchor only bounds it.
Pass three: the independent second-reader re-coding. A second reader, using the same rubric and the same pre-flight documentation, independently re-codes each mission’s autonomy level. Disagreements between the two readers are adjudicated against the documentation, not split or averaged, and the adjudicated basis is recorded. The inter-coder agreement is reported as a reliability statistic (the schema is in Appendix B). The purpose of the third pass is reproducibility: the ordering must be a property of the documentation and the rubric, not of a single analyst’s judgment, and the second reading is what converts an analyst’s reading into a measured variable with a stated reliability.
The score is deliberately coarse. Three levels, not ten, because the underlying documentation does not support finer distinctions, and because an over-precise score would create a false impression of measurement quality that the data cannot honor. The coarseness is a deliberate construct-validity choice, not a limitation to apologize for: a finer scale would invite the analyst to manufacture distinctions the documents do not contain, which is exactly the measurement error that attenuates coefficients toward the null. Treating the variable as ordinal also disciplines the interpretation downstream, because the hazard ratio is read per level rather than per unit of a continuous quantity that has no documentary basis.
It is worth being explicit about the direction in which residual autonomy-score measurement error pushes the estimate, because stating the sign of a bias is the Fogelian move of bounding a claim rather than asserting it [Fogel1964Railroads]. Classical, non-differential measurement error in an ordinal treatment, error that is unrelated to the outcome, attenuates the estimated coefficient toward the null and therefore toward H0. This is a conservative direction for the study: it makes a rejection of H0 harder to obtain, so a rejection achieved despite the coarse score is credible, while a failure to reject must be read with the attenuation acknowledged as one possible cause among others. The more dangerous error is differential error, error correlated with the outcome, which is exactly the reverse-coding contamination the pre-flight-scoring rule is built to prevent: if the autonomy score were read from post-loss narratives, a loss could systematically depress the recorded autonomy, manufacturing a spurious protective effect. Scoring from pre-flight TechPort and design documentation breaks the correlation between the score and the outcome at its source, so the residual error is plausibly non-differential and therefore conservative rather than spurious. The mechanism is concrete: pre-flight documents are written before the survival outcome exists, so they cannot encode it, which means the score they support cannot be an echo of the outcome it is used to explain. This is why the chapter has insisted on the pre-flight provenance of every pass of the autonomy construction rather than treating it as a procedural footnote.
4.3.4 A worked autonomy-coding example
To make the rubric concrete, consider how a published anomaly record is coded, using the Galileo safing-and-recovery record [Basilio1993] as the illustrative case. The document describes an anomaly, an onboard safing response, and a recovery sequence executed with ground involvement. Under the rubric, pass two would examine whether detection, isolation, and recovery each executed onboard without a ground command cycle. The record’s description of a safing response followed by a ground-directed recovery sequence places the detection function onboard and the recovery function partly on the ground, which is the signature of Level 1 or low Level 2 rather than Level 3. Pass one would check whether any flight-proven onboard isolation-and-recovery technology is documented in TechPort for the relevant fault-management implementation, bounding the placement. Pass three would have a second reader confirm or contest the level against the same record. The example is illustrative of the coding procedure, not a claim about Galileo’s contribution to the fitted estimate; the point is that the rubric resolves a real, published case to a documented level with an auditable basis, which is the property the construct-validity argument requires.
4.3.5 Consolidated measurement table
The following table maps every construct in the estimating equation to its operational definition, its primary source, and its scale. It is the chapter’s measurement contract: every quantity the model consumes is defined here, and nothing the model consumes is defined only in prose.
	Construct
	Operational definition
	Primary source
	Scale / coding

	Fault episode (unit)
	Discrete entry into safe mode or comparable fault state by one spacecraft; cascade within a short window coded as one episode
	NTRS narratives; JPL ISA records
	Identifier per episode; clustered on spacecraft

	Event (dependent)
	Permanent loss of spacecraft or primary objective traceable to the episode
	GAO assessments (independent corroboration); NTRS; JPL ISA
	Binary event indicator (1 = loss, 0 = censored)

	Time-to-event
	Time from documented fault entry to recovery (censored), loss (event), or window close (censored)
	JPL ISA timing; NTRS; GAO
	Continuous duration; right-censored

	autonomy_i (treatment)
	Level of onboard fault-management autonomy on the detection-isolation-recovery chain
	TechPort TRL anchor (pass 1); NTRS/design docs (pass 2); second reader (pass 3)
	Ordinal, three levels (1 ground-loop; 2 limited onboard; 3 onboard DIR)

	complexity_i (control)
	Index of mission complexity
	GAO / NTRS subsystem count, instrument count, program cost class
	Constructed index (continuous or ordinal band)

	distance_i (control)
	Earth-spacecraft range regime at episode time; sets one-way light time
	NTRS / GAO mission descriptions; mission-design references
	Regime categories; may enter as time-dependent covariate

	age_i (control)
	Time since launch at fault entry
	NTRS / GAO launch dates; episode entry time
	Continuous duration


4.4 Control construction
The three controls are not nuisance parameters; they are the confounders whose conditioning operationalizes the Fogelian counterfactual. The identification logic, developed fully in Chapter 5, is that programs investing in autonomy are not a random subset of missions, so the within-stratum comparison of comparable episodes that differ in autonomy is what isolates the autonomy effect. That comparison is only as good as the controls that define the strata, so the measurement of the controls is itself part of the identification argument.
4.4.1 Complexity
Mission complexity is proxied by an index built from subsystem count, instrument count, and program cost class as reported in GAO and NTRS documentation. The construct it targets is the latent difficulty and richness of a mission, which plausibly drives both autonomy investment (richer programs can afford autonomy) and anomaly outcomes (more complex spacecraft have more failure modes). The three components are each independently documented in GAO project descriptions and NTRS mission papers, which keeps the index auditable. The index is deliberately a coarse banding rather than a precise scalar, for the same reason the autonomy score is coarse: the underlying counts and cost classes are reported at varying precision across missions, and a falsely precise index would import noise. The construction weights are documented in Appendix C so that the index can be reproduced and so that the sensitivity of the autonomy estimate to the weighting can be probed. The reliability-statistics finding that failure behavior differs by mass category [CastetSaleh2011Mass] is the warrant for including a complexity control at all: if size and class shift the baseline failure behavior, then comparing autonomy across missions without conditioning on complexity would conflate autonomy with class.
4.4.2 Distance
Distance is the Earth-spacecraft range regime at the time of the fault episode, which determines one-way light time and therefore the cost of a ground loop. It is the confounder with the tightest theoretical link to the treatment, because the long light times of deep-space missions are the standard engineering argument for investing in autonomy, and they simultaneously make the recovery environment harsher. A spacecraft at Mercury’s distance [Milillo2020] or approaching the Sun [Fox2015] faces a ground loop measured in many minutes or tens of minutes, while a near-Earth spacecraft faces seconds. Distance is coded as a regime rather than a continuous range because the documentary precision on instantaneous range at the moment of a fault is usually coarse, and because the mechanism (the cost of waiting for a ground cycle) is well captured by regime bands. Distance may enter the model as a time-dependent covariate, because a single mission can transit from a near-Earth regime to a deep-space regime over its life, and an episode’s distance is the regime at the episode’s entry time, not at launch. The time-dependent treatment of distance is a measurement commitment recorded in Appendix C and an estimation detail handled in Chapter 5.
4.4.3 Spacecraft age
Spacecraft age is time since launch at fault entry, capturing the wear-in and wear-out effects documented in the reliability literature. Age is the cleanest of the three controls to measure, because launch date and episode entry time are both documented, and the difference is the age. Its inclusion is warranted by the documented mixture of infant-mortality and wear-out regimes in spacecraft failure behavior [CastetSaleh2010Weibull]: early-life failures and end-of-life wear-out are distinct hazard regimes, so age must enter the model and its functional form must be allowed to be non-monotone rather than assumed linear. The reliability-statistics work on attitude-control subsystem failure behavior across the operating life [Saleh2013ACS] reinforces that the age effect is subsystem- and time-varying, which is why the model tests rather than assumes the shape of the age term. Age is also the control most robust to reverse coding, because launch and entry dates are recorded for operational reasons unrelated to any later loss.
4.5 Importing and redirecting the validated reliability-statistics apparatus
The dissertation does not invent a statistical measurement apparatus for spacecraft survival; it imports a validated one and redirects it. This section makes the import explicit, because doing so is itself a construct-validity argument: the measurement choices below are not novel and untested, they are borrowed from a body of work that established their adequacy on spacecraft data, and the only novelty is the redirection from the unconditional to the conditional question and the addition of the autonomy covariate.
Three features of the reliability-statistics tradition are imported. First, mass-category stratification. The finding that failure behavior differs by mass class [CastetSaleh2011Mass] is imported as the warrant for the complexity control and for the mission-class-stratified robustness specification, rather than fitting a single pooled baseline hazard that would average over heterogeneous classes. Second, the infant-mortality and wear-out regime structure. The documented mixture of early-life and wear-out failure regimes [CastetSaleh2010Weibull] is imported as the warrant for including spacecraft age as a covariate with a flexible functional form. Third, the multi-state ancestry of competing risks. The multi-state failure framing that distinguishes degraded from failed states [CastetSaleh2010Multistate] is the conceptual ancestor of the competing-risks specification in which recovery and loss are competing terminal events out of the fault state [Lau2009Competing]. The small-satellite reliability analysis in the same tradition [Dubos2014Small] and the more recent femtosatellite mission-assurance work [Teale2024Femto] extend the apparatus to the small end of the mass spectrum and confirm that the survival-modeling machinery transfers across classes, which bounds the external-validity discussion: the apparatus is validated across classes even though this study’s sample concentrates on the flagship end.
What is redirected is the question, not the machinery. The reliability-statistics tradition models the unconditional time to hardware failure: the clock runs from launch, the event is a subsystem or spacecraft failure, and the covariates describe the hardware [CastetSaleh2009]. This dissertation reclocks the analysis to fault entry, redefines the event as conditional mission-ending loss out of a fault state, and adds the autonomy covariate that the prior work omitted. The redirection is the contribution at the measurement level: every other measurement choice is borrowed and validated, so the construct-validity burden concentrates on the two genuinely new measurements (the conditional time-to-event clock and the autonomy score), which is exactly where this chapter has spent its detail.
4.6 Coverage, limitations, data quality, validation, and ethics
4.6.1 Coverage
The intended sample is the population of identifiable fault episodes on NASA and JPL robotic spacecraft for which fault entry, end state, and autonomy level can be coded from the four named sources. Coverage is strongest for flagship and competed deep-space and Earth-science missions, which are well documented in NTRS and GAO, and for JPL-operated missions with releasable anomaly records. The target is the largest defensible set of episodes consistent with reliable coding, with an expectation of a sample in the low hundreds of episodes across several dozen spacecraft. These figures are design-stage targets, not realized counts; no episode has been coded against the assembled population, and the realized sample will be reported with the executed analysis. The coverage target is set by feasibility rather than by a power calculation, because the binding constraint is the number of codable episodes, and the consequence of the small expected event count for statistical power is taken up in Chapter 6.
4.6.2 The four material data limitations
The data have four notable limitations, carried from the prospectus and elaborated here because each has a measurement consequence and a design response.
Reporting heterogeneity. Well-documented flagship missions are over-represented relative to small or classified missions, because flagship programs generate more public technical reporting. The mechanism is a documentation-effort bias: coverage tracks reporting effort, not the true incidence of fault episodes, so the sample is skewed toward complex, high-investment spacecraft. The consequence is for external validity (the estimate generalizes most safely to the flagship class) rather than for internal validity, and it is addressed by stating the generalization bound explicitly rather than by a coverage correction the data cannot support.
Coarse ordinal autonomy score. The autonomy score is a three-level ordering, not a continuous measurement, and it compresses real architectural variety into three bins. The mechanism is deliberate coarsening to match documentary precision (Section 4.3.3). The measurement consequence is that genuine within-level autonomy variation is unmodeled, which attenuates the estimated effect toward the null if higher-autonomy implementations within a level survive better. This is a conservative bias: it works against finding an effect, so a rejection of H0 despite it is robust, and a failure to reject must be read with the attenuation in mind.
Under-recorded silent episodes. Fault episodes that were handled onboard and never escalated may be under-recorded, because a clean, undocumented recovery leaves no public trail. The mechanism is a selection on documentation: the recorded episodes are a non-random subset skewed toward episodes severe or interesting enough to document. The measurement consequence is a truncation of the low-severity, fast-recovery end of the duration distribution, which is most acute in the JPL ISA stream. The direction of the resulting bias on the autonomy estimate is not obvious a priori, because silent episodes are plausibly more common on higher-autonomy spacecraft (which is the whole point of autonomy), so under-recording them could either understate autonomy’s benefit (by dropping its successes) or leave it unaffected (if the dropped episodes would all have been recoveries anyway). The honest position is that the direction is uncertain, and the discussion downgrades confidence accordingly rather than asserting a convenient sign.
Rare events and the thin tail. Mission-ending losses are rare, so the event count is small relative to the censored episodes. This is the heavy-tailed, undersampled-tail condition that the Talebian frame warns about [Taleb2014PP]: the historical record undersamples the tail, and sample means understate exposure, so any mean-based estimator would be unreliable in exactly the region that matters. The measurement consequence is that the effective sample size for the Cox model is governed by the event count, not the episode count, which constrains statistical power and is the reason the design favors a hazard formulation that handles censoring and small event counts over a mean-based approach. The tail-risk discipline also shapes interpretation: the value of autonomy may concentrate in the worst episodes, those at the greatest distance with the least reaction time, so a pre-specified tail-subgroup analysis is part of the plan, and a favorable pooled average is not treated as a tail guarantee. The contagious-disease tail-risk analysis in the same tradition [Cirillo2020] is the methodological precedent for treating rare catastrophic outcomes as heavy-tailed rather than thin-tailed, and the orbital-environment dynamics literature [Lewis2020Debris] is the reminder that the consequences of a loss are not always localized to the lost vehicle, which raises the stakes of underestimating tail exposure.
4.6.3 Data quality and validation against known values
Data quality is enforced at three points, each producing a retained artifact. First, source triangulation: an episode’s outcome is corroborated across sources where possible, with GAO’s independent oversight reporting used to confirm mission-ending losses that an implementing-program self-report might frame differently. Second, second-reader coding of the autonomy score (Section 4.3.3) and a documented adjudication of disagreements, with an inter-coder reliability statistic reported. Third, a retained coding log (Appendices A and B) recording, per episode, the supporting documents, the entry and terminal times, the terminal type, the autonomy level and its basis, and any flag for non-public timing.
Validation against known values is the construct-validity check that the measurement apparatus is not producing artifacts. Two validations are planned. The first validates the imported survival machinery against the published reliability-statistics baselines: fitting the unconditional survival of the spacecraft in the sample and comparing the recovered failure behavior against the documented mass-category and age-regime patterns [CastetSaleh2011Mass; CastetSaleh2010Weibull] confirms that the data and the estimator reproduce known spacecraft failure behavior before the conditional autonomy question is asked of them. A sample whose unconditional behavior departs sharply from the validated baselines would signal a coding or assembly error, not a discovery. The second validates the autonomy score against its external anchor: the TechPort TRL floor (Section 4.3.1) is a known external value, and any mission whose pass-two detection-isolation-recovery placement contradicts its TRL anchor is re-examined, because a Level 3 placement on a technology with no documented flight-proven onboard recovery is a coding error to be caught, not a finding. These validations are the measurement-stage analogue of the falsifiability commitment: the apparatus is checked against known values before it is trusted to produce a new one.
4.6.4 Ethics, access, and reproducibility
The ethics and access posture is straightforward because the study uses documentary records of spacecraft, not human subjects, so there is no human-subjects protection question. Two access constraints nonetheless bear on reproducibility. First, some JPL incident-surprise-anomaly content is not publicly releasable, so the coding protocol restricts JPL-derived timing to releasable records and flags any episode whose timing rests on a non-public source. This keeps the dataset auditable: a reproducibility reviewer can identify exactly which episodes depend on non-public material and assess the conclusion with and without them. Second, the named public sources (NTRS, GAO, TechPort) are accessed through their public interfaces, and the access paths (the NTRS citation-search API, the GAO website, the TechPort catalog) are documented so that the source pulls are reproducible. The reproducibility commitment is therefore concrete: the four named sources, the coding protocol (Appendix A), the autonomy-score rubric and inter-coder schema (Appendix B), the complexity-index weights and distance-regime coding (Appendix C), and the retained per-episode coding log together let an independent analyst reconstruct the dataset from the same documents. No MITRE-internal or working-note material is used; the data substrate is public documentation and releasable JPL records only.
4.6.5 Confidence statement and what would change it
The confidence in the measurement design is, at this stage, moderate, and the calibration is deliberate. It is moderate rather than high because the treatment variable has no off-the-shelf instrument and must be constructed, and because the under-recording of silent episodes introduces a selection whose sign on the autonomy estimate is uncertain. It is moderate rather than low because the construction choices that matter most are defended: the autonomy score is anchored to an exogenous external readiness assessment, scored from pre-flight material to defeat reverse coding, and independently re-coded, and the rest of the apparatus is imported from a validated tradition and checked against known baselines. The evidence that would raise confidence is the realized inter-coder reliability statistic on the autonomy score (a high agreement would confirm the ordering is a documentary property, not an analyst’s judgment) and the validation of the sample’s unconditional survival against the reliability-statistics baselines (a match would confirm the assembly is sound). The evidence that would lower confidence is a low inter-coder agreement, a sample whose unconditional behavior departs from the validated baselines, or a finding that the realized event count is so small that the autonomy score’s coarseness and the silent-episode truncation jointly dominate the signal. Stating in advance what would raise and lower confidence is the measurement-stage counterpart of the falsifiability commitment that organizes the whole dissertation [Fogel1964Railroads]: the apparatus is built to be checked, and the checks are named before the data are touched.
The measurement spine assembled here is what the next two chapters consume. Chapter 5 takes the survival object, the autonomy treatment, and the three controls and specifies the Cox estimator, the identification strategy that gives the autonomy coefficient its conditional interpretation, and the robustness specifications that probe the threats this chapter has catalogued. Chapter 6 takes the same coded data and specifies the estimation procedure, the fixed decision rule on H0, the design-stage illustrative expectations, and the power analysis whose binding constraint is the event count this chapter has flagged as thin. Nothing in those chapters can be better than the measurement here, which is why this chapter has spent its length defending the two genuinely new constructs, the conditional time-to-event clock and the ordinal autonomy score, rather than restating the borrowed machinery it imports intact.
Chapter 5: Research Design and Identification
5.0 The chapter thesis
This chapter delivers the inferential engine of the dissertation: a Cox proportional-hazards survival model, estimated by partial likelihood on the fault-episode event-history dataset built in Chapter 4, whose single coefficient of interest is the log hazard ratio on the ordinal autonomy variable. The chapter’s answer is that this estimator, conditioned on a small and theoretically motivated control set and hardened by a five-specification robustness battery, identifies a conditional, population-level contrast that no prior study has measured: among fault episodes of comparable mission complexity, distance regime, and spacecraft age, whether higher-autonomy spacecraft survive their fault states at a different rate. The estimator is chosen, not defaulted to. It dominates the two obvious alternatives, a logistic regression on episode outcome and any mean-based summary of survival time, because it uses the information in the dwell time before resolution, handles the right-censoring that pervades an in-service spacecraft population, tolerates a small event count better than a parametric mean model, and accommodates the recurrent, within-mission clustering of episodes through a robust variance estimator. The identification is observational and the chapter says so plainly: the autonomy coefficient is a conditional association under a defended set of controls, not a randomized treatment effect, and the chapter signs the direction of the most likely residual confounder so that the conditional estimate is read as an upper bound on autonomy’s benefit rather than a point claim. The chapter is written at the design stage. No coefficient is fitted on the assembled population; every numerical illustration is labeled as a decision-rule shape, not an estimate.
The problem This chapter examines is an inferential problem with four parts, framed in the assurance-case discipline that runs through the dissertation. The current state is that Chapter 4 has produced a measurement spine, a coded survival object with a treatment and three controls, but a measurement spine is inert until an estimator extracts a contrast from it, and the wrong estimator would either discard information the data carry or import assumptions the data cannot support. The desired state is an estimator whose target parameter is exactly the decision-relevant quantity, the conditional hazard ratio on autonomy, and whose identifying assumptions are stated formally, argued from the structure of the data, and exposed to falsification rather than asserted. The gap is that the decision-relevant quantity is conditional and time-structured: it lives in the survival of an episode after fault entry, it must respect censoring and recurrence, and it must be purged of the confounding that makes autonomous and non-autonomous programs non-comparable in the raw. No off-the-shelf application of a default regression closes that gap; the estimator and its identification must be specified deliberately. The consequence of leaving the gap open is that a hazard ratio fit by an ill-chosen estimator, or identified off an undefended set of controls, would answer a different and less useful question than the one the dissertation poses, and would do so with a false air of precision. This chapter closes the gap by specifying the Cox estimator, the conditioning strategy that gives its autonomy coefficient a conditional-counterfactual interpretation, the model structure that respects the data’s censoring and clustering, the robustness specifications that probe each modeling choice, and the four-way threats-to-validity matrix that names every way the inference could fail and the design response to each.
The canonical estimating equation, carried unchanged from the prospectus and the shared bible, fixes the target of inference:
h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i)
for fault episode i, where h_0(t) is the unparameterized baseline hazard and the betas are estimated by partial likelihood. The quantity of interest is the hazard ratio exp(beta_1). The hypotheses, also carried verbatim, are that the autonomy coefficient is zero under the null (H0: beta_1 = 0, exp(beta_1) = 1) and negative under the alternative (H1: beta_1 < 0, exp(beta_1) < 1), so that higher onboard fault-management autonomy is associated with a lower hazard of mission-ending loss conditional on fault entry, after controlling for complexity, distance, and age. Section 5.1 establishes the estimator and why it dominates its alternatives. Section 5.2 sets out the identification strategy: what beta_1 is identified off, conditioning as the operationalized Fogelian counterfactual, the consideration and rejection of instrumental-variable identification, and the signing of the program-quality bias. Section 5.3 specifies the base model: the clustered robust variance, the proportional-hazards test, and distance as a time-dependent covariate. Section 5.4 sets out the five robustness specifications. Section 5.5 presents the four-way threats-to-validity matrix and the design response to each threat, and closes with a calibrated confidence statement and the assurance-case spine compiled for this chapter.
5.1 The estimator: the Cox proportional-hazards model and why it dominates the alternatives
The claim of this section is that the Cox proportional-hazards model is the correct estimator for the dissertation’s question, and that its selection is forced by three properties of the data rather than chosen by convention. The grounds are the structure of the fault-episode dataset: the outcome is a time to a terminal event measured from fault entry, the data are heavily right-censored because most episodes resolve in recovery and most missions are still operating at window close, the events of interest are rare, and the episodes are clustered within spacecraft because a single mission contributes several. The warrant connecting these properties to the estimator is the canonical result that the Cox model specifies the hazard as a product of an unspecified baseline hazard and an exponential function of covariates, estimates the covariate coefficients by partial likelihood without parameterizing the baseline, and thereby delivers a hazard ratio that is interpretable, censoring-robust, and free of any assumption about the shape of the baseline hazard [Cox1972Regression]. The backing is the large-sample theory that established the partial-likelihood estimator’s consistency and asymptotic normality for counting-process data, which is precisely the data structure of recurrent fault episodes accumulating over mission time [AndersenGill1982]. The qualifier is that the model’s central assumption, proportionality of hazards across covariate levels, must be tested rather than assumed, and the rebuttal, that proportionality may fail for one or more covariates, is anticipated and handled in Section 5.3 by Schoenfeld-residual testing and respecification. No claim of estimator adequacy is made without this test as its protection.
The dominance argument is comparative, and it must be made against the two estimators a reader would otherwise reach for. The first alternative is a logistic regression on the binary episode outcome, recovery versus loss. This estimator is inferior here for a specific, statable reason: it discards the dwell time. The time a spacecraft spends in a fault state before resolving carries information directly relevant to the mechanism the dissertation tests. The named causal mechanism is that higher autonomy permits onboard detection-isolation-recovery to execute without waiting for a ground command cycle, which produces a faster, light-time-independent resolution of the fault episode before it becomes terminal. A logistic model on the outcome alone is blind to the speed of resolution and therefore blind to the observable signature of the mechanism; two episodes that both end in recovery look identical to it whether one resolved in an hour onboard and the other in a week of ground diagnosis. A survival model, by contrast, reads the resolution time as data, which is why the standard treatments of failure and survival analysis treat time-to-event as the object of inference rather than a binary state [Carpenter1997; Hosmer1999]. The Cox model’s specific form, the proportional-hazards regression, is the workhorse of that tradition for exactly this reason: it estimates how covariates shift the instantaneous risk of the terminal event over time, not merely whether the event eventually occurred [Shenyang2009; Smith2017; Cox2018]. Choosing the Cox model over logistic regression is therefore not a stylistic preference; it is the choice to use the information the mechanism predicts will be present, and to forgo it would be to test the hypothesis with one hand tied.
The second alternative is any mean-based summary of survival, a comparison of average time-in-fault or average survival by autonomy level. This estimator fails for a reason rooted in the dissertation’s Talebian frame, and the failure is doubly disqualifying. First, mean-based comparisons cannot accommodate censoring without bias: the missions still operating and the episodes that ended in recovery are not failures, and treating their observed durations as if they were complete event times, or dropping them, distorts the estimate in a direction that depends on the censoring pattern. The Cox model handles censoring directly in the partial likelihood, which is built from the risk sets at observed event times and never requires the analyst to impute the unobserved event times of censored cases [Cox1972Regression; AndersenGill1982]. Second, and more fundamentally, the dependent variable is a rare, heavy-tailed event, and the historical record undersamples the tail, so sample means understate true exposure and are unreliable estimators of the quantity that matters [Taleb2014PP]. The contagious-disease tail-risk literature in the same tradition establishes that catastrophic rare outcomes are heavy-tailed rather than thin-tailed, so that the empirical mean is a poor and slowly converging summary precisely in the region of interest [Cirillo2020]. A hazard formulation sidesteps the unreliable mean entirely: it estimates the multiplicative effect of a covariate on the instantaneous risk, an estimand that is well-defined and estimable even when the event count is small and the loss distribution is fat-tailed. The mechanism-to-estimator link is therefore tight on both sides of the dissertation’s anchor pair. Fogel’s demand for a single quantitative counterfactual number is met by the hazard ratio exp(beta_1), the social-saving analogue [Fogel1964Railroads]. Taleb’s demand that a rare, heavy-tailed loss not be summarized by a mean is met by the choice of a censoring-robust, risk-set-based estimator over any mean-based comparison [Taleb2014PP; Cirillo2020].
It is worth stating the partial-likelihood mechanics explicitly, because they are what make the Cox model the right instrument for a thin-event sample and they govern several downstream design choices. The partial likelihood is constructed not from the full distribution of event times but from the conditional probability, at each observed event time, that the episode that failed was the one that did fail, given the set of episodes still at risk at that instant. The baseline hazard h_0(t) cancels out of these conditional probabilities, which is why it need never be parameterized; the estimator extracts the covariate effects from the ordering and the risk-set composition at event times alone [Cox1972Regression]. Two consequences follow directly and are load-bearing for the design. First, only the times at which a mission-ending loss occurs contribute risk sets to the likelihood, so the information that identifies beta_1 is concentrated in the small number of loss events, not spread across the many censored recoveries; this is the formal statement of the rule, used throughout, that events and not episodes govern the effective sample size. Second, a censored recovery is not discarded but contributes to the risk sets of every loss event that occurs before its own censoring time, so the censoring is handled by inclusion in risk sets rather than by imputation or deletion, which is exactly the property that disqualifies the mean-based alternatives. The counting-process formalization of Andersen and Gill recasts this construction as a martingale estimating equation and proves the consistency and asymptotic normality of the resulting estimator under the recurrent-event accumulation that characterizes the data [AndersenGill1982], and the same formalization is what licenses the time-dependent-covariate and robust-variance extensions used in Section 5.3.
A third property of the data, recurrent and clustered episodes, requires the Cox model to be extended rather than replaced, and the extension is well established. A single spacecraft contributes multiple fault episodes, so the episodes are not independent: an unobserved mission attribute that makes one episode more survivable makes the others more survivable too. The counting-process formulation of the Cox model, on which the large-sample theory rests, is the natural framework for recurrent events because it treats each spacecraft’s episode history as a counting process and accumulates the partial-likelihood contributions across the risk sets at event times [AndersenGill1982]. The recurrent-event survival literature supplies the practical apparatus: a robust, cluster-corrected variance estimator that accounts for the within-spacecraft dependence without requiring a parametric model of it [Kelly2000]. The process point of view that underlies this machinery is the modern foundation of event-history analysis [Aalen2008; Mills2011], and it is what licenses the clustered base specification in Section 5.3. The upshot is that the Cox model, in its counting-process form with a cluster-robust variance, is not merely adequate to the recurrent structure of the data; it is the framework built for it.
The confidence in the estimator choice is high, and the calibration rests on the convergence of three independent justifications: the Cox model uses the dwell-time information the mechanism predicts, it handles the censoring and rare-event structure that disqualify mean-based alternatives, and its counting-process extension is purpose-built for recurrent clustered episodes. What would lower this confidence is a finding, at execution, that the proportional-hazards assumption fails so pervasively across covariates that the model must be heavily stratified and time-interacted, at which point the clean single-hazard-ratio interpretation would be compromised; Section 5.3 specifies the test and the respecification that would catch and repair this, and Section 5.5 carries it as a statistical-conclusion-validity threat. What would raise confidence is the opposite, a clean Schoenfeld-residual test on the assembled data, which would confirm that the single hazard ratio is a faithful summary of the autonomy effect across the observation window.
5.2 Identification: what the autonomy coefficient is identified off
The claim of this section is that the autonomy coefficient beta_1 is identified off a within-stratum comparison of comparable fault episodes that differ in autonomy level, that this comparison is the operationalized form of Fogel’s counterfactual, and that the identification, though observational rather than experimental, is defensible because the control set is small, theoretically motivated, and its principal residual bias is signed rather than assumed away. The grounds are the structure of the confounding problem, which is real and must be stated before it is addressed. The warrant is that conditioning on the observed confounders that drive both the treatment and the outcome isolates the decision-relevant contrast. The backing is the cliometric methodology that requires a historical causal claim to be embedded in an explicit, quantitative counterfactual rather than asserted from intuition [Fogel1964Railroads]. The qualifier, stated emphatically, is that this is a conditional association under a defended control set, not a randomized causal effect, and the rebuttal, that an unobserved confounder could still bias the estimate, is met not by denial but by signing the likely direction of that bias so that the claim is bounded.
The identification problem is confounding, and naming its mechanism is the first step. Programs that invest in autonomous fault management are not a random subset of missions. Deep-space missions face long one-way light times that make a ground recovery loop slow, which is simultaneously the standard engineering argument for investing in autonomy and a feature of a harsher recovery environment in which any episode is more dangerous [Gao2021Autonomy; AIspace2021]. Flagship missions are more complex and also better funded, so they both carry more autonomy and differ in a dozen other ways from leaner programs. Spacecraft age tracks both the accumulation of wear and the era of the mission’s design, which correlates with the autonomy technology available at build time. The driver-to-consequence chain of the confounding is therefore explicit: an unconditioned comparison of survival by autonomy level would attribute to autonomy the combined effect of autonomy and of distance, complexity, and program richness, producing a hazard ratio that conflates the treatment with its correlates. This is the bare-correlation trap the dissertation’s argument standard forbids; the design’s job is to convert a confounded correlation into a conditional contrast with a named identifying assumption.
The strategy is conditioning on observed confounders, and the choice of which confounders to condition on is disciplined rather than kitchen-sink. Distance, complexity, and age are the three covariates with the clearest theoretical link to both the treatment and the outcome, and all three are codable from the named sources of Chapter 4. The identifying assumption is conditional independence of the autonomy assignment and the potential survival outcomes given these three controls: among fault episodes of comparable complexity, distance regime, and spacecraft age, the autonomy level is taken as if unrelated to the unobserved determinants of post-fault survival. Conditioning on these three in the partial likelihood isolates the within-stratum comparison, which is exactly the counterfactual contrast Fogel’s method demands, operationalized as covariate adjustment rather than as the construction of a synthetic counterfactual world [Fogel1964Railroads]. The decision to keep the control set small is itself an identification choice with statistical force, not a concession: the events that drive the partial likelihood are scarce, and a useful rule of thumb in survival modeling requires on the order of ten events per estimated covariate to keep the maximum-partial-likelihood estimates approximately unbiased, so every added control consumes scarce events and risks over-parameterization against a thin event count. The covariate set is therefore held to the three confounders that theory identifies as first-order, and the temptation to add controls in search of significance is refused, because doing so would trade identification for noise. This restraint is revisited in Section 5.4 through a reduced model containing only autonomy and the single most important confounder, distance, which lets the reader see whether the conclusion survives when the event count is spent on the fewest possible parameters.
Instrumental-variable identification was considered and is rejected, and stating the rejection explicitly is part of the identification argument rather than an omission. A valid instrument would have to shift autonomy investment without affecting post-fault survival except through autonomy, the exclusion restriction. No such variable is credibly available. Every plausible candidate fails the restriction by inspection: mission era shifts autonomy investment but also shifts hardware reliability, ground-system capability, and operational experience, all of which plausibly affect survival through channels other than autonomy; program budget shifts autonomy investment but also shifts test rigor, redundancy, and staffing, again with direct survival channels. An instrument that violates its exclusion restriction imports an untestable assumption that is more likely false than the conditional-independence assumption it would replace, and it does so while typically being weak, which inflates variance and bias together. Honest conditioning with a defended, theoretically motivated control set, accompanied by explicit reasoning about the remaining bias, is more defensible than a weak instrument that smuggles in an exclusion restriction no one can verify. The rejection of IV is therefore not a failure to find a clever design; it is a judgment that the available instruments are worse than the conditioning strategy on the criterion that matters, the credibility of the identifying assumption.
The final and most important identification move is to sign the residual confounding rather than to assume it away, and this is the chapter’s sharpest Fogelian commitment. Conditioning reduces but does not eliminate confounding, and the honest question is what an unobserved confounder would do to the estimate. The most likely unobserved confounder is overall program quality, the bundle of test rigor, redundancy, staffing depth, and operations-team experience that the three named controls capture only partially. Program quality is plausibly positively associated with both autonomy investment, because high-quality programs can afford and verify autonomy, and post-fault survival, because high-quality programs survive faults better for reasons unrelated to autonomy. An unobserved confounder that is positively associated with both treatment and outcome biases an unconditioned protective estimate further in the protective direction, so an estimate that did not condition on quality would overstate autonomy’s benefit. Conditioning on complexity and cost class absorbs part of program quality, because larger and costlier programs are on average higher-quality, but it cannot absorb all of it. The signed-bias reasoning then yields a bound: if, after conditioning, the autonomy hazard ratio remains below one, the residual program-quality bias works in the same direction as the estimated effect, so the conditional estimate is an upper bound on autonomy’s true protective benefit, not a lower bound. This is a Fogelian move in the precise sense that it bounds the claim rather than asserting it [Fogel1964Railroads]: the design does not pretend to have removed all confounding, it reasons through the sign of what remains and reports the estimate as a ceiling. The multi-state failure analysis in the reliability-statistics tradition, which distinguishes degraded from failed states and models the transitions between them, is the conceptual precedent for treating the post-fault trajectory as a structured process whose confounders can be reasoned about rather than a black box [CastetSaleh2010Multistate].
The signed bound is reinforced, not replaced, by a formal sensitivity analysis specified in advance. Signing the direction of the residual bias establishes that a surviving protective estimate is conservative, but it does not say how large an unobserved confounder would have to be to overturn the qualitative conclusion. The design therefore commits to a sensitivity calculation that asks the quantitative version of the question: how strongly would an unmeasured mission-level confounder have to be associated with both autonomy and post-fault survival to drive the autonomy hazard ratio back to one. If that threshold association is implausibly large relative to the associations of the measured confounders, the conclusion is robust to plausible unmeasured confounding; if it is small, the conclusion is fragile and the design says so. This is the natural complement to the frailty robustness specification of Section 5.4, which models the residual mission-level heterogeneity as a latent term: the frailty model estimates the effect net of an absorbed latent severity, while the sensitivity analysis characterizes how much unabsorbed confounding the conclusion can tolerate. Together they convert the unobserved-confounding threat from a rhetorical caveat into a bounded and partly quantified residual, which is the most an observational design can honestly offer. The multi-state failure framework imported from the reliability-statistics tradition again supplies the precedent for treating the determinants of a transition out of a fault state as structured and reasoned-about rather than opaque [CastetSaleh2010Multistate].
The confidence in the identification is moderate, and the calibration is deliberate and matched to the design-stage evidence grade. It is moderate rather than high because the identifying assumption is conditional independence given three controls, which is observational and untestable, and because program quality is incompletely absorbed. It is moderate rather than low because the control set is theoretically motivated and codable, IV was considered and correctly rejected, and the principal residual bias is signed so that the estimate is bounded rather than open-ended. What would raise confidence is evidence at execution that the autonomy hazard ratio is stable when the complexity and cost-class controls are varied in their construction, which would suggest the program-quality channel is well absorbed; what would lower it is a hazard ratio that swings materially with the complexity-index specification, which would signal that the controls are doing more work than they should and that residual confounding is large.
5.3 The base model specification
The claim of this section is that the base specification is a single Cox model with the three named controls, a robust spacecraft-clustered variance, a formal proportional-hazards test, and distance entered as a time-dependent covariate, and that each of these four choices is forced by a documented feature of the data rather than added for show. The grounds are the data structure established in Chapter 4 and Section 5.1: recurrent within-mission episodes, the proportionality assumption that the Cox model rests on, and the fact that a single long mission transits between distance regimes during its life. The warrant for each choice is supplied by the survival-analysis methods literature, cited at the point of use. The qualifier is that the base specification is the pre-registered primary model against which H0 is tested, and the robustness specifications of Section 5.4 are its planned probes, not alternatives that could be substituted after seeing the result.
The base estimating equation is the canonical one, restated to fix the primary specification:
h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i)
with t the time since fault entry, h_0(t) the unparameterized baseline hazard estimated nonparametrically, the four betas estimated by partial likelihood, and the standard errors computed by a robust, sandwich-form variance estimator clustered on the spacecraft. The clustering is the first non-default choice and it is forced by the recurrent structure: because a spacecraft contributes multiple episodes that share unobserved mission-level attributes, the naive variance estimator would understate the standard errors by treating correlated episodes as independent observations, inflating apparent precision and the risk of a false rejection of H0. The cluster-robust variance corrects this by computing the variance from spacecraft-level score contributions rather than episode-level ones, an approach grounded in the recurrent-event survival literature that handles exactly this dependence structure [Kelly2000] and consistent with the counting-process foundation of the model [AndersenGill1982]. The practical effect is to widen the confidence interval on exp(beta_1) to reflect the true information content of a clustered sample, which is the honest treatment of a dataset in which the effective number of independent units is the number of spacecraft, not the number of episodes.
The second non-default choice is the formal test of the proportional-hazards assumption, and it is the protection on the qualifier from Section 5.1. The Cox model’s interpretive cleanliness, a single hazard ratio per covariate, holds only if the hazards are proportional across covariate levels over the observation window, that is, if the covariate’s effect on the log hazard does not itself vary with time. This assumption is tested, not assumed, using scaled Schoenfeld residuals: a covariate whose scaled residuals exhibit a systematic trend against time violates proportionality, and the test provides both a per-covariate statistic and a global statistic [Therneau2000Modeling]. The respecification rule is fixed in advance to prevent specification search. Where proportionality fails for a covariate, that covariate is either stratified, so that each stratum receives its own baseline hazard and the covariate is removed from the exponential term, or interacted with a function of time, so that its time-varying effect is modeled explicitly. The methods literature on non-proportional hazards establishes both repairs and the conditions under which each is preferred [Schemper1992], and the time-varying-coefficient machinery is well developed and implemented in standard software [Zhang2018; FisherLin1999TDC]. The test-and-repair protocol is the design response to the principal estimator-level threat, and it is pre-specified so that the choice of repair is governed by the residual diagnostic rather than by which repair produces the more congenial autonomy coefficient.
The third non-default choice is to permit distance to enter as a time-dependent covariate, and it is forced by mission physics. A single deep-space mission does not occupy a fixed distance regime: it transits from a near-Earth regime at launch to a deep-space regime at its destination, and the one-way light time, which is what distance proxies for the cost of a ground loop, changes accordingly over the mission and therefore over the times at which its fault episodes occur. Treating distance as a fixed, mission-level covariate would mismeasure it for episodes that occur during transit and would blur the very quantity the control is meant to capture. The Cox model accommodates time-dependent covariates within its counting-process formulation without difficulty: the covariate value entering each risk set is the value at the episode’s time, and the partial-likelihood machinery is unchanged in form [FisherLin1999TDC; Zhang2018]. The design therefore codes distance at the time of each fault episode, which is what Chapter 4’s distance-regime coding supplies, and enters it as a time-dependent term so that the distance control reflects the actual recovery environment of each episode rather than a mission-level average. This is the specification-level expression of the mechanism: distance matters because it sets the cost of the ground loop, autonomy matters because it removes the dependence on that loop, and the model must let distance vary as the mission moves if it is to separate the two.
The fourth choice concerns the functional form of the controls, and it is governed by the reliability-statistics evidence imported in Chapter 4. Spacecraft age enters with a flexible form rather than a single linear term, because the documented mixture of infant-mortality and wear-out failure regimes implies a non-monotone age effect that a linear term would mismodel [CastetSaleh2010Multistate]. Whether the age effect is best captured by a polynomial, a spline, or a categorical regime indicator is determined at execution by the fit, with the choice pre-registered as a decision rule rather than left to post-hoc selection. Complexity enters as the constructed index of Chapter 4, and its measurement error is carried forward as a construct-validity threat in Section 5.5 rather than denied here. The base specification is thus fully determined before any data are fit: the three controls, the cluster-robust variance, the Schoenfeld test with its fixed respecification rule, and distance as a time-dependent term constitute the pre-registered primary model, and the hazard ratio exp(beta_1) it produces is the dissertation’s headline estimand.
5.4 Robustness specifications
The claim of this section is that the autonomy coefficient’s interpretation is protected by five pre-specified robustness specifications, each of which probes a distinct modeling assumption of the base model, and that the decision rule on H0 requires the sign of beta_1 to be stable across all five, not merely significant in the base model alone. The grounds are that any single specification embeds choices, about how recovery and loss are treated as terminal states, about unobserved mission-level heterogeneity, about mass-class baselines, about small-sample bias, and about how many controls the event count can support, that could individually drive the result. The warrant is that a result robust to all five is far less likely to be an artifact of one of these choices than a result that holds in the base model alone. The qualifier is that the five specifications are not a menu from which the most congenial is selected; they are a battery, all reported, and the sign-stability requirement binds the conclusion to their agreement.
The first robustness specification is a competing-risks formulation, and it probes the base model’s treatment of recovery as censoring. In the base model, an episode that ends in recovery is right-censored at the recovery time, which treats recovery as the absence of the event of interest. But recovery and mission-ending loss are not absence-and-presence; they are two competing terminal states out of the fault state, and an episode that recovers cannot subsequently be lost from the same fault, so recovery is a competing risk rather than neutral censoring. The competing-risks specification models this directly. The subdistribution-hazard approach estimates the effect of autonomy on the cumulative incidence of mission-ending loss in the presence of the competing recovery event, which is the quantity a program manager actually cares about, the probability of loss accounting for the fact that recovery removes the episode from risk [Fine1999]. The cause-specific-hazard approach, fit as a complementary view, estimates the instantaneous rate of loss among episodes still in the fault state and is the natural companion to the subdistribution model [Lunn1995; Lau2009Competing]. The competing-risks literature establishes when each is the appropriate estimand and cautions against reading a subdistribution hazard ratio as a cause-specific one [Austin2016; Li2017; Anon2016]. Reporting both, and confirming that the autonomy coefficient’s sign agrees with the base model under each, guards against the possibility that the base model’s censoring of recovery has manufactured or masked the effect. This specification is also the direct descendant of the multi-state failure analysis imported in Chapter 4, which distinguished degraded from failed states and is the conceptual ancestor of treating recovery and loss as competing terminal events [CastetSaleh2010Multistate].
The second robustness specification is a shared-frailty model, and it probes the base model’s treatment of unobserved mission-level heterogeneity. The cluster-robust variance of the base model corrects the standard errors for within-spacecraft dependence but does not model the dependence; a shared-frailty model goes further by introducing a multiplicative random effect, the frailty, that is shared by all episodes of a spacecraft and absorbs the unobserved mission-level attributes that make some spacecraft more survivable than their covariates predict [Duchateau2008Frailty]. The frailty term is the structural alternative to the cluster-robust variance: where clustering corrects inference for dependence, frailty models the dependence as a latent mission-level effect and estimates the autonomy coefficient net of it [Karagrigoriou2011; Xue1996]. This matters for the identification argument of Section 5.2, because the principal residual confounder, program quality, is exactly the kind of unobserved mission-level attribute a frailty term is built to absorb. If the autonomy coefficient survives the inclusion of a shared frailty, the inference that autonomy and not unmodeled mission quality drives the result is strengthened; if it collapses, the frailty has revealed that the base model attributed to autonomy what was in fact mission-level heterogeneity. The penalized-likelihood implementation of frailty models is standard and well documented, and the same penalized machinery underwrites the Firth correction discussed below [Therneau2003]. The frailty-index methodology from the broader survival literature confirms that a latent severity construct can be operationalized and estimated from observed indicators, which is the formal analogue of treating program quality as an estimable latent term rather than an unmeasured nuisance [Searle2008].
The third robustness specification is mission-class stratification, and it probes the assumption of a common baseline hazard across heterogeneous spacecraft classes. The reliability-statistics tradition documented that failure behavior differs by mass class, so a single pooled baseline hazard would average over classes whose baseline risk genuinely differs [CastetSaleh2010Multistate]. A stratified Cox model gives each mission class its own baseline hazard while constraining the covariate coefficients, including the autonomy coefficient, to be common across strata, which removes between-class baseline differences from the autonomy contrast [Therneau2000Modeling]. This is the specification-level implementation of the warning, carried from Chapter 4, that the complexity control and the mass-class stratification together guard against the autonomy coefficient absorbing a pure class effect. Confirming that the autonomy coefficient is sign-stable under stratification establishes that the effect is a within-class contrast, not an artifact of comparing flagship to lean missions whose baselines differ for reasons unrelated to autonomy.
The fourth robustness specification is Firth-penalized partial likelihood, and it probes the small-sample behavior of the estimator under the rare-event condition. Mission-ending losses are rare, so the event count is small relative to the censored episodes, and ordinary maximum partial likelihood is biased away from zero in small samples and can fail entirely under separation, where a covariate perfectly predicts the outcome in the available events. The Firth-type penalty corrects the small-sample bias and resolves separation by penalizing the partial likelihood, and it is the design’s primary estimator when the realized event count is low rather than a mere check; the penalized-survival-model machinery that implements it is the same that underwrites the frailty models [Therneau2003; Schemper1992]. Using a penalized estimator under rare events is the statistical-conclusion-validity counterpart of the Talebian warning that rare-event samples are thin in exactly the region that matters [Taleb2014PP; Cirillo2020]: the penalty is what keeps the estimate honest when the events that drive it are few. The design commits in advance to reporting the Firth-penalized estimate alongside the ordinary partial-likelihood estimate whenever the event count is low, so that the reader can see whether the conclusion depends on the small-sample correction.
The fifth robustness specification is the reduced autonomy-plus-distance model, and it probes whether the conclusion depends on fitting all four covariates against a thin event count. The events-per-variable concern of Section 5.2 implies that a four-covariate model may be over-parameterized when losses are scarce, so the design also estimates the autonomy effect in a reduced model containing only autonomy and the single most important confounder, distance. Distance is the chosen retained confounder because it is the covariate most tightly linked to the mechanism: it sets the one-way light time and therefore the cost of the ground loop that autonomy removes. If the autonomy coefficient is sign-stable and similar in magnitude between the full and reduced models, the reader can be confident the conclusion is not an artifact of fitting four parameters against few events; if it diverges, the divergence localizes the fragility to the controls the thin event count cannot support. This specification is the design’s most direct concession to the rare-event constraint, and reporting it is the honest alternative to either over-fitting the full model or hiding the model’s dependence on a thin event count.
The decision rule binds these five specifications to the conclusion. H0 is rejected in favor of H1 if and only if the estimated hazard ratio exp(beta_1) is below one and its 95 percent confidence interval excludes one in the pre-registered base specification, and the sign of beta_1 is stable across all five robustness specifications. A hazard ratio whose base-model interval includes one fails to reject H0. A hazard ratio whose sign reverses or whose significance disappears under any of the five robustness specifications is reported as fragile, and the contribution is downgraded accordingly rather than claimed. The confidence in the robustness battery is high as a design: the five specifications are distinct, each is grounded in a cited methodological literature, and the sign-stability requirement is a demanding and pre-committed standard. What would lower confidence at execution is a pattern in which the autonomy coefficient holds in the base model but fails under the frailty specification, which would indicate that unobserved mission-level heterogeneity, the program-quality channel, was driving the base result; that specific failure mode is why the frailty model is included rather than omitted.
5.4.6 Pre-registration commitment and the computational and software plan
The robustness battery and the decision rule are only credible if they are fixed before the data are seen and executed in a reproducible computational environment, so the design states both commitments explicitly. The pre-registration commitment is that the base specification of Section 5.3, the five robustness specifications of this section, the scaled-Schoenfeld respecification rule, the functional-form decision rule for the age covariate, the pre-specified tail subgroup carried into Chapter 6, and the fixed decision rule on H0 are all recorded in a time-stamped pre-registration before any episode-level outcome is linked to its autonomy score. The pre-registration is the anti-search device named in Section 5.5.4: it removes the researcher degrees of freedom that would otherwise let the choice among specifications be governed by which yields a significant autonomy coefficient, and it converts the robustness battery from a menu into a falsification test. Any deviation from the pre-registered protocol that the data force, for example a proportional-hazards failure that requires a repair not anticipated by the respecification rule, is reported as a deviation with its rationale rather than silently absorbed, so that a reproducibility reviewer can separate pre-planned analyses from data-driven ones.
The computational and software plan is specified so the analysis is reproducible by an independent analyst from the same coded data. The estimation is implemented in established, openly documented survival-analysis software whose Cox, competing-risks, frailty, stratified, and penalized-partial-likelihood routines are the reference implementations of the methods cited in this chapter: the proportional-hazards model with cluster-robust variance and the scaled-Schoenfeld diagnostic follow the implementation that accompanies the canonical extension of the Cox model [Therneau2000Modeling]; the penalized-partial-likelihood routines that deliver both the Firth-type correction and the shared-frailty estimates are the same penalized-survival machinery [Therneau2003]; the time-varying-covariate construction follows the standard counting-process data layout in which each episode is split at the times its time-dependent distance regime changes [Zhang2018; FisherLin1999TDC]; and the competing-risks estimands are computed with the subdistribution and cause-specific routines of that literature [Fine1999; Lunn1995]. The plan commits to a fixed software-version record, a scripted and version-controlled analysis pipeline that runs end to end from the coded episode dataset to the reported hazard ratios without manual intervention, and a retained random-seed record for any procedure with a stochastic component, so that every number in the executed analysis is regenerable. The broader survival-analysis ecosystem confirms that these estimands and diagnostics are standard and portable across modern implementations rather than bespoke [Cleves2003; Lnczky2021; Katzman2018], which means the reproducibility commitment does not depend on a single proprietary tool. The reproducibility artifacts retained are the pre-registration, the analysis scripts, the software-version and seed records, and the coding log carried from Chapter 4, which together let an independent analyst reconstruct every reported estimate from the same documents and the same code.
5.5 Threats to validity and the design response
The claim of this section is that the inference faces threats along all four standard validity dimensions, internal, external, construct, and statistical-conclusion, and that each named threat has a specific design response that bounds it rather than a general reassurance that dismisses it. The grounds are the catalogued limitations of the data from Chapter 4 and the modeling choices of this chapter. The warrant is that a design which names its threats and matches each to a mitigation is more credible than one that asserts validity, and that stating the threats in advance is the falsifiability commitment that organizes the dissertation [Fogel1964Railroads]. The qualifier is that no design response eliminates a threat; each bounds it, and the residual is acknowledged. The four-way matrix is presented threat by threat, with the mechanism of the threat named and the design response stated.
5.5.1 Internal validity
The principal internal-validity threat is unobserved confounding, and its mechanism is the one developed in Section 5.2: a mission attribute correlated with both autonomy and survival but absent from the control set, of which overall program quality, test rigor, and operations-team experience are the leading instances. The design response is threefold and each part is already specified. First, conditioning on the three named confounders absorbs the part of program quality that travels with complexity, cost class, distance, and age. Second, the shared-frailty robustness specification models the residual mission-level heterogeneity as a latent term and re-estimates the autonomy coefficient net of it, so the threat is not merely acknowledged but partially estimated [Duchateau2008Frailty; Therneau2003]. Third, and decisively, the residual bias is signed: because the leading unobserved confounder is positively associated with both treatment and outcome, the conditional estimate is an upper bound on autonomy’s benefit, so a protective hazard ratio that survives conditioning is biased, if at all, in the direction of overstating rather than inventing the effect [Fogel1964Railroads]. The threat is reduced, modeled, and bounded; it is not claimed to be removed.
The second internal-validity threat is reverse coding, and its mechanism is subtle and specific to this study. If a mission-ending loss causes documentation to retrospectively describe the fault management as inadequate, the autonomy score could be contaminated by the very outcome it is meant to explain, manufacturing a spurious association between low autonomy and loss. The design response is the pre-flight scoring rule established in Chapter 4: the autonomy score is anchored to the TechPort technology-readiness assessment, which is produced for technology-management purposes before and independent of the survival outcome, and is placed on the detection-isolation-recovery scale from pre-flight design documentation rather than from post-loss narratives. Scoring the treatment from material that exists prior to the outcome breaks the reverse-coding channel by construction. The residual is that some design documentation may itself have been revised after a loss, which the coding protocol flags where detectable; the threat is bounded by the pre-flight rule, not eliminated by it.
5.5.2 External validity
The principal external-validity threat is flagship over-representation, and its mechanism is the documentation-effort bias of Chapter 4: well-documented flagship and competed NASA and JPL missions generate the public technical reporting from which episodes are coded, so the sample skews toward complex, high-investment spacecraft and away from small satellites, commercial constellations, and non-NASA programs. The design response is not a coverage correction the data cannot support but an explicit generalization bound: the estimate is claimed to generalize to the class of missions that dominate the sample, complex well-documented robotic spacecraft, and extension to small satellites and commercial constellations is named as a hypothesis for future work rather than a claim of this dissertation. The reliability-statistics tradition’s demonstration that the survival-modeling apparatus transfers across mass classes supports the conjecture that the method generalizes even where this sample does not, which bounds the threat to the estimate rather than the method [CastetSaleh2010Multistate].
The second external-validity threat is tail undersampling, and its mechanism is the Talebian one that gives the dissertation its dependent-variable discipline. Mission-ending loss is a rare, heavy-tailed event, and the historical record undersamples the catastrophic tail, so a pooled estimate built on a sample thin in the worst episodes may not generalize to the conditions where autonomy matters most, the hardest faults at the greatest distance with the least reaction time [Taleb2014PP; Cirillo2020]. The design response is the pre-specified tail-subgroup analysis carried into Chapter 6: a subgroup restricted to the hardest episodes is specified in advance to test whether autonomy’s benefit concentrates in the tail even if the pooled estimate is modest, and the interpretation refuses to treat a favorable pooled average as a guarantee in the tail. The threat is met by a precautionary reading, not by a claim that the sample represents the tail it cannot represent.
5.5.3 Construct validity
The principal construct-validity threat is the compression of fault-management autonomy, a multidimensional engineering property, into a three-level ordinal score, and its mechanism is classical measurement error. Compressing a continuous, multidimensional construct into a coarse ordinal introduces measurement error in the treatment, which attenuates the estimated coefficient toward the null. The design response has two parts. First, the score is validated against independent coders and against the TechPort technology-readiness anchor, as specified in Chapter 4, which limits the measurement error by grounding the ordering in a documentary property checked by a second reader rather than a single analyst’s judgment. Second, and importantly, the direction of the attenuation is known: classical measurement error in the treatment biases the coefficient toward zero, so it works against finding an effect, which means a rejection of H0 despite the coarse score is robust to this threat, and a failure to reject must be read with the attenuation in mind. The threat is bounded by validation and by the conservative direction of its bias.
The second construct-validity threat is the constructed complexity index, whose components, subsystem count, instrument count, and program cost class, are combined into a single index that may mismeasure the latent complexity it proxies. The mechanism is again measurement error, but here in a control rather than the treatment, which can bias the autonomy coefficient in either direction depending on how the mismeasured control correlates with autonomy. The design response is to carry the complexity index’s construction into the robustness battery: the mission-class stratification specification removes between-class baseline differences without relying on the index’s exact form, and the reduced autonomy-plus-distance model shows whether the conclusion depends on the complexity control at all. If the autonomy coefficient is stable across the indexed, stratified, and reduced specifications, the complexity construct’s measurement error is not driving the result; if it moves, the movement localizes the dependence on the complexity index, which is reported rather than hidden.
5.5.4 Statistical-conclusion validity
The principal statistical-conclusion threat is the rare-event condition, and its mechanism is that the effective sample size for a Cox model is the number of events, not the number of episodes, because the partial likelihood is built from the risk sets at event times [Cox1972Regression; AndersenGill1982]. With a small number of mission-ending losses, power is limited, confidence intervals are wide, and the asymptotic partial-likelihood approximation is stressed. The design response is the suite developed in Section 5.4 and elaborated in Chapter 6: the covariate set is held small and theory-driven to respect the events-per-variable constraint, the Firth-penalized estimator is the primary estimator under low event counts to control small-sample bias and separation [Therneau2003; Schemper1992], the reduced model provides a thin-data check, and the analysis reports interval estimates rather than point estimates alone so that the limited power is visible rather than masked. Where a stratum is underpowered, the design commits to reporting that limitation rather than over-interpreting a wide interval, which is the statistical-conclusion-validity counterpart of the Talebian warning [Taleb2014PP].
The second statistical-conclusion threat is specification search, the risk that fitting many specifications and reporting the most congenial would inflate the false-rejection rate. The mechanism is that the five robustness specifications and the proportional-hazards respecification rule create researcher degrees of freedom that, if exercised after seeing the result, would invalidate the inference. The design response is pre-registration: the base specification, the five robustness specifications, the Schoenfeld respecification rule, and the fixed decision rule are committed in advance, so that the choice among specifications is governed by the pre-registered protocol rather than by which produces a significant autonomy coefficient. The decision rule’s demand for sign-stability across all five robustness specifications is itself an anti-search device, because it forecloses the option of selecting the one specification in which the effect appears. Pre-registration converts the robustness battery from a fishing expedition into a falsification test, which is the methodological point of the whole exercise.
5.5.5 The assurance-case spine and the confidence statement
The five threats and their responses can be read against the assurance-case spine that the dissertation carries. The problem is real: fault entry is routine on long-duration missions and a fraction of episodes precede loss, and the autonomy-survival link is asserted rather than measured. The problem is material: autonomy investment and deep-space architecture trades turn on this assumption, and the long light time makes the ground loop slow exactly when faults are hardest [Gao2021Autonomy; AIspace2021]. The design addresses the causal mechanism: a conditional Cox hazard on autonomy, with confounder control, measures Fogel’s counterfactual contrast directly [Cox1972Regression; Fogel1964Railroads]. It beats the alternatives: the Cox model dominates logistic-on-outcome and mean-based approaches because it uses dwell time, handles censoring and clustering, and tolerates a small event count, and IV was considered and rejected for want of a credible exclusion restriction [AndersenGill1982; Fine1999; Duchateau2008Frailty]. The residual risk is acceptable and, critically, bounded: rare events are met with Firth penalization, measurement error in the treatment attenuates toward the null and is validated against a second reader, unobserved confounding is signed as an upper-bound bias and modeled with frailty, and the design is framed honestly at the design stage with every numerical illustration labeled as a decision-rule shape rather than an estimate [Therneau2003; Taleb2014PP; Cirillo2020; CastetSaleh2010Multistate].
The confidence in the research design as a whole is moderate-to-high, and the asymmetry between its two components is deliberate. The estimator choice is held at high confidence because three independent justifications converge on the Cox model and its robustness extensions, all grounded in an established methods literature. The identification is held at moderate confidence because it is observational, rests on an untestable conditional-independence assumption, and absorbs program quality only partially, though the signed-bias bound and the frailty specification together make the residual confounding a bounded and partially estimated quantity rather than an open one. What would raise the overall confidence to high is execution-stage evidence that the autonomy coefficient is sign-stable across all five robustness specifications, survives the frailty term, and is similar in the full and reduced models, the joint pattern that would indicate the effect is neither a censoring artifact, nor unmodeled heterogeneity, nor an over-fit of a thin event count. What would lower it is the opposite pattern, a base-model effect that fails the frailty or reduced-model probes, which the design is explicitly built to detect and report rather than to suppress. This calibrated, threat-matched, pre-registered design is what Chapter 6 executes in procedure: it takes the estimator, identification, base specification, and robustness battery fixed here and sets out the six-step estimation procedure, the formal decision rule, the design-stage illustrative expectations, the pre-specified tail subgroup, and the power and feasibility analysis whose binding constraint is the thin event count this chapter has carried as its central statistical-conclusion threat.
Chapter 6: Analysis Plan and Expected Results
6.0 The chapter thesis
This chapter delivers the pre-registered analytic protocol that converts the measurement spine of Chapter 4 and the estimator of Chapter 5 into a single, falsifiable verdict on the dissertation’s hypothesis. Its answer is that the verdict can be made binding in advance: a fixed sequence of estimation steps, a fixed decision rule stated before any coefficient is fit, a set of expected signs each defended by a named mechanism rather than asserted, and a power-and-feasibility analysis whose binding constraint is the event count, not the episode count. The chapter commits to all of this at the design stage. No hazard ratio is reported here as an executed estimate; the numerical values that appear are illustrative shapes used to make the decision rule concrete, and the result tables are specified but left unpopulated by design. The discipline is deliberate. Pre-specifying the procedure, the rule, and the refutation conditions before touching the assembled population is what protects the eventual estimate from the specification search that turns an honest hazard ratio into a manufactured one, and it is the procedural counterpart of the falsifiability commitment that organizes the whole dissertation [Fogel1964Railroads]. The chapter is therefore not a report of findings. It is a contract about how findings will be produced and how they will be allowed to refute the claim that motivated them.
The problem This chapter examines is a problem of analytic credibility, and it has four parts. The current state is that Chapter 5 has chosen the Cox proportional-hazards model and defended its identification, but a chosen estimator is not yet an analysis: it does not say in what order the data are touched, which diagnostics gate which decisions, what numerical pattern counts as support for the hypothesis and what pattern counts against it, or how a thin event count is to be handled honestly rather than papered over. The desired state is a step-by-step plan specific enough that an independent analyst, handed the coded dataset and this chapter, would reach the same accept-or-reject decision the candidate would reach, with no degrees of freedom left for outcome-driven choices. The gap is that, absent such a plan, the rare-event setting (a small number of mission-ending losses against a larger body of censored and recovered episodes) creates exactly the conditions under which flexible analysis produces false discovery: a small number of events means a few influential episodes can swing a coefficient, and a researcher free to choose the specification after seeing the data can find a hazard ratio below one by selection alone. The consequence of leaving the gap open is that even a correctly measured dataset and a correctly chosen estimator would yield an estimate of uncertain evidential value, because the reader could not distinguish a genuine conditional effect from the product of analytic freedom. This chapter closes the gap by fixing the procedure and the rule in advance and by stating, equally in advance, what the data would have to show to refute the hypothesis.
The canonical estimating equation, carried unchanged from the prospectus and the shared bible, is the object every step below operates on:
h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i)
for fault episode i, where h_0(t) is the unparameterized baseline hazard, the betas are estimated by partial likelihood [Cox1972Regression; AndersenGill1982], and the quantity of interest is the hazard ratio exp(beta_1) on the ordinal autonomy variable. The hypotheses are equally fixed. H0 holds that the level of onboard fault-management autonomy has no effect on the hazard of a mission-ending anomaly conditional on entry into a fault state, so that beta_1 = 0 and exp(beta_1) = 1. H1 holds that higher autonomy is associated with a lower hazard conditional on fault entry, after controlling for complexity, distance, and age, so that beta_1 < 0 and exp(beta_1) < 1. The contribution is the measurement of exp(beta_1) and its confidence interval, together with an explicit accept-or-reject decision on H0. This chapter specifies how that measurement is produced and adjudicated.
The chapter proceeds in five sections. Section 6.1 lays out the six-step estimation procedure in the order it will be executed. Section 6.2 specifies the pre-analysis checks (proportional-hazards testing, influence and leverage diagnostics, and the event-count feasibility gate) that condition the steps that follow. Section 6.3 states the fixed decision rule on H0. Section 6.4 presents the design-stage illustrative expectations, with every number flagged as a decision-rule illustration and not an estimate, and specifies the Talebian tail-subgroup analysis in advance. Section 6.5 sets out the power and feasibility analysis, the rare-event mitigations, and the reproducibility commitments, and states the chapter’s confidence and what would raise or lower it.
6.1 The six-step estimation procedure
The chapter’s first claim is that the estimation should proceed in a fixed, pre-registered order, because the order itself carries evidential weight. The claim is that a six-step sequence (assemble, construct the survival object, fit the base model, test and respecify, fit the robustness variants, conduct inference) executed in that order and committed in advance is what makes the resulting hazard ratio interpretable as a test of H0 rather than as the endpoint of a search. The grounds are that the counting-process formulation of the Cox model gives a well-defined partial likelihood only once the survival object (entry, exit, event indicator, and the at-risk structure) is correctly constructed, and that the large-sample properties of the estimator are established for that formulation [AndersenGill1982]; the order is therefore not arbitrary but follows the dependency structure of the method. The warrant is that a pre-specified analysis order removes the analyst’s freedom to reorder steps in response to interim results, which is the freedom that, in a small-event setting, converts noise into apparent signal. The backing is the standard methodological position that pre-registration of the estimation sequence and the decision rule is the principal defense against specification search, a position the dissertation adopts wholesale and operationalizes here. The qualifier is that the order is fixed but not rigid against discovery: where a pre-analysis check (Section 6.2) reveals a violated assumption, the pre-registered respecification path is itself part of the plan, so that respecification is a planned response to a named diagnostic rather than an unplanned reaction to a disappointing coefficient. The rebuttal it must survive is the objection that pre-registration is theater when the analyst has already seen the data; the answer is that the design-stage posture is genuine here, because no episode has yet been coded against the assembled population, so the procedure is committed before the data that would tempt its violation exist.
Step one: assemble the episode-level dataset. The first step codes fault entries, end states, and timing from the NASA Technical Reports Server, Government Accountability Office, and JPL incident-surprise-anomaly records, following the Chapter 4 coding protocol, and merges the TechPort-anchored ordinal autonomy score with the GAO- and NTRS-derived complexity index, the distance regime, and the spacecraft-age covariate. The output of this step is the coded episode inventory, retained as a coding log so that every episode’s supporting documents, entry and terminal times, terminal type, and autonomy basis are auditable. This step is where the measurement decisions of Chapter 4 become a dataset, and the chapter inherits Chapter 4’s flag that the JPL stream’s silent-episode under-recording truncates the low-severity end of the duration distribution; the analysis plan does not attempt to repair that truncation by imputation, because imputing unobserved fast recoveries would manufacture data, and instead carries the limitation forward into the interpretation.
Step two: construct the survival object. The second step builds the time-to-event structure with fault entry as the time origin, recovery to nominal operations or observation-window close as the censoring event, and mission-ending loss as the event of interest. Recurrent episodes within a mission are entered as multiple records clustered on the spacecraft, and the at-risk structure is built so that an episode enters the risk set at its fault entry and leaves at its terminal time. The counting-process representation is what allows the model to use the dwell time in the fault state, to handle right-censoring of still-operating missions directly, and to accommodate the time-dependent distance covariate that changes as a mission transits from near-Earth to deep-space regimes [FisherLin1999TDC]. The mechanism by which this step matters is concrete: a misbuilt risk set (for instance, one that lets a recovered episode remain at risk after its recovery) would corrupt the partial likelihood and bias every coefficient, so the survival object is validated against the coding log before any model is fit.
Step three: fit the base Cox model. The third step fits the canonical four-covariate specification by partial likelihood with a robust variance estimator clustered on the spacecraft. The clustered robust variance is the device that handles the within-mission dependence introduced by recurrent episodes: a mission that safes itself repeatedly contributes correlated records, and treating them as independent would understate the standard error on beta_1 and overstate the precision of the autonomy estimate. The output of this step is the point estimate of exp(beta_1) and its clustered confidence interval, but the chapter is explicit that this output is not yet the verdict, because the verdict (Section 6.3) requires the diagnostics of step four and the robustness pattern of step five to hold.
Step four: test the proportional-hazards assumption and respecify where it fails. The fourth step subjects the base model to the proportional-hazards test using scaled Schoenfeld residuals, covariate by covariate [Schemper1992]. The proportional-hazards assumption is that each covariate’s effect on the log-hazard is constant over the time since fault entry; a covariate whose Schoenfeld residuals trend with time violates it. The pre-registered response is specific and not discretionary: a covariate that fails the test is either stratified (its baseline hazard is allowed to differ across its levels without estimating a single proportional effect) or interacted with a function of time so that its effect is permitted to change over the episode, following the standard extension of the Cox model to non-proportional and time-varying effects [Schemper1992; FisherLin1999TDC]. Distance is permitted to enter as a time-dependent covariate from the outset, because a single long mission can occupy more than one distance regime, so its potential non-proportionality is anticipated rather than discovered. The mechanism this step protects against is interpretive: a hazard ratio reported under a violated proportionality assumption is an average over a changing effect and can mislead about both magnitude and sign, so the test gates the interpretation of beta_1 rather than merely decorating it.
Step five: fit the robustness specifications. The fifth step fits the pre-registered family of robustness variants, each probing a specific threat catalogued in Chapter 5. The competing-risks formulation treats recovery and mission-ending loss as competing terminal events out of the fault state, so that the autonomy effect on the loss-specific hazard is estimated without treating recovery as mere censoring [Lau2009Competing; Fine1999]; this matters because recovery is not an uninformative dropout but the very outcome autonomy is hypothesized to make more likely, and the competing-risks lens prevents the analysis from conflating “recovered” with “still at risk.” The shared-frailty specification adds a mission-level random effect to absorb unobserved heterogeneity across spacecraft [Duchateau2008Frailty; Therneau2003], probing whether the autonomy coefficient survives the introduction of a term that soaks up program-level differences the four covariates do not capture. The mission-class stratification allows the baseline hazard to differ across mission classes, testing whether the autonomy effect is an artifact of pooling heterogeneous baselines. The Firth-penalized partial likelihood re-estimates the autonomy effect under a penalty that reduces the small-sample bias and the separation problems that afflict ordinary partial likelihood when events are rare [Therneau2003], and the reduced model containing only autonomy and the single most important confounder (distance) shows whether the conclusion depends on fitting all four covariates against a thin event count. Each variant produces its own estimate of exp(beta_1), and the pattern across them (not any single one) feeds the decision rule.
Step six: conduct inference on H0 versus H1. The sixth step conducts the formal inference on beta_1 using the Wald and likelihood-ratio tests in the base specification, reporting the hazard ratio with its 95 percent confidence interval. The two tests are reported together because they can disagree in small samples, and a disagreement is itself diagnostic of a thin or ill-conditioned likelihood. The likelihood-ratio test, which compares the maximized partial likelihood of the full model against that of a model omitting the autonomy term, is generally the more reliable of the two when events are scarce, because the Wald statistic depends on a variance estimate that is itself unstable in small samples and can produce the aberrant pattern in which a large coefficient carries a small test statistic. The plan therefore privileges the likelihood-ratio test for the headline inference and reports the Wald test alongside it as a consistency check, treating a material divergence between them as a signal to fall back on the penalized estimator of Section 6.5 rather than to trust the asymptotic interval. This step produces the number that the decision rule of Section 6.3 adjudicates, but the chapter stresses that the inference is conducted only after steps four and five have established that the base model’s assumptions hold and that the sign of the autonomy effect is stable across the robustness family. Inference on a model that failed its own diagnostics would be inference on an artifact.
To make the six steps concrete without anticipating any result, consider how a single illustrative fault episode flows through them. Suppose a deep-space mission, well documented in NTRS and corroborated by a GAO assessment, enters a safe mode at a known date some years after launch, while operating at a distance regime that implies a one-way light time of tens of minutes, and that the program documentation describes onboard detection with a limited autonomous response and a ground-uplinked recovery sequence. Step one codes this episode’s fault-entry date, its terminal type and date (here, a confirmed recovery to nominal operations), its autonomy level from the pre-flight TechPort anchor and the detection-isolation-recovery placement of Chapter 4, its complexity index, its distance regime, and its spacecraft age at entry, and it records every supporting document in the coding log. Step two enters the episode as a record whose clock starts at fault entry and ends at recovery, with the event indicator set to zero because recovery is censoring rather than the loss event, and it places the record in the risk set for the interval it was at risk; if the same spacecraft later safes itself again, that second episode is a second record clustered on the same spacecraft. Step three includes the record in the partial likelihood, where it contributes to the risk sets at the event times of whichever other episodes ended in loss, and where its own censoring at recovery removes it from later risk sets. Step four checks whether this and every other record’s contribution is consistent with proportional hazards. Step five re-enters the episode under the competing-risks lens, where its recovery is now an informative competing terminal event rather than uninformative censoring, and under the frailty lens, where it shares a mission-level random effect with the spacecraft’s other episodes. Step six is unaffected by any single episode but aggregates all of them into the inference on beta_1. The walkthrough illustrates the design’s core commitment: a recovered episode is not discarded but carries information through the risk sets it populates and, in the competing-risks variant, through the recovery event itself, which is exactly the information a logistic regression on final outcome would throw away.
The confidence in the procedure as specified is high. It is high because the six steps follow the dependency structure of a well-established estimator [Cox1972Regression; AndersenGill1982] rather than an idiosyncratic recipe, because each step’s output is defined in advance, and because the respecification paths are named responses to named diagnostics rather than free choices. What would lower this confidence is a discovery, at execution, that the coded dataset cannot support the survival object as specified (for instance, that entry or terminal times are too coarsely documented to define dwell time), which would force a coarser discrete-time formulation and is flagged here as a contingency rather than assumed away.
6.2 Pre-analysis checks: proportional hazards, influence, and event-count feasibility
The chapter’s second claim is that three pre-analysis checks must gate the estimation, and that the third of them (the event-count feasibility gate) can in principle stop the headline analysis before it begins. The claim is that proportional-hazards testing, influence and leverage diagnostics, and an event-count feasibility assessment are not optional post-hoc robustness exercises but pre-conditions whose results determine which models are permitted to carry interpretive weight. The grounds are that each check targets a specific way the rare-event Cox setting can produce a misleading coefficient: non-proportionality makes the reported hazard ratio an average over a changing effect, a single high-leverage episode can dominate a partial likelihood built on few events, and an event count below a defensible floor makes the four-covariate model over-parameterized regardless of any diagnostic it passes. The warrant is that a coefficient is only as trustworthy as the checks it has survived, and in a thin-event setting the checks are more consequential than the point estimate. The qualifier is that the checks gate interpretation, not publication: a model that fails a check is not discarded silently but reported with the failure named and the respecified or penalized alternative carried forward, so that the reader sees the diagnostic trail. The rebuttal the claim must survive is that excessive diagnostic gating can itself become a garden of forking paths; the answer is that the checks and their consequences are pre-registered here, so the gating is itself fixed rather than chosen after the fact.
Proportional-hazards testing. The scaled Schoenfeld residual test is applied to each covariate and to the global model [Schemper1992]. The interpretation is mechanistic. A covariate whose residuals trend upward with time has an effect that strengthens as the fault episode lengthens; one whose residuals trend downward has an effect that decays. For the autonomy variable specifically, a time-trending Schoenfeld residual would have substantive meaning: it would suggest that autonomy’s protective effect is concentrated early in the episode (when fast onboard resolution matters most) or late (when a ground loop would have run out of options), and either pattern is more informative than a single averaged hazard ratio. The pre-registered response, stratification or time interaction, therefore does double duty: it repairs the assumption and it surfaces a substantive feature of when autonomy matters. The chapter notes that this is one of the places where a methodological check and a Talebian reading meet, because a benefit concentrated in the late, hardest portion of an episode is exactly the tail-concentrated benefit the dependent-variable frame anticipates [Taleb2014PP].
Influence and leverage diagnostics. Because the partial likelihood in a rare-event setting is built from a small number of risk sets at the event times, a single influential episode can exert outsized leverage on beta_1. The plan therefore specifies score-residual and dfbeta diagnostics that quantify how much each episode moves the autonomy coefficient, and it pre-commits to a transparent response: an episode found to dominate the estimate is not deleted, because deleting inconvenient data is the cardinal sin the design exists to prevent, but is flagged, its documentary basis re-examined for a coding error, and the estimate reported both with and without it so that the reader can see the dependence. The mechanism this guards against is the rare-event analogue of an outlier in least squares: with few events, the deletion or retention of one terminal episode can flip a conclusion, and an honest analysis exposes that fragility rather than concealing it.
The plan illustrates the influence concern with the kind of pattern it is built to catch, stated as a contingency and not a finding. Suppose, at execution, that a single mission-ending loss occurred on the one high-autonomy spacecraft in an otherwise low-autonomy distance stratum. With few events overall, that one episode could, on its own, push the autonomy coefficient toward or above one and reverse what the rest of the data suggest, and a careless analysis that reported only the pooled coefficient would let that single episode silently dictate the verdict. The dfbeta diagnostic quantifies exactly this dependence by measuring how much the autonomy coefficient moves when each episode is left out in turn, and the pre-committed response (flag, re-examine the documentary basis for a coding error, and report the estimate with and without the episode) exposes the fragility instead of burying it. The point is not to remove the episode, which would be the data deletion the design forbids, but to make the reader see that the conclusion rests on it, so that a result driven by one influential loss is recognized as fragile rather than presented as robust.
Event-count feasibility. The third check is the one with teeth. The effective sample size for a Cox model is governed by the number of events, not the number of episodes, because the partial likelihood is assembled from the risk sets at event times and the censored episodes contribute only through the risk sets they populate [AndersenGill1982]. A useful and widely used rule of thumb holds that roughly ten events are needed per estimated covariate to keep the maximum-partial-likelihood estimates approximately unbiased; with four covariates this implies a floor of roughly forty mission-ending events below which the base model is over-parameterized. The plan pre-registers this gate: before the four-covariate base model is granted headline status, the realized event count is compared against the floor, and if it falls below, the headline analysis shifts to the reduced autonomy-plus-distance model and the Firth-penalized estimator (Section 6.5), with the four-covariate model reported as a supporting rather than a primary specification. The chapter is candid that the Chapter 4 coverage target, a sample in the low hundreds of episodes across several dozen spacecraft with a small number of mission-ending losses, makes this gate a live constraint and not a formality, and that the most likely realized condition is one in which the event count is near or below the four-covariate floor. Naming this in advance is the statistical-conclusion-validity counterpart of the tail-risk warning that the historical record is thin in exactly the region that matters [Taleb2014PP; Cirillo2020].
The confidence in the pre-analysis checks as a gating apparatus is high, because each check is a standard, well-understood instrument applied for a clearly stated purpose, and because their consequences are pre-registered. What would lower this confidence is a realized event count so small that even the penalized reduced model strains the asymptotic approximation, a contingency Section 6.5 addresses with exact and penalized methods and an honest statement of the resulting limits.
6.3 The fixed decision rule on H0
The chapter’s third claim is its load-bearing one: the decision on H0 is fixed in advance, stated as a conjunction of conditions, and not negotiable after the estimate is seen. The claim, stated verbatim from the shared bible, is that H0 is rejected in favor of H1 if and only if the estimated hazard ratio exp(beta_1) on autonomy is below one and its 95 percent confidence interval excludes one in the pre-registered base specification, and the sign of the effect is stable across the robustness specifications (competing risks, frailty, mission-class stratification, Firth-penalized, and the reduced autonomy-plus-distance model). A confidence interval that includes one fails to reject H0. A hazard ratio above one with an interval excluding one would refute H1 in the strongest way, indicating that, conditional on a fault, higher autonomy is associated with worse survival, which would be a substantively important negative finding. The grounds are that this rule maps directly onto the formal content of the hypotheses (H0 is exp(beta_1) = 1; H1 is exp(beta_1) < 1) and onto the standard frequentist apparatus of interval estimation, so the rule adds no interpretive discretion beyond what the hypotheses already fix. The warrant is that a decision rule fixed before estimation is what gives the eventual accept-or-reject statement its evidential force, because it forecloses the move of redefining success after seeing the data. The backing is the falsifiability commitment inherited from the cliometric frame [Fogel1964Railroads]: a quantitative proposition is only a hypothesis if the conditions under which it would be abandoned are stated in advance.
The rule deserves three points of elaboration, each of which closes a discretion an unscrupulous or merely careless analyst might otherwise exploit. First, the rule requires both that the point estimate be below one and that the interval exclude one; it does not accept a point estimate below one with an interval spanning one as support for H1, because such a result is consistent with no effect and the design refuses to read suggestive-but-imprecise as confirmatory. This is the deliberate choice to let the rare-event setting fail to reject H0 honestly rather than to lower the bar to manufacture a finding. Second, the rule requires sign stability across the robustness family, not significance in every variant. The distinction matters: with a thin event count, the frailty or stratified model may yield a wider interval that includes one even when the base model’s interval excludes it, and demanding significance everywhere would make the rule hostage to the least-powered specification. Sign stability is the defensible middle requirement, demanding that the direction of the autonomy effect not reverse when the specification changes, which is the pattern that would betray the base result as a confounding artifact rather than an effect [Lau2009Competing; Duchateau2008Frailty]. Third, the rule treats a sign reversal under control inclusion as decisive against H1: a hazard ratio that is below one in a raw comparison but moves to or above one once complexity, distance, and age are conditioned on demonstrates that the apparent protective association was confounding, not effect, which is precisely the Fogelian test that the counterfactual contrast, not the raw correlation, carries the claim [Fogel1964Railroads; Leunig2010SocialSavings].
A fourth point concerns the ordinal nature of the treatment, which the decision rule must respect rather than override. The autonomy variable is an ordered score read per level, not a cardinal quantity, so exp(beta_1) is the multiplicative change in the hazard associated with a one-level increase in autonomy, and the rule’s “below one” condition is a statement about the per-level effect. The plan pre-commits to entering autonomy as an ordered variable under the assumption of a monotone per-level effect, and to checking that assumption by also estimating a specification in which the autonomy levels enter as separate indicator contrasts, so that a non-monotone pattern (for instance, a benefit that appears only at the highest level and not at the intermediate one) would be visible rather than masked by the linear-in-levels form. A non-monotone pattern would not by itself refute H1, but it would qualify the interpretation of the hazard ratio, and the plan commits to reporting it. This is the analytic counterpart of Chapter 4’s insistence that the score is deliberately ordinal and coarse: the decision rule reads it per level because finer reading is not supported by the measurement, and the indicator-contrast check is the guard against the ordinal coding hiding a threshold effect.
The qualifier on the rule is that it adjudicates the pooled, population-level question and does so symmetrically: a failure to reject H0 is not a non-result but a cautionary finding of equal decision value, indicating that autonomy maturity does not by itself change post-fault survival across the documented population and that the engineering case for autonomy must rest on other grounds. The rebuttal the rule must survive is the objection that a fixed rule is brittle in the face of a genuinely nuanced result, for instance a pooled null coexisting with a real effect in the hardest episodes. The answer is that the pre-specified tail-subgroup analysis (Section 6.4) is the planned home for exactly that nuance, so the fixed pooled rule and the planned subgroup analysis together can express the most likely complex outcome (a pooled null with a tail effect) without either bending the pooled rule or treating the subgroup result as an unplanned fishing expedition.
The confidence that the decision rule is well-specified is very high, because the rule is a direct restatement of the hypotheses in the language of interval estimation, because its three elaborations close the discretions that would otherwise undermine it, and because it is committed before any estimate exists. There is little that could lower this confidence at the level of specification; what remains uncertain is not the rule but which branch of it the data will trigger, and that uncertainty is the point.
6.4 Design-stage illustrative expectations and the tail-subgroup analysis
The chapter’s fourth claim is that the expected direction of the autonomy effect can be reasoned to a sign and a mechanism without being estimated, and that illustrative numerical shapes can make the decision rule concrete without ever being mistaken for results. The claim is that, under H1, the autonomy coefficient is expected to be negative (hazard ratio below one) for a specific mechanistic reason, and that the magnitude is left to the data. The grounds are the named causal mechanism carried from the shared bible: higher onboard fault-management autonomy means that the detection-isolation-recovery chain executes without waiting for a ground command cycle, which yields faster and light-time-independent resolution of the fault episode before it becomes terminal, which is what a hazard ratio below one would register. The warrant is that a faster terminal-event-averting response, holding the difficulty of the fault fixed by conditioning on complexity, distance, and age, lowers the instantaneous risk of crossing from a recoverable fault state to permanent loss, which is exactly what the hazard function measures. The backing for the mechanism’s plausibility is the flight-demonstration and survey record that onboard autonomy can in fact close the detection-isolation-recovery loop without ground intervention [Gao2021Autonomy], establishing that the mechanism is a real engineering capability and not a hypothesized one. The qualifier is heavy and deliberate: the sign is an expectation, not a finding; the mechanism’s existence does not guarantee its population-level signal will survive confounding control and a thin event count; and the entire subsection is illustrative. The rebuttal the claim must survive is that the mechanism could run the other way, because added autonomy adds software and shifts authority to flight code that can itself fail, so a higher-autonomy spacecraft might enter recoverable faults that its own logic mishandles into losses; the plan does not assume this away but treats a hazard ratio above one as a live, refutation-grade possibility that the decision rule is built to detect.
Against that mechanism, the chapter states the illustrative shapes that bound the interpretive range. These numbers are decision-rule illustrations, not estimates from the data, and they are presented only to make the fixed rule legible. An illustrative hazard ratio of 0.6 on a one-level increase in autonomy, paired with an illustrative 95 percent confidence interval of 0.4 to 0.9, would reject H0 in the direction of H1: it would describe roughly a forty percent lower hazard of mission-ending loss per autonomy level, conditional on complexity, distance, and age, and its interval excludes one, so under the fixed rule (and given sign stability across the robustness family) it would support H1. An illustrative hazard ratio of 0.95 with an interval of 0.7 to 1.3 would fail to reject H0: the point estimate is near one and the interval spans one, so the rule reads it as consistent with no effect. These two illustrations bound the range the actual estimate could occupy; the estimate itself will fall wherever the assembled population places it, and the chapter commits to reporting that location whatever it is. The result tables that will hold the executed estimates are specified in structure and left unpopulated here by design: a primary table reporting exp(beta_1) with its 95 percent interval and the Wald and likelihood-ratio test statistics in the base specification; a robustness table reporting exp(beta_1) across the competing-risks, frailty, stratified, Firth-penalized, and reduced specifications; and a diagnostics table reporting the Schoenfeld test statistics and the influence summary. No cell in these tables is filled at the design stage, because filling them would be fabrication.
The chapter then specifies, in advance, the Talebian tail-subgroup analysis, and this is its second claim in the section. The claim is that a subgroup analysis restricted to the hardest episodes, those at the greatest distance and the shortest reaction time, is pre-registered to test whether autonomy’s benefit concentrates in the tail even if the pooled estimate is modest or null. The grounds are the dependent-variable frame: mission-ending loss is a rare, heavy-tailed event, and the value of autonomy is hypothesized to concentrate disproportionately in the worst episodes, those with the least time and the least ground insight, where a light-time-independent onboard response has the most to add over a ground loop [Taleb2014PP]. The warrant is that a pooled hazard ratio averages over all episodes and can dilute a benefit that is real but concentrated, so a pre-specified subgroup is the appropriate instrument to detect a tail-concentrated effect without inflating the false-discovery risk that an unplanned subgroup search would carry. The backing is the tail-risk literature’s central finding that in heavy-tailed processes the aggregate statistic systematically understates the contribution of the extreme realizations [Taleb2014PP; Cirillo2020], so a method that looks only at the pooled average is structurally blind to exactly the region the frame says matters. The qualifier is that the tail subgroup will be even thinner in events than the pooled sample, so its interval will be wider and its conclusion weaker, and the plan commits to reporting that subgroup result as suggestive rather than decisive and to refusing to treat a favorable pooled average as a guarantee in the tail. The rebuttal it must survive is that a single pre-specified subgroup is still a multiple comparison; the answer is that it is one comparison, named in advance for a theorized reason, and reported with its weakened inferential status stated, which is the disciplined opposite of a post-hoc subgroup trawl.
The interpretation of the fitted result is not exhausted by the single hazard ratio; the plan also specifies how the survival profile itself is to be read. Because the Cox model leaves the baseline hazard unparameterized, the natural object for visual interpretation is the estimated survival profile out of the fault state for episodes at contrasting autonomy levels, holding the controls at representative values. The plan pre-specifies that the executed analysis will present, for the higher- and lower-autonomy contrast, the model-implied profile of remaining in a recoverable state as a function of time since fault entry, so that the shape of any autonomy effect over the episode is legible and not compressed into a single ratio. This profile reading is where a time-trending Schoenfeld residual on autonomy (Section 6.2) would become substantively visible: a benefit concentrated in the late portion of the episode would appear as profiles that diverge only as the episode lengthens, which is the graphical signature of the tail-concentrated benefit the dependent-variable frame anticipates [Taleb2014PP]. The profile is interpretive, not a separate test; the decision rule remains the hazard ratio and its interval, and the profile is the means of seeing what the ratio averages over.
The plan also takes seriously the rival mechanism under which the sign runs the other way, because honest design names the way the hypothesis could be wrong rather than only the way it could be right. Higher autonomy adds onboard software and shifts recovery authority from a human ground team to flight code, and that flight code can itself contain the fault that turns a recoverable safe-mode entry into a loss: an autonomous recovery routine that misdiagnoses a condition and commands the wrong reconfiguration could destroy a vehicle a patient ground loop would have saved. Under this rival mechanism, the driver (higher autonomy) produces the opposite observable effect (a higher loss hazard) through a different mechanism (autonomous mishandling), and the operational consequence would be a hazard ratio above one. The plan does not adjudicate between the protective and the harmful mechanism by assumption; it lets the data do so, and the decision rule’s provision for a hazard ratio above one with an interval excluding one is exactly the channel through which the harmful mechanism, if it dominates, would announce itself as a substantively important negative finding. Stating the rival mechanism in advance, and building the rule to detect it, is the design’s refusal to stack the test in favor of the engineering intuition it is meant to test.
The most likely nuanced outcome, the chapter notes, is a pooled hazard ratio whose interval includes one (a failure to reject H0 at the population level) coexisting with a tail-subgroup hazard ratio below one but imprecisely estimated. The plan treats this combination not as an embarrassment to be resolved in favor of one side but as a substantive finding in its own right: it would say that autonomy does not change average post-fault survival across the documented population but may matter where it is hardest, which is a more useful and more honest message to a program manager than either a clean rejection or a clean null. The confidence in the expected sign is moderate: the mechanism is real and the direction is principled, but the population-level signal is uncertain in the face of confounding and thin events, and the chapter calibrates its modality accordingly, using “expected” and “would” throughout and never asserting the sign as established. What would raise this confidence toward the eventual estimate is the realized hazard ratio and interval; what would lower it is a sign reversal under control inclusion or a robustness family in which the sign does not hold.
6.5 Power, feasibility, reproducibility, and confidence
The chapter’s final claim is that the analysis is feasibility-limited rather than precision-rich, that this limit is governed by the event count, and that the honest response is to bound what the data can support rather than to over-interpret a wide interval. The claim is that a formal power analysis, computing the minimum detectable hazard ratio given the realized event count, is part of the plan and conditions which models are adequately powered. The grounds are, again, that the effective sample size for a Cox model is the event count, not the episode count [AndersenGill1982], so that a sample of low-hundreds of episodes with a small number of mission-ending losses is, for inferential purposes, a small sample. The warrant is that a power analysis tied to the realized event count converts the abstract worry about thin tails into a specific statement (the smallest autonomy effect the design could reliably detect), which is the information a reader needs to interpret a null as either “no effect” or “underpowered to find one.” The backing is the events-per-variable reasoning of Section 6.2 [AndersenGill1982], extended here from a feasibility gate to a power computation. The qualifier is that the power analysis is itself contingent on the realized event count, which is unknown at the design stage, so the chapter specifies the computation rather than its result. The rebuttal it must survive is the objection that a feasibility-limited study should not be run; the answer is that the conditional, design-stage estimate is decision-relevant under either branch of its disjunction, that a credible failure to find an effect is as useful to an architecture trade as a found one, and that the honest reporting of wide intervals is more valuable than the absence of any population-level estimate at all.
The power computation itself is specified, not its result, because the result depends on the realized event count that does not yet exist. The quantity the plan computes is the minimum detectable hazard ratio: given the realized number of mission-ending events, the distribution of the autonomy variable across episodes, and a conventional two-sided significance level and target power, the smallest departure of exp(beta_1) from one that the design could reliably detect. The mechanism linking event count to detectable effect is direct. The information the partial likelihood carries about beta_1 accrues at the event times, so fewer events means a flatter likelihood, a wider interval, and a larger minimum detectable effect; in the limit of very few events, the design can detect only an implausibly large protective effect and is effectively blind to a modest one. The plan commits to reporting this minimum detectable hazard ratio explicitly alongside any null result, because a failure to reject H0 means something entirely different depending on it. A null paired with a minimum detectable hazard ratio of, illustratively, 0.5 would say the design could have caught a halving of the hazard and did not, which is informative evidence against a large effect; the same null paired with a minimum detectable hazard ratio of, illustratively, 0.2 would say only that the design was too thin to catch anything short of an extreme effect, which is not evidence against a modest one. These illustrative figures are presented solely to show how the minimum detectable hazard ratio conditions the reading of a null and are not computed values. Reporting the detectable effect with every null is the discipline that prevents the most common misreading of an underpowered study, the treatment of “we found no effect” as “there is no effect” [Taleb2014PP].
Three mitigations are pre-registered for the realistic case where events are scarce, and each is a specific response to a specific failure mode of rare-event survival analysis. First, the covariate set is kept deliberately small and theoretically motivated rather than expanded in search of significance: four covariates, each with a defended link to both the treatment and the outcome, and no atheoretical additions, because every added covariate consumes events the design cannot spare. Second, Firth-type penalized partial likelihood is used as the primary estimator when the event count is low, because the penalty reduces the small-sample bias of ordinary partial likelihood and resolves the separation problems that arise when a covariate perfectly or near-perfectly predicts the rare event [Therneau2003]; the mechanism is that the penalty shrinks the estimate toward a less extreme value, trading a small bias for a large reduction in variance and instability, which is the correct trade when events are few. Third, the autonomy effect is also estimated in a reduced model containing only autonomy and the single most important confounder, distance, so that a reader can see whether the conclusion depends on fitting all four covariates against a thin event count; if the reduced and full models agree in sign and rough magnitude, the conclusion is robust to the dimensionality, and if they diverge, the divergence is itself reported as a limit on what the data support. Reporting all three (the full model, the penalized model, and the reduced model) keeps the inference honest about what the data can and cannot bear, which is the statistical-conclusion-validity counterpart of the tail-risk warning that rare-event samples are thin in exactly the region that matters [Taleb2014PP; Cirillo2020].
Where power is insufficient for a stratum, the plan commits to reporting that insufficiency rather than presenting a wide interval as if it were an informative estimate. This is a substantive commitment and not a hedge: a mission-class stratum with two or three events cannot support a four-covariate model, and the plan will say so and decline to report a stratum-specific hazard ratio rather than print a number whose interval spans an order of magnitude. The chapter also notes that small event counts stress the asymptotic partial-likelihood approximation itself, so exact or penalized methods are used as a check where event counts are very small [Therneau2003], and a material disagreement between the asymptotic and the exact or penalized result is reported as evidence that the asymptotic interval should not be trusted at face value. The methodological precedent for applying time-to-event survival analysis to a sparse, non-clinical space-domain process is itself thin, which the chapter acknowledges; the closest analogue in the immediate corpus is the use of survival analysis to model maneuver occurrence for non-cooperative satellites [Shivshankar2023AMOS], a grey-literature precedent flagged as such, which establishes that the time-to-event apparatus has been brought to a space-operations question before, while not supplying a rare-event small-sample template the present design could simply adopt.
Reproducibility is the plan’s closing commitment, and it is concrete rather than aspirational. The retained coding log from step one, the pre-registered baseline specification, the five robustness specifications, and the fixed decision rule together constitute a protocol that an independent analyst could execute on the same coded dataset to reach the same verdict. The pre-registration of the specification and the rule before the data are touched is what gives that reproducibility its force, because it removes the analyst’s degrees of freedom from the path between data and conclusion. The chapter records that the design-stage posture is genuine: the procedure, the rule, the expected signs, the tail subgroup, and the power computation are all committed before any episode is coded against the assembled population, so that the eventual execution is a test of a fixed plan and not the endpoint of a search.
The chapter’s overall confidence in the analysis plan is high at the level of specification and deliberately uncommitted at the level of outcome. The specification confidence is high because the estimation procedure follows the dependency structure of a well-established estimator [Cox1972Regression; AndersenGill1982], the diagnostics are standard instruments applied for stated purposes [Schemper1992], the robustness family targets named threats with appropriate methods [Lau2009Competing; Fine1999; Duchateau2008Frailty; Therneau2003], and the decision rule is a direct restatement of the hypotheses committed in advance [Fogel1964Railroads]. The outcome confidence is uncommitted by design, because the whole point of the plan is to let the data place the hazard ratio wherever it falls and to read either branch of the disjunction honestly. The evidence that would resolve the outcome uncertainty is the executed estimate itself: the realized event count, the fitted exp(beta_1) and its interval, the Schoenfeld diagnostics, the robustness pattern, and the tail-subgroup result. The evidence that would lower confidence in the plan as specified, were it to surface at execution, is a coded dataset too coarse to support the survival object, an event count so small that even the penalized reduced model is unstable, or an inter-coder reliability on the autonomy score (from Chapter 4) low enough that the treatment variable’s measurement error dominates the signal. Naming these contingencies in advance, and the responses to them, is the procedural form of the falsifiability commitment that organizes the dissertation [Fogel1964Railroads], and it is the discipline that the tail-risk frame demands of a study whose dependent variable is a rare, heavy-tailed catastrophe undersampled by the very record used to study it [Taleb2014PP; Cirillo2020].
This plan is what Chapter 7 interprets. Chapter 7 takes the disjunction this chapter has fixed (a hazard ratio below one with an interval excluding one and a stable sign, versus an interval that includes one) and works out the implications of each branch for NASA and JPL architecture trades, addresses the rival explanations the robustness family is built to probe, develops the tail-concentrated-benefit reading the pre-specified subgroup is built to detect, and bounds the external validity of whichever estimate the executed plan produces. Nothing in that interpretation can outrun the plan specified here, which is why this chapter has spent its length fixing the procedure, the rule, and the refutation conditions before any number exists to tempt their revision.
Chapter 7: Discussion
7.0 The chapter thesis
This chapter argues a single claim and then defends it against the alternatives: the value of this dissertation does not depend on which way the data fall. Whether the assembled population of fault episodes yields a hazard ratio on autonomy below one with an interval excluding one, or a hazard ratio statistically indistinguishable from one, the estimate is decision-relevant for NASA and the Jet Propulsion Laboratory, because in both cases it converts a long-standing engineering intuition into a measured quantity with stated uncertainty. The chapter develops this symmetric-value thesis by interpreting each branch of the disjunction in turn, returning the resulting interpretation to each of the two methodological anchors that structure the work, drawing out the policy and mission consequences for program managers who must decide how much of fault management to entrust to flight code, confronting in full the three rival explanations that could unseat a causal reading, and closing with an honest statement of how far the estimate travels beyond the population that produced it.
The current state is a field that decides autonomy investment by assertion. Programs reason that long one-way light times make a ground recovery loop slow, conclude that onboard autonomy must therefore buy survivability, and fund accordingly, without ever testing that conclusion against the survival record of the missions that already flew [Bernard1999DS1], [Muscettola1997Onboard], [Gao2021Autonomy]. The desired state is an architecture-trade input: a defensible, reproducible, conditional estimate of whether autonomy maturity changes post-anomaly survival and by how much, carried with calibrated uncertainty rather than confidence. The gap between the two is precisely the conditional hazard ratio this design is built to estimate. The consequence of leaving the gap open is that deep-space architecture trades in the Autonomous Systems and Robotics portfolio continue to lack a survival complement to the technology-readiness scale, and autonomy continues to be priced against intuition. This chapter’s task is to show that, on either outcome, the estimate closes enough of that gap to matter, and to be explicit and disciplined about what it cannot close.
Two interpretive guardrails govern everything that follows. First, the design-stage posture is binding: no coefficient reported here is fitted; the illustrative magnitudes used to make the decision rule concrete are decision-rule illustrations, not estimates, and are labeled as such wherever they appear. Second, the architecture-traceability layer is out of scope by declaration. This is an observational survival-analysis measurement study, not a study of a real capability, system, or data-service exchange, so the chapter speaks of the hazard ratio as a plain-prose input to an architecture trade and populates no architecture table. Where the discussion reaches the objective-to-decision endpoint, it does so in words, not in a DoDAF or BEA construct.
7.1 Implications if H1 is supported
The chapter thesis, applied to the favorable branch, is that a hazard ratio on autonomy below one with an interval excluding one would do something the field has not previously been able to do: it would price autonomy maturity in the currency of survival. I develop this claim, ground it, name its mechanism, and then immediately qualify it, because the qualifier is what keeps the claim defensible.
Claim. If the assembled population yields an estimated hazard ratio exp(beta_1) below one whose ninety-five percent confidence interval excludes one in the pre-registered base specification, and the sign is stable across the competing-risks, frailty, mission-class-stratified, Firth-penalized, and reduced autonomy-plus-distance specifications, then higher onboard fault-management autonomy is associated with measurably lower hazard of mission-ending loss conditional on fault entry, and the magnitude of that association is itself the deliverable.
Grounds. The grounds are the structure of the estimating equation and the decision rule fixed in the design. The Cox model specifies the hazard of mission-ending loss at time t for fault episode i as h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i), with h_0(t) left unparameterized and the betas estimated by partial likelihood [Cox1972Regression]. The quantity of interest is exp(beta_1), the multiplicative change in the loss hazard associated with a one-level increase in fault-management autonomy, holding complexity, distance regime, and spacecraft age fixed. Under H1 this quantity is below one. Because the autonomy variable is ordinal and read per level, the hazard ratio is interpretable directly as the proportional change in instantaneous loss risk from moving a program’s fault-management implementation up one rung of the detection-isolation-recovery ladder.
Warrant. The warrant that licenses moving from the coefficient to the program-relevant claim is the conditioning logic of the design. A hazard ratio below one in the conditional model is not a raw correlation between autonomy and survival; it is a within-stratum contrast, the comparison of comparable fault episodes that differ in autonomy level while sharing complexity, distance regime, and age. This is the operationalization of Fogel’s counterfactual requirement: the conditional model constructs the world in which the only thing that differs is the supposed indispensable factor and reads off the difference it makes [Fogel1964Railroads], [Leunig2010SocialSavings]. The hazard ratio is the social-saving analogue, a single number that supports or refutes the autonomy claim rather than narrating it.
Backing. The backing for treating the conditional hazard ratio as a trustworthy contrast, rather than as one more confounded comparison, is the signed-bias reasoning carried from the identification strategy. The most plausible unobserved confounder, overall program quality, is positively associated with both autonomy investment and survival, so an unconditioned estimate would overstate autonomy’s protective effect. Conditioning on complexity and cost class absorbs part of program quality. If, after conditioning, the hazard ratio remains below one, the residual program-quality bias works in the same direction as the estimated effect. The conditional estimate is therefore an upper bound on autonomy’s benefit, not a lower one, and a program reading a hazard ratio of, illustratively, the H1-consistent shape would know it is reading a ceiling on the protective effect rather than an exaggeration to be discounted further.
Qualifier. The confidence attached to this claim is moderate, and it is bounded above by the design-stage posture and by the event count. No coefficient is fitted here. Even when fitted, the effective sample size for the Cox partial likelihood is governed by the number of mission-ending events, not the number of episodes, because the partial likelihood is built from the risk sets at event times. With mission-ending loss a rare event, the realized interval will be wide, and a favorable point estimate sitting inside a wide interval is a weaker basis for a large architecture commitment than its midpoint suggests. The illustrative H1-consistent shape, a hazard ratio of 0.6 with an interval of 0.4 to 0.9, is offered only to fix the decision rule; it is not a forecast of where the data will land, and the lower precision of the realized interval would temper any inference drawn from it.
Rebuttal. The claim is defeated, even on the favorable branch, if the sign of beta_1 reverses or its interval crosses one in the robustness specifications, if the proportional-hazards assumption fails for the autonomy covariate in a way that stratification or a time interaction cannot repair [Schemper1992], [Therneau2000Modeling], or if the favorable pooled estimate is shown to be an artifact of a handful of high-leverage episodes. The decision rule’s insistence on sign stability across all five robustness specifications, including the Firth-penalized estimator that guards against the small-sample bias and separation that plague ordinary partial likelihood with rare events [Therneau2003], is what makes the rebuttal a live test rather than a formality.
The mechanism that would underwrite a favorable estimate is named and traced, not assumed. The driver is higher onboard fault-management autonomy. The mechanism is that onboard detection, isolation, and recovery execute without waiting for a ground command cycle. The observable effect is faster, light-time-independent resolution of the fault episode before it crosses into a terminal state. The operational consequence is a hazard ratio below one on the autonomy variable. The strategic implication is an evidence-based architecture-trade parameter for deep-space autonomy investment. Each link is a claim about a process, not a bare correlation, and the chain is most legible exactly where the engineering argument has always located autonomy’s value: at large distance, where the ground loop is slowest and the difference between a spacecraft that can recover itself and one that must wait is largest [Muscettola1997Onboard], [Gao2021Autonomy], [AIspace2021].
The actionability of a favorable estimate is therefore not uniform across the mission portfolio, and this matters for how a program should use it. The estimate would be most actionable for deep-space JPL missions, where the distance term is large and the ground loop is slow, and least actionable for near-Earth missions, where a ground recovery cycle is cheap and the marginal survival benefit of onboard autonomy is plausibly small. A program in the former class could weigh the cost of moving its fault-management implementation up one autonomy level, the onboard software, the verification burden, the shifted authority from a human ground team to flight code, against the estimated reduction in loss hazard conditional on its own complexity and distance regime. That is the objective-to-decision endpoint in plain prose: a strategic objective of surviving anomalies translates, through the fitted hazard ratio, into a quantified input to the decision of how much detection-isolation-recovery to entrust to the spacecraft. It is stated as a sentence, not a capability-to-system trace, because the contribution is a measurement and not an architecture.
The policy and mission consequences of a favorable estimate are worth drawing out concretely, because the difference a measured hazard ratio makes is in the structure of the decision it informs, not merely in its existence. Today an autonomy investment decision is made on a qualitative scale: the technology-readiness level of a candidate fault-management implementation tells a program how mature the technology is, but says nothing about what surviving an anomaly is worth, so the trade between readiness and survivability is made by judgment. A favorable hazard ratio would add the missing axis. A program could express the autonomy decision as a comparison between two quantities in compatible units: on one side the lifecycle cost of the additional onboard software, the verification and validation burden it imposes, and the assurance cost of moving safety-critical decisions into flight code; on the other side the expected reduction in loss hazard, converted through the program’s own anomaly-arrival expectation and the value it places on the mission, into an expected avoided loss. Neither side is free of uncertainty, and the hazard-ratio side carries the wide interval the rare-event sample produces, but the decision would for the first time be a comparison of estimated quantities rather than a contest of intuitions. For NASA at the portfolio level, a favorable estimate would also bear on how much of a future deep-space line’s risk reserve should be allocated to autonomy maturation versus to redundant hardware or to operations staffing, because it would let those competing risk reductions be compared on a survival metric they currently lack in common. The stakeholder reach extends past the engineering organization: a quantified autonomy-survival relationship is the kind of evidence that program review boards and budget authorities can interrogate, which moves the autonomy case from advocacy into accountability. The contemporary deep-space mission set, from inner-system solar missions to multi-spacecraft planetary missions operating at light-times where a ground loop is measured in tens of minutes, is exactly the population for whom this reframing of the decision would be most consequential [Fox2015], [Milillo2020], [Benz2020].
7.2 Implications if H0 is not rejected
The chapter thesis, applied to the cautionary branch, is that a failure to reject the null is not a failure of the dissertation but a finding with its own teeth. I argue this claim with the same Toulmin discipline, because a null is exactly the kind of result that tempts an author into over-interpretation in one direction or under-interpretation in the other.
Claim. If the assembled population yields a hazard ratio on autonomy whose ninety-five percent confidence interval includes one in the pre-registered base specification, the data fail to reject H0, and the correct inference is that, across the documented population and conditional on complexity, distance, and age, fault-management autonomy maturity does not by itself measurably change survival after a fault.
Grounds. The grounds are the decision rule, applied symmetrically. The rule rejects H0 for H1 only when the hazard ratio is below one and its interval excludes one and the sign is stable across robustness specifications. An interval including one, by the same rule, fails to reject H0. The illustrative fail-to-reject shape, a hazard ratio of 0.95 with an interval of 0.7 to 1.3, is the decision-rule illustration of this branch; like its counterpart it is not an estimate, only a marker of what the data would have to look like to leave the null standing.
Warrant. The warrant for reading a null as informative rather than empty is that the null here is not the absence of a test but the result of one. The proposition was stated quantitatively, embedded in an explicit counterfactual, and exposed to falsification, which is the whole of Fogel’s requirement [Fogel1964Railroads]. A proposition that survives that exposure unrefuted in the direction of its alternative has been measured, not merely left unexamined. The engineering intuition that autonomy buys survivability would, on this branch, have been confronted with the survival record and found not to be supported at the population level, and that confrontation is the contribution whether or not it confirms the intuition.
Backing. The backing is the distinction between a null that says autonomy is worthless and a null that says autonomy’s survival benefit is not visible at the pooled level conditional on these controls. These are different statements, and the design is built to keep them separate. A pooled null is consistent with autonomy mattering for reasons the dependent variable does not capture, and it is consistent with autonomy mattering only in a subgroup that the pooled estimate averages away. The competing-risks specification, which distinguishes mission-ending loss from recovery as competing terminal events rather than collapsing them, exists partly to guard against a pooled null masking a real effect on the recovery side that the loss-hazard model alone would miss [Lau2009Competing], [Fine1999], [CastetSaleh2010Multistate].
Qualifier. The confidence in a null finding is itself conditioned on power. With a small number of mission-ending events and four covariates, the base model approaches the rule-of-thumb floor of roughly ten events per covariate below which maximum partial-likelihood estimates become unreliable. A null produced under low power is weak evidence for the absence of an effect; it may instead be the failure of a thin dataset to detect an effect that exists. The design’s response, reporting the minimum detectable hazard ratio given the realized event count, is what converts a bare null into a calibrated one: the honest statement is not autonomy has no effect but the data can rule out a protective effect larger than such-and-such and can say nothing about effects smaller than that. This is the statistical-conclusion-validity counterpart of the Talebian warning that rare-event samples are thin in exactly the region that matters.
Rebuttal. The null reading is itself rebutted if the pre-specified tail subgroup, the hardest episodes at the greatest distance and shortest reaction time, shows a protective effect that the pooled model does not. A pooled null combined with a tail effect in the hardest-episode subgroup is, by the design’s own anticipation, the most likely nuanced outcome, and it would not be a null in the sense that matters; it would be a finding that autonomy’s benefit concentrates where the engineering argument always located it, invisible in the average and present in the tail.
The most important consequence of a pooled null is that it would relocate, rather than dissolve, the engineering case for autonomy. If autonomy maturity does not by itself change conditional survival across the documented population, then the justification for autonomy investment must rest on grounds the survival model does not measure: operational cost, because a spacecraft that recovers itself does not consume a ground recovery cycle; mission cadence, because autonomous recovery shortens the dead time between fault and resumption; and the mission phases where no ground loop is possible at all. Entry, descent, and landing is the limiting case. During an EDL sequence the one-way light time can exceed the entire duration of the event, so there is no ground loop to depend on and autonomy is not an investment to be traded against a human alternative but the only available form of fault management. A pooled null on the survival metric would say nothing against autonomy in that regime, because the regime is one the population-level loss hazard, dominated by long-duration cruise and orbital operations, barely samples. The cautionary value of the null is thus precise: it would caution program managers against justifying autonomy on a generic survivability claim while leaving entirely intact the phase-specific and operational justifications that the metric does not reach.
This relocation has a sharper edge when read against the trajectory of the autonomy field itself. The surveys that map the past, present, and future of autonomy for space robots, and the broader application of artificial intelligence in space missions, describe a field expanding the scope of what onboard systems decide, not contracting it [Gao2021Autonomy], [AIspace2021], [Jabbarpour2025Agent]. A pooled null would not contradict that trajectory, because the trajectory is driven precisely by the regimes the survival model under-samples: deep-space science operations where cadence and operational cost dominate, EDL and proximity operations where a ground loop is physically unavailable, and distributed multi-spacecraft missions where coordinating recovery through the ground is impractical at scale. The honest reading of a null is therefore not that the field has over-invested in autonomy, but that the population-level post-fault survival metric is the wrong instrument for detecting autonomy’s value in the regimes that motivate its growth. A program that read a null as a reason to disinvest would be making the inferential error the design is most concerned to prevent: treating the absence of a signal on one metric, measured over a population that under-samples the decisive regimes, as evidence of absence across all the metrics and regimes that matter. The null’s lesson is about the limits of the survival metric, not about the limits of autonomy, and stating that distinction clearly is the difference between a null that informs and a null that misleads.
7.3 The theoretical contribution back to each anchor
The chapter thesis has so far been argued in the language of program decisions. It must also be returned to the two frameworks that gave the design its discipline, because a dissertation that borrows a method owes that method something back. This section states what the work contributes to each anchor, under either outcome.
The contribution to the Fogelian frame is a demonstration that the cliometric move travels from economic history into spacecraft engineering without losing its force. Fogel’s insistence was that a claim of the form outcome Y could not have occurred without factor X is an unmeasured counterfactual until it is stated quantitatively, embedded in an explicit counterfactual, and exposed to falsification, and that the discipline of constructing the counterfactual world and computing the difference is what separates measured history from asserted history [Fogel1964Railroads], [Leunig2010SocialSavings]. The engineering field’s claim that autonomy buys survivability has exactly the form Fogel distrusted: an indispensability claim defended by case narrative. This dissertation’s theoretical contribution to the Fogelian program is to show that the same apparatus, the quantitative proposition, the conditioning that builds the counterfactual into the design, and the pre-committed refutation conditions, applies to a non-economic indispensability claim, and that the hazard ratio plays the role the social-saving figure plays in the railroad study: a single number that bounds and either supports or refutes the claim. The signed-bias reasoning is part of this contribution rather than a hedge against it. Fogel bounded his estimate; this design signs the direction of the most plausible residual confounding and thereby states whether its conditional estimate is a ceiling or a floor on the effect, which is the cliometric move of bounding a claim rather than asserting it, carried into a new domain. The contribution holds under either outcome: a favorable estimate is a Fogelian confirmation with a signed upper bound, and a null is a Fogelian refutation of the indispensability claim at the population level, and both are measured rather than narrated.
The contribution to the Talebian frame is a worked instance of treating a rare, heavy-tailed loss as the tail event it is rather than as a draw whose mean can be trusted. Taleb’s argument is that in heavy-tailed processes the historical record undersamples the tail, sample means understate true exposure, and precaution rather than point optimization is the correct decision frame [Taleb2014PP], [Cirillo2020], [Cirillo2016]. Mission-ending loss is such an event, and the design encodes the Talebian discipline in three places: in the choice of a hazard formulation that handles censoring and small event counts over any mean-based approach, in the pre-specification of the tail subgroup so that autonomy’s benefit can be detected where it is hypothesized to concentrate even if it is invisible in the pooled estimate, and in the refusal to treat any single point estimate, including the one this design will produce, as a license to optimize fault-management economics against the most-likely case while ignoring the catastrophic case. The theoretical contribution back to the Talebian frame is to show that the precautionary stance is not merely an interpretive overlay but a constraint that shapes estimator choice and subgroup design before any data are seen. The same financial and epidemiological tail-risk literature that motivates the precautionary reading, the work on tail risk in asset prices and in the microeconomic origins of macroeconomic tail risks, underlines that the cost of a tail event is frequently non-local and propagates through a system [Kelly2013], [Acemolu2016]. The orbital analogue is direct: the consequences of a lost vehicle are not always localized to the vehicle, because debris from a catastrophic loss feeds the long-term population dynamics of the orbital environment, so the precautionary reading of autonomy’s tail benefit carries a systemic dimension that a vehicle-by-vehicle cost-benefit calculation misses [Lewis2020Debris]. The contribution holds under either outcome here too: a favorable pooled estimate is read with tail-aware humility rather than as a tail guarantee, and a pooled null is read against the tail subgroup rather than as license to disinvest from autonomy in the worst episodes.
It is worth being precise about what kind of contribution this is to the cliometric tradition specifically, because the tradition has been the subject of methodological scrutiny that bears directly on the present claim. The social-saving method was not accepted without challenge; the literature that grew up around it interrogated whether the counterfactual construction was complete, whether the indispensability claim was being tested or merely restated in quantitative dress, and whether the single summary number obscured more than it revealed. The lasting result of that scrutiny was not the abandonment of the method but its discipline: a cliometric claim earns its standing by making its counterfactual explicit, by stating the direction and plausible magnitude of the biases it cannot remove, and by committing in advance to what would refute it. The present design inherits each of those disciplines. Its counterfactual is the within-stratum contrast that conditioning constructs; its principal bias, program quality, is signed rather than assumed away; and its refutation conditions, a non-negative coefficient, a sign reversal under conditioning, a sign reversal under robustness, are fixed before estimation. The theoretical contribution back to the cliometric frame is therefore not merely that the method transfers to a new domain, but that the matured, scrutiny-tested form of the method, the form that bounds and signs rather than the form that merely quantifies, is the form this dissertation carries into spacecraft engineering [Fogel1964Railroads], [Leunig2010SocialSavings]. A claim that survives that fuller discipline is a stronger claim than one that merely attaches a number to an assertion, and the dissertation’s value to the tradition is the demonstration that the discipline is portable.
There is a synthesis claim that belongs to neither anchor alone. The two frameworks jointly specify both the estimator family and its interpretation. Fogel drives the choice of a conditional counterfactual hazard, because the counterfactual contrast is what conditioning operationalizes. Taleb drives the tail-aware, precautionary reading of whatever that hazard model returns, because the dependent variable is a heavy-tailed rare loss. The contribution of the dissertation to the methodological literature is the demonstration that these two disciplines are complementary rather than competing: the Fogelian apparatus supplies the measurement and the Talebian apparatus supplies the humility about what the measurement can be trusted to mean, and a study of rare engineering catastrophe needs both.
7.4 Rival explanations and their rebuttals
The chapter thesis is that the estimate is decision-relevant under either outcome, but that relevance depends on the estimate meaning what it appears to mean. Three rival explanations threaten the causal reading of a favorable estimate, and each must be confronted rather than waved off. This section treats each as a Toulmin rebuttal to be defeated, states the design’s response, and is candid about the residual that survives the response.
The first rival explanation is that autonomy is a marker for overall program quality rather than a cause of survival. On this reading, the programs that invest in autonomous fault management are the same programs that test more rigorously, staff their operations teams more deeply, and manage risk more carefully, and it is that bundle of unmeasured quality, not autonomy as such, that produces the better survival. The rebuttal is partial and is stated as partial. Conditioning on complexity and cost class absorbs the component of program quality that travels with complexity and funding, which is a substantial component, because the most complex and best-funded programs are disproportionately the high-quality ones. The signed-bias reasoning then does the remaining work: because program quality is positively associated with both autonomy and survival, any residual quality not absorbed by the controls biases the autonomy hazard ratio downward, toward a stronger protective effect than is real, so a hazard ratio that remains below one after conditioning is an upper bound on autonomy’s benefit and the residual confounding works in the same direction as the estimate rather than against it. The honesty owed here is that conditioning reduces but cannot eliminate this confounder, and the design does not claim a randomized causal effect; it claims a conditional association with a defended control set and an explicit, signed account of the residual. That is a weaker claim than a randomized effect and a stronger claim than a raw correlation, and stating exactly where it sits is the rebuttal’s real content.
The second rival explanation is that better-instrumented missions both detect more faults and survive more of them, so the autonomy score and the survival outcome share a common cause in instrumentation. On this reading, richer onboard instrumentation simultaneously raises a mission’s autonomy-score by enabling onboard detection and isolation and raises its survival by giving operators and onboard logic more to work with, and the apparent autonomy effect is an instrumentation effect. The rebuttal runs through two of the robustness specifications. The competing-risks formulation distinguishes the recovery terminal state from the loss terminal state, which matters because an instrumentation common cause would be expected to inflate detection and therefore the count of recorded episodes without necessarily improving the loss-versus-recovery split conditional on an episode having been recorded; if instrumentation drives the result, its signature should appear differently across the two competing transitions than a genuine autonomy effect would [Lau2009Competing], [Fine1999]. The shared-frailty specification absorbs unobserved mission-level heterogeneity, including the instrumentation-richness that is common within a mission across its episodes, into a mission-specific random term, so that the autonomy coefficient is identified off variation that the frailty has not already explained [Duchateau2008Frailty], [Therneau2003]. The residual that survives is that neither specification can fully separate instrumentation from autonomy when the two are nearly collinear in the population, and the design states that a near-perfect collinearity between instrumentation richness and autonomy level would be a genuine limit on what any conditional model can recover.
The third rival explanation is reverse causation in the documentation. On this reading, a mission-ending loss leads the post-mission documentation to describe the fault management as inadequate, so the autonomy score is contaminated by the outcome it is meant to predict, and the association is an artifact of how losses get written up rather than of how autonomy performed. This is the most insidious rival because it would corrupt the treatment variable itself. The rebuttal is the design choice to score autonomy from pre-flight TechPort technology-readiness anchors and pre-flight design documentation rather than from post-loss narratives [NTRS1993Onboard]. A score built on the readiness level of the flown fault-management technology and on the design-stage placement on the detection-isolation-recovery ordinal scale, fixed before the outcome is known to the coder, cannot be contaminated by a narrative written after the loss. The three-pass construction, with an independent second-reader re-coding against the same rubric and adjudication of disagreements against the documentation, further insulates the score from any single coder’s hindsight. The residual that survives is that pre-flight documentation is itself sometimes revised, and that a coder cannot be fully blinded to which famous missions ended in loss; the design treats this as a bounded rather than eliminated threat and commits to a retained coding log so that the provenance of every score is auditable.
There is a fourth challenge that is not a rival causal explanation but a methodological objection, and it is answered here for completeness. The objection is that an instrumental-variable design would identify the autonomy effect more cleanly than conditioning. The rebuttal is that a valid instrument would need to shift autonomy investment without affecting post-fault survival except through autonomy, and no such variable is credibly available: every plausible candidate, mission era or budget, plausibly affects survival through other channels, so an instrument would import an untestable exclusion restriction in exchange for removing a confounder the conditioning strategy already signs. Honest conditioning with a defended control set and explicit reasoning about the remaining bias is more defensible than a weak instrument, and choosing the former is itself a Fogelian commitment to bounding a claim rather than dressing it in machinery that hides the assumption.
7.5 The Talebian tail reading
The chapter thesis acquires its sharpest form in the tail. The argument here is that the pooled estimate, favorable or null, is not the whole of what the data can say about autonomy, because autonomy’s value is hypothesized to concentrate in the worst episodes, and a study that reported only the average would under-serve exactly the decision the tail governs.
Claim. Autonomy’s protective effect, if it exists, is expected to be larger in the hardest fault episodes, those at the greatest distance and the shortest reaction time, than in the average episode, and the design’s pre-specified tail subgroup is built to detect that concentration even when the pooled estimate is modest or null.
Grounds. The grounds are the mechanism itself. The benefit of onboard autonomy is that detection, isolation, and recovery execute without waiting for a ground command cycle, and the value of not waiting scales with how long the wait would otherwise be. In a near-Earth episode the ground loop is short and autonomy saves little time; in a deep-space episode the ground loop is long and a spacecraft that must wait for a human recovery sequence may exhaust its margin before the sequence arrives. The hardest episodes are precisely those where the light-time-independent resolution that autonomy provides has the most room to change the outcome, so the mechanism predicts a larger autonomy effect in the tail [Muscettola1997Onboard], [Gao2021Autonomy].
Warrant. The warrant for taking the tail seriously even against a modest pooled estimate is the Talebian observation that in a heavy-tailed loss process the average is dominated by the common, mild episodes and undersamples the rare, severe ones, so a pooled estimate that averages over all episodes can understate the benefit that lives in the tail [Taleb2014PP], [Cirillo2020]. Reporting only the pooled hazard ratio would commit the precise error Taleb warns against: optimizing against the most-likely case while the catastrophic case, where autonomy may matter most, is washed out of the average.
Backing. The backing is the design decision to specify the tail subgroup in advance rather than to discover it after seeing the pooled result. A subgroup found by searching for significance after a disappointing pooled estimate would be a specification-search artifact; a subgroup pre-registered as the hardest episodes, defined by distance regime and reaction-time before any fitting, is a genuine test of the tail-concentration hypothesis. The non-naive precautionary principle supplies the further backing that no single point estimate, pooled or tail, should be treated as a license to optimize fault-management economics against the most-likely case [Taleb2014PP], and the broader precautionary literature, including the case for prioritizing protective action under deep uncertainty about catastrophic outcomes, reinforces that a favorable average is not a guarantee in the tail [Hanna2020], [Sunstein2003], [Sunstein2002].
Qualifier. The confidence in any tail finding is lower than the confidence in the pooled estimate, not higher, because the tail subgroup is smaller and its event count thinner, so its interval will be wider still. The honest statement is that the tail analysis can suggest concentration but will rarely establish it with the precision a pooled estimate could achieve on a larger sample, and that a tail point estimate more favorable than the pooled one must be read against a correspondingly wider interval before it is allowed to drive a decision.
Rebuttal. The tail reading is rebutted if the tail subgroup shows no larger effect than the pooled estimate, which would indicate that autonomy’s benefit, whatever its size, does not concentrate where the mechanism predicts, and would weaken the mechanistic story even if the pooled estimate were favorable. It is also rebutted, in the other direction, if the tail subgroup is so small that its interval spans every substantively interesting value, in which case the correct conclusion is that the data cannot speak to the tail and the precautionary stance must be held on grounds of mechanism rather than measurement.
The practical upshot of the tail reading is a specific caution to program managers. The precautionary point is that the value of autonomy may lie disproportionately in the worst fault episodes, those with the least time and the least ground insight, so a program that prices autonomy against the average episode is pricing it against the case where it matters least. A favorable pooled estimate should not be read as a guarantee in the tail, and a null pooled estimate should not be read as license to disinvest from autonomy in the regimes the average undersamples, because in a heavy-tailed loss process the average is the least informative statistic about the catastrophe. The systemic dimension sharpens the caution: a loss in the tail is not always a localized cost, since debris from a catastrophic loss can feed the orbital environment’s long-term dynamics, so the precautionary case for autonomy in the tail carries a consequence beyond the lost vehicle [Lewis2020Debris]. This is the one place the discussion reaches past the mission and toward the environment, and it does so to make the precautionary frame complete rather than to expand the claim.
7.6 External validity
The chapter thesis is about decision-relevance, and decision-relevance is bounded by the population the estimate describes. This section states how far the estimate travels, and is deliberately conservative, because over-claiming external validity is the failure mode most likely to turn a defensible study into an indefensible one.
Claim. The estimate generalizes most safely to the class of missions that dominate the sample: complex, well-documented NASA and JPL robotic spacecraft. Extension to small satellites, commercial constellations, and non-NASA programs is a hypothesis for future work, not a claim of this dissertation.
Grounds. The grounds are the coverage structure of the data. Coverage is strongest for flagship and competed deep-space and Earth-science missions, which are well documented in the NASA Technical Reports Server and in Government Accountability Office assessments, and for JPL-operated missions with releasable anomaly records. Reporting is heterogeneous, and well-documented flagship missions are over-represented relative to small or classified missions, which biases coverage toward complex, high-investment spacecraft. The reliability-statistics tradition that supplies the importable apparatus has shown that failure behavior differs by mass category and mission class, which is direct evidence that an estimate built on one class should not be assumed to hold for another [CastetSaleh2009], [Dubos2014Small], [CastetSaleh2010Multistate].
Warrant. The warrant for restricting the generalization is that the mechanism’s strength is itself class-dependent. The autonomy benefit scales with light time and with the absence of a cheap ground loop, so it is strongest in the deep-space flagship class that dominates the sample and weakest in the near-Earth small-satellite class that the sample under-represents. An estimate dominated by the class where the mechanism is strongest cannot be extrapolated to a class where the mechanism is weaker without re-estimation, and the documented mass-category differences in failure behavior make that extrapolation a hypothesis rather than a deduction. The contemporary mission record that motivates the deep-space framing, from solar and inner-system missions to multi-spacecraft planetary missions, sits squarely in the well-documented flagship class that defines the safe generalization domain [Fox2015], [Benz2020], [Milillo2020].
Backing. The backing is the Talebian caution about tail undersampling, applied to external validity. The sample over-represents complex, well-funded missions and undersamples the catastrophic tail, so an estimate built on a population that undersamples the tail of catastrophic episodes may understate autonomy’s benefit in exactly the conditions where it matters most, and may also fail to capture the failure modes of mission classes outside the sample entirely [Taleb2014PP], [Cirillo2020]. The honest external-validity statement is therefore doubly bounded: bounded to the flagship class by coverage, and bounded away from any guarantee in the tail by undersampling.
Qualifier. The confidence in the within-class generalization is moderate and in the cross-class generalization is low. The estimate is offered as a defensible inference about complex NASA and JPL robotic spacecraft and as no more than a motivating hypothesis about small satellites, commercial constellations, and the rapidly growing population of distributed and agent-managed space systems whose fault-management practices differ from the flagship lineage [Jabbarpour2025Agent], [Dubos2014Small]. The growth of that population is a reason to extend the study, not a reason to assume the flagship estimate applies to it.
Rebuttal. The external-validity claim is rebutted if a future study on a different mission class returns a materially different autonomy hazard ratio, which would confirm that the flagship estimate does not travel and would convert the present generalization bound from a caution into a documented limit. The design anticipates this by stating the bound in advance rather than discovering it after an over-broad claim has been made.
The mission-anomaly record that grounds the worked framing of this study is itself drawn from the flagship class, which both supports the within-class generalization and illustrates its limits. Documented anomaly recoveries on major missions, the safing and recovery of a flagship outer-planet spacecraft and the anomaly-recovery and operational lessons of an Earth-science mission among them, are the kind of well-reported episode the sample is rich in, and they are precisely the episodes whose generalization to a thinly documented small-satellite population is unwarranted [Basilio1993], [Nayak2012], [Baker2011], [Rayman2020Dawn]. The external-validity statement is thus not an abstract caveat but a direct reading of which episodes the data actually contain.
7.7 Synthesis: the symmetric value of the estimate
The chapter has argued one claim through six developments, and it closes by drawing them together. The assurance-case spine that carries the whole dissertation holds across this discussion. The problem is real: safe-mode entry is routine on long-duration missions and a fraction of fault episodes precede permanent loss, and the autonomy-survival link has been asserted rather than measured [Basilio1993], [Nayak2012], [Bernard1999DS1]. The problem is material: autonomy investment and deep-space architecture trades turn on this assumption, and long light time makes the ground loop slow exactly when faults are hardest [Gao2021Autonomy], [AIspace2021], [Milillo2020]. The intervention addresses the mechanism: a conditional Cox hazard on autonomy with confounder control measures Fogel’s counterfactual contrast directly [Cox1972Regression], [AndersenGill1982], [Fogel1964Railroads]. It beats the alternatives: the Cox model uses dwell time, handles censoring and clustered recurrent episodes, and tolerates a small event count better than a logistic-on-outcome or mean-based model, and the instrumental-variable alternative was considered and rejected for lack of a credible exclusion restriction [Cox1972Regression], [Lau2009Competing], [Duchateau2008Frailty]. The residual risk is acceptable: rare events, measurement error in the autonomy score, and unobserved program-quality confounding are bounded by Firth penalization, second-reader coding, pre-flight scoring, signed-bias reasoning, and honest design-stage framing [Therneau2003], [Schemper1992], [Taleb2014PP].
The symmetric-value thesis is the conclusion these developments support. Under the favorable branch, the estimate prices autonomy maturity in the currency of survival and supplies an architecture-trade parameter most actionable for deep-space JPL missions. Under the cautionary branch, the estimate relocates the engineering case for autonomy onto operational, cadence, and phase-specific grounds the survival metric does not reach, and it does so with a calibrated null that states what protective effect the data can and cannot rule out. Under the most likely nuanced branch, a pooled null with a tail effect in the hardest episodes, the estimate says autonomy’s benefit concentrates where the mechanism predicts and where the average is least able to see it, which is itself a contribution. In every branch the work converts an intuition into a measurement with stated uncertainty, signs the direction of its residual bias, reads its result with tail-aware humility, and states honestly how far the result travels. That is the contribution the discussion defends, and it does not depend on the data being kind.
The remaining task, which the conclusion takes up, is to convert this design into execution: to code the episode inventory from the named sources, to anchor and second-reader-score the autonomy variable, to realize the power the event count allows, and to report the fitted hazard ratio, or the credible failure to find one, against the pre-registered decision rule. The discussion has shown why that estimate matters before it exists. The design-stage honesty of the chapter is that it claims no more than that: a defensible account of what the measurement would mean, held strictly apart from any claim about what the measurement is.
Conclusion
8.0 The answer this dissertation reaches
The answer this dissertation reaches is that the question of whether onboard fault-management autonomy buys post-anomaly survival can be converted, for the first time, into a single estimable parameter, and that the value of the work does not depend on which way that parameter falls. The contribution is the construction of a conditional hazard estimate, the hazard ratio exp(beta_1) on an ordinal autonomy score in a Cox proportional-hazards model fit to a population of fault episodes, together with the identification strategy, the measurement protocol, and the falsification conditions that make the estimate interpretable. Under either branch of the disjunction, a hazard ratio below one with a confidence interval excluding one, or a hazard ratio whose interval includes one, the dissertation returns a decision-relevant result to NASA and Jet Propulsion Laboratory program managers who must currently weigh autonomy investment on intuition alone. This chapter states that claim, defends what stands even if the alternative hypothesis is not confirmed, sets out the limitations honestly, names the concrete program of work that converts the design into an executed estimate on the full dataset, and closes.
The problem this chapter must resolve is one of closure rather than of new evidence. The current state at the end of a design-stage dissertation is a fully specified but unexecuted research program: an estimator chosen, variables constructed, an identification argument defended, and refutation conditions pre-registered, but no coefficient fit to the assembled population. The desired state is a reader who understands precisely what the dissertation has and has not established, what its result will mean whichever direction it takes, and what remains to be built. The gap between the two is the risk that a design-stage contribution reads as an unfinished empirical paper rather than as a complete methodological proposal. The consequence of leaving that gap unaddressed is that the genuine contribution, a falsifiable measurement instrument for an architecture question that two literatures have left unanswered, would be mistaken for a missing finding. This chapter closes the gap by separating, sharply, what is settled by the design from what awaits execution.
8.1 The contribution restated: one hazard ratio, or one credible failure to find one
The central claim of this dissertation is that it specifies the first population-level, conditional hazard estimate of the effect of fault-management autonomy on spacecraft survival after a fault, and that the specification is itself the contribution regardless of the sign of the eventual coefficient. The grounds for this claim are the four elements assembled across the preceding chapters: a unit of analysis (the fault episode, a discrete entry into a safe mode or comparable fault state), a dependent variable (mission-ending anomaly, with time measured from fault entry and recovery treated as censoring), a primary explanatory variable (an ordinal autonomy score built in three passes from a TechPort technology-readiness anchor, design-documentation placement on the detection-isolation-recovery scale, and an independent second-reader re-coding), and an estimator (the Cox model of Cox [25], with the counting-process large-sample properties of Andersen and Gill [26] and the extensions catalogued by Therneau and Grambsch [27]). The warrant connecting these grounds to the claim is Fogel’s cliometric principle [13]: a proposition of the form “autonomy changes survival” is an unmeasured counterfactual until it is stated quantitatively, embedded in an explicit counterfactual contrast, and exposed to falsification, and the estimating equation
h_i(t) = h_0(t) * exp(beta_1 * autonomy_i + beta_2 * complexity_i + beta_3 * distance_i + beta_4 * age_i)
does exactly that. The backing for the warrant is the cliometric tradition’s demonstration, from Fogel’s railroad social-saving computation forward [13], that historical claims of indispensability become testable only when reduced to a single estimated number against an explicit no-treatment world, a discipline that Leunig’s survey of the social-savings method documents as a durable methodological standard rather than a one-off device [Leunig2010SocialSavings].
The qualifier on this claim is essential and must be protected. The contribution is the conditional estimate and its decision rule, not a confirmed effect; this dissertation does not assert that autonomy lowers the hazard, only that it builds the instrument that would establish or refute that proposition. The rebuttal the claim must survive is the objection that a design-stage proposal contributes nothing until it is run. That rebuttal fails on the symmetry of the result. Consider the two terminal branches. If the assembled population yields a hazard ratio below one with a 95 percent confidence interval excluding one and a sign stable across the competing-risks, frailty, mission-class-stratified, Firth-penalized, and reduced autonomy-plus-distance specifications, H0 is rejected and the magnitude of exp(beta_1) becomes an architecture-trade parameter: a program can weigh the cost of moving up one autonomy level against the estimated reduction in loss hazard, conditional on its complexity and distance regime. If instead the interval includes one, H0 is not rejected, and the implication is equally usable: across the documented population and conditional on the controls, autonomy maturity does not by itself change survival after a fault, and the engineering case for autonomy must rest on other grounds such as operational cost, mission cadence, or the entry-descent-and-landing phases where no ground loop is physically possible. A hazard ratio above one with an interval excluding one would be the strongest refutation of H1, a substantively important negative finding that higher autonomy is associated with worse conditional survival. In all three cases the dissertation returns information that the field does not currently possess. The confidence in the symmetry argument is high, because it follows deductively from the pre-registered decision rule rather than from any anticipated data realization; what it does not and cannot establish at the design stage is which branch obtains, which remains the open empirical question.
8.2 The bridge between two literatures
The claim of this section is that the contribution’s durable value lies in joining two literatures that bear on the autonomy-survival question and have not met. The grounds are documented across the literature review. The first literature is the spacecraft reliability-statistics tradition of Castet and Saleh and collaborators, which assembled on-orbit failure data and fit nonparametric and Weibull reliability models across hundreds of spacecraft and subsystems, establishing that failure behavior is statistically tractable at the population level [CastetSaleh2009] and that it varies by subsystem, mass class, and mission type, and which extended into multi-state failure analysis distinguishing degraded from failed states [CastetSaleh2010Multistate]. The second is the fault-management engineering tradition, which builds architectures and flight demonstrations, anchored at the autonomous end by the Deep Space One Remote Agent Experiment that integrated onboard planning, a reactive executive, and model-based fault diagnosis in flight [Bernard1999DS1, Muscettola1997Onboard], and surveyed in its present and prospective state by Gao and colleagues [Gao2021Autonomy] and by the broader artificial-intelligence-in-space literature [AIspace2021].
The warrant linking these grounds to the bridging claim is that the two literatures answer adjacent but distinct questions and that the dissertation’s question sits precisely in the unoccupied space between them. Reliability statistics models the unconditional time to hardware failure and does not include fault-management autonomy as a covariate; fault-management engineering argues for autonomy from case narratives and assurance arguments rather than from a hazard model fit to a population of fault episodes. The backing is methodological continuity: this dissertation does not invent a new statistical apparatus for spacecraft. It imports the validated survival-modeling machinery the reliability tradition established, redirects it from the unconditional hardware-failure question to the conditional post-fault-survival question, and adds the autonomy covariate the prior work omitted. The multi-state framing that distinguished degraded from failed states [CastetSaleh2010Multistate] is the conceptual ancestor of the competing-risks specification used here, in which recovery and loss are competing terminal events out of the fault state. The qualifier is that the bridge is a redirection and an extension, not a refutation of either parent literature; both remain correct within their own scope, and the dissertation depends on the reliability tradition’s demonstration that population-level spacecraft survival modeling is feasible at all. The rebuttal that the bridge is merely rhetorical is answered by the concrete inheritance: the stratification by mission class, the inclusion of spacecraft age to capture the infant-mortality-and-wear-out mixture, and the clustered robust variance for recurrent episodes are all directly traceable to findings in the reliability literature, not invented for the occasion.
8.3 How the anchors sharpened the test
The claim here is that the two methodological anchors are not decorative framing but load-bearing constraints that determined both the estimator family and its interpretation, and that without them the design would be weaker in specific, nameable ways. The Fogelian anchor [13] supplied three requirements that shaped the design directly. First, it forced the proposition to be quantitative: not “autonomy helps” but “autonomy changes the post-anomaly hazard by exp(beta_1), with this confidence interval.” Second, it forced the counterfactual into the design as conditioning rather than as narrative: the within-stratum comparison of comparable fault episodes that differ in autonomy level is the operationalized analogue of Fogel’s explicit no-railroad world. Third, and most consequentially, it disciplined the handling of residual confounding. The grounds for this third point are the signed-bias argument developed in the research design: the most plausible unobserved confounder, overall program quality, is positively associated with both autonomy investment and survival, so an unconditioned estimate would overstate autonomy’s protective effect, and conditioning on complexity and cost class absorbs part of program quality. The warrant is that if, after conditioning, the autonomy hazard ratio remains below one, the residual program-quality bias works in the same direction as the estimated effect, which makes the conditional estimate an upper bound on autonomy’s benefit rather than an unbounded assertion. The backing is Fogel’s own practice of bounding rather than asserting a counterfactual magnitude. The qualifier is that signing the bias does not eliminate it; it bounds the claim, and the bound holds only for the direction reasoned through and only for the confounders named.
The Talebian anchor [23] supplied the discipline for the dependent variable, and its influence is equally concrete. Mission-ending loss is a rare, heavy-tailed event, and the warrant Taleb’s tail-risk program provides is that the historical record undersamples the tail and that sample means understate true exposure for such events. The first operational consequence, which the design adopts, is the preference for a hazard formulation that handles censoring and small event counts over any approach that relies on the stability of a mean; this is why the dissertation uses a survival model rather than a logistic regression on episode outcome, and why Firth-type penalized partial likelihood [Therneau2003] is the primary estimator when the event count is low. The second consequence, also adopted, is precaution over point optimization: the pre-specified tail subgroup analysis, restricted to the hardest episodes at the greatest distance and shortest reaction time, tests whether autonomy’s benefit concentrates in exactly the conditions where the ground loop is slowest, even if the pooled estimate is modest. The backing for treating loss as a tail phenomenon comes from the demonstrated unreliability of mean-based inference in fat-tailed processes documented by Cirillo and Taleb in the contagion setting [Cirillo2020], a domain chosen for its statistical kinship to rare catastrophic events rather than for any substantive analogy to spacecraft. The third consequence is interpretive: the non-naive precautionary principle [23], and the broader caution in the precautionary-principle literature against treating the principle as either paralyzing or as license [Sunstein2003, Hanna2020], warn against treating any single point estimate, including the one this dissertation will eventually produce, as license to optimize fault-management economics against the most likely case while ignoring the catastrophic case. The qualifier on the Talebian reading is that it constrains interpretation, not estimation: the hazard ratio is still a point estimate with an interval, but the discussion of what that estimate licenses is precaution-bounded. A final rebuttal worth pre-empting is that the tail framing is overstated for an Earth-orbiting context; the reminder that the consequences of loss are not always localized to the lost vehicle, given the feedback-driven dynamics of the orbital-debris environment [Lewis2020Debris], answers it for the subset of episodes where a lost spacecraft becomes an environmental hazard.
8.4 What stands even if H1 is not confirmed
The claim of this section, which the chapter specification requires be made explicitly, is that the dissertation’s value is robust to the failure of its alternative hypothesis. This is the symmetry argument of 8.1 developed into its full assurance form. The grounds are that the contribution is the instrument and the decision rule, not a confirmed effect, and that a credible failure to find an effect is itself a finding the field lacks. The warrant is that program managers currently invest in autonomous fault management on the strength of an engineering intuition, that long one-way light times make a ground loop slow [Gao2021Autonomy], which is an assertion about expected benefit that has never been tested against the survival record of past missions. A rigorous null, conditional on a defended control set and stable across robustness specifications, would replace that intuition with evidence that autonomy maturity does not by itself change post-fault survival, redirecting the engineering case for autonomy toward the grounds where it is genuinely strongest, namely the EDL and proximity-operations phases where no ground loop exists at all.
The most likely nuanced outcome, and the one the design is built to detect, is a pooled null combined with a tail effect in the hardest-episode subgroup. The backing for anticipating this shape is the Talebian expectation that autonomy’s value concentrates in the worst episodes, those with the least time and the least ground insight, so that an estimate averaging over all episodes can understate autonomy’s tail benefit even when it is real. A finding of that form would be a contribution in its own right: it would tell programs that autonomy does not buy survival on the average safe-mode entry but does buy it in the rare, light-time-dominated, fast-onset episode, which is a more precise and more actionable conclusion than either a blanket endorsement or a blanket null. The qualifier is that this anticipated shape is a design-stage expectation about where signal would plausibly sit, not a prediction of the result; the pre-registration commits the analysis to report the pooled and subgroup estimates whatever they show. The rebuttal that a subgroup analysis on a thin event count invites overfitting is acknowledged and bounded by pre-specifying the single subgroup in advance, by reporting it with its wide interval rather than as a point claim, and by treating it as hypothesis-generating for future work where the tail dominates. The residual risk that remains, that the hardest-episode subgroup is simply too small to support any inference, is accepted and disclosed rather than concealed, which is the honest design-stage posture the whole dissertation maintains.
8.5 Limitations
The claim of this section is that the design’s limitations are material, named, and bounded, not fatal. Four limitations carry across from the data and the design and must be restated plainly at the close. First, reporting is heterogeneous: well-documented flagship and competed deep-space and Earth-science missions are over-represented relative to small or classified missions, which biases coverage toward complex, high-investment spacecraft and limits external validity to that class. The estimate generalizes most safely to complex, well-documented NASA and JPL robotic spacecraft; extension to small satellites and commercial constellations is a hypothesis for future work, not a claim of this dissertation. Second, the autonomy score is a coarse ordinal ordering rather than a continuous measurement, and it compresses real architectural variety into a small number of levels; the hazard ratio is therefore read per level and not per unit of any continuous autonomy quantity that does not exist, and the measurement error inherent in the compression risks attenuating the coefficient toward the null. Third, fault episodes that were silently handled and never escalated may be under-recorded, truncating the low-severity end of the distribution and biasing the episode population toward more serious events. Fourth, mission-ending losses are rare, so the event count is small relative to the censored episodes, which limits statistical power, widens confidence intervals, and stresses the asymptotic partial-likelihood approximation; this is precisely the heavy-tailed, undersampled-tail condition the Talebian frame warns about.
The warrant for calling these limitations bounded rather than disqualifying is that each has a specific design response, and the responses are honest about what they can and cannot achieve. The reverse-coding threat, that a mission-ending loss leads documentation to retrospectively describe the fault management as inadequate and so contaminates the autonomy score with the outcome, is mitigated by scoring autonomy from pre-flight TechPort and design documentation rather than from post-loss narratives; the mitigation reduces but does not eliminate the threat, because some pre-flight documentation is itself revised after the fact. The measurement-error and construct-validity threats are limited by the independent second-reader re-coding and the TRL anchor, which make the ordering reproducible rather than a single analyst’s judgment, but cannot recover the architectural detail the ordinal scale deliberately discards. The rare-event threat is addressed by keeping the covariate set deliberately small and theoretically motivated, by using Firth-penalized partial likelihood as the primary estimator when events are scarce [Therneau2003], and by estimating a reduced autonomy-plus-distance model so the reader can see whether the conclusion depends on fitting all four covariates against a thin event count; the rule of thumb of roughly ten events per covariate sets a floor below which the base model is over-parameterized and below which the dissertation will report the limitation rather than over-interpret a wide interval. The qualifier that governs all four is that the design reduces these threats to a level where the estimate is interpretable with stated uncertainty, not to zero; the residual is disclosed, which the assurance case treats as acceptable rather than as resolved. The deepest limitation, unobserved confounding by an attribute correlated with both autonomy and survival that is not in the control set, such as test rigor or operations-team experience, cannot be removed by conditioning and is bounded only by the signed-bias reasoning of 8.3, which establishes a direction for the most plausible confounder but not for every possible one.
8.6 From design to execution: the path to the full estimate
The claim of this section is that the path from this design to an executed estimate on the full dataset is concrete, sequenced, and reproducible, not aspirational. The grounds are the six-step estimation procedure pre-specified in the analysis plan and the appendices that operationalize it. The remaining build work falls into four stages, stated here as the program a successor execution would follow.
The first stage is episode assembly. This requires coding fault entries, end states, and timing from the NASA Technical Reports Server citation-search API, Government Accountability Office major-project assessments, and JPL mission anomaly and incident-surprise-anomaly records, following the fault-episode coding protocol in Appendix A. The worked mission post-mortems already in the corpus, including the Dawn mission’s documented anomaly and recovery history [Rayman2020Dawn], serve as calibration cases for the coding rubric before it is applied at scale. The warrant for treating this as the first and rate-limiting stage is that every downstream quantity depends on the episode inventory, and the inventory is the most labor-intensive and judgment-laden artifact in the program.
The second stage is autonomy scoring. This applies the three-pass rubric of Appendix B: a TechPort technology-readiness anchor for the flown fault-management or systems-health-management technology, a placement on the ordered detection-isolation-recovery scale read from NTRS and design documentation, and an independent second-reader re-coding with rubric adjudication and a reported inter-coder reliability statistic. The warrant for the second reader is construct validity: the autonomy variable is the treatment, and its measurement quality determines whether the study can answer its question at all, so the reproducibility of the ordering is not optional. The TechPort anchoring sub-step is the one the expansion plan flagged as warranting a focused source sweep before drafting, and a successor execution should harden the TRL provenance for each flown implementation rather than inferring it.
The third stage is control construction and estimation. This builds the complexity index from subsystem count, instrument count, and program cost class per Appendix C, codes the distance regime as a time-dependent covariate, computes spacecraft age at fault entry, and then fits the base Cox model by partial likelihood with spacecraft-clustered robust variance, tests the proportional-hazards assumption with scaled Schoenfeld residuals, respecifies by stratification or time interaction where the assumption fails, and fits the competing-risks [Lau2009Competing], frailty [Duchateau2008Frailty, Therneau2003], mission-class-stratified, Firth-penalized, and reduced robustness variants. The warrant is the pre-registration in Appendix D, which fixes the baseline specification, the five robustness specifications, and the decision rule before any coefficient is seen, so that the inference on H0 versus H1 is protected from specification search.
The fourth stage is power realization and inference. A formal power analysis computes the minimum detectable hazard ratio given the realized event count and determines whether the pooled model, the stratified models, or only the pooled model are adequately powered; where a stratum is under-powered, the limitation is reported rather than over-interpreted. The qualifier on the entire path is that its feasibility is governed by events, not episodes, because the partial likelihood is built from the risk sets at event times, and the realized count of mission-ending losses is the binding constraint that the assembly stage will reveal and the power stage will quantify. The reproducibility commitment that closes the program is the retained coding log: every episode coding decision, every autonomy-score adjudication, and every specification choice is recorded so that the constructed dataset and the fitted estimate can be independently reconstructed and challenged, which is the operational form of the Fogelian insistence that the data, not the analyst, decide [Fogel1964Railroads].
8.7 Closing the assurance case
The dissertation’s argument can be closed as the assurance case it has carried throughout: the problem is real, the problem is material, the design addresses the causal mechanism, it beats the alternatives, and the residual risk is acceptable. The problem is real because safe-mode entry is routine on long-duration missions and a fraction of those entries precede permanent loss, while the autonomy-survival link has been asserted from flight demonstrations [Bernard1999DS1, Muscettola1997Onboard] rather than measured. The problem is material because autonomy investment and deep-space architecture trades turn on this assumption, and long light time makes the ground loop slow exactly when faults are hardest [Gao2021Autonomy]. The design addresses the mechanism because the named causal chain, higher autonomy leading to onboard detection-isolation-recovery without a ground command cycle, leading to faster light-time-independent resolution before an episode becomes terminal, leading to a hazard ratio below one, is exactly what the conditional Cox model on autonomy estimates [Cox1972Regression], with conditioning supplying the Fogelian counterfactual contrast [Fogel1964Railroads]. The design beats the alternatives because the Cox model uses the dwell time a logistic regression on outcome would discard, handles censoring and recurrent clustered episodes, and tolerates a small event count better than a mean-based approach, and because instrumental-variable identification was considered and rejected for want of a credible exclusion restriction. The residual risk is acceptable because rare events, measurement error in the autonomy score, and unobserved confounding are bounded by Firth penalization [Therneau2003], second-reader coding, pre-flight scoring, signed-bias reasoning, and honest design-stage framing, with what remains disclosed rather than concealed.
What this dissertation finally offers is not a confirmed effect but a converted question. The assertion that autonomy buys survivability, long held as engineering intuition across the NASA and JPL Autonomous Systems and Robotics portfolio, becomes a falsifiable proposition with a pre-registered decision rule and a reproducible measurement protocol. Executed on the assembled population, the design returns a single hazard ratio with its uncertainty, or a credible and equally informative failure to find one, that a program manager can carry into an architecture trade in place of an intuition. The discipline that makes the question answerable is borrowed and acknowledged: Fogel’s requirement that the claim be quantitative, counterfactual, and falsifiable, and Taleb’s requirement that mission-ending loss be treated as the heavy-tailed event it is, read with precaution rather than optimized against the most likely case. The contribution is narrow by design and complete at the design stage, and its completeness is what licenses the closing claim that, whichever way the coefficient eventually falls, the field will know something it did not know before about whether, and where, a spacecraft’s own fault-management capability changes its odds of surviving the trouble it was built to survive.
Appendix A. Empirical Workbooks
Each empirical result in this dissertation is reproduced below from its auditable workbook, embedded here so the proof of evidence travels with the document. The live spreadsheets are the paper .xlsx files in each paper folder. Every observation carries its source.
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