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1. Introduction
Three Mars rovers have now flown the same family of onboard autonomous science-targeting software through different generations and across different scientific instruments. AEGIS, the Autonomous Exploration for Gathering Increased Science system, first ran on the MER Opportunity rover with Pancam in 2010, was re-fielded on MSL Curiosity for ChemCam in 2016, and was extended onto M2020 Perseverance for SuperCam in 2021. Each deployment generated an operational record long enough to ask a question that the prospectus for this dissertation deliberately bracketed for a separate paper: as the autonomy accumulates operating experience, does the science yield it delivers per sol grow in a predictable, parameterized way?
The companion paper in this dissertation estimates the marginal science yield attributable to onboard decision authority against a within-mission ground-commanded counterfactual, identified by a fixed-effects regression on observing opportunities. That paper answers a level question. This paper answers a slope question. It treats the trio of AEGIS deployments as a single experience curve and estimates whether per-sol science yield rises log-linearly with cumulative autonomous-targeting sols, the canonical form a learning curve takes in technology cost and performance studies. The estimate, an experience elasticity, is the parameter a mission planner would carry into a design review when asked how much additional science yield the autonomy will return for an additional sol of operating experience.
The contribution is one number with a calibrated standard error, fitted on a real cross-mission panel of operational observations, and a falsifiable directional claim about its sign.
2. Theory and Hypotheses
Three strands of literature frame the estimate. First, the planetary-exploration autonomy literature establishes that semi-autonomous rover operations on Mars-analogue terrain produce measurable science-yield variation across target-selection regimes and that the choice of target dominates the science-merit outcome . Yingst and colleagues show, in a GeoHeuristic Operational Strategies Test, that even modest variation in how a semi-autonomous rover narrows reconnoitering targets reshapes the science merit of the selected sites. The mechanism that an experience curve would have to recover is therefore present: target-selection skill is the bottleneck, and target-selection skill is what onboard autonomous targeting accumulates.
Second, the autonomous space-systems literature documents the maturation of agent-based mission management as the architectural setting in which onboard targeting authority is granted, and it catalogues the design-space of decision allocations between ground and flight segments . Jabbarpour and colleagues survey the methodologies and current practices and treat learning across deployments as a first-class research challenge, but they do not fit a curve. The gap is empirical, not conceptual.
Third, the sensor-tasking literature provides the analytic spine. Information-gain schedulers for space surveillance choose observations to maximize an expected-information-gain objective and have been studied across single-sensor , reinforcement-learning , multi-sensor swarm , decentralized , and heterogeneous-network  settings. That literature has identified information gain as the right yield metric for autonomous sensor decisions and has established that the metric is monotonically increasing as the scheduler improves its policy. A log-log learning curve is the parameterization in which that monotonic improvement is most naturally tested.
The hypothesis is directional. Let yield be the mean per-sol science yield delivered by onboard autonomous targeting and let experience be the cumulative number of sols the mission’s autonomous-targeting system has been operating. The maintained model is log-linear, ln(yield) = alpha + beta times ln(experience) + error, with beta the experience elasticity.
H0: beta is zero. Experience does not change per-sol yield.
H1: beta is strictly positive. Per-sol yield rises log-linearly with cumulative autonomous-targeting experience.
The null is the conservative claim that AEGIS-class autonomy does not learn at the cross-mission level: each deployment is a self-contained system with no measurable yield-experience slope. The alternative is that the three deployments lie on a common curve and that the curve is positively sloped.
3. Data
The dataset is a cross-mission panel of thirty observing bins drawn from the three Mars rovers on which AEGIS has flown. Six bins come from MER Opportunity, ten from MSL Curiosity, and nine from M2020 Perseverance, with five additional bins distributed across the missions’ extended-operations phases. Each bin reports a midpoint cumulative-autonomous-sol count, a mean per-sol science yield, a mean targets-per-sol count, the prevailing one-way Earth-to-Mars latency in minutes, and the science instrument the autonomy was targeting (Pancam on MER, ChemCam on MSL, SuperCam on M2020).
The bin construction draws on the published AEGIS deployment record. For MER Opportunity the principal source is Estlin and colleagues’ ACM Transactions on Intelligent Systems and Technology paper documenting AEGIS automated science targeting and the associated operational metrics , with extended-operations bins from Wettergreen and Wagner’s Field Robotics survey . For MSL Curiosity the principal source is Francis and colleagues’ 2017 Science Robotics report on AEGIS for ChemCam targeting  and Gaines and colleagues’ IEEE Aerospace Conference overview of MSL onboard autonomy . For M2020 Perseverance the principal source is the M2020 press kit and the Wiens and colleagues Space Science Reviews account of SuperCam science operations . Cumulative-sol counts and bin midpoints are computed from NASA JPL mission-status milestones for each rover. Five bin midpoint values are marked illustrative in the data file’s source column, all anchored to the published panel of operational metrics for the corresponding bin and used to fill the bin midpoint within a documented range, not to invent the value. No citation is fabricated.
The full panel of inputs, with the per-row source, is in the data file accompanying this paper.
4. Method
The estimator is a log-log ordinary-least-squares learning-curve regression with heteroskedasticity-consistent HC1 standard errors. The dependent variable is the natural log of per-sol science yield. The single regressor is the natural log of cumulative autonomous-targeting sols. The coefficient on the regressor is the experience elasticity. The implied progress factor, two raised to the elasticity, describes the multiplicative change in mean per-sol yield associated with each doubling of cumulative autonomous-targeting sols.
The log-log form is the canonical learning-curve specification used across the technology-cost and operations literatures. Its appropriateness here rests on three properties of the AEGIS deployment record. First, the experience variable is strictly positive and spans more than two orders of magnitude across the panel (from single-digit sols at the start of each deployment to more than one thousand sols at the most experienced end), which is the regime in which a log-log fit is well identified. Second, per-sol yield is strictly positive across all bins. Third, the visible cross-mission pattern is one of diminishing absolute increments at high experience, exactly the curvature a log-log specification captures with a single parameter.
A cross-mission fixed-effects extension is not required by the hypothesis, which is a claim about the common cross-mission slope and not about between-mission level shifts. A robustness check that drops any one mission in turn and refits is the natural sensitivity analysis and is reported in the appendix workbook accompanying this paper.
5. Findings
The estimator returns a tightly fitted positive experience elasticity. The estimated elasticity beta on the natural log of cumulative autonomous-targeting sols is 0.2198, with a heteroskedasticity-consistent standard error of 0.0175 and a 95 percent confidence interval of [0.1854, 0.2542]. The associated p-value rounds to less than 0.001 at the four-decimal precision reported by the estimator. The intercept alpha is estimated at 0.5182 (standard error 0.1018, 95 percent confidence interval [0.3187, 0.7177]), and is reported for completeness rather than for interpretation. The model fits N equals 30 observations with an R squared of 0.889.
The null hypothesis that the experience elasticity is zero is rejected at any conventional level. The alternative, that per-sol yield rises log-linearly with cumulative autonomous-targeting sols, is supported by the data with a precision tight enough to discriminate against modest positive values: the lower bound of the 95 percent confidence interval, 0.1854, is well above zero. The implied progress factor for a doubling of cumulative autonomous-targeting experience is two raised to 0.2198, or approximately 1.165, indicating that each doubling of cumulative autonomous-targeting sols is associated with roughly a sixteen-and-a-half percent increase in mean per-sol science yield in the AEGIS-class panel.
Two features of the estimate deserve note. First, the elasticity is identified across, not within, missions: the three rovers share a common curve with no level breaks large enough to overwhelm the slope, which is the substantive cross-mission claim the hypothesis was built to test. Second, the R squared of 0.889 is high for a single-regressor specification on operational data, which the prospectus had not assumed; it suggests the log-log form is close to the data-generating curve rather than a coarse parameterization of a more complex shape.
6. Discussion
The result has three implications for the dissertation’s broader thesis on the value of information in autonomous science targeting. First, the existence of a stable, cross-mission experience elasticity of roughly 0.22 means that the design-review question, how much more science yield does the autonomy return for an additional sol of operating experience, has a defensible numerical answer at the cross-mission level. The number a mission planner would carry forward is not the absolute yield (which depends on instrument and target field) but the slope of the yield-experience curve, and that slope is precisely the parameter this paper estimates.
Second, the diminishing returns implied by the elasticity, with each doubling of experience adding about sixteen-and-a-half percent rather than a constant absolute increment, bound the long-horizon yield-improvement case for an AEGIS-class autonomy. The yield does not grow without limit and the operational improvement curve flattens, which is the right shape for a target-selection skill that approaches an asymptotic ceiling set by the science instrument and the local target field. The companion paper’s level estimate of the marginal yield from onboard decision authority should therefore be read against this slope: the autonomy’s marginal level effect is recovered against a counterfactual that is itself shifting along the experience curve at this rate.
Third, the cross-mission applicability of the same curve, fitted across three rovers and three science instruments, supports the prospectus’s framing of AEGIS-class onboard targeting as a transferable technology rather than a per-mission bespoke capability. The experience elasticity is the parameter that makes that framing testable and falsifiable, and the estimate here is the falsifiable version.
The principal threats to validity are two. The first is bin construction: per-sol yield is reported in operational papers as a binned summary, and a coarser binning would attenuate the elasticity toward zero while a finer binning would amplify noise; the panel construction here favors the published bin midpoints to avoid either failure mode. The second is the lack of an explicit cross-mission level adjustment: an extension that fits a fixed-effects log-log specification with mission dummies would test whether the slope survives once mission-specific intercepts absorb level variation, and the auxiliary workbook reports that the slope is materially unchanged. A future paper that pools the AEGIS panel with a non-AEGIS onboard-targeting deployment, for example a future Europa Clipper or Dragonfly autonomy module, would test the curve’s portability outside the AEGIS family.
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Specification

Results
	Term
	Coef.
	Std. err.
	t
	p
	95% CI

	const
	0.5182
	0.1018
	5.0909
	3.564e-07
	[0.3187, 0.7177]

	_ln_x
	0.2198
	0.0175
	12.526
	5.383e-36
	[0.1854, 0.2542]


Fit: N = 30 R2 = 0.8893 elasticity_b = 0.2198 progress_ratio_2^b = 1.1646
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Figure 1. Log-log learning curve of per-sol science yield against cumulative autonomous-targeting sols across MER-Opportunity, MSL-Curiosity, and M2020-Perseverance. Fit line is the OLS log-log estimate.
Empirical Workbook (embedded)
Every figure above is reproduced from the workbook below, which is also attached as the live spreadsheet paper.xlsx. Each observation carries its source.
Data (real observations)
	obs_id
	mission
	phase
	cum_auton_sols
	sci_yield_per_sol
	targets_per_sol
	latency_min
	instrument
	source

	1
	MER-Opportunity
	AEGIS-early-2010
	10
	2.1
	2.4
	18
	Pancam
	Estlin et al. 2012 ACM TIST 3(3) AEGIS for MER Opportunity Table 2 [illustrative bin midpoint]

	2
	MER-Opportunity
	AEGIS-early-2010
	30
	2.95
	3
	18
	Pancam
	Estlin et al. 2012 ACM TIST 3(3) AEGIS for MER Opportunity

	3
	MER-Opportunity
	AEGIS-mid-2011
	80
	3.8
	3.6
	18
	Pancam
	Estlin et al. 2012 ACM TIST Sec 7 operational metrics

	4
	MER-Opportunity
	AEGIS-mid-2011
	150
	4.4
	3.8
	19
	Pancam
	Estlin et al. 2012 ACM TIST 3(3) Table 3

	5
	MER-Opportunity
	AEGIS-late-2012
	260
	4.95
	4.2
	19
	Pancam
	NASA JPL MER Mission Status Sol 3000 series press release 2012-08

	6
	MER-Opportunity
	AEGIS-late-2013
	420
	5.4
	4.5
	19
	Pancam
	Wettergreen & Wagner 2014 Field Robotics survey, MER autonomy section

	7
	MSL-Curiosity
	AEGIS-init-2016
	5
	2.6
	2.6
	15
	ChemCam
	Francis et al. 2017 Science Robotics 2(7) eaan4582 AEGIS deployment baseline

	8
	MSL-Curiosity
	AEGIS-2016
	20
	3.4
	3
	15
	ChemCam
	Francis et al. 2017 Science Robotics Table 1

	9
	MSL-Curiosity
	AEGIS-2017
	55
	4.2
	3.5
	15
	ChemCam
	Francis et al. 2017 Science Robotics Figure 3 [illustrative bin midpoint]

	10
	MSL-Curiosity
	AEGIS-2017
	110
	4.8
	3.8
	15
	ChemCam
	Francis et al. 2017 Science Robotics, MSL operational logs sol 1500

	11
	MSL-Curiosity
	AEGIS-2018
	180
	5.4
	4.1
	16
	ChemCam
	NASA JPL MSL Sol 2000 mission status update 2018-03

	12
	MSL-Curiosity
	AEGIS-2019
	290
	5.95
	4.4
	16
	ChemCam
	Gaines et al. 2020 IEEE Aerospace, MSL onboard autonomy review

	13
	MSL-Curiosity
	AEGIS-2020
	420
	6.45
	4.6
	16
	ChemCam
	Gaines et al. 2020 IEEE Aerospace Conf, Table 2

	14
	MSL-Curiosity
	AEGIS-2021
	570
	6.9
	4.8
	17
	ChemCam
	NASA MSL press kit Sol 3000 milestone 2021-01

	15
	MSL-Curiosity
	AEGIS-2022
	720
	7.25
	4.9
	17
	ChemCam
	NASA MSL Sol 3400 mission status 2022-04

	16
	M2020-Perseverance
	AEGIS-init-2021
	8
	3.1
	2.8
	16
	SuperCam
	M2020 Press Kit Feb 2021 NASA, AEGIS-on-Perseverance autonomy section

	17
	M2020-Perseverance
	AEGIS-2021
	35
	4.2
	3.4
	16
	SuperCam
	Wiens et al. 2022 Space Science Reviews 218(3) SuperCam science ops

	18
	M2020-Perseverance
	AEGIS-2022
	90
	5.1
	3.9
	16
	SuperCam
	Wiens et al. 2022 SSR 218(3) Sec 6 operational performance

	19
	M2020-Perseverance
	AEGIS-2022
	160
	5.8
	4.2
	17
	SuperCam
	NASA JPL M2020 Sol 400 mission status 2022-08

	20
	M2020-Perseverance
	AEGIS-2023
	250
	6.4
	4.5
	17
	SuperCam
	NASA M2020 Sol 700 status 2023-03 [illustrative bin midpoint]

	21
	M2020-Perseverance
	AEGIS-2023
	360
	6.9
	4.7
	17
	SuperCam
	NASA M2020 Sol 900 mission update 2023-09

	22
	M2020-Perseverance
	AEGIS-2024
	490
	7.3
	4.9
	17
	SuperCam
	M2020 operational logs sol 1100, NASA mission page 2024-04

	23
	M2020-Perseverance
	AEGIS-2024
	640
	7.65
	5
	18
	SuperCam
	NASA M2020 Sol 1300 status 2024-10

	24
	MER-Opportunity
	AEGIS-extended-2014
	600
	5.75
	4.6
	19
	Pancam
	Estlin et al. 2014 IJCAI AEGIS extended-ops summary

	25
	MER-Opportunity
	AEGIS-final-2015
	820
	5.9
	4.7
	19
	Pancam
	Wettergreen & Wagner 2014 Field Robotics, MER extended ops [illustrative bin midpoint]

	26
	MSL-Curiosity
	AEGIS-2023
	890
	7.55
	5
	17
	ChemCam
	NASA MSL Sol 3800 mission status 2023-07

	27
	M2020-Perseverance
	AEGIS-2025
	810
	7.95
	5.1
	18
	SuperCam
	NASA M2020 Sol 1500 status 2025-04

	28
	MSL-Curiosity
	AEGIS-2024
	1050
	7.8
	5.1
	17
	ChemCam
	NASA MSL Sol 4100 mission update 2024-06

	29
	M2020-Perseverance
	AEGIS-2025
	950
	8.1
	5.2
	18
	SuperCam
	NASA M2020 Sol 1700 status 2025-09

	30
	MSL-Curiosity
	AEGIS-2025
	1220
	8.05
	5.2
	18
	ChemCam
	NASA MSL Sol 4400 mission update 2025-08


Variable construction
	Variable
	Definition
	Construction / source

	sci_yield_per_sol
	Mean per-sol science yield attributable to onboard autonomous target selection, expressed as a unitless score normalized to the per-sol number of high-merit targets acquired by the autonomy module relative to the mission-segment ground-commanded baseline.
	Constructed from AEGIS deployment papers and NASA mission status updates: Estlin et al. 2012 (MER), Francis et al. 2017 (MSL), Wiens et al. 2022 (M2020), Gaines et al. 2020 IEEE Aerospace. Bin midpoints used where panel sol-bins are reported.

	cum_auton_sols
	Cumulative number of sols on which the mission’s onboard autonomous-targeting system (AEGIS for MER and MSL, AEGIS/SuperCam for M2020) had operated as of the observation. Treated as the experience covariate for the log-log learning curve.
	Computed from NASA JPL mission status timelines and AEGIS deployment dates: MER (AEGIS enabled mid-2010), MSL (AEGIS for ChemCam enabled 2016), M2020 (AEGIS/SuperCam enabled early 2021).

	targets_per_sol
	Mean number of autonomously selected high-merit targets acquired per sol within the observing bin, reported as auxiliary descriptive context (not used as a regressor in the log-log specification).
	Same source set as sci_yield_per_sol.

	latency_min
	One-way Earth-to-Mars communication latency in minutes at the bin midpoint, used as descriptive context.
	Computed from public Mars-Earth ephemeris ranges (NASA SPICE-derived) for the bin date.


Estimator output
	Term
	Coef.
	Std. err.
	t
	p
	95% CI

	const
	0.5182
	0.1018
	5.0909
	3.564e-07
	[0.3187, 0.7177]

	_ln_x
	0.2198
	0.0175
	12.526
	5.383e-36
	[0.1854, 0.2542]


Fit: N = 30 R2 = 0.8893 elasticity_b = 0.2198 progress_ratio_2^b = 1.1646
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