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Chapter 1: Introduction
1.0 The answer this chapter defends
This dissertation delivers the first fitted measurement of the experience-curve slope of onboard-autonomy qualification cost on cumulative flight-demonstrated heritage: a single number, or a credible failure to find one, that converts the heritage-lowers-cost assumption held inside NASA and the Jet Propulsion Laboratory from an assertion into a planning parameter. That sentence is the thesis of the chapter, and the rest of the chapter develops it rather than building up to it. The claim is not that autonomy heritage lowers cost; the claim is that the size of that effect is a measurable quantity that no one has yet measured, that it can be measured with a standard and well-validated estimator, and that measuring it is decision-relevant for an agency that currently sequences its autonomy investments on the strength of an unquantified belief.
The chapter is organized to make that thesis legible and defensible. Section 1.1 states the problem in full as a four-part frame: the current state, the desired state, the gap between them, and the consequence of leaving the gap open. Section 1.2 develops the gap as the failure of two mature literatures to meet. Section 1.3 states the single falsifiable contribution as the null and alternative hypotheses, carried verbatim from the approved prospectus so that the contribution this chapter introduces is identical to the contribution the later chapters test. Section 1.4 establishes significance for NASA, for JPL, and for the named stakeholders who make autonomy-portfolio decisions, anchoring the abstract experience-curve construct to a concrete build-or-wait choice. Section 1.5 fixes the scope and delimitations and is explicit about the design-stage posture of the work, which is the single most important honesty commitment in the dissertation. Section 1.6 defines the key terms so that the rest of the document can use them without re-deriving them. Section 1.7 maps the dissertation chapter by chapter so a reader knows where each part of the argument lives. Throughout, the convention is to interpret each source for what its convergence with the others means for the argument, not to list it, and to state the confidence attached to each major claim together with the evidence that would raise or lower that confidence.
1.1 The problem: autonomy as an assumed but unmeasured heritage asset
1.1.1 The current state
NASA and the Jet Propulsion Laboratory invest in onboard autonomy because autonomy raises the science and operational return of missions that operate under long communication delays and constrained ground contact. The historical record of that investment is unusually clean, because the signal events are individually documented in the primary engineering literature. The Deep Space 1 Remote Agent Experiment in 1999 was the first occasion on which an artificial-intelligence agent controlled a NASA spacecraft, integrating onboard planning, plan execution, and model-based fault recovery into a single flight experiment (Bernard et al. 1999). The Earth Observing One Autonomous Sciencecraft Experiment moved onboard event detection and replanning out of the laboratory and into routine Earth-observation operations after 2003, improving the timeliness and quality of returned science data (Chien et al. 2005a). The Autonomous Exploration for Gathering Increased Science capability, AEGIS, placed autonomous science target selection first on the Opportunity rover and then on the Curiosity ChemCam instrument, removing the ground-in-the-loop latency that had limited narrow-field instrument targeting (Estlin et al. 2012; Francis et al. 2017). The Mars 2020 mission flew autonomous surface navigation at scale on the Perseverance rover and demonstrated the first powered autonomous flight on another planet with the Ingenuity helicopter (Verma et al. 2023; Balaram et al. 2021).
Inside the agency, each of these episodes is treated not merely as a past success but as a heritage asset. The operative belief is that once a capability has flown, the next mission needing that capability can field it more cheaply, because the design patterns, the verification and validation approaches, and the flight-software components developed for the first demonstration are reusable on the second. This belief is not idle. It is the working assumption that justifies the sequence of investments in the Autonomous Systems and Robotics portfolio, and it is the implicit logic behind technology-readiness-level accounting, which treats the maturation of a capability across demonstrations as a movement up a ladder of decreasing risk and, by tacit extension, decreasing cost. The synthesis review of space autonomy by Gao and Chien (2021) states the belief plainly in its survey of the field: flown heritage lowers the barrier to the next demonstration. The current state, then, is a portfolio governed by a heritage-reuse logic that is everywhere assumed and nowhere measured.
1.1.2 The desired state
The desired state is a cost-anchored, falsifiable learning rate for each autonomy capability class. Concretely, it is a number, or a small set of class-specific numbers, that answers the question: by what fraction does the recurring engineering cost to qualify a class of onboard autonomy for flight fall each time the cumulative count of prior in-class flight demonstrations doubles, A program office that possessed such a number could reason about the dollars attached to advancing a capability, not only about its readiness level. It could decide whether an intermediate, lower-stakes demonstration would buy down enough cost to bring a target capability within the cap of a future cost-constrained mission, and it could estimate roughly how many such demonstrations would be required. The desired state is therefore the replacement of an article of faith with a measured slope, accompanied by a confidence interval that honestly bounds what the measurement can and cannot support.
1.1.3 The gap
The gap between the current and desired states is the absence of any fitted experience-curve treatment of onboard-autonomy qualification cost. No published study fits a Wright-type log-log model of capability-class autonomy development cost on cumulative flight-demonstrated heritage. The gap is not that the question is uninteresting or that the data are wholly unavailable; it is that the two bodies of knowledge that would have to be joined to answer it have developed in isolation. Section 1.2 develops this gap in detail, because the gap is the load-bearing justification for the dissertation and deserves a full treatment rather than an assertion.
1.1.4 The consequence
The consequence of leaving the gap open is that portfolio sequencing and build-or-wait decisions in the Autonomous Systems and Robotics portfolio continue to be made by assertion. When a future mission needs a capability that is presently too expensive to qualify within its cost cap, the decision whether to fund an intermediate demonstration that would lower the eventual cost is made today without a quantitative basis. The decision rests on the qualitative confidence of experienced engineers that heritage helps, which is a real form of knowledge but not a measured one, and which cannot distinguish a steep cost-decline curve from a shallow one, or a genuine learning effect from a coincident decline in the price of computing. The cost of this is not hypothetical mis-investment in a single case; it is the systematic absence of a quantitative complement to the technology-readiness-level scale, which tracks the maturity of a capability but not the cost of advancing it, and which is known to be ordinal and non-monetary (Mankins 2009; Olechowski et al. 2020). The agency can say a capability has moved from readiness level four to readiness level six; it cannot say what that movement cost, nor what the next movement will cost, in a way that is anchored to a measured rate.
The problem frame can therefore be summarized as a single claim with its supporting structure made explicit. Claim: NASA and JPL govern a multi-decade autonomy-investment program with a heritage-lowers-cost logic that has never been measured, and the cost of that omission is decision-making by assertion. Grounds: the demonstration record is documented and treated as heritage (Bernard et al. 1999; Chien et al. 2005a; Estlin et al. 2012; Francis et al. 2017; Verma et al. 2023; Balaram et al. 2021), and the recurring heritage claim is stated explicitly in the field’s own synthesis (Gao and Chien 2021). Warrant: a belief that drives resource-allocation decisions and is treated as a quantity (cheaper next time) is a quantity that ought to be measured before it is relied upon. Backing: the experience-curve tradition in the economics of technology has established for nearly a century that exactly this kind of cost-quantity relationship is measurable and that beliefs about it are frequently wrong in magnitude even when right in direction (Thompson 2012). Qualifier: the claim is that the effect is unmeasured, not that it is absent; the direction may well be as assumed. Rebuttal: if engineering judgment about heritage were already precise and calibrated, a formal measurement would add little; the dissertation’s premise is that it is not, which Section 1.4 substantiates by showing that the decisions at stake turn on magnitudes that judgment alone cannot supply. Confidence in this problem frame is high, because every premise rests on primary documentation rather than on inference, and the only contestable element is whether the unmeasured belief is precise enough in practice to make formal measurement redundant, which is itself an empirical question the dissertation is designed to inform.
1.2 The gap: two unjoined literatures
The gap identified in Section 1.1.3 is best understood as the non-intersection of two mature and internally rigorous literatures, each of which supplies exactly half of what an answer requires and neither of which supplies the other half.
The first is the experience-curve literature in the economics of technology. Since the airframe cost-quantity studies of the 1930s and 1950s, unit production cost has been observed to fall as a power-law function of cumulative output across a wide range of manufactured goods, and Thompson (2012) reviews the long history of this regularity and the accumulated evidence that organizational learning-by-doing, not merely static economies of scale, drives it. The modern treatment of the experience curve is not anecdotal but statistical: it is a forecasting object with a quantifiable error distribution. Nagy et al. (2013) compare functional forms across many technologies and find that the Wright power law, in which cost is a function of cumulative output, performs well as a predictor. Farmer and Lafond (2016) quantify the predictive accuracy of experience curves and characterize the distribution of their forecast errors, and Lafond et al. (2018) extend this to full distributional forecasts. The lesson this dissertation takes from that literature is not a result but a method: the log-log specification is the standard and best-validated functional form, the learning rate is the parameter of interest, and the central empirical hazard is that an observed cost decline reflects a confounder, such as scale, a time trend, or input-price change, rather than cumulative experience. What this literature does not contain is any application to the non-recurring engineering cost of qualifying a software-intensive capability for flight. It is, almost in its entirety, a literature about the unit cost of manufactured hardware.
The second is the spacecraft-autonomy and technology-maturation literature. It documents individual autonomy demonstrations in fine engineering detail, it synthesizes the state of space autonomy across decades (Gao and Chien 2021), and it analyzes the technology-readiness-level construct used to track maturation, including that construct’s known limitations as an ordinal, non-cost measure (Mankins 2009; Olechowski et al. 2020). This literature is rich precisely where the first is silent: it knows what autonomy heritage is, how it accrues, and where it is reused. But it describes heritage qualitatively. It does not estimate whether heritage lowers cost along a measurable curve, and it offers no fitted slope, no learning rate, and no confidence interval on the cost effect of accumulated demonstrations.
The interpretation of these two literatures together is the core of the gap argument. Each is necessary and neither is sufficient. The experience-curve literature supplies a validated measurement instrument with no application to autonomy; the autonomy literature supplies a documented heritage chronology with no measurement instrument applied to it. The contribution of this dissertation is to bring the instrument to the chronology: to treat the autonomy demonstration record as the cumulative-output axis of a Wright curve and the qualification cost of each demonstration as the unit cost, and to fit the model that the first literature has validated to the data that the second literature has assembled. Confidence that this gap is genuine, rather than an artifact of an incomplete search, is high for the absence of a fitted autonomy experience curve, which a focused corpus assembly did not find, and moderate as a permanent claim, because absence of evidence in a search is weaker than a proof of non-existence; the confidence would fall if a prior fitted study were located and would rise as the corpus search broadens without finding one.
1.3 The single falsifiable contribution
The dissertation tests exactly one claim, and the discipline of the entire document is that it never quietly expands that claim into several. The claim is stated as a pair of hypotheses, carried here verbatim from the approved prospectus and the shared bible so that the contribution introduced in this chapter is the identical contribution tested in the later chapters.
· H0 (null): Per-episode autonomy development cost is flat with respect to the cumulative count of prior flight demonstrations within a capability class. The experience-curve slope coefficient is statistically indistinguishable from zero.
· H1 (alternative): Per-episode autonomy development cost declines along a log-log experience curve as cumulative flight-demonstrated heritage accumulates. The slope coefficient is negative and statistically significant after controlling for capability class and decade.
The estimating equation that operationalizes this pair is the two-way fixed-effects log-log regression
ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd
for episode i in capability class c and decade d, where Cost_icd is normalized development cost, CumHeritage_icd is cumulative within-class flight-demonstrated heritage, gamma_c are capability-class fixed effects, delta_d are decade fixed effects, and epsilon_icd is the error term. The coefficient beta is the experience-curve slope and is the single parameter on which the hypotheses turn. The implied learning rate, reported for interpretability, is one minus two raised to the power beta. A negative beta whose confidence interval excludes zero supports H1; a beta indistinguishable from zero supports H0.
The contribution is the measurement itself: a fitted slope, a confidence interval, and an explicit accept-or-reject decision on H0 under a decision rule that is fixed before estimation. It is essential to the integrity of the work that the contribution is falsifiable in the strict sense, not merely supportable. A fitted slope that is zero or positive, or whose confidence interval contains zero across the baseline and the pre-registered robustness specifications, rejects H1 and affirms the flat-cost null. The dissertation is therefore constructed so that a null result is a real and reportable finding, not a failed experiment. This symmetry is the chapter’s most consequential design choice, and Section 1.4 explains why both branches of the disjunction are decision-relevant rather than only the affirmative one.
The causal logic underneath H1 is named explicitly rather than left as a bare correlation, because an experience curve that cannot name its mechanism measures only an association. The mechanism is the following chain. Cumulative flight heritage within a capability class is the driver. As demonstrations accumulate, they leave behind codified, reusable design patterns, validated verification approaches, and flight-software components, which is the mechanism. That reusable stock lowers the recurring non-recurring engineering effort required to qualify the next same-class capability, which is the observable effect. That cost reduction, if it is regular, appears as a measurable negative log-log slope, which is the operational consequence. And the slope, once measured, becomes a planning parameter for autonomy-portfolio sequencing and build-or-wait decisions, which is the strategic implication. Each link in this chain is a claim that the later chapters defend; the chain is stated here so the reader knows that the regression is not a fishing expedition but the empirical shadow of a specified mechanism. Confidence in the direction of the mechanism is moderate to high, grounded in Arthur’s identification of learning effects as a genuine source of increasing returns (Arthur 1989) and in the broad cross-technology validation of the Wright form (Nagy et al. 2013; Thompson 2012); confidence in the magnitude is deliberately low at the design stage, because no coefficient has been fitted and the magnitude is precisely what the study exists to measure.
1.4 Why it matters for NASA, JPL, and the named stakeholders
The significance of the measurement is concrete, and it is best shown through the decision it informs rather than asserted in the abstract.
1.4.1 The build-or-wait decision
The sharpest use of a measured autonomy learning rate is the build-or-wait decision faced by a portfolio office. Suppose a future mission requires an onboard autonomy capability that, on current evidence, would cost more to qualify than the mission’s cost cap allows. The portfolio has two options. It can wait, hoping that some other mission will fund a demonstration of that capability and so reduce the cost by the time the future mission needs it. Or it can build, funding an intermediate, lower-stakes demonstration now specifically to buy down the cost of the eventual qualification. The choice between these depends entirely on a quantity that no one currently possesses: the slope of the cost-decline curve for that capability class. Claim: the build-or-wait decision cannot be made rationally without a measured slope. Grounds: the decision is a comparison between the cost of an intermediate demonstration and the cost reduction it would induce, and the cost reduction is the slope times the change in log cumulative heritage. Warrant: a decision whose optimum is a function of an unknown parameter is, in the absence of that parameter, a guess. Backing: this is the standard logic of experience-curve-based capacity and investment planning in the economics of technology, where the learning rate is the input that determines whether early investment pays for itself (Thompson 2012; Farmer and Lafond 2016). Qualifier: a measured slope improves the decision; it does not automate it, because the slope is an average within a class and a specific capability may sit above or below the class curve. Rebuttal: one might object that experienced engineers already make this call well without a number; the response is that engineering judgment can supply direction but not the magnitude on which the optimum turns, and the launch-cadence literature provides a concrete space example in which each flight lowers the cost of the next by an amount that only measurement, not intuition, could supply (CSET 2024; IAC 2024). Confidence that the decision is real and that a slope would improve it is high; confidence about how often the decision arises in practice is moderate and would rise with a survey of portfolio decisions, which is outside the present scope.
1.4.2 The technology-readiness-level complement
The second significance is the provision of a cost-anchored complement to the technology-readiness-level scale. The readiness-level construct is the agency’s standard maturity tracker (Mankins 2009), but it is ordinal and non-monetary, and its shortcomings as a management instrument are documented (Olechowski et al. 2020). It can record that a capability has advanced from one readiness level to the next, but it cannot attach a cost to that advance, and so it cannot tell a program what the next advance will cost. A measured experience-curve slope supplies exactly the missing dimension: it lets a program reason about the dollars attached to advancing a capability across the demonstration sequence, not only about the readiness level reached. The two instruments are complementary rather than competing; the readiness level tracks where a capability is, and the slope tracks what it costs to move it. The most recent and most capable demonstrations, autonomous navigation at scale on Perseverance and powered autonomous flight on Ingenuity (Verma et al. 2023; Balaram et al. 2021), are precisely the kind of high-investment advances for which a cost-anchored complement would be most valuable, because the dollars at stake in advancing such capabilities are large enough that an unquantified maturity ladder is an inadequate basis for planning.
1.4.3 The symmetric value of the result and the named stakeholders
The significance does not depend on H1 holding. If the slope is measurably negative, it becomes a planning parameter, and the heritage-reuse logic that justifies much autonomy investment is vindicated and quantified. If the slope is indistinguishable from zero, the finding is equally consequential in a different direction: the portfolio rationale must then shift from cost reduction to capability value, and the agency should not rely on heritage-driven cost decline to justify autonomy investment that is better justified by the operational return of the capability itself. Both outcomes inform the same decision-makers. The stakeholders for whom this measurement matters are the Autonomous Systems and Robotics portfolio leadership who set investment sequence, the mission formulation teams who must decide whether a needed capability fits within a cost cap, and the technology-maturation managers who currently account for progress in readiness levels alone. For each of these, a measured slope, or a credible demonstration that no reliable slope exists, changes how a real decision is reasoned. The assurance-case logic of the whole dissertation is carried in this section in compact form: the problem is real (Section 1.1), the problem is material because it governs resource-allocation decisions of consequence (Section 1.4.1), the proposed measurement addresses the causal mechanism rather than a surface correlation (Section 1.3), it is built on the best-validated estimator the relevant literature offers (developed in the later design chapters), and its residual risks are bounded by an honest design-stage posture and pre-registered robustness checks (Section 1.5). The full assurance-case table is compiled at the dissertation level; here the spine is stated so the reader can see that each later chapter discharges one of its claims.
1.5 Scope, design-stage posture, and delimitations
1.5.1 Scope
The scope of the study is onboard autonomy flight demonstrations conducted by NASA and the Jet Propulsion Laboratory, from the Deep Space 1 Remote Agent Experiment in 1999 through the Mars 2020 demonstrations and their immediate successors. This window is chosen deliberately: it is the period over which onboard autonomy moved from isolated single experiments to routine mission elements, and it is therefore the period over which an experience curve, if one exists, should be detectable. The unit of analysis is the capability-class development episode, defined in Section 1.6. The capability classes under study are onboard planning and scheduling, autonomous science target selection, autonomous surface or in-flight navigation, autonomous fault detection and recovery, and autonomous entry-descent-and-landing hazard handling.
1.5.2 The design-stage posture
The single most important honesty commitment of this dissertation is stated here without qualification: the work is presented at the design stage, and no fitted coefficient from the full dataset is reported as an executed result anywhere in the document. The panel assembly and the cost normalization are not yet complete, and so the data construction, the model specification, the identification strategy, and the threats to validity are fully developed, while every statement about a result is framed as expected or illustrative and is labeled as such. Where the document shows what a result would look like, it does so to demonstrate how the measurement would be read against the hypotheses, not to claim that the measurement has been made. This posture is not a weakness to be apologized for; it is the correct register for a dissertation whose contribution is a fully specified, falsifiable measurement design whose execution is the next phase of work. A reader should hold the document to the standard of design rigor, not the standard of an executed empirical result, because the latter is explicitly out of scope and is never claimed.
1.5.3 Delimitations
Four delimitations bound the study. First, it does not estimate a universal autonomy learning rate; the fixed-effects design estimates an average within-class slope and the anchor frameworks, developed in Chapter 2, give principled reasons to expect that the realized slope is contingent on historical investment sequence rather than a constant of nature (Arthur 2021). Second, it does not extend to commercial autonomy, terrestrial autonomy, or mission classes outside the demonstration window; the external validity of any finding is confined to NASA and JPL deep-space and planetary autonomy. Third, it does not treat the technology-readiness-level history as a cost proxy; the readiness level is included only as a maturation covariate in a robustness specification, because its ordinal, non-cost character makes it unsuitable as a direct measure of the dependent variable (Mankins 2009; Olechowski et al. 2020). Fourth, the study deliberately omits any architecture-traceability framing. This is an econometric measurement study, not a systems-architecture study; no real capability, system, or data-service exchange is the subject of the work, and the document therefore does not force architecture vocabulary onto a quantitative cost contribution. The single permitted conceptual exception, developed in the discussion chapter, is that the fitted slope may be described in plain prose as an input to a portfolio decision, which is a statement about how a number would be used, not an architecture chain.
1.6 Definitions of key terms
The following terms carry fixed meanings throughout the dissertation. They are defined here so that later chapters may use them without re-derivation, and the definitions are identical to those in the shared bible.
Episode. The unit of analysis. An episode is a single mission or technology demonstration that fields one defined onboard autonomy capability. Each episode is assigned to exactly one primary capability class; an episode that fields more than one capability is either split into separate episodes or assigned to its dominant capability with an explicit flag. The episode, not the mission, is the row of the panel, because the same mission may contribute episodes to more than one capability class.
Capability class. A coherent functional category of onboard autonomy. The five classes under study are onboard planning and scheduling, autonomous science target selection, autonomous surface or in-flight navigation, autonomous fault detection and recovery, and autonomous entry-descent-and-landing hazard handling. The class is the level at which heritage is counted and at which the fixed effects absorb baseline differences in cost and intrinsic difficulty.
Cost (dependent variable). The recurring engineering cost to qualify the capability for flight, expressed in constant-year dollars and normalized by capability scope on a NASA Instrument Cost Model-class basis. The normalization proceeds in three layers: extract the autonomy-specific non-recurring engineering portion from project documentation where possible; impute it via a NICM-class parametric estimate where it is not separately reported (following the parametric cost-model approach of Stahl et al. 2010); and deflate every figure to constant-year dollars, recording for each observation which layer produced the figure and an associated reliability flag. The variable enters the model as the natural logarithm of normalized cost.
CumHeritage (independent variable). Cumulative flight-demonstrated heritage. For each episode, the count of prior flight demonstrations within the same capability class that reached flight operation before the episode’s development-start date. The counting rule is forward-only: a prior demonstration counts toward an episode’s heritage stock only if it reached flight before that episode’s development began, because heritage that arrives later cannot have lowered the earlier development’s cost. The first observation in each class has its cumulative count set to one before taking the logarithm, so that the first demonstration is the origin of the curve. The variable enters the model as the natural logarithm of cumulative heritage.
Capability-class fixed effects (gamma_c). Indicator variables for each capability class, absorbing time-invariant differences in baseline cost and intrinsic difficulty across classes.
Decade fixed effects (delta_d). Indicator variables for the decade of development start, absorbing economy-wide and agency-wide time trends in cost, tooling, and computing that affect all classes in common.
Maturation covariate. The technology-readiness-level at development start, drawn from NASA TechPort, included only in a robustness specification to separate the heritage effect from the simpler effect of beginning a project at a higher maturity.
Experience-curve slope (beta). The coefficient on the logarithm of cumulative heritage in the estimating equation. It is the single parameter on which the hypotheses turn. The implied learning rate, reported for interpretability, is one minus two raised to the power beta.
1.7 Roadmap of the dissertation
The dissertation is organized so that each chapter discharges one part of the argument introduced in this chapter, and the reader can locate any element of the contribution by chapter.
Chapter 2, Theoretical Framework, establishes the experience curve as a measurement object and develops the two anchor lenses that sharpen the test. It sets out the Wright form and the evidence for organizational learning-by-doing (Thompson 2012), the validation of the log-log form as a forecasting object (Nagy et al. 2013; Farmer and Lafond 2016; Lafond et al. 2018), and the necessity of a time control to separate genuine learning from a coincident time trend. It then develops the two anchors as explicit Toulmin units with named causal mechanisms: W. Brian Arthur on increasing returns, learning effects, and path dependence (Arthur 1989; Arthur 1994; Arthur 2021), who identifies the learning-effect mechanism the curve measures and warns that the realized path is contingent; and Joel Mokyr on propositional versus prescriptive useful knowledge, who supplies the testable moderator that codification and reuse infrastructure should steepen the cost-decline curve.
Chapter 3, Literature Review, carries the empirical spine. Organized by capability class, it establishes the demonstration chronology that feeds the cumulative-heritage variable, tracing onboard planning and scheduling from Remote Agent to the EO-1 Autonomous Sciencecraft Experiment (Bernard et al. 1999; Chien et al. 2005a; Chien et al. 2005b), autonomous science target selection through the AEGIS sequence (Estlin et al. 2012; Francis et al. 2017), autonomous navigation through Perseverance and Ingenuity (Verma et al. 2023; Balaram et al. 2021), and the codified-knowledge substrate that the Mokyr moderator predicts should matter. It converts the qualitative heritage-lowers-cost claim that recurs in the field’s synthesis (Gao and Chien 2021) into the testable quantity the dissertation measures.
Chapter 4, Data and Measurement, specifies the four named sources, the unit of analysis, and the variable construction, with the three-layer cost-normalization procedure developed as a construct-validity argument. It is explicit that the dependent variable is the most delicate construct in the study and that the normalization makes the measurement error auditable rather than eliminating it (Stahl et al. 2010; Mankins 2009; Olechowski et al. 2020).
Chapter 5, Research Design, presents the estimator choice as a Toulmin unit and the identification strategy as the heart of the assurance case. It explains why ordinary least squares on the log-log two-way fixed-effects form is preferred to a non-linear or Bayesian estimator in a small panel, what the slope is identified off, the three pre-registered robustness specifications, and the full four-way threats-to-validity matrix covering internal, external, construct, and statistical-conclusion validity (Bhattacharya et al. 2017; Lafond et al. 2018; Arthur 2021).
Chapter 6, Analysis Plan, lays out the five-step estimation procedure, the two mandatory pre-analysis checks on fixed-effects feasibility and small-panel influence, the fixed decision rule on the null, and the explicitly non-empirical illustrative expected-results block, together with a statement of what a falsifying result looks like and the reproducibility commitments that make the eventual measurement auditable (Nagy et al. 2013; Lafond et al. 2018).
Chapter 7, Discussion, works through the implications under each branch of the disjunction, the three rival explanations for a negative slope and their rebuttals, the effect heterogeneity that the Mokyr framework predicts as the most policy-relevant secondary finding, the path-dependence bound on external validity that Arthur’s framework imposes, and the launch-cadence analogue as a concrete example of the learning-effect mechanism (CSET 2024; IAC 2024; Arthur 2021).
Chapter 8, Conclusion, restates the executive answer, summarizes the contribution as a single measurement under either branch of the disjunction, restates the design-stage honesty, names the steps required to convert the design into execution, and closes the assurance case.
The chapter has now defended its opening thesis. The problem is a portfolio governed by an unmeasured heritage-lowers-cost logic; the gap is the failure of the experience-curve and autonomy literatures to meet; the contribution is a single falsifiable slope measured by a validated estimator on a constructed panel; the significance is a real build-or-wait decision and a cost-anchored complement to the readiness-level scale; the scope is bounded and the design-stage posture is explicit; the terms are fixed; and the remaining chapters are mapped. What follows in Chapter 2 is the theoretical foundation that makes the slope a measurement of a named mechanism rather than a bare correlation.
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Chapter 2: Theoretical Framework
2.0 The chapter’s answer, and the problem it solves
This chapter delivers the conceptual model that the empirical work of this dissertation will test, and it states that model in one sentence at the outset. The model is this: the recurring engineering cost to qualify a class of onboard spacecraft autonomy capability for flight is predicted to fall as a power-law function of the cumulative count of prior flight demonstrations within that capability class, because each demonstration codifies reusable design patterns, verification approaches, and flight-software components that lower the cost of the next demonstration of the same class, and that predicted decline is identified cleanly only when calendar-time trends and intrinsic class difficulty are absorbed by fixed effects. Everything in this chapter is in service of justifying, qualifying, and bounding that one sentence. The estimating equation that operationalizes it is fixed and carried unchanged from the prospectus:
ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd
for episode i in capability class c and decade d, where Cost_icd is normalized development cost, CumHeritage_icd is cumulative within-class flight-demonstrated heritage, gamma_c are capability-class fixed effects, delta_d are decade fixed effects, and epsilon_icd is the error term. The single parameter beta is the experience-curve slope, and the implied learning rate is 1 - 2^beta. The two hypotheses turn on beta: H0 holds that beta is statistically indistinguishable from zero (cost is flat with respect to heritage); H1 holds that beta is negative and statistically significant after controlling for capability class and decade.
The problem This chapter examines can be stated in the current-state, desired-state, gap, consequence frame. The current state of the relevant theory is bifurcated. There exists a mature, century-old, well-validated body of experience-curve theory that explains and forecasts how unit production cost falls with cumulative output, but it was built almost entirely on manufactured hardware and almost never on the non-recurring engineering cost of qualifying a software-intensive capability. There also exists a body of innovation theory, principally the increasing-returns work of W. Brian Arthur and the useful-knowledge work of Joel Mokyr, that explains why cumulative experience should lower cost and predicts when the decline will be steep and when it will be flat, but that theory has not been operationalized as a fitted measurement on autonomy qualification cost. The desired state is a single, coherent theoretical apparatus that (a) supplies the functional form to estimate, (b) names the causal mechanism that the slope measures, (c) predicts the conditions under which the slope steepens or flattens, and (d) names, in advance, the principal threat to a clean reading of the slope. The gap is that no prior work has assembled these pieces into a testable model of autonomy qualification cost. The consequence of leaving the gap open is that NASA and the Jet Propulsion Laboratory continue to make portfolio-sequencing and build-or-wait decisions on the heritage-lowers-cost assumption without any theory that says how much, how fast, or under what conditions cost should fall, and therefore without any way to know whether the assumption is even directionally correct.
This chapter closes that gap at the level of theory. It does four things, in order. First, it establishes the Wright experience curve as a measurement object, develops the organizational learning-by-doing that gives it its causal content, and shows why the log-log form is the right functional commitment (Section 2.1). Second, it presents the modern econometric evidence that the experience curve is a validated forecasting object across many technologies, which is the warrant that licenses borrowing the form for a new domain (Section 2.2). Third, it draws the Wright-versus-Moore distinction and derives from it the formal necessity of a time control, which is the single most consequential specification decision in the design (Section 2.3). Fourth, it develops the two Hall-of-Shoulders anchor frameworks as full Toulmin units with explicit causal mechanisms: Arthur on increasing returns, learning effects, and path dependence (Section 2.4), and Mokyr on propositional versus prescriptive knowledge and codification as a slope moderator (Section 2.5). It then synthesizes the heterogeneity of empirically observed learning rates into the formal case for capability-class fixed effects (Section 2.6) and closes by assembling the assurance-case spine and the conceptual model the empirical chapters will carry (Section 2.7). The chapter does not force architecture-traceability vocabulary onto what is an econometric measurement study; consistent with the binding scope decision in the expansion plan, no DoDAF, BEA, or capability-architecture chain is constructed here.
A note on register and epistemic discipline is owed before the argument begins. This is a design-stage dissertation. No coefficient has been fitted on the full dataset. Every statement about what the slope will be is conditional and explicitly labeled as expected or illustrative. The theory developed here predicts a direction and a set of moderators; it does not assert a result. Where the chapter states a causal claim, it names the mechanism that carries the cause from driver to observable effect, and where only correlation is available it says so and lowers the confidence accordingly. Confidence levels are stated as low, moderate, high, or very high, and each is tied to what evidence would raise or lower it.
2.1 The Wright experience curve and organizational learning-by-doing
The first claim of this chapter is foundational: the experience curve is not a loose metaphor for “things get cheaper over time” but a specific, falsifiable functional relationship between unit cost and cumulative output, and that specific form is the object this dissertation imports. I develop the claim as a Toulmin unit.
Claim. Unit cost falls by a constant percentage each time cumulative output doubles, a relationship that is linear in logarithms and whose slope encodes a single learning rate.
Grounds. The empirical regularity was first established in airframe manufacturing, where the labor hours required to build an aircraft fell predictably as the cumulative number of that airframe produced rose, and it has since been documented across a very wide range of manufactured goods. Thompson [1] provides the authoritative modern review of the cost-quantity relationship, tracing it from the early airframe studies through the decades of accumulated evidence and assembling the case that the relationship is robust and recurrent rather than an artifact of any single industry. Fusfeld [2] and Ayres [3] situate the progress function within the broader family of technological-forecasting tools and confirm that the cumulative-output formulation has been treated as a serious forecasting instrument, not merely a descriptive curiosity, since at least the 1970s.
Warrant. A relationship that recurs across many independent industries, that has survived decades of scrutiny, and that takes the same mathematical form in each setting is a candidate for a general law of cost behavior rather than a local accident, and a general regularity may legitimately be imported into a new domain as a hypothesis to be tested. The warrant here is the inductive principle that pervasive empirical regularities transfer as hypotheses, not as facts, into adjacent domains.
Backing. The backing for the warrant is the explicit demonstration in Thompson [1] that the cost-quantity relationship is driven, at least in substantial part, by organizational learning-by-doing rather than by static scale economies alone. This matters because it gives the curve a causal interpretation. If the only thing happening were that larger production runs spread fixed costs over more units, the relationship would be a statement about scale and would not transfer to a setting, like autonomy qualification, where each “unit” is a distinct first-of-kind engineering episode rather than a mass-produced item. Thompson’s contribution is to separate the learning component, in which the organization gets better at the task through repetition and accumulates transferable know-how, from the pure scale component. It is the learning component that the present study claims transfers to autonomy. The mechanism by which learning-by-doing operates at the level of the engineering organization is documented directly by von Hippel and Tyre [4], who studied how learning by doing is actually done on novel process equipment and found that real improvement comes from the identification and resolution of problems that could not be anticipated before the equipment was used. Their finding is mechanistically important for this dissertation: it says that the cost reduction from experience is not automatic but is realized through a concrete organizational process of encountering, diagnosing, and codifying problems that only surface in use. That is precisely the process by which a flown autonomy demonstration is expected to lower the cost of the next one in its class.
Qualifier. The relationship holds with high confidence for the manufactured-hardware unit cost on which it was established. Its transfer to non-recurring engineering cost for a software-intensive flight capability is a hypothesis held at moderate confidence, because the import crosses two boundaries at once: from hardware to software, and from recurring unit cost to non-recurring qualification cost. The qualifier is protected and not dropped: this chapter establishes the form as a defensible thing to estimate, not as a thing already known to hold for autonomy.
Rebuttal. The relationship could fail to transfer if autonomy qualification cost is dominated not by repeatable, learnable engineering tasks but by irreducible first-of-kind invention that does not benefit from prior demonstrations, or if each autonomy demonstration is so idiosyncratic that the “cumulative output within a class” construct does not correspond to a coherent repeated task. This rebuttal is taken seriously and is exactly what the flat-cost null H0 represents: a world in which the experience-curve form, however well it fits hardware, does not describe autonomy qualification because the underlying repeated-task condition is not met.
The causal mechanism implied by this section, stated in the driver-to-implication chain the design requires, is: repeated execution of a defined engineering task within a capability class (driver) produces problem identification, diagnosis, and the codification of solutions into reusable patterns and components (mechanism) which lowers the engineering effort required for the next execution of the task (observable effect) which appears as a negative slope of log cost on log cumulative count (operational consequence) which, if measured, becomes a planning parameter for sequencing autonomy investments (strategic implication). The first link in this chain, repetition produces codified problem-solving, is established at high confidence by von Hippel and Tyre [4]; the last link, the measured slope becomes a planning parameter, is the contribution this dissertation seeks to deliver and is at this stage a design commitment, not a result.
2.2 The experience curve as a validated forecasting object
The second claim establishes that the log-log experience curve is not merely a recurrent description but a forecasting model whose predictive performance has been measured, characterized, and compared against rival functional forms. This matters because it converts the decision to estimate the Wright form from a matter of convention into a matter of evidence.
Claim. Among the candidate functional forms for the cost-experience relationship, the Wright power law, the log-log form, is the best-validated for prediction across a large and heterogeneous set of technologies, which is the warrant for adopting it here rather than a competing form.
Grounds. Nagy, Farmer, Bui, and Trancik [5] compared functional forms across a large library of technologies and found the Wright power law performs at least as well as, and generally better than, the alternatives, including the time-based exponential (Moore) form, for out-of-sample prediction. Farmer and Lafond [6] then quantified how predictable technological progress actually is, characterizing the error distribution of experience-curve forecasts so that a forecaster can attach a calibrated uncertainty band to a projection rather than a point estimate. Lafond and colleagues [7] extended this to a method for making full distributional forecasts, so that the experience curve yields not just an expected cost but a probability distribution over future cost. Way and colleagues [8] pushed the formalization further, treating technologies that follow experience curves as assets in a portfolio and showing how standard portfolio theory must be modified when the assets are technologies whose cost paths follow experience curves, which is direct evidence that the experience curve is now treated as a rigorous quantitative object suitable for optimization, not a back-of-envelope heuristic.
Warrant. A functional form that has been competitively tested against its rivals on out-of-sample prediction across many technologies, and that has had its forecast error distribution explicitly quantified, is the form a careful analyst should adopt when entering a new domain, because adopting it inherits both the validated structure and the known error behavior. The warrant is the methodological principle that one should prefer the functional form with demonstrated out-of-sample performance and characterized uncertainty over forms chosen for analytic convenience.
Backing. The backing is that this body of work was produced by overlapping research groups using consistent, transparent, and reproducible methods on shared technology-cost datasets, and that the central finding, the Wright form predicts well and its errors are characterizable, has been reproduced and extended rather than contradicted across the sequence from Nagy [5] through Farmer and Lafond [6] to Lafond [7] and Way [8]. Convergence of independent extensions on a stable central result is stronger backing than a single study, however careful.
Qualifier. The predictive validation was conducted on technologies with substantially more observations per technology than the autonomy panel will have. The forecasting performance is therefore established at very high confidence for data-rich settings and at lower confidence for the small-panel setting of this study. This qualifier directly motivates a later design commitment: in a small panel the experience curve is used as an estimand whose slope is the object of inference, not as a forecasting engine pushed many doublings into the future, because the validated forecasting performance does not automatically carry to extrapolation from tens of observations.
Rebuttal. The validated forecasting performance could be irrelevant to this study if autonomy qualification cost simply does not follow any of the forms tested, in which case the comparative superiority of the Wright form among those tested provides no guarantee. Again this is the content of H0. The response is that adopting the best-validated general form is the correct prior precisely because it gives the flat-cost null a fair and pre-committed functional form to be tested against, rather than allowing the analyst to search over forms until one fits.
The interpretive payload of this section is that the choice of the log-log form is evidence-based, not decorative. Every source in the cluster is read for what its convergence means for the argument rather than listed: the cumulative message of Nagy [5], Farmer and Lafond [6], Lafond [7], and Way [8] is that the experience curve has graduated from a stylized fact to an instrument with measured predictive accuracy and quantified error, which is exactly the standard a measurement-focused dissertation needs from its imported functional form. Confidence that the Wright form is the right thing to estimate is therefore high; confidence that it will fit the autonomy data is deliberately withheld and assigned to the empirical test.
2.3 Wright versus Moore and the necessity of a time control
The third claim is the most consequential single point in the theoretical framework, because it determines a specification decision that the validity of the entire study rests on. The claim is that the experience curve and a simple time trend are observationally entangled, and that separating genuine learning from a coincident time trend is not optional but structurally required.
Claim. Because cumulative output and calendar time typically move together, a regression of cost on cumulative experience without a time control cannot distinguish learning-by-doing from any cost decline that would have happened anyway with the passage of time, and so a credible experience-curve estimate must include a time control; in this design that control is the set of decade fixed effects.
Grounds. The Wright formulation makes cost a function of cumulative output. The Moore formulation makes cost a function of calendar time. Nagy and colleagues [5] showed formally that where cumulative output grows exponentially in time, the Wright and Moore formulations are observationally near-equivalent: the same cost path is consistent with a learning story driven by output and with a pure-time story driven by the calendar, and the data alone cannot adjudicate between them without additional structure. Kayal [9] and Farrell [10] reinforce, from the technological-forecasting side, that the pace of technological progress can be modeled either as a function of effort and experience or as a function of time, and that the two are easily confounded when experience accumulates steadily. Wei, Smith, and Sohn [11] add the crucial empirical wrinkle that learning rates estimated from retrospective experience curves are frequently not constant and are correlated with deployment programs, which means that part of what a naive experience-curve regression attributes to cumulative output is actually attributable to policy-driven or program-driven surges in deployment that occur at particular times. Their finding makes the confounding between experience and time concrete and dangerous rather than merely theoretical.
Warrant. If two explanatory stories imply the same observable cost path, then any estimate that does not contain a feature distinguishing them is uninformative about which story is true, and an estimate intended to support a causal claim about learning must therefore include the feature, here a time control, that breaks the observational equivalence. The warrant is the basic identification principle that a parameter is only credibly estimated when the design includes the variation needed to separate it from its confounds.
Backing. The backing is twofold. First, the formal demonstration in Nagy [5] that the equivalence is exact under exponential output growth is not an empirical contingency but a mathematical property, which makes the requirement for a time control a matter of logic rather than of caution. Second, the empirical demonstration in Wei [11] that real learning rates wobble with deployment timing shows that the confound is not hypothetical in actual technology-cost data. A requirement grounded in both a mathematical identity and observed data is strongly backed.
Qualifier. Decade fixed effects break the confounding between cumulative heritage and economy-wide or agency-wide time trends that operate at the decade scale, such as the secular cheapening of computing across the 1990s, 2000s, 2010s, and 2020s. They do not break a confounding that operates within a single decade, because variation faster than the decade is absorbed into neither the fixed effect nor cleanly into the slope. The control is therefore strong against between-decade time trends and only partial against within-decade time trends, a limitation carried forward explicitly to the threats-to-validity analysis. The confidence that the decade control removes the dominant time confound is moderate-to-high; the confidence that it removes all time confounding is deliberately not claimed.
Rebuttal. A critic could argue that with a small panel, decade fixed effects consume so many degrees of freedom that the cure is worse than the disease, leaving too little residual variation to estimate the slope. This is a real tension and not a strawman. The design’s response, developed in the research-design chapter and previewed here, is that the decade is the coarsest time partition that still plausibly captures the dominant time trend (the computing-cost decline) while consuming the fewest degrees of freedom; a finer partition such as a year or five-year bin would be theoretically cleaner but is infeasible in a panel of tens of observations. The choice of the decade as the time-control granularity is thus a deliberate bias-variance compromise made explicit and defended, not an unexamined default.
This section is the hinge of the framework. Its mechanism chain is: cumulative heritage and calendar time co-move (driver of confounding) so a slope estimated without a time control mixes learning with time trend (mechanism of bias) which produces a downward-biased and uninterpretable coefficient that cannot support a causal reading (observable effect) so the design absorbs decade-scale time variation into fixed effects (operational response) which yields a slope identified from within-decade variation in heritage and therefore interpretable as learning rather than calendar (strategic consequence: a credible measurement). The directionality of the residual bias is worth stating because it is favorable to the study’s credibility: the forward-only heritage-counting rule and the partial within-decade time confound both tend to attenuate the slope toward zero, so a slope that survives as significantly negative is a conservative finding. Confidence in the direction of this bias is moderate, grounded in the structure of the design rather than in executed results.
2.4 Anchor 1, W. Brian Arthur: increasing returns, learning effects, and path dependence
The first Hall-of-Shoulders anchor supplies the causal mechanism that the experience-curve slope measures and, in the same breath, the principal threat to reading that slope as a universal constant. Arthur’s contribution is therefore double-edged in a way that sharpens the test rather than decorating it: it predicts the direction of H1 and simultaneously names the rebuttal the design must answer. I develop Arthur as a Toulmin unit with the mechanism made explicit.
Claim. Learning effects are one of the mechanisms that generate increasing returns to a technology, they are precisely the mechanism an experience curve measures, and so Arthur’s framework predicts a negative experience-curve slope as the expected signature when learning effects dominate; but Arthur’s framework also holds that increasing-returns systems are path-dependent and non-ergodic, so the realized slope reflects the historical sequence of which capability classes received early investment, which bounds any claim that the measured slope is an intrinsic property of the technology.
Grounds. Arthur [12] identified four self-reinforcing mechanisms through which a technology becomes more attractive the more it is adopted, and learning effects, in which each use of a technique lowers the cost or raises the performance of the next use, is one of the four. The experience curve is, in Arthur’s terms, the empirical trace of the learning-effect mechanism: a constant-percentage cost reduction per doubling of use is exactly what “each use lowers the cost of the next” produces when the lowering is proportional. Arthur’s book-length treatment [13] develops the consequences of increasing returns for the economy, establishing that systems with increasing returns do not converge to a unique efficient equilibrium but instead lock in to one of multiple possible outcomes depending on early, sometimes small, historical events. His later synthesis [14] restates this within complexity economics and is explicit that such systems are non-ergodic: the realized path is not a draw from a stationary distribution but a contingent history, so the same technology family could, under a different early sequence of investments, have realized a different cost trajectory.
Warrant. If learning effects are a mechanism of increasing returns, and if the experience curve is the measurable trace of learning effects, then estimating the experience-curve slope is estimating the strength of that mechanism, and a theory that says the mechanism operates is a theory that predicts the slope’s sign. The warrant connecting Arthur’s theory to this study is the identity between “learning effect” as a causal mechanism and “experience-curve slope” as its observable. This identity is the single most important conceptual bridge in the dissertation, because it is what licenses interpreting a fitted beta as evidence about a causal mechanism rather than as a mere description of co-movement.
Backing. The backing has two strands. The first is the broad and well-developed path-dependence literature that has elaborated and tested Arthur’s framework across domains, giving it standing as a mature theory rather than a single author’s conjecture. Pierson [15] carried increasing returns and path dependence into the study of politics, demonstrating the framework’s reach beyond technology markets. Cowan and Gunby [16] supplied a concrete documented case of lock-in to an inferior technology in agricultural pest control, showing that the lock-in mechanism Arthur described is observed in the wild and not only modeled. Kenney [17] traced path dependence in the industrial clustering of Silicon Valley and Route 128, and Dobusch and Schussler [18] reviewed the positive-feedback mechanisms that generate path dependence across technology markets, regional clusters, and organizations, consolidating the mechanism into a reviewed theory. The second strand is the methodological literature that has worked to make path dependence testable rather than merely narrated. Vergne and Durand [19] are the key citation here: they identify the missing link between the theory and the empirics of path dependence and argue that the concept must be operationalized in a way that is falsifiable rather than invoked post hoc, and David [20], a founder of the empirical path-dependence program, defends the program against its critics and argues for a disciplined “historical economics” that takes sequence seriously without abandoning rigor. Hotte [21] further demonstrates that absorptive capacity coevolves with technology diffusion, which is a concrete path-dependent feedback directly relevant to why a capability class with early investment accumulates its own self-reinforcing advantage.
Qualifier. Arthur’s framework predicts the sign of the slope at moderate-to-high confidence: if learning effects are present and dominant, the slope is negative. It does not predict the magnitude of the slope, and it explicitly cautions that the magnitude is contingent on history. The framework therefore supports H1 as the theoretically expected direction while withholding any prediction that the magnitude is a stable, transferable constant. The qualifier is essential and protected: this dissertation does not claim, and Arthur’s theory does not license, that a fitted learning rate for one capability class is a universal autonomy learning rate.
Rebuttal. The path-dependence half of Arthur’s framework is itself the rebuttal to a naive reading of the result. If the realized cost path is contingent on which classes received early investment, then a measured slope could reflect the lucky early concentration of investment in a learnable class rather than an intrinsic learnability of autonomy, and a different historical sequence would have produced a different slope. The design cannot eliminate this, because the history is what it is, but it can and does respond in three ways named here and developed in the design chapter: capability-class fixed effects so the slope is estimated within rather than across the historically privileged classes; an influence diagnostic so that a slope driven by a single early high-leverage episode is flagged as non-robust; and an explicit external-validity bound in the discussion stating that the estimated slope is an average within-class learning rate for the realized history, not a universal constant. Vergne and Durand’s [19] insistence on falsifiable operationalization is the standard the design holds itself to here: path dependence is treated as a testable threat with stated responses, not as an all-purpose excuse.
The mechanism chain Arthur supplies, in the design’s required form, is: repeated adoption and use of an autonomy capability within a class (driver) triggers the learning-effect mechanism of increasing returns, in which each use lowers the cost of the next (mechanism) producing a proportional reduction in qualification cost per doubling of cumulative use (observable effect) which is measured as a negative log-log slope beta (operational consequence) whose magnitude, however, is path-dependent and reflects the historical investment sequence (strategic implication and bound). The first half of this chain, learning effects produce a negative slope, is the engine of H1. The second half, the magnitude is contingent, is the discipline that keeps the contribution honest. Confidence that learning effects, if present, produce a negative slope is high on theoretical grounds; confidence that the magnitude is intrinsic rather than historical is intentionally low, by Arthur’s own argument.
2.5 Anchor 2, Joel Mokyr: propositional and prescriptive knowledge as a slope moderator
The second anchor does what Arthur’s cannot: it predicts not just the sign of the slope but the conditions under which the slope should be steep and the conditions under which it should be flat. Mokyr’s distinction between propositional and prescriptive knowledge supplies the dissertation’s testable moderator and converts a single-number contribution into a contribution with a policy-relevant secondary finding about heterogeneity across capability classes.
Claim. A technique becomes cheap to reproduce and extend only when it rests on a wide base of propositional knowledge, knowledge of why it works, that allows each prescriptive advance, knowledge of how to do it, to be codified, corrected, and reused rather than rediscovered; therefore the autonomy capability classes whose underlying propositional base is mature, and whose prescriptive knowledge is codified into reusable infrastructure, are predicted to show a steeper cost-decline slope than classes that re-implement each demonstration from scratch.
Grounds. Mokyr’s central analytical move, developed in his account of the growth of useful knowledge, is the separation of propositional knowledge (the theoretical, explanatory base, “knowledge of what and why”) from prescriptive knowledge (technique, recipe, “knowledge of how”). His historical argument is that techniques discovered by trial without an underlying explanatory base tend to stagnate, because without the propositional base there is no principled way to know why a technique works, how to extend it, or how to fix it when it fails, whereas techniques anchored in a wide propositional base improve rapidly and cumulatively because the base makes each advance self-correcting and transferable. This is a framework lens carried in prose, as the bible specifies, and Mokyr’s works are cited in the narrative rather than appearing as a single corpus DOI. The grounds for transferring the lens to autonomy are the documented existence of mature formal propositional bases for several autonomy capability classes, the formal theory of automated planning and scheduling, of estimation and navigation, and of verification, which means the precondition Mokyr identifies for cumulative cost decline is differentially present across the classes rather than uniformly present or absent.
Warrant. If cumulative, cheapening improvement requires a propositional base that makes prescriptive knowledge codifiable and self-correcting, and if that base is present to differing degrees across autonomy capability classes, then the rate of cost decline should differ across classes in proportion to the maturity and codification of their propositional base. The warrant is Mokyr’s causal proposition that propositional depth governs the codifiability and hence the reusability of technique, applied to a domain where propositional depth varies by class.
Backing. The backing comes from independent empirical evidence, in domains other than space autonomy, that codification and reuse infrastructure are associated with steeper or faster cost decline, which is the testable content of Mokyr’s lens stated as a moderator. The clean-energy and emerging-technology cost literature provides several such cases. Glenk, Meier, and Reichelstein [22] document the cost dynamics of clean energy technologies and show that cost decline is faster where the underlying engineering knowledge is shared and the technology is modular and reusable. Lane and colleagues [23] forecast technology shares under cost uncertainty in a way that depends on the codified, transferable character of the production technology. Yao, Benson, and Chueh [24] assess technology roadmaps for sodium-ion batteries and show how the realized cost trajectory depends on the maturity of the shared knowledge base relative to the incumbent lithium-ion base. Myny and colleagues [25] provide a striking micro-level demonstration in which a thin-film microprocessor with print-programmable memory becomes feasible precisely because a codified, reusable fabrication base had matured. Hotte [21], cited above for path dependence, doubles as backing here because absorptive capacity, the codified base that lets an organization absorb and reuse new knowledge, is exactly the Mokyr precondition operationalized. None of these are space-autonomy studies, and that distance is acknowledged: they back the general proposition that codification steepens cost decline, and the dissertation transfers the proposition as a hypothesis about autonomy classes, not as an established fact about them.
Qualifier. The Mokyr moderator is held at moderate confidence as a prediction about autonomy. The direction, more codification means steeper decline, is well supported in general; the application to specific autonomy classes depends on a mapping from the maturity of each class’s propositional base and the existence of reuse infrastructure such as the Core Flight System to the steepness of its class-specific slope, and that mapping is itself a measurement the design proposes rather than assumes. The qualifier is protected: the moderator is a prediction to be tested as effect heterogeneity across capability classes, not a result.
Rebuttal. The moderator could fail in two ways, both taken seriously. First, the propositional base could be mature but the prescriptive knowledge could nonetheless fail to be codified in practice, because each flight project re-implements from scratch for reasons of risk aversion, schedule, or organizational fragmentation rather than for lack of theory; in that case a class with a deep propositional base would still show a flat slope, and the moderator would be confounded by organizational practice rather than knowledge maturity. Second, Mokyr’s own Cardwell caution, that technological progress is historically reversible and that no society or organization has maintained continuous progress indefinitely, warns that codification can decay, so a class that was codified in one decade may not remain so, and the slope could flatten over time even within a class with a mature base. The design responds to the first failure mode by including a reuse-infrastructure consideration in the heterogeneity analysis rather than treating propositional maturity alone as the moderator, and to the second by the decade fixed effects, which absorb decade-scale shifts in the codification environment. Neither response is complete, and both are flagged.
The Mokyr mechanism chain, in the required form, is: maturity and codification of a capability class’s propositional knowledge base, embodied in reuse infrastructure such as shared flight-software frameworks (driver) determines whether each demonstration’s prescriptive advances are codified into self-correcting reusable patterns or rediscovered from scratch (mechanism) which sets how much of the prior demonstration’s effort transfers to the next (observable effect) which appears as a steeper or flatter class-specific experience-curve slope (operational consequence) which tells the portfolio which capability classes will reward sequenced investment and which will not (strategic implication). This chain is what elevates the dissertation from a single pooled slope to a model with predicted, testable heterogeneity, and it is the most policy-relevant secondary product the design can yield. Confidence that codification steepens the slope in general is moderate-to-high from the backing literature; confidence about which specific autonomy classes will show the steepest slopes is low and assigned to the empirical heterogeneity test.
2.6 Heterogeneity of learning rates and the formal case for capability-class fixed effects
The two anchors converge on a single specification implication, and this section states it as the bridge from theory to estimator. Arthur warns that the realized slope is path-dependent and class-specific; Mokyr predicts that the slope’s steepness varies with the codification of each class’s knowledge base. Both imply that there is no single autonomy learning rate, only a family of class-specific rates, and that pooling them naively would estimate a meaningless average that no class actually exhibits. The formal response is to estimate a within-class slope using capability-class fixed effects, and to do so is the direct, theory-mandated expression of the experience-curve tradition’s own rule that a learning rate transfers only within a coherent technology family.
Claim. Because empirically observed learning rates are heterogeneous across technologies and settings, and because both anchor frameworks predict that the autonomy slope is class-specific, the correct estimand is a within-capability-class slope identified with capability-class fixed effects, not a single pooled slope across heterogeneous classes.
Grounds. The empirical heterogeneity of learning rates is well documented. Bhattacharya and colleagues [26] examined cost-quantity relations across Indian industries and found that learning rates are diverse, with different industries showing materially different rates of learning by doing, which establishes that a single learning rate is the exception rather than the rule when heterogeneous activities are pooled. Wei, Smith, and Sohn [11] documented that learning rates are frequently non-constant even within a single technology and are correlated with deployment programs, reinforcing that the assumption of one stable rate is fragile. Perez [27] supplies the macro-level reason that learning rates cluster and shift by techno-economic paradigm, so that technologies maturing within different paradigms accumulate experience under different conditions, which is a further source of between-class heterogeneity. The experience-curve forecasting literature itself treats the learning rate as transferable only within a coherent technology family, never across unrelated families, which is why Nagy [5] and the related forecasting work estimate per-technology rates rather than a universal constant.
Warrant. If the quantity to be estimated varies across the categories in the data, then pooling the categories without absorbing their differences produces an estimate that is a weighted average of distinct quantities and is biased for any one of them, so the design must absorb the category-level differences to recover a within-category parameter. The warrant is the standard panel-econometric principle that heterogeneity across known, non-sampled categories is handled by fixed effects, which absorb the time-invariant level differences across categories and identify the slope from within-category variation.
Backing. The backing is that fixed effects are the appropriate device specifically because the capability classes are the particular, named, non-sampled categories of interest rather than random draws from a larger population, which means a fixed-effects estimator is preferred to a random-effects estimator on two grounds. First, a fixed-effects estimator does not require the orthogonality assumption between the heritage variable and the class effect that a random-effects estimator imposes, and that orthogonality is implausible here because the classes with deep codified bases (Mokyr) and early investment (Arthur) are precisely the classes likely to have both lower baseline cost and more accumulated heritage, so heritage and the class effect are correlated by construction. Second, the classes are exhaustive and fixed, not a sample, so the random-effects assumption that they are exchangeable draws is false on its face. The trade-off, that fixed effects consume degrees of freedom that are scarce in a small panel, is acknowledged and is exactly why the design caps the number of capability classes at the level the sample can support and reports the realized residual degrees of freedom alongside every coefficient.
Qualifier. Capability-class fixed effects identify the slope from within-class variation in heritage and are therefore the right device at high confidence given the heterogeneity grounds. They do not, however, resolve the path-dependence concern within a class: if a single class’s heritage accumulation is itself the product of a contingent early choice, the within-class slope still reflects that history. The fixed effects remove between-class confounding, not within-class path dependence, and that residual is carried forward as a bounded threat rather than a solved problem.
Rebuttal. A critic could argue that with so few observations per class, the within-class slope is identified off almost no variation and is hopelessly imprecise, so that the theoretically correct estimand is practically unestimable. This is the binding constraint of the study and is not waved away. The design’s response, stated here and operationalized in the analysis-plan chapter, is the pre-analysis feasibility check: any capability class or decade containing only a single observation contributes nothing to the within estimator and is flagged, so that the reported slope is honest about the effective sample it is identified from, and a slope that turns out to rest on one or two classes is reported as such rather than presented as a general autonomy learning rate. The honest small-panel posture is the safeguard that keeps the theoretically correct estimand from being oversold when the data cannot support precision.
The convergence this section documents is the chapter’s structural payoff: two independent theoretical anchors, Arthur on path-dependent class-specific increasing returns and Mokyr on codification-driven class-specific knowledge depth, plus the empirical heterogeneity evidence of Bhattacharya [26], Wei [11], and Perez [27], all point to the same estimator design. When three independent lines of reasoning converge on one specification, the specification is warranted by triangulation rather than by any single line. Confidence that within-class fixed effects are the correct identifying device is high; confidence that the resulting within-class slopes will be precisely estimated in a small panel is low and is the dominant statistical risk the later chapters confront.
2.7 The conceptual model and the assurance-case spine
This closing section assembles the pieces developed above into the single conceptual model the empirical chapters will test, and it states the assurance-case spine that carries the dissertation’s argument from problem to acceptable residual risk. The full assurance-case table is compiled at the dissertation stitch; what follows is the spine in prose, each link tied to the theory built in this chapter.
The conceptual model is a structured prediction, not a result. It holds that (1) onboard autonomy qualification cost within a capability class is governed by a learning-effect mechanism (Arthur) whose observable trace is an experience curve (Wright, Section 2.1); (2) the right functional form for that curve is the log-log Wright form, on the validated forecasting evidence (Section 2.2); (3) a credible slope requires a time control to separate learning from the coincident computing-cost time trend (Wright-versus-Moore, Section 2.3); (4) the slope is expected to be negative if learning effects dominate but its magnitude is path-dependent and class-specific (Arthur, Section 2.4); (5) the slope is expected to be steeper for classes with mature, codified propositional bases and reuse infrastructure (Mokyr, Section 2.5); and (6) the correct estimand is therefore a within-class slope identified with capability-class and decade fixed effects (Section 2.6). The estimating equation ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd is the formal compression of this six-part model, and beta is the single quantity that the model’s truth or falsity reduces to.
The assurance-case spine the chapter establishes is as follows. The problem is real: NASA and JPL rely on an unmeasured heritage-lowers-cost assumption, and Sections 2.1 through 2.6 establish that there exists a theory, learning effects traced by experience curves, that says the assumption could be true and specifies exactly what its truth would look like, which is the precondition for the problem being a measurable one rather than a vague worry. The problem is material: the experience-curve literature shows that learning rates, where they exist, are large enough to dominate portfolio economics [1, 5, 6], so if an autonomy learning rate exists it is decision-relevant, and if it does not, the absence is equally decision-relevant because it removes the cost-reduction rationale for sequenced autonomy investment. The intervention addresses the mechanism: the within-class log-log experience curve is not a generic regression but the specific measurable trace of Arthur’s learning-effect mechanism [12, 13], so a fitted slope speaks directly to the causal quantity of interest rather than to a surface correlation. It beats the alternatives: the Wright log-log form is the best-validated functional form for prediction [5, 6, 7, 8], and two-way fixed effects are the device the heterogeneity evidence [26, 11, 27] and both anchors demand for separating learning from time and from intrinsic class difficulty. The residual risk is acceptable: the principal residual risks named in this chapter, within-decade time confounding (Section 2.3), within-class path dependence (Sections 2.4 and 2.6), the gap between the heritage count and the true reusable-knowledge stock (Section 2.5), and small-panel imprecision (Section 2.6), are each bounded by a stated design response and by the honest design-stage posture that reports a wide interval containing zero as a failure to reject the null rather than as support for the alternative.
The chapter’s contribution to the whole is to convert the heritage-lowers-cost assumption from an article of organizational faith into a structured, falsifiable conceptual model with a named mechanism, a justified functional form, a required time control, two anchor frameworks that predict the slope’s sign and its heterogeneity, and a fixed estimand. The remaining chapters operationalize this model: the literature review (Chapter 3) assembles the demonstration chronology that feeds the cumulative-heritage variable, the data chapter (Chapter 4) constructs the cost and heritage measures, the design chapter (Chapter 5) develops the estimator and the threats-to-validity matrix, and the analysis plan (Chapter 6) states the estimation procedure, the pre-analysis checks, and the fixed decision rule. The theory is now in place; what it predicts is a direction and a set of moderators, and what the empirical work will deliver is either a defensible negative slope that confirms the model or a defensible failure to find one that refutes it. Both outcomes are informative, and the symmetry of that informativeness is itself a product of the theoretical discipline this chapter has imposed: by stating the model as a falsifiable prediction rather than a hoped-for result, the framework guarantees that whatever the data say, the dissertation will have measured something worth knowing.
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Chapter 3: Literature Review
3.0 The chapter thesis and how it is argued
The literature already contains every observation this dissertation needs, but it has never been read as a cost-of-heritage record. That is the answer this chapter delivers, and the rest of the chapter develops it. Across five capability classes, the published autonomy-demonstration literature documents a dated, ordered sequence of flight events in which a capability is first proven, then reused, then matured, and at each step the engineering teams describe building on what came before. That sequence is precisely the cumulative-heritage variable CumHeritage that the estimating equation requires. What the literature does not contain is the dependent variable read against that sequence: nobody has fitted the recurring qualification cost of a capability class onto its accumulated flight heritage. The experience-curve literature, reviewed in Chapter 2, supplies the method but studies manufactured-hardware unit cost; the autonomy literature reviewed here supplies the heritage chronology but treats heritage qualitatively, as an enabling narrative rather than a measurable quantity. The gap is the join. This chapter reads the autonomy literature as the empirical spine of an experience-curve study, extracts the demonstration chronology that feeds CumHeritage for each capability class, and shows that the heritage-lowers-cost claim is asserted repeatedly and measured nowhere.
The problem This chapter examines can be framed in the four terms the assurance case requires. The current state of the literature is a rich, class-by-class demonstration record in which heritage is described in prose and the cost consequence of heritage is asserted but never estimated. The desired state is a literature in which the qualification cost of each autonomy capability class can be read against its cumulative flight heritage and a learning rate can be fitted. The gap is that no published study performs that join; the two relevant literatures sit side by side and unconnected. The consequence of leaving the gap open is that NASA and the Jet Propulsion Laboratory continue to sequence the Autonomous Systems and Robotics portfolio on an unmeasured assumption, with build-or-wait decisions made by assertion and no cost-anchored complement to the ordinal, non-monetary technology-readiness-level scale.
The chapter is organized to be mutually exclusive and collectively exhaustive across the five capability classes defined in the bible, because the estimating equation identifies the slope beta from within-class, within-decade variation, and the literature must be read class by class for the chronology to be usable. Each class is treated as a claim-evidence-reasoning block: a claim about what the demonstration record shows, the published evidence that grounds it (with each major source discussed for its method, its finding, and its limitation), and the reasoning that converts that evidence into a contribution to the cumulative-heritage spine. The treatment is deliberately interpretive. Every source is read for what its place in the sequence means for the argument, never merely listed. Section 3.1 covers onboard planning and scheduling, the origin class. Section 3.2 covers autonomous science target selection, the cleanest within-class heritage pair in the record. Section 3.3 covers autonomous navigation, the deepest and most continuous heritage chain. Section 3.4 covers autonomous fault detection, isolation, and recovery. Section 3.5 covers autonomous entry, descent, and landing hazard handling, the class whose maturation is most explicitly cost-and-readiness tracked. Section 3.6 treats the codified-knowledge substrate, the Core Flight System and shared autonomy frameworks, which is the Mokyr moderator that the design predicts should steepen the cost-decline curve where it is present. Section 3.7 synthesizes the whole into an explicit statement of the gap and the propositions that follow into the chapters on data and design.
A note on scope and honesty is owed at the outset, because it governs how every source below is read. This dissertation is at the design stage. The literature reviewed here establishes the heritage chronology, the capability definitions, and the qualitative scope of each demonstration. It does not, and the corpus does not, contain clean autonomy-specific recurring-engineering cost figures per demonstration. Where the published record speaks to cost, it speaks to it indirectly, through lessons-learned narratives, through technology-readiness-level transitions, and through parametric cost-model studies of adjacent space systems. The dependent variable of this study must therefore be constructed by the procedure developed in Chapter 4, not lifted ready-made from any single paper. This chapter is candid about that: it reads the literature for what it genuinely contains, the ordered heritage record, and flags clearly where it does not contain the cost numbers the design will have to build. Confidence in the heritage chronology is high, because the demonstration sequence is documented in peer-reviewed and primary engineering sources. Confidence in any direct cost reading from this literature is low, because the cost figures are not reported in a comparable form, and that low confidence is exactly why the study is framed as a measurement to be built rather than a result to be quoted.
3.1 Onboard planning and scheduling: the origin class
The claim of this section is that onboard planning and scheduling is the origin capability class of the entire study, that its heritage chain is documented with unusual completeness from prototype through first flight to operational reuse, and that the engineering teams themselves describe each step as building on the last, which is the qualitative form of the very mechanism the dissertation will quantify.
The class begins before flight, with the Remote Agent prototype work at the Jet Propulsion Laboratory and NASA Ames. Pell and colleagues described the New Millennium Remote Agent architecture as an integration of constraint-based planning and scheduling, robust multi-threaded execution, and model-based diagnosis and reconfiguration into a single onboard agent [pell1996; pell1997]. The method in these papers is architectural: they analyzed the spacecraft-control domain, identified its distinguishing properties of long latency, scarce communication, and the need for autonomous recovery, and designed an architecture to meet them. Their finding was that the three traditionally separate functions of planning, execution, and diagnosis could be unified under a goal-directed agent. The limitation, plainly, is that these were ground prototypes; they demonstrated feasibility, not flight qualification, and they did not report the cost of carrying the prototype to flight. For this study they matter because they establish the baseline propositional content of the class, the formal planning, scheduling, and execution machinery that all later heritage reuses. In Mokyr’s terms, examined in Chapter 2, this is the codified propositional base whose maturity the design predicts should govern how steeply the class’s cost curve falls.
The flight event that opens the empirical record is the Remote Agent Experiment on Deep Space 1 in 1999. Bernard and colleagues reported the validation and verification of the Remote Agent as a flight experiment, the first time an artificial-intelligence agent autonomously controlled a NASA spacecraft [seed_bernard1999]. The companion design paper laid out how the operational rules and constraints were encoded into flight software so the spacecraft could be commanded by goals rather than by detailed command sequences [bernard2002]. The flight-experience report by Bernard and colleagues at the 1999 Space Technology Conference documented what actually happened in flight, including the in-flight anomaly and its recovery [e1999]. The method across these sources is a documented engineering campaign: design, encode, test, fly, and report. The finding is that goal-level autonomous control is achievable on a real deep-space platform. The most important source in this cluster for the present study is the lessons-learned record, in which the team reported that the impact of inserting system-level autonomy into a flight project was a major surprise, with the integration and verification effort far larger than anticipated [seed_bernard1997]. That statement is the single most direct piece of qualitative evidence in the entire corpus on the recurring-engineering and organizational cost of a first-of-kind autonomy capability. It is the quantity the dependent variable is intended to capture, named in the words of the engineers who paid it. Its limitation as evidence is equally clear: it is a narrative, not a dollar figure, and it cannot by itself populate ln(Cost). It establishes that the cost was large and surprising; it does not establish how large in a form comparable across episodes.
Testing the planner is a separable and documented cost driver within the class. Smith and colleagues reported the challenges and methods in testing the Remote Agent planner, describing the verification burden specific to a planning system whose behavior is generated rather than scripted [seed_smith2000]. The method is a verification-and-validation case study; the finding is that a generative planner imposes a distinctive and heavy testing cost, because the space of behaviors cannot be enumerated the way a fixed command sequence can. This is direct evidence for one component of qualification cost, the verification component, and it is also direct evidence for the Mokyr moderator: a class whose verification approaches become codified and reusable should see this component fall on later episodes, while a class that re-invents verification each time should not.
The verification-cost mechanism deserves to be named precisely, because it is the clearest causal chain the planning literature supplies for the dissertation’s central claim. The driver is that a goal-directed planner generates its own command sequence at run time rather than executing a sequence verified on the ground. The mechanism is that ground verification can no longer enumerate and test every command path, so the project must instead verify the planner’s model and its search behavior across a space of contingencies, which is a qualitatively different and larger engineering task. The observable effect, reported by Smith and colleagues, is a testing campaign whose scope surprised the team. The operational consequence, if heritage works as assumed, is that a later same-class episode inherits both the verification approach and the tested model fragments, so its verification cost is lower. The strategic implication is that the verification component is where an experience curve in this class would be most visible, and where the absence of reusable verification infrastructure would most flatten it. This is a mechanism, not a correlation, and the planning literature describes each link in it qualitatively; what no source does is measure the second-episode verification cost against the first, which is the measurement the design will attempt. The confidence that the mechanism is real is moderate-to-high, grounded in the engineers’ own reporting; the confidence that its magnitude has been quantified is zero.
The within-class heritage step that the design most needs is the move from the bounded Deep Space 1 experiment to routine operational use. The supporting prototype work by Chien and colleagues on iterative-repair planning showed how to make planning responsive enough for continuous onboard operation rather than batch use, incorporating execution feedback such as early or late completion and resource over-use or under-use into a continuously repaired working plan [chien1998; chien2000]. The broader statement of the approach framed automated planning and scheduling as enabling a new class of goal-based autonomous spacecraft [chien1998_2]. The method in these is algorithmic and architectural; the finding is that responsiveness, the property that distinguishes an operational planner from an experimental one, is achievable by iterative repair. The limitation is that these are method papers and conference reports rather than cost studies. Their role in the spine is to document the reusable knowledge that links the first flight to the operational deployment that follows, which is the heritage the cumulative count is meant to register.
That operational deployment is the EO-1 Autonomous Sciencecraft Experiment. Chien and colleagues reported that autonomy flight software was used to improve science return on Earth Observing One, moving onboard event detection and replanning into routine Earth-observation operations after 2003 [seed_chien2005a]. The architecture and constraints of the agent, its autonomy, reliability, and limited-computing demands, were described in the autonomous science agent account [chien2004]. The operational science value was documented in two application studies: monitoring active volcanism, in which onboard detection triggered autonomous retasking [seed_chien2005b], and flood detection and monitoring [ip2006]. The method in the EO-1 papers is operational reporting backed by science results; the finding is that onboard autonomy moved from a bounded experiment to a standing operational element that demonstrably improved the timeliness and quality of returned data. The limitation, again, is that none of these papers reports the autonomy-specific development cost in a form comparable to Deep Space 1. For the spine, EO-1 is the second observation in the planning-and-scheduling class, and the qualitative record is consistent with the heritage-lowers-barrier claim: the team reused planning and execution concepts proven on Deep Space 1. Whether that reuse lowered cost along a measurable curve is exactly the unmeasured question.
The class extends forward into the present, which matters for the coverage window and for demonstrating that the propositional base keeps deepening. Zilberstein and colleagues developed decentralized, decomposition-based observation scheduling for a large-scale satellite constellation, formulating the problem as a distributed constraint-optimization problem with a geometric-neighborhood-decomposition heuristic to scale to millions of variables [zilberstein2024]. Lenzen and colleagues reported onboard planning and scheduling autonomy within the FireBird mission [lenzen2014], and Labreche and colleagues reported spacecraft autonomy on the OPS-SAT CubeSat using onboard machine learning [labrche2022]. The method in these recent works ranges from constraint-optimization theory to flight demonstration on small platforms; the finding is that onboard planning has continued to mature toward larger scale and lower-cost platforms. Their limitation for this study is that constellation and CubeSat contexts may not be within the NASA and JPL deep-space population that defines external validity, a boundary the design must police. They are included in the spine to show the class is alive and deepening, not frozen at EO-1.
Table 3.1 summarizes the planning-and-scheduling heritage chain as the spine will use it.
Table 3.1. Onboard planning and scheduling heritage chain.
	Episode / source
	Year
	Role in chain
	Cost-evidence character

	Remote Agent prototype [pell1996; pell1997]
	1996-1997
	Propositional base, pre-flight
	None (feasibility only)

	Iterative-repair responsiveness [chien1998; chien2000; chien1998_2]
	1998-2000
	Reusable method linking experiment to operations
	Method papers, no cost

	Remote Agent Experiment, DS1 [seed_bernard1999; bernard2002; e1999]
	1999
	First flight (origin observation)
	Lessons-learned narrative: large, surprising cost [seed_bernard1997]

	Planner testing burden [seed_smith2000]
	2000
	Verification cost component
	Qualitative, verification-specific

	EO-1 Autonomous Sciencecraft Experiment [seed_chien2005a; chien2004; seed_chien2005b; ip2006]
	2003-2006
	Second observation, operational reuse
	Operational reporting, no autonomy NRE figure

	Constellation / CubeSat scheduling [zilberstein2024; lenzen2014; labrche2022]
	2014-2024
	Class still deepening
	Method/flight reports, external-validity boundary


The reasoning that closes the section is this. The planning-and-scheduling class supplies a complete, dated heritage chain with explicit, in-the-engineers’-words evidence that the first-of-kind cost was large and that later episodes reused proven design patterns. That is the qualitative shape of an experience-curve relationship. What it is not is a measurement. The literature asserts heritage reuse and reports its surprise at first-of-kind cost; it never reads the second-episode cost against the first to see whether the assumed decline actually occurred or how steep it was. Confidence that the chronology is correct is high. Confidence that the literature has measured the cost consequence of that chronology is essentially zero, because no source attempts it.
3.2 Autonomous science target selection: the cleanest heritage pair
The claim of this section is that autonomous science target selection, embodied in the AEGIS system, is the cleanest within-class heritage observation in the entire record, because the identical capability was reused on a second platform and the second deployment is explicitly documented as building on the first. If the heritage-lowers-cost mechanism operates anywhere in a form the design can read, it operates here.
The first deployment is AEGIS on the Mars Exploration Rover Opportunity. Estlin and colleagues reported AEGIS automated science targeting for the Opportunity rover, a system that autonomously selected science targets for the narrow-field instruments, removing the operations latency imposed by ground-in-the-loop targeting [seed_estlin2012]. The method is a deployed-system study with operational results; the finding is that autonomous onboard target selection both worked and materially reduced the round-trip latency that had previously bottlenecked narrow-field science. The limitation is that the paper reports operational performance, not development cost. For the spine, this is the origin observation of the science-target-selection class.
The second deployment is the heritage event the study most wants. Francis and colleagues reported AEGIS autonomous targeting for the ChemCam instrument on the Mars Science Laboratory Curiosity rover, documenting its deployment and the results of initial science-team use [seed_francis2017]. The crucial feature is that this is the same AEGIS capability, ported to a different instrument on a different rover, and the paper presents it as a reuse-and-extension of the Opportunity work rather than a fresh build. The method is again a deployment study; the finding is that the ported system delivered autonomous targeting for ChemCam and was adopted into science-team operations. The limitation for cost reading is the familiar one: the paper does not report the porting cost as a dollar figure. But the qualitative content is the strongest single-pair evidence in the corpus for the heritage-lowers-cost mechanism, because the second deployment is documented as cheaper-by-reuse in narrative terms. The design’s task is to test whether that narrative reuse corresponds to a measurable cost decline, and the AEGIS pair is where that test will be sharpest.
The instrument context that makes this class coherent is documented in the ChemCam and SuperCam instrument literature. Wiens and colleagues described the ChemCam instrument suite on the Mars Science Laboratory, including body-unit and combined-system tests [wiens2012], and Maurice and colleagues described the SuperCam instrument suite on the Mars 2020 Perseverance rover, the successor remote-sensing payload [maurice2021]. The method in these is instrument-engineering description; the finding is that the narrow-field laser-spectroscopy instruments that AEGIS targets form a continuous instrument lineage from Curiosity to Perseverance. Their limitation for this study is that they are instrument papers, not autonomy-cost papers; they establish that the targeting capability had a continuing instrument home, which is why the autonomous-targeting class did not terminate after Curiosity. They are spine context, not cost evidence.
Two earlier and adjacent sources establish that autonomous science behavior had antecedents and that the class connects to wider work. Woods and colleagues reported autonomous science for an ExoMars rover-like mission, demonstrating onboard science-driven autonomy in a European mission context [woods2009]. The Rocky 7 rover prototype reported by Hayati and colleagues demonstrated rover-based science-instrument control and autonomous navigation as a Mars sciencecraft prototype well before flight [hayati2002]. The method in both is prototype-and-demonstration; the finding is that autonomous science behavior was an active research line with multiple independent efforts. Their limitation is that they are not within the AEGIS heritage chain proper and may sit at the boundary of the class. They are included to show the class has a research hinterland, which bears on the Mokyr moderator: a deep, codified propositional base around autonomous science increases the chance that the AEGIS reuse was genuinely cheap.
It is worth stating plainly why the AEGIS pair is the design’s identification anchor even though it is a single pair, because a single within-class transition carries disproportionate weight in a small panel and that weight must be earned rather than assumed. The AEGIS-Opportunity to AEGIS-ChemCam transition has three properties that no other within-class step in the corpus combines. First, it is a same-capability reuse, not a successor capability: the autonomous-targeting function ported across is the function, not a re-conceived replacement, so the heritage link is maximal rather than partial. Second, the porting is documented contemporaneously by the deploying team as a build-on rather than a rebuild [seed_francis2017], which is the qualitative signature of the cost mechanism the slope is meant to capture. Third, the two deployments sit close enough in time that a decade fixed effect absorbs most of the secular computing trend between them, so the comparison is unusually clean of the maturation confound that bedevils the navigation class. These three properties make AEGIS the case where a measured cost decline, if it exists, would be most credibly attributable to heritage rather than to time or to a different capability. The corresponding risk, carried forward to the design’s influence diagnostics, is precisely that a single clean pair can dominate the within-class slope; the design therefore commits in advance to reporting the science-target-selection slope with and without this pair, so that a result driven entirely by AEGIS is flagged as resting on one transition rather than presented as a class-wide regularity.
The reasoning that closes the section is that the science-target-selection class offers the design its best within-class heritage pair, AEGIS-Opportunity followed by AEGIS-ChemCam, with the second explicitly a reuse of the first. The qualitative evidence for heritage-lowers-cost is here as strong as the corpus provides. And yet no source in the class reads the ChemCam porting cost against the Opportunity development cost. The mechanism is described; the magnitude is unmeasured. Confidence in the heritage link is very high, because it is a documented same-capability reuse. Confidence that the cost consequence has been measured is zero. This is the cleanest illustration in the dissertation of the gap between an asserted and a measured learning curve.
3.3 Autonomous navigation: the deepest heritage chain
The claim of this section is that autonomous surface and in-flight navigation has the deepest and most continuous heritage chain of any class in the study, running from pre-flight prototypes through Mars Exploration Rover visual odometry and AutoNav, through the enhanced navigation of Perseverance, to powered autonomous flight on Ingenuity, and that this depth makes the class the best-powered within-class test the panel will support, while also making it the class where confounding maturation is hardest to separate from heritage.
The class has the richest pre-flight record. Washington and colleagues reported an onboard executive for autonomous Mars rovers, anticipating the long traverses and robust navigation that future missions would require [washington1999]. Goldberg and colleagues described the stereo-vision and rover-navigation software for planetary exploration that became the basis for hazard detection from passive stereo [goldberg2003]. Huntsberger reported biologically inspired autonomous rover control [huntsberger2001], and the Rocky 7 prototype again appears as an early integrated navigation demonstrator [hayati2002]. The method across these is prototype development and algorithm design; the finding is that autonomous navigation had a deep, multi-group propositional base before it flew. The limitation is that prototypes do not report flight-qualification cost. Their role in the spine is to establish that, of all the classes, navigation entered flight with the most codified prior knowledge, which under Mokyr’s framework predicts the steepest potential cost-decline curve and which the design must keep distinct from the simple fact that navigation also accumulated the most flight episodes.
The first major flight observations are the Mars Exploration Rover navigation results. Maimone and colleagues reported autonomous navigation results from the Mars Exploration Rover mission [maimone2006] and, in the most-cited source of the class, two years of visual odometry on the Mars Exploration Rovers, in which onboard stereo comparison gave each rover accurate knowledge of its position and let it detect and compensate for unforeseen slip [maimone2007]. The method is a deployed-system study with quantified operational outcomes; the finding is that visual odometry worked on another world for the first time and increased science return by reducing the days needed to reach interesting terrain. The mission context is given by Crisp and colleagues’ account of the Mars Exploration Rover mission [crisp2003] and the instrument-positioning system by Baumgartner and colleagues [baumgartner2005]. The European parallel is Maurette’s account of Mars rover autonomous navigation [maurette2003]. The limitation across these is that they report navigation performance and science benefit, not autonomy development cost. For the spine, the Mars Exploration Rover work is the first dense cluster of navigation observations, and Maimone’s explicit framing of slip detection as a reusable capability is qualitative heritage evidence.
The chain continues to the Mars 2020 enhanced navigation. Toupet and colleagues reported a Robot Operating System-based simulator for testing the enhanced autonomous navigation of the Mars 2020 rover, describing the new surface-mobility software developed for enhanced navigation and the testing framework built to qualify it [toupet2020]. Verma and colleagues reported that autonomous robotics is driving Perseverance rover’s progress on Mars, documenting that the AutoNav system evaluated the large majority of the distance driven in early operations [seed_verma2023]. The method in Toupet is a verification-infrastructure study; the method in Verma is operational reporting. The finding is that autonomous navigation on Perseverance operated at a scale and autonomy beyond the Mars Exploration Rovers, with most driving evaluated autonomously. The limitation for cost reading is that, while Toupet’s testing-framework paper speaks indirectly to the verification effort, neither reports a clean development-cost figure. For the spine, Perseverance is the most capable surface-navigation observation, and the explicit lineage from Mars Exploration Rover visual odometry to Perseverance AutoNav is documented heritage.
The class also contains the most striking single heritage extension, powered autonomous flight. Balaram and colleagues described the Ingenuity helicopter on the Perseverance rover, the first powered, autonomous flight demonstration on another planet, flown as a technology demonstration in 2021 [seed_balaram2021]. The method is a system-description-and-flight-results account; the finding is that autonomous powered flight was achievable on Mars, an extension of the autonomous-navigation class into a new flight regime. The limitation is that Ingenuity, as a technology demonstration, has a cost structure that may differ from operational deployments, which the design’s reliability flagging must record. For the spine, Ingenuity is the frontier observation of the class and a vivid example of heritage enabling a capability that would have been unthinkable as a first-of-kind standalone development.
The class connects outward to a large terrestrial autonomous-navigation and sensing literature, which is relevant as propositional context but at the boundary of the population. Zhao and colleagues reported a high-accuracy autonomous navigation scheme for the Mars rover integrating inertial, visual, and celestial navigation [zhao2019]. The wider reviews of sensor fusion for autonomous vehicles [yeong2021], of unmanned aerial vehicles [mohsan2023], and of deep learning concepts and architectures [alzubaidi2021] document the terrestrial methods that increasingly feed space navigation. The method in these is review and synthesis; the finding is that the propositional base for autonomous navigation is now vast and cross-domain. Their limitation for this study is sharp: terrestrial autonomy is outside the NASA and JPL deep-space population that defines external validity, and these sources must not be allowed to inflate the heritage count. They are reviewed to make the Mokyr point that the navigation class sits on the deepest and most actively codified propositional base of any class, while being explicitly excluded from the within-class heritage tally.
Table 3.2 summarizes the navigation chain.
Table 3.2. Autonomous navigation heritage chain.
	Episode / source
	Year
	Role in chain
	Cost-evidence character

	Rover-navigation prototypes [washington1999; goldberg2003; huntsberger2001; hayati2002]
	1997-2003
	Deepest pre-flight propositional base
	None (prototypes)

	MER visual odometry / AutoNav [maimone2006; maimone2007; crisp2003; baumgartner2005; maurette2003]
	2003-2007
	First dense flight cluster
	Operational results, no NRE figure

	Mars 2020 enhanced navigation [toupet2020; seed_verma2023]
	2020-2023
	Most capable surface navigation
	Verification-framework + operational reporting

	Ingenuity powered flight [seed_balaram2021]
	2021
	Frontier extension of class
	Tech-demo cost structure flagged

	Terrestrial/cross-domain context [zhao2019; yeong2021; mohsan2023; alzubaidi2021]
	2019-2023
	Propositional context, excluded from count
	Reviews, out-of-population


One source in the class speaks directly to the verification-infrastructure cost that the heritage argument turns on, and it deserves separate emphasis. Toupet and colleagues built the Robot Operating System-based simulator specifically because the new enhanced-navigation algorithms had to be prototyped and tested before realistic flight-software testbeds existed, and they describe choosing an open, reusable robotics environment to do it [toupet2020]. The method is the construction of a reusable test harness; the finding, read for this study, is that a substantial share of the navigation-qualification effort is verification infrastructure, and that the Mars 2020 team deliberately built that infrastructure to be reusable rather than bespoke. This is the navigation-class instance of the same verification-cost mechanism named in the planning class, and it is the navigation-class instance of the Mokyr codification moderator: reusable test infrastructure is exactly the codified prescriptive knowledge whose presence should lower the next episode’s qualification cost. The limitation is that the paper reports the harness, not its cost or its measured saving. It is the strongest in-class hint that the heritage mechanism operates through verification reuse, and it is silent on magnitude.
The reasoning that closes the section is that navigation gives the design its deepest within-class chain and therefore its best statistical power, but also its hardest identification problem. Because the class accumulated both the most flight heritage and the most general technological maturation over the same decades, the slope estimated for navigation is the one most exposed to the confound between heritage and a secular trend in computing and software. The confound is not abstract: the same two decades that saw visual odometry give way to enhanced AutoNav also saw radiation-hardened onboard processing capacity grow by orders of magnitude, and a cheaper later episode could reflect that cheaper computing rather than reusable navigation heritage. Decade fixed effects absorb the part of that trend common to all classes, but a within-decade, navigation-specific computing trend could remain, which is why the maturation covariate and the cross-class robustness specification are not optional for this class. This is not a reason to exclude the class; it is the reason the design carries decade fixed effects and a maturation covariate. Confidence in the navigation chronology is high. Confidence that any of these sources has separated heritage from maturation in a cost measurement is zero, because none attempts a cost measurement at all.
3.4 Autonomous fault detection, isolation, and recovery
The claim of this section is that autonomous fault detection, isolation, and recovery is a real and separately identifiable capability class with its own heritage chain, that it is the class whose verification cost is most plausibly large and most plausibly reusable, and that its literature is methodologically rich but thinner on operational flight episodes than the navigation and planning classes, which constrains the within-class power the panel can offer for it.
The flight origin of the class is shared with the planning class, because the Remote Agent integrated model-based diagnosis and reconfiguration alongside planning [pell1997; bernard2002]. The fault-management function was a first-class part of that first flight, and the lessons-learned record’s report of surprising integration cost applies to the fault-management component as much as to the planner [seed_bernard1997]. This shared origin is important for the design: an episode that fields more than one capability must be assigned to its dominant class or split, and Deep Space 1 is the canonical case where that rule bites. The fault-management heritage and the planning heritage both originate at the same flight, and the cumulative-heritage counts for the two classes must be constructed without double-counting the platform while still crediting each class with its origin.
The pre-Remote-Agent heritage of spacecraft fault tolerance is documented in the Cassini fault-tolerance work. Brown and colleagues described attitude and articulation control for the Cassini spacecraft as a fault-tolerance design, embedding autonomous failure detection, isolation, and recovery algorithms in object-oriented flight-control software [brown2002]. The method is a design overview; the finding is that autonomous fault tolerance was an established, if hand-crafted, flight capability before the model-based approaches arrived. The limitation is that traditional fault tolerance of this kind was bespoke per mission, which under Mokyr’s framework is the flat-curve case: a capability re-implemented from scratch each time, with little codified reuse, should show little cost decline. Cassini is thus both a heritage antecedent and a theoretical contrast case for the model-based approaches that follow.
The model-based turn is the heritage that the design predicts should bend the cost curve, if anything does. Kolcio and Fesq reported a model-based off-nominal state isolation and detection system for autonomous fault management, arguing that model-based systems provide better fault identification than traditional limit-checking and, crucially, that the model can be reused and extended rather than rebuilt [kolcio2016]. The companion paper described the model-based fault detection and isolation system for increased autonomy [kolcio2016_2]. The method is system design with an explicit reuse argument; the finding is that model-based fault management both improves identification and offers a codified, transferable artifact. The limitation is that these are design-and-demonstration papers, not deployed-cost studies. For the spine and for the Mokyr moderator, they are the most relevant sources in the class: they describe exactly the codification-and-reuse infrastructure whose presence should steepen a class’s cost-decline curve.
The class has a flight-demonstration arm on small platforms and a broad methodological hinterland. Fesq and colleagues reported extended-mission technology demonstrations using the ASTERIA spacecraft, a CubeSat that demonstrated autonomous capabilities including fault-relevant onboard functions [fesq2019]. Wander and Forstner reported innovative fault detection, isolation, and recovery onboard spacecraft using cognitive automation, categorizing current applications by level of autonomy [wander2013]. Bozzano and colleagues reported spacecraft early-design validation using formal methods, addressing the verification side of fault management [bozzano2014]. The terrestrial parallel is D’Amato and colleagues’ particle-filtering approach for fault detection and isolation of unmanned-aerial-vehicle inertial sensors [damato2021]. The method ranges from flight demonstration to formal verification to terrestrial algorithm design; the finding is that the class has an active and methodologically deep research front. The limitation is the now-familiar pair: small-platform and terrestrial work sits at or beyond the population boundary, and none of these reports a comparable autonomy-cost figure.
The reasoning that closes the section is that fault detection, isolation, and recovery is a genuine class with a real heritage chain, anchored at Deep Space 1, with deep pre-history in bespoke fault tolerance and a clear model-based-reuse turn that is the strongest in-class instance of the Mokyr codification mechanism. But the class has fewer clean operational flight episodes than navigation or planning, which means the within-class panel for fault management will be small and the slope, if estimated, will carry wide intervals. This is a power limitation to be stated honestly, not hidden. Confidence that the class is real and ordered is high. Confidence that its cost consequence has been measured is zero, and confidence that the panel can estimate a precise slope for this thin class is, by design-stage anticipation, low.
3.5 Autonomous entry, descent, and landing hazard handling
The claim of this section is that autonomous entry, descent, and landing hazard handling is the capability class whose maturation is most explicitly tracked against technology-readiness levels and cost in the published record, which makes it the class where the heritage-to-cost relationship is closest to the surface of the literature, even though, as everywhere else, no source closes the loop with a fitted curve.
The class is anchored by the Autonomous Landing and Hazard Avoidance Technology program, which is unusual in the corpus for stating its readiness-and-cost intent explicitly. Epp and Smith introduced the program with the goal of placing humans and cargo safely and precisely on the lunar surface with hazard-avoidance capability [epp2007]. Epp, Robertson, and Brady reported the program’s development of an autonomous system combining guidance, navigation, and control with terrain sensing [epp2008]. Most pointedly for this study, Epp, Robertson, and Carson reported real-time hazard detection and avoidance demonstration for a planetary lander and stated the program’s charter as maturing the autonomous system to technology-readiness level six [epp2014]. The method across the program papers is staged technology maturation with explicit readiness milestones; the finding is that hazard detection and avoidance was carried deliberately up the readiness scale through a sequence of demonstrations. The limitation is that the readiness milestones are not dollar figures, and the program’s cost is not reported as autonomy-specific recurring engineering. But this is the class where the literature comes closest to the dependent variable on its own terms, because the maturation was explicitly managed and reported, which is why the technology-readiness-level history will be an especially informative covariate for this class.
The sensing technology that the class depends on has its own heritage line. Amzajerdian and colleagues reported lidar sensors for autonomous landing and hazard avoidance developed under the same program, describing the imaging flash lidar, Doppler lidar, and laser altimeter that generate the terrain maps hazard avoidance needs [amzajerdian2013]. The method is sensor development and characterization; the finding is that the perception substrate for hazard handling matured alongside the guidance-and-control substrate. The limitation is that sensor papers report performance, not system cost. For the spine, this establishes that the class’s heritage has both a perception arm and a guidance arm, which the capability-class assignment must keep coherent.
The class is genuinely international, which both enriches the heritage record and bounds external validity. Grover and colleagues described the Phoenix entry, descent, and landing system architecture, a NASA Mars-landing heritage point [grover2011]. Huang and colleagues reported the Tianwen-1 guidance, navigation, and control for Mars entry, descent, and landing, including actual flight results [huang2021]. Yu and colleagues reported autonomous hazard avoidance control for the Chang’E-3 lunar soft landing, the first Chinese soft landing on a celestial body, using onboard image data for relay hazard avoidance [yu2014]. Maass and colleagues reported a crater-navigation system for autonomous precision landing on the Moon developed at the German Aerospace Center [maass2020]. Lunghi and colleagues reported a multilayer-perceptron hazard detector for vision-based autonomous planetary landing [lunghi2016]. The method across these ranges from flight-system description to flight results to algorithm development; the finding is that autonomous landing-hazard handling is a globally pursued capability with multiple independent heritage lines. The limitation for this study is decisive on population: non-NASA, non-JPL landing systems are outside the within-class heritage that defines CumHeritage for the study’s population, even though they are part of the world’s autonomy record. They are reviewed to establish that the class is real and active and to make explicit the boundary the design draws around its population.
The international record is also the class’s sharpest illustration of why the population boundary is a measurement decision and not a parochial one. The Tianwen-1, Chang’E-3, and German crater-navigation systems are genuine, flown or demonstrated, autonomous hazard-handling capabilities [huang2021; yu2014; maass2020]. Counted into CumHeritage, they would inflate the heritage stock of later NASA and JPL episodes with knowledge those episodes could not necessarily reuse, because cross-agency and cross-national software and design patterns do not transfer freely. Excluded, they undercount the true world stock of hazard-handling knowledge. The design resolves this by defining the population as NASA and JPL deep-space and planetary autonomy and counting only within-population, within-class heritage, which is conservative by construction: it credits the later episode only with heritage it could plausibly have reused, and it therefore biases the estimated slope toward zero. The international record is reviewed here so that this exclusion is a stated, defensible choice rather than a silent omission, and so that the external-validity claim, that any fitted slope generalizes to the NASA and JPL population and not beyond it, is grounded in the literature rather than asserted.
The reasoning that closes the section is that entry, descent, and landing hazard handling is the class where heritage, readiness, and cost are most explicitly co-managed in the literature, through the Autonomous Landing and Hazard Avoidance Technology program’s staged maturation. The program’s reporting against technology-readiness milestones is the closest the corpus comes to a quasi-cost signal, because advancing a capability from one readiness level to the next is itself the expenditure of qualification effort, and the program reports that advancement in an ordered, dated form [epp2007; epp2008; epp2014]. That makes it the class where the technology-readiness-level covariate will do the most work in separating heritage from maturity, and the class where the design’s distinction between within-population NASA and JPL heritage and the broader international record must be most carefully policed. The caution carried from Chapter 4 is that the readiness scale is ordinal and non-monetary, so a readiness transition is a maturity signal and not a cost figure; it informs the covariate, it does not become the dependent variable. Confidence in the chronology and in the readiness-tracking is high, higher than for any other class. Confidence that the cost has been read against heritage is, once more, zero.
3.6 The codified-knowledge substrate: the Mokyr moderator
The claim of this section is that the reusable flight-software substrate, principally the Core Flight System and the broader move toward modular, plug-and-play flight software, is the codified-knowledge infrastructure that the dissertation’s theoretical framework, following Mokyr, predicts should steepen the cost-decline curve wherever it is adopted, and that the literature documents the substrate’s existence and reuse intent clearly while saying almost nothing about its cost consequence, which is itself a finding.
The substrate’s origin is the Goddard Space Flight Center flight-software work. McComas described NASA Goddard’s Core Flight System, the reusable flight-software framework intended to let projects compose flight software from certified, reusable components rather than rebuilding from scratch [mccomas2013]. The method is a framework description; the finding is that a deliberate, agency-level effort exists to codify and reuse flight software, which is precisely the infrastructure Mokyr’s framework identifies as the precondition for cheap reproduction and extension of a technique. The limitation, central to this study, is that the paper describes the framework and its reuse intent but does not measure the cost saved by reuse. The corpus footprint of the Core Flight System is modest, a point the expansion plan flags as an evidence gap, and that thinness is itself informative: the codified substrate whose presence should most steepen the cost curve is the part of the record least studied for its cost effect.
The substrate’s intellectual lineage is the responsive-space and plug-and-play flight-software literature. Wilmot reported the implications of responsive space on flight-software architecture, arguing that rapid response requires reusable, pre-certified software modules rather than new development [wilmot2006], and described a core plug-and-play architecture for reusable flight-software systems built explicitly to make development cost and schedule more predictable through reuse [wilmot2006_2]. The method is architectural; the finding is that the flight-software community framed reuse as the route to predictable cost and schedule, which is the heritage-lowers-cost claim stated about software infrastructure itself. The limitation is that these are architecture papers with cost-and-schedule aspirations rather than measured cost outcomes. They are the clearest statement in the corpus that the field believed reuse infrastructure would lower cost, and the clearest illustration that the belief was never tested as a fitted relationship.
The substrate’s reach into small platforms and modular missions shows it is in active use. Latachi and colleagues reported reusable and reliable flight-control software for a fail-safe and cost-efficient CubeSat mission, explicitly pursuing reuse for cost efficiency [latachi2020]. Gonzalez and colleagues reported an architecture-tracking approach to evaluate a modular and extensible flight software for CubeSat nanosatellites, aiming to increase reusability and reduce mission risk [gonzalez2019]. The open-source simulation-framework work by Turner provided an extensible spacecraft-simulation environment under a public license to let researchers reuse and extend code [turner2003]. The method ranges from flight-software engineering to tool development; the finding is that modular, reusable flight software is a live and spreading practice. The limitation for this study is that the cost-efficiency claims are stated as design goals, not measured outcomes, and the platforms are often outside the deep-space population. They are reviewed to establish that the codification mechanism is real and active, so that the design’s prediction of class-level heterogeneity, steeper curves where reuse infrastructure is present, has a concrete referent.
Two demonstration missions show the substrate enabling autonomy on low-cost platforms, which is the Mokyr prediction in flight. The ASTERIA CubeSat demonstrated autonomy on a platform built under a training program [fesq2019], the OPS-SAT CubeSat demonstrated onboard autonomy and machine learning at low cost and low bureaucracy [labrche2022], the Near-Earth Asteroid Scout packaged a deep-space mission into a CubeSat volume [lockett2020], and the Proba mission was conceived specifically to demonstrate the benefits of onboard autonomy with minimum ground involvement [teston1999]. The method in these is flight demonstration; the finding is that codified, reusable autonomy components increasingly let small, cheap platforms carry capabilities that once required flagship missions. The limitation is the population boundary and the absence of comparable cost figures. They are the qualitative embodiment of the moderator the design will test as effect heterogeneity across classes.
The reasoning that closes the section is that the codified-knowledge substrate is exactly where Mokyr’s framework predicts the steepest cost decline, and the literature confirms the substrate exists, is reused, and was built in the belief that reuse lowers cost, while measuring that cost effect nowhere. This is the moderator hypothesis in its rawest form: the field built the reuse infrastructure on the assumption it would pay, and never fitted the payoff. Confidence that the substrate exists and is reused is high. Confidence that its cost effect has been measured is zero, and the corpus is thinnest precisely here, which the design must treat as a known limitation on its ability to resolve the moderator.
3.7 Synthesis: the gap stated and the propositions that follow
The synthesis reads the five classes and the substrate as one body of evidence and states the gap precisely. Across every class, the literature delivers the same structure: a dated heritage chain, an explicit engineering narrative of building on what came before, and, at the origin of the oldest class, a direct statement that the first-of-kind cost was large and surprising. Across every class, the literature delivers none of the following: a recurring-engineering cost figure per demonstration in a comparable form, a reading of any second-episode cost against its first-episode predecessor, or a fitted relationship between cost and cumulative heritage. The recurring heritage-lowers-cost claim is made qualitatively and repeatedly. The space-autonomy review by Gao and Chien states the claim in its general form, situating the demonstrations within a longer arc and asserting that flown heritage lowers the barrier to the next demonstration [seed_gao2021]. That assertion, multiplied across the class literatures reviewed above, is the conventional wisdom this dissertation converts into a testable quantity.
The synthesis must also be explicit about what the autonomy literature is and is not, relative to the experience-curve method reviewed in Chapter 2, because the contribution lives exactly in that contrast. The experience-curve literature is a literature of measurement: it fits the logarithm of unit cost on the logarithm of cumulative output, validates the functional form across many technologies, and quantifies the forecasting error of the fitted slope. The autonomy literature reviewed in this chapter is a literature of capability: it documents what was demonstrated, how it worked, and how each demonstration built on the last, but it never expresses the heritage-to-cost relationship as a fitted quantity. The two literatures are complementary in exactly the way the dissertation needs. The autonomy literature supplies the cumulative-experience axis, the ordered, dated, within-class heritage record that becomes ln(CumHeritage). The experience-curve literature supplies the method, the log-log specification, the within-family fixed-effects discipline, and the validated expectation that learning effects produce a measurable negative slope. Neither literature alone can answer the research question. The autonomy literature has the heritage but not the method; the experience-curve literature has the method but has been applied to manufactured-hardware unit cost rather than to the recurring engineering cost of qualifying a software-intensive capability for flight. The join of the two, performed on the heritage spine this chapter has assembled, is the unoccupied space the dissertation enters. This is the assurance-case spine made concrete at the level of the literature: the problem is real because the heritage assumption is pervasive and unmeasured, it is material because portfolio decisions turn on it, the intervention addresses the mechanism because a within-class experience curve measures exactly the learning effect the autonomy teams describe, it beats the alternatives because the log-log fixed-effects form is the best-validated way to separate that learning from time and scale, and the residual risk is acceptable because the conservative counting rules and the design-stage honesty bound what can be claimed.
Table 3.3 makes the gap mutually exclusive and collectively exhaustive across the classes, which is the structure the estimating equation requires.
Table 3.3. Heritage record versus cost measurement, by capability class.
	Capability class
	Heritage chain documented
	First-of-kind cost evidence
	Within-class reuse documented
	Cost read against heritage

	Onboard planning and scheduling
	Yes, complete (DS1 to EO-1 and on)
	Yes, narrative [seed_bernard1997]
	Yes [seed_chien2005a]
	No

	Science target selection
	Yes, clean pair (AEGIS x2)
	Operational only
	Yes, same capability [seed_francis2017]
	No

	Autonomous navigation
	Yes, deepest chain
	Operational only
	Yes [maimone2007; seed_verma2023]
	No

	Fault detection, isolation, recovery
	Yes, but fewer flight episodes
	Shared narrative [seed_bernard1997]
	Yes, model-based reuse [kolcio2016]
	No

	EDL hazard handling
	Yes, TRL-tracked
	TRL milestones, not cost [epp2014]
	Yes, staged maturation
	No

	Codified substrate (moderator)
	Yes, reuse-by-design
	Reuse intent, not cost
	Yes [wilmot2006_2; mccomas2013]
	No


The final column is the gap. It is empty in every row. The literature has assembled, class by class, exactly the heritage chronology that the independent variable CumHeritage requires, and it has never measured the dependent variable against it. This is the join that no published study performs, and it is the contribution the dissertation makes: to read the autonomy literature as the empirical spine of a Wright-type experience-curve study and fit the slope beta that the field has assumed without estimating.
From this gap, four propositions follow that carry into the chapters on data, design, and analysis. They are stated as propositions, not findings, because the study is at the design stage and no coefficient has been fitted.
The first proposition is that the demonstration literature reviewed here is sufficient to construct the cumulative-heritage variable for each capability class, because every class supplies a dated, ordered sequence of flight events with documented within-class reuse. The grounds are the five heritage chains of Sections 3.1 through 3.5; the warrant is that an experience curve requires only a dated cumulative-experience count, which these chains provide; the qualifier is that the count is within-class and within-population and therefore conservative; the rebuttal it must survive is that software and design patterns cross class boundaries, which the forward-only and within-class counting rules deliberately undercount, biasing the slope toward zero and making any rejection of the flat-cost null more credible. Confidence is high that the heritage variable can be built.
The second proposition is that the literature is not sufficient to supply the dependent variable directly, because no source reports autonomy-specific recurring-engineering cost in a comparable form. The grounds are the uniformly empty final column of Table 3.3; the warrant is that a fitted curve needs a measured cost, which the literature does not provide; the consequence is that the dependent variable must be constructed by the three-layer normalization developed in Chapter 4, drawing on the parametric cost-model literature rather than on any single autonomy paper. Confidence that the cost must be built rather than quoted is high, and this is the load-bearing limitation of the whole design.
The third proposition is that the technology-readiness-level history will be an essential covariate, not a cost proxy, because the entry-descent-and-landing class shows readiness milestones tracked explicitly while cost is not, and the readiness scale is known to be ordinal and non-monetary. The grounds are the Autonomous Landing and Hazard Avoidance Technology program’s explicit readiness charter [epp2014] and the wider readiness-construct literature carried into Chapter 4; the warrant is that readiness tracks maturity, which can confound heritage, so it must be controlled rather than equated with cost; the rebuttal it answers is the claim that later, higher-readiness projects are simply cheaper, which the maturation covariate is designed to separate from heritage. Confidence is moderate, because readiness data are uneven across classes.
The fourth proposition is that effect heterogeneity across classes is the most policy-relevant secondary question the design can address, because the codified-substrate literature documents reuse infrastructure as present in some classes and thin in others, which is the Mokyr moderator made concrete. The grounds are Section 3.6; the warrant, developed in Chapter 2, is that codification and reuse should steepen the cost-decline curve; the qualifier is sharp: the corpus is thinnest exactly here, so the moderator can be tested only weakly, and a null result on heterogeneity would be uninformative rather than evidence of homogeneity. Confidence in the moderator’s relevance is high; confidence that the panel can resolve it is low, and that asymmetry is stated honestly so it constrains interpretation in advance.
These four propositions are the bridge from the literature to the measurement. The literature reviewed in this chapter establishes that the heritage record exists, is ordered, is documented as reuse, and is assumed to lower cost. It establishes equally that the cost consequence of that heritage has never been measured. The chapters that follow take the heritage record this chapter has assembled and build the dependent variable, the identification strategy, and the analysis plan that will, for the first time, read autonomy qualification cost against cumulative flight heritage and return either a fitted experience-curve slope or a credible failure to find one. Either outcome answers, with a measurement, a question the literature has answered only by assertion.
Chapter 4: Data and Measurement
4.0 The chapter’s answer, stated first
This chapter establishes that the measurement at the center of this dissertation is constructible from real, named, and auditable sources, and that the central construct, the recurring engineering cost to qualify a class of onboard autonomy for flight, can be operationalized with explicit, reproducible rules even though no single open source reports it cleanly. The answer the chapter delivers is conditional and honest: the panel that the estimating equation ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd requires can be assembled from four named datasets, every variable in that equation can be given an operational definition with a stated source and scale, and the dominant measurement risk, error in the dependent variable, can be made visible through a three-layer normalization procedure with a per-observation reliability flag rather than hidden inside a single point estimate. The chapter does not claim that the resulting cost figures are exact. It claims something weaker and more defensible, that the construction is transparent, that each figure carries a documented provenance and a reliability grade, and that the weakest figures can be down-weighted in a pre-registered robustness specification so that the estimated slope beta does not rest on the least trustworthy observations.
The current state is that NASA and the Jet Propulsion Laboratory treat each flown autonomy capability as a heritage asset assumed to lower the next demonstration’s cost, but the cost itself is recorded inconsistently across projects and is sometimes not disclosed at all, so the assumption has never been tested against a constructed dataset [seed_gao2021], [seed_bernard1997]. The desired state is a panel in which each observation is a capability-class development episode with a normalized, constant-year, scope-adjusted autonomy qualification cost, a forward-only cumulative-heritage count, a capability-class label, a decade label, and a maturation covariate, all traceable to a public record. The gap between those two states is a data-construction gap, not a modeling gap: the regression is standard, but the inputs must be built. The consequence of leaving the gap unaddressed is that the experience-curve slope that the prospectus promises cannot be estimated at all, because the dependent variable would not exist in usable form. This chapter closes the construction gap at the level of design. It specifies the sources, the unit of analysis, the operationalization of every variable, the data-quality and validation procedures, and the access and ethics posture, and it carries the prospectus data section forward by elaborating each element into a procedure that a reviewer who did not build the panel could reproduce and check.
Two scope commitments govern the chapter and are stated once here so they are not relitigated below. First, the chapter is design-stage. Every cost figure, heritage count, and panel dimension discussed as a worked example is illustrative of the procedure, not an executed measurement; no observation’s normalized cost is reported as a fitted or final value, because the panel assembly and cost normalization are not complete. Second, the architecture-traceability layer is out of scope by the bible’s explicit declaration: this is an econometric measurement study, and no real DoDAF or BEA capability, system, or data-service exchange is the subject of the dissertation, so the chapter describes datasets and variables in the vocabulary of empirical economics rather than forcing an architecture chain onto a cost panel.
4.1 The four named datasets
The panel is assembled from four named sources, each contributing a distinct and non-substitutable element. No single source contains the full panel; the contribution of the chapter is in part the specification of how the four are joined. This section treats each source in depth along five dimensions the prospectus named but did not fully develop: provenance, access path, coverage, unit of analysis as the source records it, and known biases that the source carries into the panel.
4.1.1 NASA TechPort project records and technology-readiness-level histories
Provenance. TechPort is NASA’s authoritative system of record for technology development projects. It is maintained by the agency as the inventory and reporting backbone for technology investments across the mission directorates, and it records project descriptions, organizational ownership, start and end dates, technology-readiness-level entry and exit estimates, and a taxonomy classification that maps each project into NASA’s technology area structure. Because it is an internal system of record exposed through a public interface, its provenance is institutional rather than scholarly: the entries are authored by the projects themselves and curated by the agency, which makes them authoritative for what NASA considers a project and how NASA classifies it, but dependent on the projects’ own reporting discipline for completeness.
Access path. The data are reached through the TechPort public application programming interface and the bulk data export available from the TechPort public portal. The bulk export is preferred for panel construction because it permits a reproducible snapshot: the entire project inventory can be downloaded at a dated version, retained, and re-queried, which is the standard a reproducible cost study requires. The application programming interface is used for targeted field retrieval and for confirming that a project’s recorded technology-readiness-level history matches the snapshot.
Coverage. TechPort covers NASA-funded technology projects, which is broader than the set of flight-demonstrated autonomy episodes that this study analyzes. That breadth is useful, because it supplies the denominator against which the autonomy episodes are identified, and it supplies the maturation covariate and project-timing fields for episodes that are otherwise documented only in the technical literature. The coverage is also the source’s first limitation: TechPort records technology projects, and a flown autonomy capability may have been developed inside a flight project that TechPort does not classify as a technology project, in which case the episode is present in the published literature but thin or absent in TechPort. The construction procedure therefore treats TechPort as the project-inventory and covariate source, not as the sole arbiter of which episodes exist.
Unit as recorded. TechPort’s native unit is the technology project, identified by a project record with a unique identifier, a start and end date, an owning organization, and a technology-readiness-level trajectory. This is close to, but not identical with, the study’s unit of analysis, the capability-class development episode. The mapping from TechPort projects to episodes is a construction step, not a lookup, and Section 4.2 specifies it.
Known biases. Three biases enter the panel through TechPort. First, self-reported technology-readiness levels are known to be applied inconsistently across projects and to drift in meaning as the scale is used outside its original setting, so the maturation covariate carries measurement error that the study must treat as such rather than as a clean number [hder2017], [terrile2015]. Second, project-timing fields reflect administrative start and end dates that may not coincide with the engineering start of the autonomy development effort, which matters because the forward-only heritage rule keys on development-start timing. Third, coverage is denser for recent projects than for the earliest demonstrations, because the system of record was populated more completely over time, which biases the panel toward better documentation in later decades and is one reason the decade fixed effects are necessary.
4.1.2 NTRS autonomy demonstration reports
Provenance. The NASA Technical Reports Server is the agency’s repository of technical and lessons-learned documentation. For this study it is the primary-source archive that supplies the engineering record of the named autonomy demonstrations: the Remote Agent Experiment on Deep Space 1 [seed_bernard1999], [seed_smith2000], the Deep Space 1 autonomy-infusion lessons-learned record [seed_bernard1997], the EO-1 Autonomous Sciencecraft Experiment, AEGIS, and Ingenuity. Its provenance is the strongest available for the qualitative content the study needs, because these are the project teams’ own technical reports rather than secondary summaries.
Access path. NTRS is reached through its citations search application programming interface, which returns document metadata and, where the document is releasable, a downloadable full text. The construction procedure records, for each retrieved report, the NTRS citation identifier so that every qualitative claim about an episode’s scope or cost can be traced to a specific document, which is the auditability standard the chapter commits to.
Coverage. NTRS coverage for the named demonstrations is rich on the engineering and lessons-learned side and sparse on the cost side. The lessons-learned record from Deep Space 1, for instance, documents the organizational difficulty of inserting system-level autonomy into a flight project and reports that the impact of that insertion was a major surprise to the project, which is direct primary evidence on the non-recurring engineering and organizational cost of a first-of-kind autonomy capability [seed_bernard1997]. That is precisely the quantity the dependent variable is intended to capture, and NTRS supplies the qualitative scope from which a normalized figure is built, but it rarely supplies a clean dollar figure for the autonomy portion alone.
Unit as recorded. NTRS records documents, not episodes. An episode is reconstructed from one or several NTRS documents plus the peer-reviewed literature. The construction procedure therefore treats NTRS as the source of the heritage chronology, the capability definitions, and the scope information used to size each episode, and it cross-references each episode to the document set that establishes it.
Known biases. NTRS carries a documentation-survivorship bias: demonstrations that were written up thoroughly are better represented than those that were not, and successful demonstrations are more likely to have generated celebratory technical reports than quietly cancelled efforts. This biases the panel toward documented successes and against the abandoned attempts whose cost would, if recorded, inform the true cost of qualifying a capability. The study cannot recover the undocumented attempts; it acknowledges the bias and confines its claim to the population of documented flight demonstrations.
4.1.3 NICM-class parametric development-cost estimates
Provenance. The NASA Instrument Cost Model and the broader family of single-variable and multivariable parametric cost models for space systems are the agency-standard estimators of development cost from measurable scope drivers [mrozinski2011], [seed_stahl2010], [stahl2010], [trivailo2012], [foreman2016]. Their provenance is methodological: they are calibrated regressions of historical development cost on physical and programmatic scope variables, published and maintained as cost-estimating tools. The NICM family specifically estimates instrument development cost; the single-variable space-telescope cost models of Stahl and colleagues exemplify the parametric approach the study adopts as its normalization basis [seed_stahl2010], and the broader survey of space-telescope cost models and of early-phase hardware cost-estimation methods situates that approach within the wider parametric-estimation literature [stahl2010], [trivailo2012].
Access path. The published parametric models supply the functional forms and the calibrated coefficients; where a NICM-class tool is available to the analyst, it supplies estimates directly, and where only the published model is available, the estimate is reconstructed from the published form. The construction procedure records, for each imputed figure, which model and which scope inputs produced it, so that the imputation is reproducible.
Coverage. Parametric cost models cover the development cost of space hardware and instruments well, because that is the population on which they were calibrated. They cover the non-recurring engineering cost of a software-intensive autonomy capability less directly, because autonomy qualification is not the population the NICM family was built on. This is the source’s central limitation for this study and the reason the dependent-variable construction is the most delicate step in the entire design. The parametric model is used here not to estimate autonomy cost as though autonomy were an instrument, but to provide a consistent, scope-anchored normalization basis and an imputation of last resort when the autonomy-specific figure cannot be extracted from project documentation. Section 4.3 develops this carefully.
Unit as recorded. Parametric models estimate a cost per defined scope unit, typically an instrument or a subsystem characterized by mass, power, data rate, or analogous drivers. The study uses this per-scope basis to normalize development cost so that the residual variation reflects autonomy qualification effort rather than platform or instrument scale.
Known biases. Parametric cost models carry the bias of their calibration population: applied outside that population, their estimates are extrapolations whose error is larger than the in-sample fit suggests. The technology-readiness-level-conditioned cost-estimation literature documents that cost and maturity interact in ways a single parametric form may not capture, which is why the study treats the maturation covariate separately rather than folding it into the cost estimate [buchner2018], [khan2022], [baron2019]. The reliability flag described in Section 4.3 is the device that prevents these extrapolated figures from being treated as equal in trustworthiness to figures extracted directly from project records.
4.1.4 Published mission and autonomy literature
Provenance. The peer-reviewed and conference literature on the named demonstrations supplies capability scope, demonstration dates, and the heritage links between episodes. Its provenance is scholarly and, for the central demonstrations, authored by the engineering teams themselves: the EO-1 Autonomous Sciencecraft Experiment papers [seed_chien2005a], the AEGIS deployments on Opportunity and on the Curiosity ChemCam instrument [seed_estlin2012], [seed_francis2017], the Perseverance autonomous-navigation record [seed_verma2023], and the Ingenuity powered-flight demonstration [seed_balaram2021] are primary scholarly sources for the chronology and scope that feed the heritage variable.
Access path. These sources are reached through their digital object identifiers and through the standard scholarly databases. Each is retained with its identifier so that every scope and dating decision is traceable.
Coverage. The literature covers the demonstrations’ scientific and engineering content thoroughly and their cost sparsely, mirroring NTRS. The space-autonomy review by Gao and Chien situates the demonstrations in a longer arc and states the recurring heritage-lowers-cost claim that this study converts into a testable quantity [seed_gao2021], which makes the review a coverage backbone for the chronology even though it reports no cost figures.
Unit as recorded. The literature records demonstrations and capabilities, which the study maps to episodes. The mapping is the same construction step described for NTRS, and the two sources are used jointly to fix each episode’s date, scope, and capability class.
Known biases. The literature shares NTRS’s survivorship bias toward documented successes and adds a publication-incentive bias: novel first-of-kind demonstrations attract more publication than incremental reuses of an existing capability, which can make the heritage link between a first deployment and a second deployment thinner in the record than the engineering reality. The AEGIS sequence is the partial exception and the cleanest within-class heritage pair, because the second deployment on ChemCam is explicitly documented as building on the first on Opportunity [seed_estlin2012], [seed_francis2017]; that documentation is what makes the pair the central illustrative case for the heritage mechanism.
4.1.5 How the four sources join
The join is keyed on the episode. TechPort supplies the project inventory, the maturation covariate, and administrative timing; NTRS and the published literature supply the heritage chronology, the capability definitions, and the qualitative scope used to size each episode; the parametric cost models supply the normalization basis and the imputation of last resort for the dependent variable. A claim about any single episode is therefore typically supported by more than one source, and the construction procedure records the source set for each episode so that the panel is auditable observation by observation. The confidence in this join is moderate at the design stage: the join logic is fully specified and the sources are real and accessible, but the join has not been executed across the full episode set, so the realized completeness of the merged panel is not yet known. What would raise confidence is the completed merge with a documented count of episodes for which all four sources resolve; what would lower it is discovery, during assembly, that a material fraction of episodes resolve in the literature but not in TechPort, which would weaken the maturation covariate and is flagged as a watch item.
4.2 Unit of analysis and the capability-class taxonomy
The unit of analysis is the capability-class development episode, defined exactly as in the prospectus and the bible: a single mission or technology demonstration that fields one defined onboard autonomy capability, assigned to exactly one primary capability class, with multi-capability episodes split or flagged to their dominant class. This section elaborates the taxonomy and the assignment rule into an operational procedure, because capability-class assignment is one of the four named data limitations and because the within-class fixed-effects estimator depends on the assignment being defensible.
4.2.1 The five capability classes
The taxonomy partitions onboard autonomy into five coherent functional classes, carried unchanged from the bible:
[bookmark: ref-1]1. Onboard planning and scheduling. The capability to generate, repair, and execute activity plans onboard rather than uplinking a fully specified command sequence. Its origin observation is the Remote Agent Experiment, which integrated onboard planning, execution, and fault recovery [seed_bernard1999], and its operational transition is the EO-1 Autonomous Sciencecraft Experiment, which moved onboard detection and replanning into routine Earth observation [seed_chien2005a].
[bookmark: ref-2]2. Autonomous science target selection. The capability to choose science targets onboard from sensor data without ground-in-the-loop targeting. Its origin and within-class heritage pair is the AEGIS deployment on Opportunity and then on the Curiosity ChemCam instrument [seed_estlin2012], [seed_francis2017].
[bookmark: ref-3]3. Autonomous surface or in-flight navigation. The capability to evaluate terrain or flight conditions and select a safe path onboard. Its most recent and most capable observations are Perseverance autonomous navigation at scale and Ingenuity autonomous powered flight [seed_verma2023], [seed_balaram2021], with the Mars 2020 enhanced-navigation work documented in the supporting record [toupet2020].
[bookmark: ref-4]4. Autonomous fault detection, isolation, and recovery. The capability to detect off-nominal states and recover onboard, originating in the Remote Agent’s model-based fault recovery and advanced in model-based off-nominal state isolation and detection work [kolcio2016].
[bookmark: ref-5]5. Autonomous entry-descent-and-landing hazard handling. The capability to detect and avoid landing hazards autonomously during the brief, communication-isolated descent phase, developed through the Autonomous Landing and Hazard Avoidance Technology program and related lidar-based hazard-detection work [epp2007], [epp2008], [amzajerdian2013], [epp2014], with the entry-descent-and-landing architecture context supplied by the Phoenix and Tianwen-1 landing-system records [grover2011], [huang2021].
4.2.2 The assignment rule
Each episode is assigned to exactly one primary capability class by the dominant-capability rule: the class that the episode’s primary documented objective fields. Where an episode fields more than one capability, two treatments are available and the choice is recorded per episode. The first treatment splits the episode into class-specific sub-episodes when the documentation separates the development effort by capability; the second assigns the episode to its dominant class and sets a multi-capability flag when the effort cannot be separated. The Remote Agent Experiment is the canonical multi-capability case, because it fielded onboard planning, execution, and fault recovery together [seed_bernard1999], [pell1997]; the construction procedure assigns it to onboard planning and scheduling as its dominant documented objective and flags it as also originating the fault-detection-and-recovery class, with the flag recorded so that a robustness check can test sensitivity to the assignment.
This assignment is a construct-validity decision, and the chapter states its limitation plainly. The class boundaries are defensible but contestable, particularly between planning-and-scheduling and fault-detection-and-recovery, which the Remote Agent fielded as an integrated system, and between science-target-selection and navigation, which share onboard perception machinery. The study’s response is threefold: the assignment rule is fixed before estimation so it is not tuned to produce a result; every multi-capability episode carries a flag; and the analysis plan includes a robustness specification in which contested assignments are reclassified to test whether the slope depends on a boundary call. Confidence in the taxonomy is moderate: the five classes are functionally coherent and grounded in the demonstration record, but the small number of episodes per class means a single contested assignment can move a within-class estimate, which is why the influence diagnostics in the analysis plan are not optional.
4.2.3 The measurement table
The full operationalization of every variable in the estimating equation is given in Table 4.1. The table is the chapter’s central deliverable: it converts the abstract equation into a set of measurable quantities, each with an operational definition, a source, and a scale, and it is the object against which a reviewer checks that the model’s inputs are real and constructible.
Table 4.1. Operationalization of every variable in the estimating equation ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd.
	Construct
	Operational definition
	Source(s)
	Scale / units
	Enters model as

	Dependent variable: autonomy qualification cost (Cost_icd)
	Recurring non-recurring-engineering cost to qualify the capability for flight, normalized by capability scope on a NICM-class basis, expressed in constant-year dollars; built by the three-layer procedure of Section 4.3 with a per-observation reliability flag
	Project documentation (NTRS, published literature) for direct extraction; NICM-class parametric models for imputation [mrozinski2011], [seed_stahl2010], [stahl2010]
	Continuous, constant-year US dollars per unit scope
	ln(Cost_icd)

	Independent variable: cumulative flight-demonstrated heritage (CumHeritage_icd)
	Count of prior flight demonstrations in the same capability class that reached flight operation before the episode’s development-start date; forward-only counting rule; first-in-class set to 1 before logging
	NTRS chronology + published demonstration dates [seed_bernard1999], [seed_chien2005a], [seed_estlin2012], [seed_francis2017], [seed_verma2023], [seed_balaram2021]
	Integer count, >= 1
	ln(CumHeritage_icd)

	Capability-class fixed effects (gamma_c)
	Indicator for the episode’s primary capability class (five classes); absorbs time-invariant baseline-cost and difficulty differences across classes
	Taxonomy assignment (Section 4.2) from NTRS + literature
	Categorical, 5 levels
	Indicator set gamma_c

	Decade fixed effects (delta_d)
	Indicator for the decade of development start; absorbs economy-wide and agency-wide time trends in cost, tooling, and computing
	TechPort development-start date; literature where TechPort is thin
	Categorical, by decade
	Indicator set delta_d

	Maturation covariate (robustness)
	Technology-readiness level at development start
	TechPort technology-readiness-level history [seed_mankins2009], [seed_olechowski2020]
	Ordinal, 1-9
	Covariate in robustness specification only

	Reliability flag (auxiliary)
	Which normalization layer produced the cost figure (direct / parametric-imputed / deflated-only) and an associated trust grade
	Construction log (Section 4.3)
	Ordinal, 3 layers + grade
	Weight in inverse-imputation-error robustness specification


The maturation covariate is deliberately confined to the robustness specification and never enters the baseline, for a construct reason the chapter is explicit about. The technology-readiness-level scale is ordinal and non-monetary, it is known to be applied inconsistently and to lose precision as it travels outside its original setting, and it tracks maturity rather than the cost of advancing maturity [seed_mankins2009], [seed_olechowski2020], [hder2017]. Treating it as a cost proxy would import its measurement error into the dependent variable; treating it as a separate robustness covariate lets the study check whether the heritage effect is merely the simpler effect of later projects starting at higher maturity, without contaminating the baseline estimate. This is the disciplined use of the scale that the calibration and shortcomings literature recommends [terrile2015], [seed_olechowski2020].
4.3 The dependent variable: three-layer cost normalization and reliability flags
The construction of the dependent variable is the most delicate step in the design, and this section elaborates the prospectus’s three-layer procedure into an operational, auditable method. The claim of this section, stated as a Toulmin unit, is the following.
Claim. The autonomy qualification cost can be operationalized as a normalized, constant-year, scope-adjusted figure whose measurement error is explicit and bounded rather than hidden, such that the estimated slope beta can be made robust to the least reliable observations.
Grounds. Public development-cost figures for autonomy capabilities are reported inconsistently. Some are full project costs that bundle platform, instrument, and autonomy; some are subsystem costs; some are not disclosed [seed_bernard1997], [seed_gao2021]. A defensible cost study cannot treat these heterogeneous figures as interchangeable, so the construction proceeds in three explicit layers, each recorded per observation.
Warrant. The standard a cost study must meet is that a reviewer who did not build the panel can check it. A layered procedure that records, for each figure, which layer produced it and how reliable that layer is, makes the measurement auditable and lets the weakest figures be down-weighted, which is exactly what makes the slope defensible against the objection that it rests on imputed numbers.
Backing. Parametric cost estimation is the agency-standard method for development cost when direct figures are unavailable, and its use here follows the established space-cost-modeling literature [mrozinski2011], [seed_stahl2010], [stahl2010], [trivailo2012], [foreman2016]. The technology-readiness-conditioned cost-estimation literature establishes that cost and maturity interact and that reliability of an estimate degrades when the estimator is applied outside its calibration population, which is the backing for the reliability flag [buchner2018], [khan2022], [baron2019], [bukar2024], [beims2019], [rybicka2015].
Qualifier. The procedure does not eliminate measurement error in the dependent variable. It makes the error explicit, graded, and down-weightable. The residual error remains and is the dominant construct-validity threat the study carries forward.
Rebuttal. If, on assembly, the autonomy-specific cost cannot be extracted for the great majority of episodes, so that the panel is dominated by layer-two parametric imputations, the dependent variable would rest mostly on extrapolations of estimators calibrated on hardware rather than software-intensive autonomy, and the measurement’s credibility would fall accordingly. The study’s pre-commitment is to report the layer composition of the assembled panel so that this rebuttal can be evaluated by the reader rather than concealed, and to treat a panel dominated by layer-two figures as yielding a weaker, not a stronger, conclusion.
4.3.1 Layer one: direct extraction of the autonomy non-recurring engineering portion
The first layer extracts, where the documentation permits, the autonomy-specific non-recurring engineering portion of development cost, separating it from platform and instrument cost. The Deep Space 1 lessons-learned record is the archetype: it documents the organizational and engineering cost of inserting system-level autonomy into a flight project as a distinct and surprising burden, which is direct qualitative evidence on the autonomy portion even where a single dollar figure is not stated [seed_bernard1997]. Where a project report states an autonomy-subsystem cost or a separable autonomy work-breakdown element, that figure is taken at layer one. Layer-one figures carry the highest reliability grade because they measure the construct most directly.
4.3.2 Layer two: parametric imputation of the autonomy development effort
Where the autonomy portion is not separately reported, the second layer imputes the autonomy development effort from the documented scope using a NICM-class parametric estimate [mrozinski2011], [seed_stahl2010]. The imputation is anchored on the scope drivers the documentation provides, for instance the functional breadth of the onboard capability and the verification burden it imposed, and it uses the parametric form as a consistent estimator across episodes rather than as a precise per-episode truth. The space-telescope single-variable cost models exemplify the parametric approach adopted as the normalization basis [seed_stahl2010], and the survey of space-cost models and of early-phase hardware cost-estimation methods supplies the broader methodological grounding [stahl2010], [trivailo2012], [foreman2016]. Layer-two figures carry a lower reliability grade than layer-one figures, recorded in the flag, because they are model-based extrapolations into a population the model was not calibrated on.
4.3.3 Layer three: deflation to constant-year dollars
The third layer expresses every figure, whether extracted at layer one or imputed at layer two, in constant-year dollars using a standard deflator, so that figures from different decades are comparable and the decade fixed effects absorb time trends rather than nominal-price drift. The deflator basis is recorded so the constant-year conversion is reproducible. A figure that required only deflation, because it was already a clean autonomy figure, retains its layer-one grade; the deflation step does not by itself degrade reliability, it only standardizes the unit.
4.3.4 The reliability flag and its use in inference
For each observation, the construction log records which layer produced the figure and an associated reliability grade, and this flag is then used in the third pre-registered robustness specification, which weights observations by the inverse of their imputation error so that observations resting on the weakest imputation receive less weight. This is the operational device that protects the slope from being driven by the least trustworthy figures. The flag also feeds the layer-composition report committed to in the rebuttal above. The confidence attached to the dependent-variable construction is moderate at the design stage: the procedure is fully specified and the parametric basis is real and standard, but the realized reliability of the panel depends on how many episodes resolve at layer one versus layer two, which is not known until assembly. What would raise confidence is a panel in which a substantial share of episodes carry layer-one figures; what would lower it is a panel dominated by layer-two imputations, which the study has pre-committed to disclose.
4.4 The independent variable: the forward-only cumulative-heritage counting rule
The independent variable, cumulative flight-demonstrated heritage, is the experience stock whose logarithm carries the slope beta, and its construction is governed by a single fixed convention carried from the prospectus: a prior demonstration counts toward the heritage stock of a later episode only if it reached flight operation before the later episode’s development-start date.
Claim. The forward-only counting rule produces a cumulative-heritage measure that cannot mechanically manufacture a heritage-cost association and that is conservative against the study’s own hypothesis.
Grounds. Heritage that arrives after a development has begun cannot have lowered that development’s cost, so counting it would credit an episode with experience it could not have used. The forward-only rule excludes such heritage by construction.
Warrant. A measure that can only undercount, never overcount, the usable experience stock biases the estimated slope toward zero, which means any rejection of the flat-cost null is achieved against a conservative measure and is therefore more credible, not less.
Backing. The experience-curve tradition requires that the cumulative-experience variable be the stock available at the time the cost was incurred, and the Wright-versus-Moore distinction in the forecasting literature warns that a cumulative-experience measure entangled with calendar time will confound learning with a coincident time trend [seed_nagy2013], [seed_farmer2016]. Keying the count on development-start timing and absorbing calendar time with decade fixed effects is the discipline that literature prescribes.
Qualifier. The rule is coarse in one respect it cannot fix: it counts within-class demonstrations only, and it counts demonstrations rather than the finer-grained reusable-knowledge stock that actually transfers between episodes. It is therefore a proxy for the experience stock, not the stock itself.
Rebuttal. Heritage is not always within-agency or within-class: software components and design patterns cross capability classes, so the within-class count understates the true reusable stock, which biases against finding an effect. The study addresses this through a robustness specification that broadens heritage to include cross-class software-component reuse, and it treats the within-class count as the conservative baseline.
4.4.1 Operational steps
The heritage count for each episode is built in three operational steps. First, the dated demonstration record is assembled from NTRS and the published literature, fixing the flight-operation date of every demonstration in each capability class [seed_bernard1999], [seed_chien2005a], [seed_estlin2012], [seed_francis2017], [seed_verma2023], [seed_balaram2021]. Second, for each episode, the count of prior same-class demonstrations whose flight-operation date precedes the episode’s development-start date is computed. Third, the first observation in each class, which has no prior heritage, is set to a cumulative count of one before the logarithm is taken, so that the first demonstration is the curve origin and contributes a defined ln(CumHeritage) of zero. The AEGIS pair is the clearest worked example: the ChemCam deployment’s development began after the Opportunity deployment reached flight operation, so ChemCam carries a within-class heritage count of one prior demonstration while Opportunity, as first-in-class, is set to the origin [seed_estlin2012], [seed_francis2017]. This pair is illustrative of the rule’s operation and is not presented as a fitted result.
4.4.2 The counting log
Every heritage count is recorded in a counting log that states, per episode, the prior demonstrations counted, their flight-operation dates, the episode’s development-start date, and the resulting count. The log is retained as an appendix so that the heritage variable is reproducible and so that a reviewer can check any single count against the dated record. This is the same auditability standard applied to the dependent variable. Confidence in the heritage construction is high relative to the dependent variable, because the inputs, demonstration dates, are far better documented in the open record than costs are, and the counting rule is mechanical once the dates are fixed. The residual risk is in the development-start dates, which the rule keys on and which TechPort records administratively rather than as engineering-start dates; the log makes any contestable date visible.
4.5 Fixed effects, the maturation covariate, and the parametric cost-model basis
This section operationalizes the remaining terms of the estimating equation and states how each is constructed and validated.
4.5.1 Capability-class fixed effects
The capability-class fixed effects gamma_c are indicator variables for the five classes of Section 4.2. They absorb time-invariant differences in baseline cost and intrinsic difficulty across classes, so that the slope is not contaminated by the simple fact that some classes are more expensive than others for reasons unrelated to heritage. The construction is mechanical once the taxonomy assignment is fixed. Their validation is the feasibility check committed to in the analysis plan: any class containing only a single observation contributes nothing to the within estimator and is reported as such, because the slope is then identified off a smaller effective sample than the raw episode count suggests.
4.5.2 Decade fixed effects
The decade fixed effects delta_d are indicator variables for the decade of development start. They absorb economy-wide and agency-wide time trends in cost, tooling, and computing that affect all classes, and they are the device that separates genuine within-class learning from a coincident secular decline in software-development cost. Their construction depends on the development-start date, taken from TechPort where available and from the literature where TechPort is thin. The Wright-versus-Moore concern is the reason these fixed effects are not optional: without a time control, an experience curve and a time trend are observationally similar where experience grows with time, and the slope would not be cleanly identified [seed_nagy2013], [seed_farmer2016].
4.5.3 The maturation covariate
The maturation covariate is the technology-readiness level at development start, drawn from the TechPort technology-readiness-level history and entered only in a robustness specification, never in the baseline, for the construct reason given in Section 4.2.3. Its validation is twofold. First, the study treats the scale as an ordinal, error-bearing covariate rather than a cardinal cost proxy, consistent with the documented shortcomings of the scale [seed_olechowski2020], [seed_mankins2009], [hder2017]. Second, the calibration literature, which attempts to anchor technology-readiness levels to mission data, is the backing for using the scale as a maturity check while acknowledging that its meaning is imperfectly calibrated [terrile2015]. The covariate’s role is diagnostic: if adding it collapses the slope, the raw heritage association was partly the effect of later projects starting at higher maturity, which the study would report as a weakening of the contribution rather than concealing.
4.5.4 The parametric cost-model basis as a cross-check
The parametric cost models serve a second function beyond imputation: they cross-check the layer-one figures. Where a direct autonomy figure is extracted at layer one and a NICM-class parametric estimate can also be formed from the documented scope, the two are compared, and a large discrepancy is recorded as a data-quality flag that triggers review of the layer-one extraction. This is a validation-against-a-second-method procedure that the broader technology-cost literature supports as a way to bound estimation error when a single estimator is untrustworthy outside its calibration set [stahl2010], [trivailo2012], [buchner2018], [khan2022]. The cross-check does not assume the parametric estimate is correct; it uses agreement or disagreement between two independent constructions as a signal about the reliability of each.
4.6 Coverage window, validation against known values, ethics and access, and the four material limitations
4.6.1 Coverage window
The intended coverage is autonomy flight demonstrations from the Deep Space 1 Remote Agent Experiment in 1999 through the Mars 2020 demonstrations and their immediate successors, including the SuperCam-era and OPS-SAT-style onboard-learning context where it bears on capability scope [maurice2021], [labrche2022], and the entry-descent-and-landing hazard-handling lineage from the Autonomous Landing and Hazard Avoidance Technology program through later lander hazard-detection demonstrations [epp2007], [epp2008], [amzajerdian2013], [epp2014], [lunghi2016], [huang2021], [grover2011]. This window is chosen because it spans the period in which onboard autonomy moved from single experiments to routine mission elements, which is precisely the period over which an experience curve, if it exists, should be detectable. A narrower window would risk too few episodes per class for any within-class estimate; a wider window backward would reach a period with too little onboard autonomy to populate the classes.
4.6.2 Validation against known values
Three validation procedures check the constructed variables against independently known quantities. First, the demonstration dates that drive the heritage count are validated against multiple primary sources per demonstration, so that a date used in a count is corroborated rather than taken from a single report; the Remote Agent flight-experience and design records, for instance, corroborate the Deep Space 1 timing [seed_bernard1999], [bernard2002], [pell1997]. Second, the dependent-variable figures are validated by the layer-one-versus-parametric cross-check of Section 4.5.4, which flags any direct figure that diverges sharply from a scope-anchored estimate for re-examination. Third, the maturation covariate is checked against the calibration literature’s anchoring of technology-readiness levels to mission data, so that a recorded level that is implausible given the episode’s documented maturity is flagged [terrile2015], [seed_olechowski2020]. None of these procedures certifies the variables as exact; each provides an independent check that surfaces the most serious construction errors. The confidence this validation supports is moderate: it catches gross errors and documents the basis for each figure, but it cannot remove the irreducible measurement error in costs that are not cleanly reported in the open record.
4.6.3 Ethics and access
The data are drawn entirely from public sources: the TechPort public application programming interface and bulk export, the NTRS citations interface, the published scholarly literature, and published parametric cost models. No proprietary, classified, or controlled-unclassified information is used, and no MITRE-internal or working-note material is cited or relied upon, consistent with the program’s standard that internal working documents are context only and not citable in the published work. There are no human subjects, so no human-subjects review is implicated. The access posture is reproducibility-first: every source is retained at a dated version, every figure carries a recorded provenance, and the assembled panel, the imputation log, and the counting log are retained so the measurement can be checked by a reviewer who did not build it. This access and retention commitment is the ethical core of a cost study whose dependent variable is partly imputed: the imputation is defensible only if it is fully visible.
4.6.4 The four material data limitations
The prospectus named four material limitations, and the chapter carries them forward with the construction detail that makes each concrete and bounds the strength of any eventual conclusion.
First, the population of flight-demonstrated autonomy episodes is small, on the order of tens, not thousands, which limits statistical power and constrains the number of fixed effects the panel can support. The construction response is the feasibility check that reports any singleton class or decade and the honest accounting of the effective, within-transformed sample rather than the raw count.
Second, development-cost figures are heterogeneous in definition and sometimes not public, which forces NICM-class imputation and introduces measurement error in the dependent variable. The construction response is the three-layer procedure, the reliability flag, the inverse-imputation-error weighting specification, and the committed disclosure of the panel’s layer composition.
Third, capability-class assignment requires judgment and can be contested at the boundaries. The construction response is the fixed dominant-capability rule, the multi-capability flag, and the reclassification robustness check.
Fourth, heritage is not always within-agency or within-class, because software components and design patterns cross capability classes, which the within-class heritage count does not capture and which biases against finding an effect. The construction response is the cross-class-reuse robustness specification and the framing of the within-class count as the conservative baseline.
These four limitations are not defects to be hidden; they are the boundary conditions of the measurement, and stating them with their construction responses is what lets the chapter claim that the panel is auditable rather than exact. The assurance-case reading of the chapter is therefore the following: the dependent-variable measurement problem is real, because costs are reported inconsistently and sometimes not at all; it is material, because it is the variable the entire contribution turns on; the three-layer normalization addresses the mechanism of the problem, by making the heterogeneity explicit and gradeable rather than averaging over it silently; it beats the alternative of taking heterogeneous figures at face value, because that alternative would let the least reliable figures drive the slope undetected; and the residual risk, the irreducible error in imputed costs, is acceptable because it is disclosed, graded, down-weightable, and bounded by validation against an independent estimator. That spine is what the chapter contributes to the dissertation’s larger argument, and it is what the research-design and analysis-plan chapters build on when they specify how the slope is estimated from these constructed variables and how its confidence interval is read against the fixed decision rule.
4.6.5 What the chapter establishes and what it defers
This chapter establishes the data foundation: four named, real, accessible sources; a unit of analysis with an operational assignment rule; a full measurement table operationalizing every variable in the estimating equation; a three-layer, reliability-flagged construction of the delicate dependent variable; a conservative forward-only heritage count with a retained log; and a validation, ethics, and access posture built for reproducibility. It defers, by design and not by oversight, the execution: the panel is not yet assembled, the cost normalization is not yet complete across all episodes, and therefore no normalized cost, no heritage-count distribution, and no panel dimension is reported here as a final value. The worked examples, the AEGIS heritage pair and the Deep Space 1 cost-burden record, illustrate the procedures and are labeled as illustrations of method, not as measurements. The research-design chapter that follows takes the constructed variables specified here and develops the estimator, the identification strategy, and the threats-to-validity matrix that turn this data foundation into a falsifiable test of whether each successive autonomous-operations flight demonstration lowers the cost-to-field of the next.
Chapter 5: Research Design and Identification
5.0 The chapter’s answer, and the problem it solves
This chapter delivers the inferential machinery that converts the theoretical model of Chapter 2 and the measured panel of Chapter 4 into a falsifiable test, and it states the design in one sentence at the outset. The design is this: the experience-curve slope of onboard-autonomy qualification cost is estimated by ordinary least squares on a log-log specification with two-way fixed effects for capability class and decade, identified off within-class, within-decade variation in cumulative flight-demonstrated heritage, hardened by three pre-registered robustness specifications and a four-way threats-to-validity matrix, and protected by a small-sample inferential procedure and an influence diagnostic, so that the single coefficient on which the contribution turns is read against a fixed decision rule rather than constructed after the fact. The estimating equation that this design serves is fixed and carried unchanged from the prospectus and from Chapter 2:
ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd
for episode i in capability class c and decade d, where Cost_icd is normalized development cost, CumHeritage_icd is cumulative within-class flight-demonstrated heritage, gamma_c are capability-class fixed effects, delta_d are decade fixed effects, and epsilon_icd is the error term. The single parameter beta is the experience-curve slope, and the implied learning rate is 1 - 2^beta. The two hypotheses turn on beta: H0 holds that beta is statistically indistinguishable from zero, so that per-episode autonomy development cost is flat with respect to cumulative prior flight demonstrations within a capability class; H1 holds that beta is negative and statistically significant after controlling for capability class and decade. Everything in this chapter exists to make the estimate of beta defensible, to name in advance every way the estimate could mislead, and to bound what may and may not be concluded from it.
The problem This chapter examines can be stated in the current-state, desired-state, gap, consequence frame. The current state is that the theoretical framework supplies a functional form and the data chapter supplies a constructed panel, but neither by itself answers the inferential questions that decide whether the eventual estimate of beta means anything: which estimator is correct for a panel of tens of heterogeneous engineering episodes, what variation the slope is actually identified off once class and time are absorbed, which confounders survive that absorption, and how inference should be conducted when degrees of freedom are scarce. The desired state is a complete identification argument in which the estimator is justified against its rivals, the source of identifying variation is named explicitly, every threat to internal, external, construct, and statistical-conclusion validity is paired with a stated design response, the robustness battery is fixed before estimation, and the inferential procedure is calibrated to the small panel rather than borrowed uncritically from the data-rich experience-curve literature. The gap is that without this argument an estimate of beta, even a precisely computed one, would be uninterpretable, because the reader could not tell whether a negative slope reflected learning, a residual time trend, a scale artifact, or a single influential first-of-kind episode. The consequence of leaving the gap open is that the dissertation would produce a number with no warrant, which is precisely the failure mode the contribution is designed to avoid: the whole value of the study is that it replaces an assertion with a measured, defended quantity, and an undefended measurement is no improvement on the assertion it replaces.
This chapter closes the gap at the level of inference. It does five things, in order. First, it justifies the estimator: ordinary least squares on the log-log two-way fixed-effects form, and it argues explicitly why a non-linear or fully Bayesian estimator is not preferred in a panel this small (Section 5.1). Second, it states the identification strategy: what beta is identified off, what each fixed-effect set removes, and what the maturation covariate adds (Section 5.2). Third, it specifies the three pre-registered robustness specifications, namely the technology-readiness-level covariate, the cross-class reuse measure, and the inverse-imputation-error weighting, and explains what each one buys (Section 5.3). Fourth, it develops the full four-way threats-to-validity matrix, internal, external, construct, and statistical-conclusion, with a design response paired to each threat and a confidence statement attached (Section 5.4). Fifth, it treats external validity and the path-dependence caution that the Arthur anchor supplies, bounding the generality of any estimated slope (Section 5.5). The chapter then assembles the assurance-case spine for the design and states what would have to be true for the identification to fail. Consistent with the binding scope decision in the expansion plan, the chapter constructs no DoDAF, BEA, or capability-architecture chain; this is an econometric measurement study, and architecture-traceability vocabulary is omitted rather than forced.
A note on register and epistemic discipline is owed before the argument begins, and it is the same note that governs every chapter of this design-stage dissertation. No coefficient has been fitted on the full dataset. Every statement about what beta will be, what its confidence interval will contain, or what minimum effect the design can detect is conditional and explicitly labeled as expected or illustrative. The design developed here fixes a procedure and predicts its properties; it does not assert a result. Where a causal claim is made, the mechanism that carries the cause from driver to observable effect is named, and where only correlation is available the chapter says so and lowers the stated confidence. Confidence is reported as low, moderate, high, or very high, and each level is tied to the evidence that would raise or lower it. The discipline is not decorative: in a study whose entire contribution is the credibility of a single estimate, the honesty of the design-stage posture is itself part of the warrant.
5.1 The estimator: ordinary least squares on the log-log two-way-fixed-effects form
The first claim of this chapter is the foundational design commitment: the correct estimator for this study is ordinary least squares applied to the log-log experience-curve specification with capability-class and decade fixed effects, and the alternatives that a reader might expect, a non-linear power-law fit or a hierarchical Bayesian model, are not preferred here for reasons that are specific to the small panel. I develop the claim as a Toulmin unit.
Claim. The experience-curve slope beta should be estimated by ordinary least squares on the linearized log-log form with two-way fixed effects, rather than by non-linear least squares on the untransformed power law or by a Bayesian hierarchical estimator, because the linear fixed-effects estimator delivers a single interpretable slope, conserves the degrees of freedom that are the binding constraint in this panel, and inherits the predictive validation that the experience-curve literature has established for exactly this functional form.
Grounds. The grounds are threefold. First, the log-log linearization is the form whose out-of-sample predictive performance has been measured and found superior across a large and heterogeneous library of technologies. Nagy, Farmer, Bui, and Trancik [1] compared candidate functional forms and found the Wright power law, taken in its logarithmic linear form, performs at least as well as and generally better than the alternatives; Farmer and Lafond [2] then quantified the forecast-error distribution of that form, and Lafond and colleagues [3] extended it to full distributional forecasts. Estimating the same form by ordinary least squares on logged variables is the canonical way that this validated relationship is fit, and the energy-technology learning-rate literature, which is the most mature body of applied experience-curve estimation, fits learning rates by exactly this log-log ordinary-least-squares procedure. McDonald and Schrattenholzer [4] estimate learning rates for energy technologies this way; Neij and colleagues [5] do the same for power-production technologies; and the review by Rubin, Azevedo, Jaramillo, and Yeh [6] documents that the log-log regression of log cost on log cumulative output is the standard estimator across the field. Second, the linear form produces a single slope coefficient beta whose interpretation, the percentage cost change per doubling of cumulative experience through 1 - 2^beta, is exactly the quantity the hypotheses are written about, so the estimator returns the estimand without an intervening transformation. Third, the fixed effects enter as indicator variables for the specific, non-sampled capability classes and decades that are the categories of interest, which absorbs class-specific and time-specific level differences without imposing the orthogonality condition between the heritage regressor and the absorbed effects that a random-effects estimator would require.
Warrant. When a functional form has been competitively validated for prediction, when its standard applied estimator is well established in the adjacent field that fits it most often, and when the quantity of interest is the single coefficient that estimator returns, the careful analyst should adopt that estimator rather than a more elaborate one whose additional structure is not warranted by the data. The warrant is the methodological principle of estimator parsimony under data scarcity: in a small panel, every additional estimated parameter is paid for in degrees of freedom and in the variance of the coefficient that matters, so the estimator should be no more complex than the inferential target requires.
Backing. The backing for the warrant is the explicit demonstration in the experience-curve estimation literature that the log-log ordinary-least-squares slope is both the conventional and the validated way to recover a learning rate, and that elaborations are introduced only when the data support them. Rubin and colleagues [6] survey the range of learning-rate estimates and the methods that produce them and document that the simple log-log regression is the workhorse; Yeh and Rubin [7] then catalogue the uncertainties in those experience-curve estimates and show that the dominant sources of uncertainty are data quality and specification choice, not the choice between ordinary least squares and a more complex fitting routine. The backing matters because it locates the real inferential risk where it belongs, in the data and the specification rather than in the estimator, and so justifies spending the study’s analytic budget on cost normalization, identification, and robustness rather than on estimator sophistication.
Qualifier. The preference for ordinary least squares holds with high confidence conditional on the panel being small and the inferential target being a single within-class slope. The qualifier is protected: if the panel were data-rich, a hierarchical Bayesian model that partially pooled learning rates across capability classes would be defensible and possibly preferable, because it would borrow strength across classes while still allowing class-specific slopes, and the energy-technology literature does use such richer structures where the data permit. The claim here is not that ordinary least squares is universally superior; it is that ordinary least squares is the correct choice for a panel of tens of observations in which the cost of every additional estimated parameter is acute. This qualifier is what licenses the later commitment to report residual degrees of freedom alongside every coefficient.
Rebuttal. The estimator choice could be wrong if the true cost-experience relationship were strongly non-linear in logs, in which case the linear slope would average over curvature and mislead, or if the error structure were such that the homoscedastic, independent-error assumption underlying naive ordinary-least-squares inference failed in a way that a Bayesian or generalized model would handle better. Both rebuttals are taken seriously. The first is addressed by the diagnostic plots of log cost against log heritage by class specified in the analysis plan, which would reveal gross curvature, and by the influence diagnostics of Chapter 6, which would reveal whether a single episode is bending the line. The second is addressed not by changing the estimator but by changing the inference: the design pre-commits to small-sample-robust standard errors rather than to naive ordinary-least-squares standard errors, so that the point estimator and the inferential procedure are chosen separately and each for its own reason.
The interpretive payload of this section is that the estimator decision is evidence-based and parsimony-driven, not conventional by default. Reading the cluster of method sources for what their convergence means rather than listing them, the cumulative message of Nagy [1], the validation work of Farmer and Lafond [2] and Lafond [3], and the applied estimation practice documented by McDonald and Schrattenholzer [4], Neij [5], Rubin [6], and Yeh and Rubin [7] is that the log-log ordinary-least-squares slope is the validated, standard, and interpretable estimator for a learning rate, and that the binding risks in such estimation are data and specification rather than the fitting routine. That convergence is exactly the warrant a small-panel study needs to adopt the simple estimator deliberately rather than apologetically. Confidence that ordinary least squares on the log-log two-way fixed-effects form is the right estimator for this panel is therefore high; confidence is explicitly conditioned on the small-sample setting and would be revised toward a partially pooled estimator only if the panel grew large enough to support class-specific slopes.
One further design point on the estimator belongs here, because it determines how the two fixed-effect sets are entered. The capability-class and decade effects are entered as additive indicator variables rather than as an interacted class-by-decade saturation, and this is a deliberate degrees-of-freedom decision. A fully saturated class-by-decade design would absorb so much variation that the within-cell heritage variation left to identify beta could vanish in a panel this small, and in the limit a cell containing a single episode contributes nothing to the within estimator. The additive two-way structure absorbs the dominant confounders, class-level baseline difficulty and economy-wide time trends, while preserving the within-class, within-decade comparisons that carry the identifying information. The analysis plan of Chapter 6 makes the feasibility of even this additive structure an explicit pre-analysis check, reporting the realized effective sample once singleton cells are accounted for, so that the estimator’s degrees-of-freedom cost is disclosed rather than assumed away.
5.2 Identification: what beta is identified off, and the role of each fixed-effect set
The second claim is the identification claim, and it is the heart of the chapter, because the credibility of the entire contribution rests on the answer to a single question: when the slope is read off this regression, what comparison is actually generating it, I state the claim and defend it as a Toulmin unit.
Claim. The slope beta is identified off within-capability-class, within-decade variation in cumulative flight-demonstrated heritage, and only off that variation; the capability-class fixed effects remove between-class differences in baseline cost and intrinsic difficulty, the decade fixed effects remove economy-wide and agency-wide time trends common to all classes, and what remains to identify the slope is the comparison of episodes in the same capability class facing different accumulated heritage within the same decade.
Grounds. The grounds are the structure of the estimating equation and the documented confounders the fixed effects are built to remove. The first confounder is between-class heterogeneity. Capability classes differ in intrinsic difficulty: autonomous entry-descent-and-landing hazard handling, with its hard real-time constraints and its irreversibility, is not the same engineering proposition as onboard planning and scheduling, and the heterogeneity of learning rates across settings is itself documented. Bhattacharya and colleagues [8] show, on cost-quantity data from India, that learning rates are diverse across settings rather than constant, which is direct evidence that pooling heterogeneous classes without class effects would conflate a difficult class’s high cost with a low-heritage state and bias the slope. The capability-class fixed effects gamma_c remove exactly this by absorbing each class’s level. The second confounder is the secular time trend. The cost of all software-intensive engineering fell over the study window for reasons common to every class, principally the steep decline in computing cost and the maturation of software tooling, and the experience-curve literature is explicit that a credible learning estimate must separate genuine learning, which is a function of cumulative output, from a coincident calendar-time trend; Nagy and colleagues [1] establish that where output grows exponentially the Wright cumulative-output form and the Moore calendar-time form become observationally similar, which is the formal reason a time control is mandatory. The decade fixed effects delta_d absorb this common time trend. After both sets are absorbed, the only remaining variation in CumHeritage is within class and within decade, so that is the variation that identifies beta.
Warrant. A coefficient in a two-way fixed-effects regression is identified off the variation in the regressor that survives the absorption of both fixed-effect sets, and that surviving variation is interpretable as the causal effect of interest if and only if it is plausibly unconfounded by anything correlated with it that the fixed effects did not remove. The warrant is the standard within-estimator logic: the fixed effects convert a comparison across classes and across decades, which is contaminated by class difficulty and time trends, into a comparison within class and within decade, which is contaminated only by whatever still moves with heritage inside a class-decade cell.
Backing. The backing is that this within-transformation is precisely how the energy-technology learning-rate literature isolates learning from confounds, and that the discipline of pairing a cumulative-experience regressor with a time control is treated there as a requirement rather than a refinement. Wei, Smith, and Sohn [9] show that retrospective experience-curve learning rates are not constant and correlate with deployment programs, which is a concrete demonstration that an uncontrolled experience curve mixes learning with program-specific and time-varying effects, and which therefore backs the necessity of the decade control as the device that strips the common time-varying component out before the slope is read. The convergence of the cumulative-output-versus-time identification problem in Nagy [1] with the non-constant-rate finding in Wei [9] is the backing for treating the decade fixed effects not as a nuisance adjustment but as the load-bearing element of identification.
Qualifier. Identification holds at moderate confidence, and the qualifier names exactly why it is not high. The within-class, within-decade variation that identifies beta is real but thin: a panel of tens of episodes spread across roughly five capability classes and three decades leaves few comparisons inside any single class-decade cell, and in the limiting case where a cell holds one episode that cell contributes nothing to the within estimator. The slope is therefore identified off a smaller effective sample than the raw episode count suggests, and the confidence in identification is bounded by that thinness rather than by any flaw in the logic. The qualifier is protected by the Chapter 6 pre-analysis feasibility check, which reports the effective sample after singleton cells are removed, so that the reader sees how much identifying variation actually exists before interpreting the slope.
Rebuttal. Identification fails if something correlated with cumulative heritage within a class and within a decade, and not removed by either fixed-effect set, also drives cost. Three such possibilities are real. The first is a within-decade computing or tooling trend: decade effects remove the common decade-level shift but not a finer-grained time trend operating inside a decade, so if heritage accumulates monotonically within a decade it could pick up the residual within-decade cost decline. The second is reverse selection: if cheaper-to-qualify autonomy capabilities are attempted only after heritage in their class already exists, then the heritage-cost association is partly a selection artifact in which low cost causes the heritage state rather than the reverse. The third is the maturity confound: later episodes tend to start at higher technology-readiness levels, and if higher starting maturity independently lowers qualification cost, then a slope attributed to heritage could be a slope on maturity. Each rebuttal is taken seriously, and each is the reason for a specific element of the robustness battery in Section 5.3: the cross-class reuse measure and the influence diagnostics speak to the residual-trend and selection concerns, and the technology-readiness-level covariate speaks directly to the maturity confound by entering starting maturity as a separate regressor so that the heritage slope is identified net of it.
The interpretive reading of this section is that identification in this study is not assumed but earned by the fixed-effect structure, and that its credibility is deliberately bounded by the thinness of the surviving variation. The role of each fixed-effect set is specific and non-interchangeable: gamma_c is the answer to between-class difficulty heterogeneity documented by Bhattacharya [8], and delta_d is the answer to the cumulative-output-versus-calendar-time confound formalized by Nagy [1] and made concrete by Wei [9]. The maturation covariate is not part of the baseline identification but is the designed check that the heritage slope is not a relabeled maturity slope. Confidence in identification is therefore moderate, held back from high by the small effective sample and by the residual within-decade-trend and selection rebuttals, and it would rise if the panel grew, if a finer time control than the decade became feasible without exhausting degrees of freedom, or if the maturity and cross-class robustness specifications left the slope intact.
5.3 The three pre-registered robustness specifications
The third claim is that the design controls its own multiplicity risk by fixing, before estimation, exactly three robustness specifications, each targeting a named threat from Section 5.2, rather than searching over specifications until one is congenial. I state and defend the claim.
Claim. Three robustness specifications, and only these three, are pre-registered: a specification adding the technology-readiness-level maturation covariate, a specification broadening the heritage measure to include cross-class software-component reuse, and a specification weighting observations by the inverse of the imputation error; each targets a distinct, pre-named threat, and the fixing of the set in advance is what converts robustness checking from a vulnerability into a strength.
Grounds. The grounds are that each robustness specification answers one of the three rebuttals raised against identification in Section 5.2, and that pre-registering the set forecloses the specification search that would otherwise inflate the false-positive rate. The first specification adds the technology-readiness-level at development start as a covariate, drawn from the TechPort maturation history described in Chapter 4. Its purpose is to separate the heritage effect from the simpler effect of starting at higher maturity. The technology-readiness-level construct is the standard maturity tracker, introduced and reviewed by Mankins [10], and its known limitations, principally that it is ordinal and non-monetary and so cannot serve as a cost proxy, are documented by Olechowski and colleagues [11]. Those limitations are exactly why the technology-readiness-level enters as a robustness covariate rather than as a structural part of the baseline: it is a maturation signal, not a cost, and its job is to absorb the maturity confound so the heritage slope is read net of starting maturity. The wide adoption of the technology-readiness-level as a comparable maturation measure across domains, documented by Hedér [12] and used in cost-and-readiness assessments such as those of Bukar and colleagues [13] and Khan and colleagues [14], supports treating the starting technology-readiness-level as a meaningful, comparable covariate across episodes. The second specification broadens CumHeritage to count cross-class software-component reuse, not only within-class flight demonstrations. Its purpose is to attenuate the downward bias the baseline within-class count carries, because software components and design patterns cross capability classes and the within-class count cannot see that shared heritage; if the true heritage stock includes cross-class reuse, the within-class baseline understates heritage and biases the slope toward zero, so broadening the measure tests whether a steeper slope emerges when shared components are counted. The third specification weights each observation by the inverse of its cost-imputation error, using the three-layer reliability flag constructed in Chapter 4, so that episodes whose cost figures rest on the weakest NICM-class imputation receive less weight. Its purpose is to prevent the least reliable cost figures from driving the slope, addressing the construct-validity concern in the dependent variable directly through the estimator’s weighting rather than through a post-hoc judgment.
Warrant. Pre-registering a fixed, small set of robustness specifications, each motivated by a named threat, is the correct way to test the durability of an estimate without inflating the false-positive rate, because it removes the analyst’s freedom to search over specifications and report the favorable one. The warrant is the inferential principle that the credibility of a robustness battery comes from its being committed in advance and tied to threats, not from its size or from the analyst’s discretion in assembling it.
Backing. The backing is the documented finding in the experience-curve literature that specification choice, not estimator choice, is a dominant source of uncertainty in learning-rate estimates. Yeh and Rubin [7] catalogue the uncertainties in experience-curve estimates and show that how the analyst specifies the relationship materially moves the estimated rate, which is direct backing for treating specification discipline as a first-order design concern; Rubin and colleagues [6] reinforce this by showing the wide spread of published learning rates that specification and data differences produce. If specification freedom is a leading source of uncertainty, then constraining it by pre-registration is a leading remedy, and that is the backing for fixing the three specifications in advance rather than choosing them after seeing the baseline result.
Qualifier. The robustness battery is held to give high confidence that a surviving slope is not a specification artifact, conditional on the three specifications being the right three. The qualifier is that the battery is not exhaustive: there are specification choices it does not vary, for example the boundary definitions of the capability classes themselves and the precise deflator used to express costs in constant-year dollars. The design does not claim that no specification could overturn the result; it claims that the three pre-registered specifications target the three most consequential named threats and that their pre-commitment removes the most dangerous degree of analyst freedom. This qualifier is protected by the reproducibility commitment: the assembled panel, the imputation log, and the estimation code are retained, so that a reviewer can run a specification the design did not pre-register and see for themselves.
Rebuttal. The battery could mislead if all three specifications shared a common blind spot, so that a confounder invisible to within-class counting, to cross-class counting, and to technology-readiness-level adjustment alike drove the slope in every specification. The clearest candidate is the residual within-decade computing-cost trend, which none of the three specifications directly removes, because all three hold the decade fixed-effect structure fixed and vary other things. This rebuttal is acknowledged honestly and is the reason the discussion of any fitted result will weigh the within-decade-trend rival explicitly rather than treating survival across the three specifications as proof of a learning effect; survival across the battery raises confidence but does not, on its own, exclude a confounder common to all three.
The interpretive reading is that the robustness specifications are a designed defense, each mapped one-to-one to a named threat, and that their value is in their pre-commitment. The decision rule that uses them is fixed and stated in the bible: H0 is rejected for H1 if and only if beta is negative and its confidence interval excludes zero in the baseline specification and in at least two of the three robustness specifications. Requiring survival in two of three, rather than in all three or in any one, is a deliberate middle commitment: it tolerates the failure of a single specification, which a thin panel could produce by chance, without accepting a result that holds only in the baseline. Confidence that a slope surviving this rule reflects a real within-class learning effect rather than a specification artifact is high; it is bounded below high only by the acknowledged possibility of a confounder common to all three specifications, principally the residual within-decade trend.
5.4 Threats to validity and the design responses
The fourth claim organizes every remaining inferential risk into the four canonical validity categories and pairs each threat with a stated design response, so that no threat is left unnamed and none is left unanswered. I treat the four categories in turn, each as a compact claim-grounds-response unit with a confidence statement, and I am explicit where a response only mitigates rather than eliminates a threat.
Internal validity. The claim is that the primary internal threat is omitted-variable confounding between cumulative heritage and the secular decline in computing and software cost, and that the decade fixed effects mitigate but do not eliminate it. The grounds are that computing and tooling cost fell steeply and monotonically across the study window, that cumulative heritage also rose monotonically with time, and that two monotone series are mechanically correlated; the decade fixed effects remove the between-decade portion of this co-movement, but a within-decade computing trend can survive, because absorbing a decade level does not absorb a trend operating inside the decade. The design response is layered: the decade fixed effects remove the dominant common time component, the cross-class reuse robustness specification tests whether the slope is carried by genuine reusable heritage rather than by a generic time trend, and the discussion commits to weighing the residual-trend rival explicitly against any fitted slope. A second internal threat is reverse pathways, in which cheaper episodes are attempted only after heritage exists, so that the heritage-cost association is partly a selection artifact; the design response is the maturation covariate, which separates the effect of starting at higher maturity from the effect of accumulated heritage, together with the forward-only counting rule established in Chapter 4, which credits an episode only with heritage that reached flight before that episode’s development start and so cannot manufacture a mechanical correlation from heritage that arrived too late to have lowered cost. The forward-only rule is conservative by construction: it tends to undercount heritage and therefore biases the slope toward zero, which makes any rejection of the flat-cost null more credible rather than less, because the rule works against finding the effect H1 predicts. Internal validity is held at moderate confidence: the design removes the dominant confounders and biases conservatively, but the residual within-decade trend cannot be fully excluded with a decade-level control, and confidence would rise only with a finer time control that the degrees-of-freedom budget does not currently permit.
External validity. The claim is that any estimated slope generalizes to NASA and Jet Propulsion Laboratory onboard autonomy for deep-space and planetary missions within the demonstration window, and no further. The grounds are that the panel is drawn entirely from that population, the autonomy demonstrations that anchor it, from the Deep Space 1 Remote Agent through the Mars 2020 demonstrations, are NASA and Jet Propulsion Laboratory missions, and the cost-normalization basis is the NICM-class parametric family built for NASA development cost. The design response is to state the scope honestly and to refrain from claiming a universal learning rate: the fixed-effects estimator recovers an average within-class slope for this population, not a constant that transfers to commercial autonomy, to terrestrial autonomy, or to mission classes outside the window. The space-autonomy review by Gao and Chien [15] situates the anchored demonstrations within the NASA and Jet Propulsion Laboratory arc and supports treating them as a coherent population rather than a sample of a broader autonomy universe, which is the warrant for the bounded external-validity claim. External validity is held at high confidence within its stated scope and is deliberately not extended beyond it; the scope limitation is a feature of honest design, not a deficiency to be apologized for, because a learning rate measured on this population answers the NASA and Jet Propulsion Laboratory portfolio question the contribution is aimed at.
Construct validity. The claim is that the two central constructs, autonomy qualification cost and reusable-knowledge heritage, are measured imperfectly by the available records, and that the design makes the imperfection explicit and auditable rather than pretending it away. The grounds are detailed in Chapter 4 and recalled here for the threat analysis: public development-cost figures bundle platform, instrument, and autonomy inconsistently, some are not disclosed, and the three-layer normalization, extract the autonomy non-recurring engineering where possible, impute via a NICM-class parametric estimate where not, and deflate to constant-year dollars, is itself a construct choice that introduces measurement error into the dependent variable. The parametric-cost basis is the single-variable cost-model family for space systems exemplified by Stahl and colleagues [16] and surveyed in the companion cost-model review [17]; using it to impute the autonomy portion is a defensible but not error-free construct decision. On the independent side, the within-class heritage count is a coarse proxy for the true reusable-knowledge stock that the Mokyr framework of Chapter 2 identifies as the real driver, because reusable knowledge crosses class boundaries and lives partly in shared flight-software substrates that a within-class count cannot see. The design response is the inverse-imputation-error weighting, which down-weights the observations whose cost construct is weakest, and the cross-class reuse specification, which partly closes the gap between the heritage count and the reusable-knowledge stock by counting shared components. Construct validity is held at moderate confidence: the constructs are imperfect, the imperfection is made explicit and partly corrected by the weighting and cross-class specifications, and confidence would rise materially only if project-level autonomy cost figures became separable from platform cost in the source records, which is a data-construction task for the build phase rather than a thing more citations could fix.
Statistical-conclusion validity. The claim is that the dominant statistical threat is the small sample, that with tens of observations and two sets of fixed effects degrees of freedom are scarce and standard errors are wide, and that the design responds by changing the inferential procedure rather than by pretending the sample is large. The grounds are arithmetic: a panel on the order of tens of episodes, once roughly five capability-class effects and three decade effects are estimated, leaves few residual degrees of freedom, and naive ordinary-least-squares inference computed against a large-sample reference distribution would understate the true uncertainty. The design response has three parts. First, the design pre-commits to small-sample-robust inference rather than to naive standard errors, so that the inferential procedure is matched to the panel size; the point estimator and the inferential procedure are chosen separately, the former for interpretability and parsimony in Section 5.1 and the latter for honesty under small samples here. Second, the design pre-commits to reporting confidence intervals rather than only point estimates and significance stars, and to treating a wide interval that contains zero as a failure to reject H0 rather than as evidence for H1, which is the correct reading of an imprecise estimate. Third, multiplicity is controlled by the pre-registration of exactly three robustness specifications in Section 5.3, rather than by searching over specifications, so that the family of tests is fixed in advance and the false-positive rate is not inflated by the search. The documented finding that data quality and specification, not estimator choice, dominate experience-curve uncertainty, established by Yeh and Rubin [7] and Rubin and colleagues [6], is the backing for locating the statistical-conclusion defense in inference and pre-registration rather than in a more elaborate estimator. Statistical-conclusion validity is held at moderate confidence: the design cannot manufacture power the small sample does not contain, but it can and does ensure that the uncertainty is reported honestly and that a precise-looking but fragile result is not produced by specification search. Confidence in the conclusion, whichever way it falls, rises with the width of the reported interval being taken at face value; the design’s contribution to statistical-conclusion validity is to guarantee that face value is honest.
A power and minimum-detectable-effect consideration belongs to statistical-conclusion validity and is stated here at the design stage as an expectation, not a computed result. Because the panel is small and the identifying variation is within class and within decade, the design has limited power to detect a shallow slope, and there exists a minimum-detectable-effect below which a true negative beta would not be distinguishable from zero at conventional confidence. The honest design-stage posture is that this minimum-detectable-effect is expected to be non-trivial: a learning rate that is real but mild could fail to clear the detection threshold in a panel of tens of within-class comparisons, in which case the study would report a failure to reject H0 that reflects limited power rather than a genuinely flat cost. The design responds to this not by overstating power but by pre-committing to report the achieved confidence interval and to interpret a wide, zero-spanning interval as inconclusive rather than as support for the null, and by reporting the effective within-cell sample so the reader can judge the power directly. The illustrative magnitude of the detectable slope, like every other quantitative expectation in this dissertation, is deferred to Chapter 6 and is labeled there as non-empirical; no minimum-detectable-effect number is asserted here as a computed quantity, because the panel that would anchor it is not yet assembled.
5.5 External validity and the path-dependence caution
The fifth claim closes the chapter by developing the deepest external-validity bound, the one supplied by the Arthur anchor, and explaining why it constrains how any estimated slope may be interpreted as a general planning parameter. I state and defend it.
Claim. Even a cleanly identified, robust, negative slope beta must be interpreted as a path-contingent average for this population and this historical sequence, not as a universal learning constant, because the increasing-returns mechanism that an experience curve measures is itself path-dependent and non-ergodic, so the realized slope reflects which capability classes received early investment as much as it reflects any intrinsic learnability.
Grounds. The grounds are Arthur’s theory of increasing returns and its explicit warning about path dependence. Arthur [18] identifies learning effects as one of the mechanisms that make a technology more attractive the more it is adopted, and learning effects are precisely what an experience curve measures: each use of a technique lowers the cost of the next, generating positive feedback. That is the mechanism the slope captures, and it is the reason H1 is the theoretically expected direction. But Arthur [19] also establishes that increasing-returns systems are path-dependent: early choices lock in, and the realized state of the system reflects the historical sequence of choices rather than only the technical fundamentals. Arthur [20] formalizes the non-ergodicity of such systems, in which the outcome depends on the path taken and not merely on the underlying technology, which means that the cost path actually observed in the autonomy record is one realization of many that could have occurred under different early-investment choices. The path-dependence concept has been developed and made testable in the broader literature, and the conceptual clarifications it has received, including the distinction between contingency and self-reinforcement, sharpen what the caution does and does not claim.
Warrant. When the mechanism a measurement captures is known to be path-dependent and non-ergodic, the measured value must be interpreted as conditional on the realized historical path, not as a context-free constant, because a different path would in principle have produced a different value through the same mechanism. The warrant is the methodological principle that an estimate of a path-dependent quantity inherits the path-dependence: the slope is a property of this sequence of autonomy investments, and its transportability to a counterfactual sequence is not guaranteed by its having been cleanly identified within the observed one.
Backing. The backing is that path dependence in technology trajectories is not a speculative caution but a documented and recurring phenomenon, and that the increasing-returns framework that predicts the learning effect is the same framework that predicts its path-contingency, so the two cannot be separated. The non-constant-rate finding of Wei, Smith, and Sohn [9], in which retrospective learning rates vary and correlate with the specific deployment programs that produced them, is direct empirical backing for the claim that a learning rate is a property of a realized program path rather than a transportable constant. The convergence of Arthur’s theoretical non-ergodicity [20] with the empirical non-constancy documented by Wei [9] is the backing for treating the path-dependence caution as a binding interpretive constraint, not an optional hedge.
Qualifier. The path-dependence caution is held at high confidence as a constraint on interpretation and at lower confidence as a quantitative bound, because the design can name the contingency but cannot measure how much of any realized slope is path-specific versus intrinsic. The qualifier is that the caution does not invalidate the measurement; it bounds its generalization. A robust negative slope still answers the NASA and Jet Propulsion Laboratory portfolio question for the realized portfolio, which is the population the contribution targets, and the build-or-wait decision it informs is itself a decision about the realized path, so a path-contingent slope is the right input for that path-contingent decision. The qualifier is protected by treating effect heterogeneity across capability classes, the Mokyr-predicted secondary finding developed in Chapter 7, as the partial empirical handle on path-contingency: classes whose codified-knowledge substrate is mature should show steeper, more transportable slopes, and the cross-class comparison is the design’s way of distinguishing the more intrinsic from the more path-specific component of learning, to the limited extent a small panel allows.
Rebuttal. The caution would be over-stated if autonomy learning effects were in fact governed by stable technical fundamentals that transferred across paths, so that the realized slope was close to a true constant and the non-ergodicity were small in magnitude. This is possible and is taken seriously, because the experience-curve literature does find broadly stable learning rates within coherent technology families even as it finds heterogeneity across families. The design’s response is not to adjudicate this in advance but to report the slope with its cross-class heterogeneity, so that the data speak to how path-specific the autonomy learning rate is: tight, similar slopes across classes would suggest more transportable fundamentals, and dispersed, class-specific slopes would suggest stronger path-contingency. The rebuttal is therefore converted into an empirical question the design can partially answer rather than a stance the design must assert.
The interpretive reading of this section is that the Arthur anchor performs two distinct jobs for the design, and both are load-bearing rather than decorative. It supplies the mechanism, learning effects as positive feedback, that gives the slope its causal content and makes H1 the expected direction, and it supplies the binding caution, path dependence and non-ergodicity, that bounds the slope’s external validity to the realized portfolio path. Holding both at once is the disciplined position: the slope is worth measuring because the learning-effect mechanism is real, and the slope must be read as path-contingent because the same mechanism is path-dependent. Confidence in the path-dependence caution as an interpretive constraint is high; confidence in any quantitative claim about how path-contingent a specific estimated slope is would be low and is deferred to the cross-class heterogeneity finding rather than asserted here.
5.6 The assurance-case spine for the design
This chapter has built the inferential half of the dissertation’s assurance case, and it closes by stating that half explicitly, so that the design’s claim on the reader’s belief is visible as a structured argument rather than a sequence of separate decisions. The full assurance-case summary table, integrating the design subclaims with the theoretical and empirical subclaims of the other chapters, is compiled at the stitch stage; what is asserted here is the design-specific spine.
The first subclaim of the assurance case, that the problem is real, is carried by the other chapters and is taken as established: NASA and the Jet Propulsion Laboratory rely on an unmeasured heritage-lowers-cost assumption, documented qualitatively by Gao and Chien [15] and by the demonstration record. The second subclaim, that the problem is material, is likewise carried by the portfolio-decision stakes and the documented gap between the ordinal technology-readiness-level scale and a cost-anchored learning rate, established by Mankins [10] and Olechowski [11]. The third subclaim, that the intervention addresses the causal mechanism, is the work of Sections 5.1 and 5.2 of this chapter: the within-class log-log fixed-effects estimator measures the increasing-returns learning effect that Arthur [18] identifies, off variation that the fixed effects have stripped of the leading class and time confounds, so the design targets the mechanism and not a generic correlation. The fourth subclaim, that the design beats the alternatives, is the work of Section 5.1: ordinary least squares on the validated log-log form, established by Nagy [1] and the applied learning-rate literature [4], [5], [6], conserves the degrees of freedom that a small panel makes precious, and the two-way fixed-effects structure separates learning from the time and scale confounds that a bare experience curve would conflate, as Wei [9] shows happens when the time component is left uncontrolled. The fifth subclaim, that the residual risk is acceptable, is the work of Sections 5.3, 5.4, and 5.5 together: the small-sample, measurement-error, and path-dependence risks are bounded by the pre-registered robustness battery, by the inference and influence diagnostics matched to the panel size, and by the honest design-stage framing that interprets a wide interval as inconclusive rather than as support for the null. The residual risk is acceptable not because it is eliminated, which a small panel of imperfectly measured costs forbids, but because every component of it is named in advance and paired with a stated, pre-committed response, so that the eventual estimate, whichever way it falls, is read against a procedure the analyst could not have bent to a desired answer.
The design developed in this chapter therefore delivers what the contribution requires: a defensible procedure for estimating the single coefficient beta, an explicit account of the variation that identifies it, a fixed set of robustness checks tied to named threats, a complete and honestly bounded threats-to-validity analysis, and an interpretation discipline that holds the slope to be a path-contingent average for the NASA and Jet Propulsion Laboratory autonomy portfolio rather than a universal constant. What the design does not yet contain is a number, and that absence is deliberate and stated: the panel is not assembled, no coefficient is fitted, and the analysis plan that turns this design into an executed estimate, with its five-step procedure, its two mandatory pre-analysis checks, its fixed decision rule, and its explicitly illustrative expected-results block, is the subject of Chapter 6. The identification argument is complete; the estimation remains to be run.
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Chapter 6: Analysis Plan and Expected Results
6.0 Chapter thesis
This chapter fixes, in advance of any estimation, exactly how the experience-curve slope will be computed, exactly how that slope will be turned into an accept-or-reject verdict on the null hypothesis, and exactly what each possible outcome would mean. The thesis of the chapter is a single sentence: because the autonomy panel is small and the dependent variable is constructed rather than directly observed, the credibility of the eventual measurement depends far more on the discipline of a pre-registered analysis plan than on the cleverness of the estimator, and so the plan is written now, while no coefficient has yet been fitted, so that interpretation is constrained by rules set before the data could influence them. Everything that follows develops that thesis. The five-step estimation procedure is specified so that a reviewer could reproduce it; two mandatory pre-analysis checks are committed to so that a single high-leverage episode or a degenerate fixed-effects cell cannot silently drive the result; the decision rule on the null is stated as a fixed function of the estimated slope and its confidence interval, carried unchanged from the prospectus and the shared bible; the expected-results discussion is presented in conditional, explicitly illustrative form so that no reader can mistake a design-stage expectation for an executed finding; and the falsification condition is stated symmetrically, so that the flat-cost null is as reportable a result as the declining-cost alternative.
The reason this matters is mechanical, not rhetorical. The experience-curve estimation literature is concentrated and consistent on one point: the central empirical risk is not that the wrong functional form is chosen, because the Wright power law in log-log form is the best-validated form available [seed_nagy2013], but that an apparent cost decline is read as learning when it is in fact a confound, an artifact of a few influential observations, or the product of an analyst’s freedom to choose among specifications after seeing the data [seed_lafond2018], [seed_farmer2016]. A design-stage analysis plan is the instrument that removes the third of those risks by construction and bounds the first two by committing to diagnostics in advance. This chapter is therefore not a description of results. It is the pre-commitment that gives any future result its evidentiary weight.
A note on status is owed at the outset and is repeated where it matters. The full panel has not been assembled, the three-layer cost normalization is not complete, and no coefficient has been fitted on the full dataset. Every number that appears in Section 6.4 is illustrative and is labelled as such; it exists only to show the shape of a result and how it would be read against the hypotheses, and it is not an estimate. The result tables in Section 6.5 are specified but deliberately left unpopulated. This is the honest posture of a proposal, and the chapter keeps it throughout.
6.1 Problem frame for this chapter
The current state is that NASA and the Jet Propulsion Laboratory reason about the heritage value of flown autonomy qualitatively. A capability that has flown is treated as a heritage asset assumed to lower the cost of the next demonstration in its class, and that assumption drives portfolio sequencing and the technology-readiness-level accounting that tracks maturation but not its cost [seed_mankins2009], [seed_olechowski2020]. The desired state is a falsifiable, cost-anchored learning rate per autonomy capability class: a number, with an honest interval, that says how much cheaper the next same-class demonstration becomes per doubling of cumulative flight-demonstrated heritage. The gap, at the level this chapter operates, is procedural. Chapters 4 and 5 specified the data and the estimator; what remains is the precise analytic recipe that turns the constructed panel into that number and into a verdict, written so that the recipe cannot be quietly bent once the data are in hand. The consequence of leaving that recipe implicit would be severe in a study of this kind: with tens of observations and two sets of fixed effects, the analyst’s degrees of freedom in choosing transformations, exclusions, and specifications are large relative to the data, and an undisciplined search across them could manufacture a significant slope from noise [seed_lafond2018]. The remedy is to fix the recipe in advance. That is the work of this chapter.
This framing carries forward the assurance-case spine established in the shared bible. The problem is real because the heritage-lowers-cost assumption is relied upon and unmeasured [seed_gao2021]. The problem is material because portfolio decisions turn on it and the only standing maturity instrument, the technology-readiness-level scale, is ordinal and non-monetary [seed_olechowski2020]. The design addresses the causal mechanism because a within-class log-log experience curve is the direct measurement of the learning effect that the heritage argument invokes [seed_arthur1989], [seed_nagy2013]. It beats the alternatives because ordinary least squares on the log-log two-way fixed-effects form is the best-validated specification and the fixed effects separate learning from time and scale confounds [seed_nagy2013], [seed_thompson2012]. The residual risk is acceptable because the small-sample, measurement-error, and path-dependence threats are bounded by the pre-registered robustness specifications and the diagnostics this chapter commits to, and because the design-stage framing makes no claim it has not yet earned [seed_bhattacharya2017], [seed_arthur2021]. The plan below is where the fourth and fifth links of that spine are operationalized.
This chapter does not invoke any architecture-traceability layer. Consistent with the explicit scope decision in the shared bible, the study is an econometric measurement and not an analysis of a real system, capability, or data-service exchange, so no capability-to-system-to-data-exchange chain is constructed and no DoDAF or BEA vocabulary is forced onto the argument. The single permitted conceptual link, that the fitted slope is an input to a portfolio decision, is reserved for the discussion chapter and is stated there in plain prose, not as an architecture table.
6.2 The estimation procedure
The estimation will proceed in five ordered steps. Each step is specified at the level of detail a second analyst would need to reproduce it, because reproducibility is part of the contribution of a cost study: a measurement a reviewer cannot re-derive is an assertion, not a measurement.
6.2.1 Step one: build the episode inventory
The first step assembles the episode inventory. The inventory is the population of capability-class development episodes defined in Chapter 4: each row is a single mission or technology demonstration that fielded one defined onboard autonomy capability, assigned to exactly one primary capability class, with multi-capability episodes split or flagged to their dominant class. The inventory is built from two of the four named sources. NASA TechPort supplies the project descriptions, start and end dates, organizational ownership, technology-readiness-level entry and exit estimates, and taxonomy classification, and it is the system of record that anchors project timing. The NASA Technical Reports Server supplies the primary engineering and lessons-learned documentation for the named demonstrations and the capability definitions used to assign each episode to a class. The output of step one is a dated, class-assigned episode list with one row per episode and a provenance note recording which source established each field. The development-start date is recorded with particular care, because that date is the cut point for the heritage count constructed in step two; where TechPort and NTRS disagree on timing, the rule is to prefer the TechPort project record as the system of record and to flag the discrepancy.
The claim that this step can be executed reliably rests on the grounds that both sources are structured and publicly accessible and that the named demonstrations are documented in the primary literature with dated, attributable detail [seed_gao2021]. The warrant connecting the grounds to the claim is that a panel whose timing and class assignment are sourced to a system of record and to dated primary reports is auditable by a reviewer who did not build it. The qualifier is real and is stated plainly: capability-class assignment requires judgment at the boundaries, because some episodes field capabilities that straddle two classes, and the dominant-class flag is a judgment call that a different analyst might make differently. The rebuttal the design accepts is that contested boundary assignments are recorded and reported, not hidden, so that the sensitivity of the result to any single contested assignment can be examined. Confidence in the reliability of step one is high for the dated chronology and moderate for the class assignment, and what would raise the latter is independent coding of the boundary cases by a second reader with a measured agreement rate.
6.2.2 Step two: construct cumulative within-class heritage
The second step constructs the independent variable. For each episode, the cumulative within-class flight-demonstrated heritage is the count of prior flight demonstrations in the same capability class that reached flight operation before that episode’s development-start date. The counting rule is forward-only by design: a prior demonstration counts toward a later episode’s heritage stock only if it reached flight operation before the later episode’s development began, because heritage that arrives after development has started cannot have lowered that development’s cost. The first observation in each class is the curve origin and its cumulative count is set to one before the natural logarithm is taken, so that the logarithm is defined and the first demonstration anchors the class curve at the origin rather than being dropped. The output of step two is, for each episode, an integer heritage count and its natural logarithm, together with a counting log that records, for every nonzero count, which prior episodes were credited and the dates that justified the credit.
The forward-only rule is a deliberate methodological choice with a known directional consequence, and naming that consequence is part of the warrant for the choice. The rule is conservative: by refusing to credit an episode with heritage it could not have used, it tends to undercount heritage and therefore biases the estimated slope toward zero. The mechanism is direct. If some later episode genuinely benefited from a near-contemporaneous demonstration whose flight operation post-dated the later episode’s development start by a small margin, the forward-only rule withholds that credit, attenuating the measured association between heritage and cost. The operational consequence is that any rejection of the flat-cost null obtained under this rule is more credible than it would be under a permissive rule, because the rule works against finding an effect. This is the desired direction for a conservative test: a design should err toward failing to confirm its own hypothesis, not toward confirming it. Confidence that the rule is conservative in direction is high, because the reasoning is a property of the counting convention and not of the data; what the data will determine is only the magnitude of the attenuation, not its sign.
6.2.3 Step three: assemble normalized development cost
The third step assembles the dependent variable, and it is the most delicate step in the procedure, as Chapter 4 established at length. Normalized development cost is the recurring engineering cost to qualify the capability for flight, expressed in constant-year dollars and normalized by capability scope on a NICM-class basis, and it is assembled through the three-layer procedure fixed in the bible. The first layer extracts, where the documentation permits, the autonomy-specific non-recurring engineering portion of a project’s cost, separating it from platform and instrument cost. The second layer, where the autonomy portion is not separately reported, applies a NICM-class parametric estimate of the autonomy development effort given the documented scope, using the parametric cost-model approach exemplified for space instruments by Stahl and colleagues [seed_stahl2010]. The third layer expresses every figure in constant-year dollars using a standard deflator. For each observation the procedure records which layer produced the figure and an associated reliability flag, and that flag feeds the inverse-imputation-error weighting in one of the pre-registered robustness specifications so that observations resting on the weakest imputation receive less weight. The output of step three is, for each episode, a normalized cost in constant-year dollars, its natural logarithm, the layer that produced it, and the reliability flag.
The claim attached to this step is bounded honestly: the procedure does not eliminate measurement error in the dependent variable, it makes the error explicit and auditable. The grounds are that public development-cost figures are reported inconsistently, some as full project costs that bundle platform, instrument, and autonomy, some as subsystem costs, and some not at all, so that a single uniform extraction is impossible. The warrant is that a layered procedure with a recorded provenance flag per observation converts an uncontrolled measurement problem into a controlled one, because the analyst and the reviewer both know which figures rest on direct reporting and which rest on imputation, and the weighting specification lets the result be examined with the weakest figures down-weighted. The qualifier is that NICM-class imputation is itself a construct choice and the parametric basis carries its own error [seed_stahl2010]. The rebuttal the design accepts, rather than dismisses, is that the dependent variable is the dominant construct-validity threat to the whole study and is treated as such in the threats analysis of Chapter 5; the analysis plan’s contribution is not to remove that threat but to make its footprint visible in the result through the reliability flag and the weighted specification. Confidence that the dependent variable is auditable is high; confidence that it is free of measurement error is, correctly, low, and the plan never claims otherwise.
6.2.4 Step four: fit the baseline and robustness specifications
The fourth step fits the models. The baseline is the canonical estimating equation carried unchanged from the prospectus and the shared bible. For episode i in capability class c and decade d,
ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd
where Cost_icd is normalized development cost, CumHeritage_icd is cumulative within-class flight-demonstrated heritage, gamma_c are capability-class fixed effects, delta_d are decade fixed effects, and epsilon_icd is the error term. The coefficient beta is the experience-curve slope and is the single parameter on which the hypotheses turn; the implied learning rate is one minus two raised to the power beta, reported for interpretability. The estimator is ordinary least squares with the two sets of fixed effects entered as indicator variables. The choice of ordinary least squares on the log-log form, rather than a non-linear or Bayesian estimator, follows the experience-curve literature directly: the log-log linearization is the form whose predictive performance has been validated across many technologies [seed_nagy2013], [seed_farmer2016], it yields a single interpretable slope, and it keeps the degrees-of-freedom cost low, which matters acutely in a panel of tens of observations. The fixed effects are entered as indicators rather than as a random-effects structure because the capability classes and decades are the specific, non-sampled categories of interest, not draws from a larger population, and because a fixed-effects estimator does not impose the orthogonality assumption between the heritage variable and the class or decade effects that a random-effects estimator would require.
After the baseline, the three pre-registered robustness specifications are fit, and they are fixed in advance precisely so that they are not chosen after seeing the baseline result. Each is paired with the specific threat to validity it is designed to probe, so that a robustness specification is a directed test of a named alternative explanation rather than a generic sensitivity check.
The first robustness specification adds the technology-readiness-level maturation covariate, the technology-readiness-level at development start from TechPort, to separate the heritage effect from the simpler effect of starting at a higher maturity. The threat it probes is that later episodes tend to begin development at a higher maturity, and that the higher maturity, not the within-class heritage stock, is what lowers their cost; if the heritage slope survives the inclusion of the maturation covariate, the heritage effect is not merely a relabelling of a maturity effect. The interpretive rule is stated in advance: if the slope is materially unchanged when the covariate enters, the heritage reading is reinforced, and if the slope collapses toward zero, the apparent learning was maturity in disguise. The technology-readiness-level scale is used here strictly as a maturation control and not as a cost proxy, consistent with its documented ordinal and non-monetary character [seed_mankins2009], [seed_olechowski2020].
The second robustness specification broadens the heritage measure to include cross-class software-component reuse, which should attenuate any downward bias from shared components that the within-class count misses. The threat it probes is the opposite of the first: that the within-class count understates the true reusable-knowledge stock because heritage flows across capability classes through shared flight-software components and design patterns, biasing the within-class slope toward zero. The energy-technology learning-rate literature is the closest external analogue for how a broadened experience measure shifts an estimated rate, and it shows that the choice of experience stock materially moves the learning rate, with rates differing depending on whether cumulative production, cumulative capacity, or a broader experience proxy is used [neij2008], [mcdonald2001], [rubin2015]. The interpretive rule is that if the broadened measure recovers a steeper negative slope than the within-class measure, the contrast localizes where reusable knowledge actually accumulates, which is a finding in its own right about the codification substrate.
The third robustness specification weights observations by the inverse of the imputation error so that episodes with the least reliable cost figures contribute least, using the reliability flag from step three. The threat it probes is that the result is driven by the most heavily imputed, least reliable cost figures; if the slope survives down-weighting those figures, the result does not rest on the weakest data. The interpretive rule is that a slope robust to inverse-error weighting is one whose sign is not an artifact of the NICM-class imputation, while a slope that depends on the heavily imputed observations is reported as contingent on the imputation procedure.
Inference is small-sample-robust throughout. Because the number of fixed-effect clusters is small, conventional cluster-robust standard errors are known to over-reject the null and to understate the true sampling variability, and the plan therefore commits in advance to small-sample-appropriate inference and to reporting confidence intervals rather than bare p-values, consistent with the uncertainty-quantification discipline that the experience-curve forecasting literature treats as essential [yeh2011], [seed_lafond2018]. The mechanism behind the over-rejection is well understood: with few clusters the cluster-robust variance estimator is itself estimated with large error, so the resulting test statistic does not follow its assumed reference distribution and rejects too often, which in this setting would mean declaring a learning effect present when the data do not support it. Reporting an interval rather than a point verdict, and characterizing that interval honestly when it is wide, is the design’s protection against that failure. The output of step four is, for each of the four specifications, an estimate of beta, its small-sample-robust confidence interval, the implied learning rate, the residual degrees of freedom, and the standard regression diagnostics.
6.2.5 Step five: report the verdict and the diagnostics
The fifth step reports. The plan commits to reporting, for the baseline and each robustness specification, the estimated beta, its confidence interval, the implied learning rate, and the accept-or-reject decision on the null under the fixed rule of Section 6.3, together with diagnostic plots of log cost against log heritage by capability class so that the shape of the relationship is visible and not only summarized by a coefficient. The estimation code, the assembled panel, and the imputation log are retained and released so that the measurement is reproducible and auditable, which is the standard a defensible cost study must meet and which the energy-technology experience-curve reviews treat as a precondition for trusting a published learning rate [rubin2015], [yeh2011]. The output of step five is the populated result tables specified in Section 6.5 and the accompanying diagnostic figures. At the design stage those tables are specified and left unpopulated by design; populating them is the work of the build phase, not of this proposal.
The five steps are stated as a fixed sequence because their order matters. Heritage counts cannot be constructed before the dated inventory exists; cost cannot be normalized before the scope of each episode is fixed by the inventory; the models cannot be fit before both variables are assembled; and the verdict cannot be read before the diagnostics confirm the slope is not an artifact of a degenerate cell or a single episode. The next section specifies the two checks that gate the move from step four to step five.
6.2.6 Why the procedure is fixed rather than exploratory
It is worth being explicit about why the procedure above is written as a fixed recipe rather than as a menu of analytic options to be selected during estimation, because that choice is itself a methodological commitment with a defensible warrant. In a large panel, an analyst can afford to explore: split-sample validation, held-out forecasting, and post-hoc specification search are disciplined when there are enough observations to keep an exploratory and a confirmatory sample separate. In a panel of tens of observations there is no such luxury. Every observation must enter the single confirmatory fit, which means the analyst’s choices among transformations, exclusions, and specifications cannot be validated against held-out data and must instead be constrained by pre-commitment. The experience-curve forecasting literature has shown that the predictive reliability of a learning rate degrades sharply when the estimation choices are made after seeing the series, because the analyst’s freedom is large relative to the information content of a short series [seed_lafond2018], [seed_farmer2016]. The mechanism is the familiar one of researcher degrees of freedom: with many defensible analytic paths and a noisy short series, at least one path will, by chance, produce an apparently clean negative slope, and an analyst who reports that path without having committed to it in advance reports noise as signal. The fixed recipe removes that path-selection freedom by construction. The qualifier is that a fixed recipe forecloses the discovery of genuine structure the design did not anticipate; the design accepts this cost deliberately, because in a small panel the risk of manufacturing a false positive through flexibility outweighs the value of the discoveries flexibility might enable, and any genuine structure the recipe misses can be pursued in a clearly labelled, exploratory follow-up that does not contaminate the confirmatory verdict.
6.3 Pre-analysis checks and the fixed decision rule
6.3.1 Why two checks gate the verdict
The claim of this section is that in a small panel the estimated slope must pass two specific feasibility-and-robustness checks before it is interpreted, and that committing to these checks in advance is what separates a credible small-N measurement from a fragile one. The grounds are the structural facts of the design: with tens of observations and two sets of fixed effects, degrees of freedom are scarce, and two failure modes are foreseeable rather than hypothetical. The first failure mode is a degenerate fixed-effects cell. The second is a single high-leverage episode driving the slope. The warrant for treating these as gating checks, rather than as after-the-fact caveats, is that both failure modes are properties the analyst can detect mechanically before reading the coefficient, and detecting them in advance prevents the slope from being reported as if it rested on more evidence than it does. The backing is the experience-curve literature’s repeated finding that learning-rate estimates are sensitive to the data window and to influential points, so that an estimate reported without an influence check is incompletely characterized [yeh2011], [seed_lafond2018]. The qualifier is that these checks bound but do not remove small-sample fragility; a panel of tens of observations is intrinsically limited and no diagnostic manufactures statistical power that the data do not contain. The rebuttal the plan accepts is that the honest response to limited power is to report it transparently, not to suppress it, which is why both checks feed directly into how the slope is described rather than into whether it is described.
6.3.2 The fixed-effects feasibility check
The first check is fixed-effects feasibility. Before the slope is interpreted, the plan checks whether any capability class or any decade contains only a single observation. A class or decade with a single observation contributes nothing to the within estimator, because the within transformation removes all variation in a singleton cell, and so the effective sample that identifies the slope is smaller than the raw episode count suggests. The check records, for each capability class and each decade, the number of episodes it contains, and it reports the effective sample after singleton cells are accounted for. The affected observations are flagged so the reader knows the slope is identified off a smaller effective sample than the headline count implies. This is not a discretionary diagnostic to be run if the result looks suspect; it is run unconditionally, and its output is reported alongside the coefficient whatever the coefficient turns out to be. The mechanism by which this protects the inference is straightforward: it prevents the residual degrees of freedom from being overstated, which would otherwise narrow the reported confidence interval spuriously and make a noisy slope look more certain than it is. Confidence that this check is necessary is high, because singleton cells are a near-certainty given the small, unevenly distributed autonomy demonstration record across classes and decades.
6.3.3 The small-panel influence diagnostic
The second check is the influence diagnostic. Because the panel is small, a single episode can exert outsized leverage on the fitted slope; an unusually expensive first-of-kind demonstration, for example the Remote Agent origin observation whose lessons-learned record documents that the impact of inserting system-level autonomy into a flight project was a major surprise, is exactly the kind of point that could anchor a curve by itself. The plan therefore reports the slope estimated with and without each potentially influential observation, identified by standard leverage and influence measures, and it treats a slope that depends on a single episode as not robust. The rule is stated in advance: if removing any one observation moves the slope from the rejection region to the non-rejection region, or vice versa, the slope is reported as fragile and the conclusion is qualified accordingly. This converts a known small-sample vulnerability into a reported property of the result rather than an unexamined risk. The warrant is that influence diagnostics are the standard small-sample safeguard and that the experience-curve forecasting literature treats sensitivity to individual data points as a first-order source of learning-rate uncertainty [yeh2011], [seed_lafond2018]. The qualifier is that with very few observations even a robust slope rests on thin evidence, and the diagnostic certifies only that no single point is decisive, not that the slope is precise. Both checks are stated here so that they constrain interpretation in advance rather than being selected after the result is seen, which is the entire point of pre-registering them.
The influence diagnostic interacts with the origin-observation convention in a way that must be anticipated, because the first-in-class episodes are simultaneously the most influential and the most structurally necessary points in the panel. The forward-only counting rule places each class’s first demonstration at the curve origin with its cumulative heritage set to one, which means the first-in-class episodes carry the smallest value of the independent variable and, if first-of-kind demonstrations are systematically the most expensive, also the largest value of the dependent variable. A point with an extreme value on both axes is precisely the configuration that maximizes leverage. The design does not respond by discarding these points, because they are the anchors that define the experience curve and removing them would amount to estimating a learning rate without an origin. The response is instead to report the slope’s sensitivity to each origin observation explicitly and to interpret a slope that depends entirely on the origin points with appropriate caution. The mechanism worth naming is that an experience curve fit through a high-cost origin and a cluster of lower-cost successors will register a negative slope whether the cost decline is genuine learning or merely a single expensive first attempt followed by ordinary successors; the influence diagnostic is what distinguishes a curve supported by a graded decline across multiple heritage levels from one driven by the gap between a single expensive origin and everything after it. Reporting that distinction is the difference between a defensible learning rate and an artifact of the origin convention, and the plan commits to drawing it.
A further consequence of the small panel deserves statement here, because it bounds what the influence diagnostic can deliver. With a panel of tens of observations distributed unevenly across capability classes and decades, the number of points that are individually influential may be a substantial fraction of the sample rather than a handful of outliers. The plan does not treat a high count of influential points as a reason to suppress the result; it treats it as information about the fragility of the measurement and reports it as such. If the diagnostic reveals that the verdict survives the removal of any single point but not the joint removal of the two or three most influential, that pattern is reported, because a verdict robust to one deletion but not to a small joint deletion is weaker than one robust to both, and the reader is entitled to that distinction. This is the honest face of a small-N design: the diagnostics do not rescue the sample from its size, they make the limitations of that size legible.
6.3.4 The fixed decision rule
The decision rule is fixed before estimation and is carried unchanged from the prospectus and the shared bible. The null hypothesis is rejected in favor of the alternative if and only if the estimated beta is negative and its confidence interval excludes zero in the baseline specification and in at least two of the three pre-registered robustness specifications. If beta is not distinguishable from zero, or is positive, the null is not rejected and the flat-cost conclusion stands. This rule is a function only of the sign of the slope and whether its interval excludes zero across a fixed majority of specifications; it contains no free parameter that could be tuned after the fact. The requirement that the result hold in the baseline and in at least two of three robustness specifications is the multiple-specification discipline that the design substitutes for an undisciplined search: rather than reporting whichever of many specifications gives the strongest result, the plan pre-commits to a conjunction across a fixed, small set, so that a result driven by one fragile specification cannot clear the bar [seed_lafond2018], [seed_bhattacharya2017]. The decision rule also interacts with the two pre-analysis checks. A slope that satisfies the numerical rule but fails the influence diagnostic, in the sense that its rejection of the null depends on a single observation, is reported as a rejection that is not robust, and the verdict is qualified rather than asserted. The rule and the checks together are the mechanism by which the design controls the analyst’s degrees of freedom; they are the operational core of the assurance-case claim that the residual risk of a spurious finding is acceptable.
6.4 Illustrative, explicitly non-empirical expected results
6.4.1 The status of every number in this section
Before any expectation is stated, the status of this section is fixed without ambiguity. The full panel has not been assembled, the cost normalization is not complete, and no coefficient has been fitted on the full dataset. Every figure that appears below is illustrative. None is derived from a fitted model, and none should be read as an estimate. The figures exist only to make concrete the shape of a result that would reject the null and the shape of a result that would not, so that a reader can see in advance how the eventual coefficient will be interpreted against the hypotheses. This labelling is not a disclaimer added for caution; it is a structural commitment of the design-stage posture, and it is repeated in this section because this is the section a reader is most likely to mistake for a findings report. There is no findings report in this dissertation. There is a plan, and an illustration of how a finding would be read.
6.4.2 The shape of a result that would reject the null
Consider first the shape of a result consistent with the alternative hypothesis. If onboard autonomy qualification cost followed an experience curve with a learning rate of the order commonly observed for software-intensive and technology-development cost series, the estimated slope beta would be a moderate negative number, the implied per-doubling cost reduction would be a meaningful fraction, and the confidence interval would exclude zero in the baseline and in a majority of the robustness specifications. To make the reading concrete and nothing more, suppose, purely illustratively, that a fitted baseline returned a slope whose implied per-doubling cost reduction fell somewhere in the low tens of percent. Such a value would be unremarkable against the broad range of learning rates documented across technologies, where the energy-technology reviews report learning rates spread widely around a central tendency near the high teens to low twenties of percent per doubling and emphasize that the spread across technologies is large [rubin2015], [mcdonald2001], [neij2008]. The interpretation of such an illustrative value would be that, in the autonomy classes for which heritage accumulated within the window, each doubling of cumulative flight-demonstrated heritage was associated with a cost reduction in that range after capability class and decade were controlled. This direction is the theoretically expected signature if learning effects dominate, because a negative log-log slope is precisely what Arthur’s learning-effect mechanism predicts: each use of a technique lowers the cost of the next use, generating the positive feedback that an experience curve measures [seed_arthur1989]. The expected-sign reasoning is therefore not a guess but a mechanism: cumulative within-class heritage produces codified, reusable design patterns, verification approaches, and flight-software components; those reduce the recurring engineering needed to qualify the next same-class capability; and that reduction registers as a negative slope. Stating the mechanism is what licenses the expected sign; without it, a negative slope would be a bare correlation and the confidence attached to it would be lower.
The expected heterogeneity of the slope is a second, sharper prediction and it follows from the Mokyr lens carried through the dissertation. Mokyr’s distinction between propositional and prescriptive useful knowledge predicts that the cost-decline curve will be steeper for capability classes whose underlying propositional base is mature and whose heritage knowledge is openly codified and reusable, for example through a shared flight-software substrate, and flatter where each project re-implements from scratch. The illustrative expectation is therefore not a single slope but a family of class-specific slopes, with the steeper members of the family being the classes that sit on a codified, reusable substrate. This expectation is testable as effect heterogeneity across capability classes and is the most policy-relevant secondary pattern the design can produce, but at the design stage it remains an expectation, not a measurement, and it is labelled as such. Confidence that the direction of any detected effect would be negative is moderate, resting on the convergence of the experience-curve mechanism and the autonomy heritage-reuse argument; confidence in any specific magnitude is low by construction, because no magnitude has been estimated, and the illustrative figure is offered only to anchor the reader’s expectation of scale, not to forecast a value.
A second feature of the expected-sign reasoning deserves to be made explicit, because it bears on how a detected slope would be read. The expected magnitude is not anchored only to the central tendency of cross-technology learning rates; it is also bounded above by the conservative counting rule established in Section 6.2.2. Because the forward-only rule withholds heritage credit from near-contemporaneous demonstrations, the measured slope is expected to be shallower in magnitude than the true within-class learning rate, whatever that rate is. The two illustrative considerations therefore point in a consistent direction: the central tendency of the cross-technology evidence suggests a moderate negative slope is plausible if learning operates [rubin2015], [mcdonald2001], and the conservative counting rule suggests that whatever slope is measured will, if anything, understate the underlying effect. This matters for interpretation because it means a measured slope near zero is genuinely ambiguous between a true absence of learning and a true learning effect attenuated by the counting rule and the small sample, whereas a measured slope clearly bounded away from zero is, given the conservative rule, strong evidence that learning operates. The plan reports the slope in a way that keeps this asymmetry visible, so that the reader does not over-read a near-zero estimate as a confident null.
A third illustrative consideration concerns what the implied learning rate would mean in operational terms if a moderate negative slope were obtained, because the point of the measurement is to be usable, not only to be significant. The implied learning rate, one minus two raised to the power beta, translates a slope into a per-doubling cost reduction that a program office could reason with. Illustratively, and only illustratively, a learning rate in the low tens of percent would mean that fielding a target autonomy capability becomes affordable for a cost-capped mission only after the cumulative within-class heritage has roughly doubled some specific number of times, and the slope would tell the portfolio how many intermediate demonstrations that doubling requires. The energy-technology reviews are again the relevant analogue for the practice of converting a fitted slope into a planning-grade learning rate and for the caution that such a rate carries wide uncertainty when the underlying series is short [yeh2011], [neij2008]. At the design stage this translation is shown only to demonstrate that the measurement, if obtained, would be decision-relevant in the specific build-or-wait sense the prospectus identified; no learning rate has been estimated and none is forecast here.
6.4.3 The shape of a result that would not reject the null
Consider next the shape of a result consistent with the null hypothesis, which the plan treats as an equally reportable outcome. The analysis may return a slope indistinguishable from zero, or a positive slope, or a negative slope whose confidence interval contains zero, or a negative slope that fails the influence diagnostic because it depends on a single episode. Any of these would fail to reject the flat-cost null. The substantive reading of such an outcome would be that within-class heritage, as measured by the forward-only cumulative count, does not on its own lower qualification cost along a detectable experience curve once capability class and decade are controlled. This reading would not be a failure of the study; it would be a finding. It would indicate that the heritage-lowers-cost assumption, which NASA and JPL currently treat as self-evident, is not supported as an experience-curve relationship in the open record, and it would shift the portfolio rationale for autonomy investment away from cost reduction and toward capability value. The mechanism by which the null could obtain is also nameable in advance: heritage may flow across capability classes through shared software components and design patterns that the within-class count cannot see, so that the true reusable-knowledge stock is poorly proxied by the within-class heritage variable, and the measured within-class slope is attenuated toward zero even where genuine learning occurs. The cross-class robustness specification is the design’s attempt to detect exactly this pattern; if the broadened heritage measure recovers a negative slope that the within-class measure misses, that contrast is itself an informative result about where reusable knowledge actually lives.
The symmetry between the two readings is the design’s central virtue and it is worth stating as a claim with a warrant. The claim is that both outcomes are decision-relevant and both are reportable. The grounds are the structure of the hypotheses: a negative significant slope yields a planning parameter for portfolio sequencing, while a flat slope reframes the portfolio rationale around capability value rather than cost decline. The warrant is that a study designed so that only one outcome is publishable is a study whose result is partly predetermined by the publication incentive, whereas a study whose two outcomes are both informative is one whose finding is driven by the data [seed_bhattacharya2017]. The qualifier is that a null result in a small, low-power panel is weaker evidence for the absence of an effect than a rejection is for its presence, because failure to detect can reflect insufficient power rather than a true zero; the plan therefore commits to reporting the confidence interval and the effective sample so that a wide interval containing zero is read as inconclusive rather than as positive evidence of a flat cost, and treats a wide interval that contains zero as a failure to reject rather than as evidence for the alternative. No claim is made here about which outcome will occur. The plan is built to make either one credible.
6.5 Falsification, the specified result tables, and reproducibility
6.5.1 What a falsifying result looks like
The contribution of the dissertation is falsifiable, and this section states the falsification condition exactly. The contribution is falsified if, on the assembled panel, the estimated beta is zero or positive, or its confidence interval contains zero across the baseline and the robustness specifications under the fixed decision rule of Section 6.3. In that case the heritage-lowers-cost assumption is not supported as an experience-curve relationship and the study reports the flat-cost null as its finding. The contribution is also weakened, though not strictly falsified, in a specific and pre-named way: if an apparently negative slope in the baseline collapses toward zero once the technology-readiness-level maturation covariate or the cross-class heritage measure is added, that collapse indicates that the raw association reflected maturity or shared components rather than within-class flight heritage, and the slope is reported as not robust to the named confound. Naming these two distinct ways the contribution can fail, outright falsification and confound-driven attenuation, in advance is what makes the test honest: the design specifies the conditions under which it will declare its own central claim unsupported, and those conditions are not adjustable after the data are seen.
6.5.2 The specified but unpopulated result tables
The result tables are specified here and left unpopulated by design, because no coefficient has been fitted. Three tables are specified. The first is the main results table: one row per specification (baseline; baseline plus the technology-readiness-level covariate; baseline with cross-class heritage; baseline with inverse-imputation-error weighting), with columns for the estimated slope beta, its small-sample-robust confidence interval, the implied learning rate, the residual degrees of freedom, and the effective sample after the fixed-effects feasibility check. The second is the influence-diagnostic table: one row per potentially influential episode, with the slope estimated with and without that episode and a flag indicating whether its removal changes the verdict. The third is the heterogeneity table: one row per capability class, reporting the class-specific slope where the within-class effective sample supports estimating one and a not-estimable flag where it does not, so that the Mokyr-predicted codification heterogeneity can be read where the data permit and its absence acknowledged where they do not. Each table’s column headers, units, and notes are fixed now; the cells are blank at the design stage and are populated only in the build phase. Presenting the tables as specified-but-blank is a deliberate honesty device. It shows the reader exactly what will be reported, prevents the eventual results from being reshaped to flatter a hypothesis, and makes unmistakable that nothing in this dissertation is an executed estimate.
6.5.3 Reproducibility and the retained imputation log
Reproducibility is the final commitment of the analysis plan, and it is a substantive part of the contribution rather than an administrative afterthought. The plan commits to retaining and releasing the estimation code, the assembled panel, the forward-only cumulative-heritage counting log, and the three-layer cost-normalization imputation log with its per-observation reliability flags. The imputation log is the most consequential of these, because the dependent variable is the study’s dominant construct-validity threat, and a log that records, for every observation, which normalization layer produced its cost figure and how reliable that figure is judged to be allows a reviewer to re-run the analysis under different weighting choices and see whether the verdict survives [seed_stahl2010]. The warrant for treating reproducibility as load-bearing is drawn directly from the energy-technology experience-curve reviews, which find that published learning rates vary substantially with the analyst’s data choices and conclude that a learning rate is interpretable only when its construction is fully documented and checkable [rubin2015], [yeh2011], [neij2008]. The qualifier is that reproducibility certifies the procedure, not the truth of the underlying cost figures: a fully reproducible analysis built on imperfectly measured costs inherits that measurement error, and the plan does not pretend otherwise. The rebuttal the design accepts is that the appropriate response to an imperfectly measured dependent variable is to make the imperfection auditable and to report the result’s sensitivity to it, which the retained logs and the weighted robustness specification together accomplish.
The reproducibility commitment extends beyond releasing artifacts to specifying, in advance, the precise analytic choices that a re-analyst would otherwise have to guess. Three such choices are fixed here so that they cannot become hidden researcher degrees of freedom. The first is the deflator: every cost figure is expressed in constant-year dollars using a single named deflator applied uniformly, and the base year and the deflator series are recorded so that the constant-year transformation is exactly reproducible and so that a reviewer who prefers a different deflator can re-run the analysis and compare. The second is the treatment of the origin observation: the convention that each class’s first demonstration takes a cumulative heritage of one before logging is recorded as a stated rule with its rationale, so that a re-analyst understands why the origin points are not dropped and can test the sensitivity of the slope to that convention directly. The third is the boundary coding of contested capability-class assignments: the dominant-class flag for every multi-capability episode is recorded with the reasoning behind it, so that the sensitivity of the verdict to any single contested assignment is examinable rather than buried. Fixing these three choices in the released log is what allows the central claim of the study, the fitted slope, to be checked rather than merely believed, and it is the operational meaning of the assurance-case requirement that the residual risk be acceptable: a measurement whose every consequential analytic choice is recorded and testable carries a residual risk a reviewer can bound, whereas a measurement whose choices are opaque carries a residual risk no reviewer can assess. The energy-technology reviews make exactly this point when they trace the dispersion of published learning rates partly to undocumented analyst choices and call for the construction of each rate to be made transparent [rubin2015], [yeh2011]. The plan adopts that standard as a binding commitment rather than an aspiration.
6.5.4 Closing the chapter’s assurance case
This chapter has done the work its place in the argument requires. It has specified a five-step estimation procedure detailed enough to reproduce; committed in advance to two pre-analysis checks that convert the foreseeable small-sample failure modes into reported properties of the result; fixed a decision rule on the null that is a function only of the sign of the slope and whether its interval excludes zero across a pre-registered majority of specifications; illustrated, in explicitly non-empirical and clearly labelled form, the shape of a result that would reject the null and the shape of one that would not, with the expected sign grounded in a named mechanism rather than asserted as a correlation; and stated the falsification condition symmetrically, so that the flat-cost null is as reportable as the declining-cost alternative. In doing so it has operationalized the two final links of the assurance-case spine: the design addresses the causal learning-effect mechanism through a within-class log-log curve [seed_arthur1989], [seed_nagy2013], and the residual risk of a spurious or fragile finding is held to an acceptable level by the pre-registered robustness conjunction, the influence diagnostic, the fixed-effects feasibility check, and the retained reproducibility artifacts [seed_lafond2018], [seed_bhattacharya2017], [yeh2011]. What the chapter has deliberately not done is report a result, because there is none to report; the panel is unbuilt, the cost normalization is incomplete, and every number above is an illustration. The contribution remains a single falsifiable measurement to be made under rules now fixed: a fitted experience-curve slope of autonomy qualification cost on cumulative flight-demonstrated heritage, or a credible failure to find one, each of which is decision-relevant for the Autonomous Systems and Robotics portfolio [seed_gao2021], [seed_olechowski2020]. The discipline of writing the plan before the estimate is what will let that eventual number, whatever its sign, be believed.
Chapter 7. Discussion
7.0 The chapter thesis
Whether the experience-curve slope beta comes back negative or comes back flat, the completed study converts a NASA and Jet Propulsion Laboratory planning question from an assertion into a measured quantity, and the measured quantity is decision-relevant in either case. That is the claim this chapter develops. The two outcomes are not a success branch and a failure branch. They are two readings of the same instrument, each of which changes what a program office can defensibly say about the cost of fielding the next onboard-autonomy capability. If H1 holds, the fitted slope is a usable sequencing parameter and the heritage-lowers-cost argument that justifies much autonomy investment is vindicated and quantified. If H0 holds, the same argument is shown to rest on something other than a measurable cost decline, and the portfolio rationale must be rebuilt on capability value rather than on declining qualification cost. The chapter takes each branch in turn, then engages the rival explanations that could counterfeit a learning curve, then states what the design can and cannot say about classes it did not observe and worlds outside NASA and JPL deep-space autonomy.
The discussion is bounded by the honest posture carried from the prospectus and the shared bible. No coefficient has been fitted on the full dataset. Every numerical reading in this chapter is illustrative and explicitly labeled as such; the conditional mood (“if the panel yields a slope of the form…”, “were the interval to exclude zero…”) is used deliberately and is not throat-clearing. The point of a design-stage discussion is to state in advance how each possible result will be interpreted, so that the interpretation is a commitment rather than a rationalization assembled after the number is seen. That pre-commitment is itself part of the contribution, because it is what makes the eventual measurement falsifiable in the strong sense: the reader knows now what a confirming result and a disconfirming result will each be taken to mean.
7.0.1 The problem This chapter examines
The current state is that NASA and JPL hold a working belief, documented across the autonomy demonstration record, that each flown autonomy capability is a heritage asset that lowers the cost of the next same-class demonstration [1], [2], [3], [4], [5]. The belief is operationally consequential: it underwrites portfolio sequencing in the Autonomous Systems and Robotics line and it is the implicit justification for treating an intermediate, lower-stakes demonstration as an investment that buys down the cost of a later, more ambitious one. The desired state is a discussion that says, precisely, what follows for that belief once a fitted slope exists, under both possible values of the slope, with the rival explanations weighed and the limits of generalization stated. The gap is that a measurement, however clean, does not interpret itself; an experience-curve coefficient on a small panel of spacecraft-autonomy episodes can be read naively as a learning rate when it is in fact a time trend, a scale effect, or a selection artifact, and a flat coefficient can be over-read as proof that heritage is worthless when it may only mean that the within-class heritage count is too coarse a proxy for the reusable-knowledge stock that actually matters. The consequence of leaving that interpretive gap unfilled is that the eventual number, whatever it is, would be available for misuse in both directions: a negative slope cited as license to spend, a flat slope cited as license to stop investing, neither reading disciplined by the threats the design was built to address. This chapter fills the gap by fixing the interpretation in advance and by carrying the assurance-case spine all the way to the decision endpoint.
7.1 If H1 holds: the slope as a planning parameter
Claim. If the assembled panel returns a beta that is negative and whose confidence interval excludes zero in the baseline specification and in at least two of the three pre-registered robustness specifications, then the fitted slope is a usable planning parameter for autonomy portfolio sequencing, and specifically it makes the build-or-wait decision answerable by calculation rather than by assertion.
Grounds. The estimating equation is ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd, and beta is by construction the elasticity of normalized autonomy qualification cost with respect to cumulative within-class flight-demonstrated heritage. A negative beta means that each proportional increase in accumulated heritage is associated with a proportional decline in the cost of qualifying the next same-class capability, after capability-class and decade effects are absorbed. The quantity 1 - 2^beta translates that elasticity into the more legible learning rate: the fraction by which qualification cost falls each time the cumulative heritage stock doubles. This is the standard Wright reading of an experience-curve slope, and it is the reading the experience-curve literature has validated as a forecasting object across many technologies [6], [7], [8].
Warrant. A slope is a planning parameter precisely when it converts a future cost into a function of a present investment decision. The build-or-wait problem is the canonical case. Suppose a future mission needs an autonomy capability in class c whose current qualification cost, at the heritage stock that exists today, exceeds the mission’s cost cap. The program office faces a choice: build the capability now at the unaffordable price, or wait and let an intermediate, lower-stakes demonstration first accumulate one more unit of heritage in class c, lowering the later qualification cost. A fitted beta answers how much that intermediate demonstration would buy down the later cost, because the cost at heritage stock h+1 relative to the cost at stock h is ((h+1)/h)^beta in the model’s units, holding class and decade fixed. With a measured beta, the office can compute roughly how many intermediate demonstrations are required to bring the target capability inside the cap, and can compare the summed cost of those intermediate demonstrations against the cost saved on the target, which is exactly the comparison a sequencing decision requires. Without beta, that comparison is made by assertion, and the prospectus is explicit that this is how the decision is made today.
Backing. The warrant that a learning rate functions as a sequencing input is not novel to this study; it is the operating logic of the broader technology-cost-forecasting program. Nagy and colleagues establish that the Wright power law predicts technological cost with quantifiable accuracy [6]; Farmer and Lafond characterize the error distribution of such forecasts so that a planner can attach a confidence band to a projected cost rather than a point [7]; Lafond and colleagues extend this to full distributional forecasts, which is what a portfolio office needs when it is reasoning about a cost cap that the projected cost must fall below with some stated probability [9]. The portfolio-selection literature supplies the decision frame into which such a parameter feeds: project portfolio selection is an explicit optimization over candidate investments under resource constraints, and a cost-decline parameter is exactly the kind of forward cost input that decision-support methods for portfolio selection consume [10]. The launch-cadence evidence supplies a concrete, recent, space-sector instance of the same learning-effect mechanism operating on operational cost, where each flight lowers the cost and raises the automation of the next [11], [12]; that evidence is taken up in detail in Section 7.5 as the closest available analogue.
Qualifier. The strength of this claim is conditional and bounded. It holds only if beta survives the decision rule, and even then the planning parameter it yields is an average within-class slope over the observation window, not a guaranteed forward rate. Confidence in the planning use is at most moderate at the design stage, for three reasons that no fitted number can remove. First, the panel is small, on the order of tens of episodes, so even a slope that clears the decision rule will carry a wide interval, and the planning use must propagate that width rather than treat the point estimate as exact. Second, the slope is an average that may mask the heterogeneity Section 7.4 argues is the more policy-relevant finding; a single pooled rate applied to a class with an atypical learning rate would mislead. Third, and most fundamentally, the slope is descriptive of a realized historical path and is not a law; Arthur’s path-dependence caution, developed in Section 7.5, means the rate that held over the observed sequence is not guaranteed to hold forward if the portfolio’s investment pattern changes [13], [14]. The planning parameter is therefore a disciplined prior for the build-or-wait decision, to be updated, not a deterministic cost oracle.
Rebuttal. The claim would be defeated, even with a qualifying beta, if the slope were shown to be an artifact rather than a learning effect. That is the burden of Section 7.3. If the apparent decline collapses once the maturation covariate or the cross-class reuse measure is added, then beta was capturing maturity or shared components rather than within-class flight heritage, and it cannot be used as a heritage-investment planning parameter even though it cleared the baseline. The decision rule’s requirement that beta survive in at least two of three robustness specifications is the structural protection against this rebuttal, and the planning use is licensed only after that protection holds.
7.1.1 What the H1 reading does and does not authorize
It is worth stating sharply what a qualifying slope would and would not license, because the misuse risk is asymmetric and runs toward over-claiming. A qualifying beta would authorize a program office to treat heritage accumulation as a quantified cost-buy-down mechanism within a capability class, to rank candidate intermediate demonstrations by how much later cost each buys down per dollar spent, and to defend a wait-and-accumulate sequencing choice with a number and an interval rather than with a narrative. It would also supply the cost-anchored complement to the technology-readiness-level scale that the prospectus identifies as missing: the TRL scale tracks maturity but is ordinal and non-monetary [15], [16], so a program that knows a capability is at TRL 6 still does not know, from the TRL alone, the dollars required to advance it; a fitted beta attaches a cost trajectory to the maturation path that TRL describes only qualitatively.
A qualifying beta would not authorize extrapolation of the rate to capability classes outside the panel, to non-NASA or commercial autonomy, or to heritage stocks far beyond the observed range, because the experience-curve tradition treats a learning rate as transferable only within a coherent technology family and over the range where it was estimated [6], [17]. Nor would it authorize treating the slope as a fixed agency-wide constant; the within-class fixed-effects design estimates an average within-class slope and explicitly does not claim a universal learning rate. The discipline here is the same discipline the experience-curve literature imposes on itself: the curve is a within-family forecasting object with a stated error, not a physical law, and the policy reading must inherit that modesty.
7.2 If H0 holds: the rationale shifts from cost reduction to capability value
Claim. If the assembled panel returns a beta that is statistically indistinguishable from zero, or positive, or whose confidence interval contains zero across the baseline and robustness specifications, then the flat-cost null stands, and the consequence is not that autonomy investment is unjustified but that its justification must shift from heritage-driven cost reduction to the value of the capability itself.
Grounds. Under the decision rule fixed in the bible, a slope that does not clear the negative-and-significant threshold in the baseline and in at least two robustness specifications leaves H0 unrejected. The substantive content of an unrejected H0 is that, on the measured panel, accumulated within-class flight heritage as operationalized here does not lower the recurring cost of qualifying the next same-class capability in a way the data can detect. That is a finding about the heritage-cost relationship, not about whether autonomy is worth flying.
Warrant. An argument that justifies an investment by appeal to a cost decline is only as strong as the cost decline is real. If the cost decline is absent or undetectable, the argument does not merely weaken at the margin; its load-bearing premise is removed, and the investment must be carried by a different premise or not at all. The heritage-reuse argument, as documented across the demonstration record, is exactly an appeal to cost decline: the next mission can field the capability more cheaply because the design patterns, verification approaches, and flight-software components are reusable [5]. A flat beta says that, whatever reuse is occurring, it does not show up as a measurable per-episode cost decline within the class. The honest response is to stop resting the portfolio case on that premise and to rest it instead on the premise that remains intact: that the capability itself raises mission science and operational return, which is the original reason autonomy is flown under long communication delays and constrained ground contact, and which is independent of whether qualification cost falls.
Backing. That autonomy delivers capability value independent of any cost-learning effect is the better-documented half of the record. The EO-1 Autonomous Sciencecraft Experiment improved the quality and timeliness of returned science by moving detection and replanning onboard, used operationally to detect and monitor active volcanism, floods, and cryospheric change [3], [18]. AEGIS reduced the operations latency imposed by ground-in-the-loop targeting of narrow-field instruments, first on Opportunity and then on ChemCam [4], [19]. Perseverance flew autonomous navigation across the large majority of its early traverse, and Ingenuity demonstrated powered autonomous flight as a technology demonstration [20], [21]. None of these value claims depends on a cost-learning slope; they are value claims about what the capability enables. A flat beta would leave every one of them standing. The space-autonomy review situates these within a longer arc and states the value case directly, separate from the cost-heritage claim [1].
Qualifier. Confidence that an unrejected H0 should be read as “shift the rationale” rather than as “heritage genuinely does not lower cost” is low to moderate, and the asymmetry matters. A null result on a small, measurement-noisy panel is consistent with two very different worlds: a world in which heritage truly does not lower autonomy qualification cost, and a world in which it does but the instrument is too blunt to see it. The prospectus is explicit that the within-class heritage count is a coarse measure of the true reusable-knowledge stock that Mokyr’s framework identifies as the real driver, and that software components and design patterns cross capability classes in ways the within-class count cannot capture, biasing the estimate toward zero. A flat slope is therefore weaker evidence against the heritage mechanism than a negative slope is for it, because the measurement error and the conservative forward-only counting rule both push toward zero. The H0 reading must say this plainly: the finding is that the cost decline is not detectable as specified, which is a reason to stop asserting it as a planning fact, not a proof that it is absent.
Rebuttal. The H0 reading would be overturned if a later study with a larger panel, a finer heritage measure that credits cross-class component reuse, or a cleaner cost-normalization recovered a detectable negative slope. The present design anticipates this by pre-registering the cross-class reuse robustness specification precisely so that a slope hidden by within-class-only counting has a chance to appear; if even that broadened specification returns zero, the null is more credible, but it remains an interval statement about one panel, not a universal claim. The honest framing converts the rebuttal into a research agenda rather than treating the null as final.
7.2.1 The constructive content of a null
A null result is often treated as a non-finding. In this design it is a finding with operational content, and stating that content is part of the contribution’s symmetric value. If the flat-cost null holds, three things follow that a program office can act on. First, the agency should not price a future autonomy capability by assuming that prior demonstrations have already bought down its qualification cost along a curve; the budget for that capability should be set from its own scope, not discounted for heritage that the data cannot show is lowering cost. Second, the case for an intermediate, lower-stakes demonstration can no longer be made on cost-buy-down grounds and must be made, if at all, on the grounds that the intermediate demonstration retires technical or programmatic risk or delivers its own mission value; this is a real reframing of the build-or-wait decision, not its abolition. Third, the null sharpens the question that the experience-curve framework leaves open and that Section 7.4 takes up: if heritage does not lower cost on average across classes, perhaps it lowers cost in some classes and not others, and the policy-relevant object is then the heterogeneity rather than the average. An unrejected H0 thus redirects rather than ends the inquiry, and a discussion that pre-commits to that redirection is more useful than one that treats the null as a dead end.
7.3 Rival explanations and their rebuttals
A negative beta, even one that clears the decision rule, is not self-evidently a learning curve. Three rival mechanisms could each produce a downward-sloping relationship between accumulated heritage and qualification cost without any genuine within-class learning effect being present. This section names each rival, states the mechanism by which it would counterfeit a learning curve, states the design response, and states honestly the residual risk the design response leaves unaddressed. The discipline here is the assurance-case requirement that the intervention beat the alternatives: the claim that beta measures learning is only as strong as the case that it does not measure these three things instead.
7.3.1 Rival one: the secular computing-and-software cost trend
The rival mechanism. Over the observation window, the cost of computing and of software development fell for the whole economy and the whole agency, for reasons entirely unrelated to autonomy-specific learning: cheaper processors, better development tooling, more capable compilers and test infrastructure. Because later autonomy episodes both have more accumulated heritage and enjoy cheaper computing, a naive regression of cost on heritage would attribute the general cost decline to heritage and report a spurious negative slope. The driver here is calendar time, the mechanism is economy-wide input-cost decline, the observable effect is lower cost on later episodes, and the misread operational consequence is a beta that looks like learning but is really a time trend.
The design response. This is precisely the confound the decade fixed effects delta_d are built to absorb. The Wright-versus-Moore distinction in the experience-curve literature is the formal statement of this threat: where output grows with time, a cost-versus-cumulative-output relationship and a cost-versus-time relationship are observationally similar, and only an explicit time control separates genuine cumulative-experience learning from a coincident time trend [6]. The design adopts that discipline directly: after the decade effects are absorbed, beta is identified only from within-decade variation in cumulative heritage, so a cost decline that is uniform across all classes within a decade is removed before beta is estimated.
The residual risk. Decade fixed effects remove a between-decade time trend but cannot remove a within-decade computing trend that happens to track heritage accumulation inside a single decade. If, within a decade, the classes that accumulated the most heritage were also the ones that benefited most from a mid-decade tooling improvement, some of that tooling effect would remain in beta. The residual risk is therefore real but bounded, and the design downgrades confidence accordingly: a qualifying beta is read as consistent with a learning effect, not as proof of one, until the maturation covariate and cross-class specifications corroborate it. Confidence that beta is not merely a within-decade computing trend is moderate.
7.3.2 Rival two: scale effects masquerading as heritage
The rival mechanism. Larger, better-funded missions may field autonomy more efficiently per unit of capability simply because they have the engineering depth, the integration infrastructure, and the schedule slack to do so, independent of any heritage. If later autonomy episodes tend to be embedded in larger missions, a regression of total or even partially normalized cost on heritage would pick up the scale efficiency and report it as a heritage effect. The driver is mission scale, the mechanism is static scale economies in engineering and integration, the observable effect is lower per-capability cost on larger later missions, and the misread is a beta that is a scale elasticity wearing a learning curve’s clothes.
The design response. This is the confound the three-layer cost normalization is built to remove. The dependent variable is not a raw project cost; it is the recurring autonomy qualification cost normalized by capability scope on a NASA-Instrument-Cost-Model-class parametric basis [22]. Normalization by scope is designed to strip out the part of cost that moves with instrument or platform scale, so that the residual reflects the autonomy qualification effort rather than the size of the mission carrying it. The parametric cost-model literature that supplies this normalization is the same tradition that single-variable space-system cost models exemplify, where a cost is expressed as a function of a scope driver so that residual variation can be attributed to factors other than scale [22].
The residual risk. Normalization reduces but does not eliminate the scale confound, because the scope driver used to normalize is itself imperfect and because some scale efficiencies operate on the autonomy effort directly rather than on the platform it rides. The prospectus is candid that the dependent variable is the most delicate construct and is auditable, not error-free, with each observation flagged by which of the three imputation layers produced it and weighted in the robustness specification accordingly. The residual scale risk is what the inverse-imputation-error weighting specification partly addresses, by down-weighting the observations whose cost figures rest on the weakest scope normalization. Confidence that beta is not a disguised scale elasticity is moderate, contingent on the normalization passing its own audit.
7.3.3 Rival three: selection on cost
The rival mechanism. Suppose cheap-to-qualify autonomy demonstrations are attempted only after heritage already exists, while the first-of-kind demonstrations, attempted before any heritage, are the expensive ones. Then the association between high heritage and low cost would be partly a selection artifact: heritage does not lower the cost of a fixed capability, but the agency self-selects into cheap demonstrations once heritage is available. The driver is programmatic selection, the mechanism is choosing which demonstrations to attempt conditional on existing heritage, the observable effect is that high-heritage episodes are cheap, and the misread is a beta that reflects what the agency chose to attempt rather than what heritage did to cost.
The design response. Two design features address this. The maturation covariate, the technology-readiness-level at development start, is included as a robustness covariate precisely to test whether the apparent heritage effect is really the simpler effect of later projects starting at higher maturity, which is one channel through which cost-based selection would operate [15], [16]. The cross-class reuse robustness specification addresses a second channel, by broadening the heritage measure to include software-component reuse that crosses capability classes; if selection were driving the result, broadening the heritage definition would not strengthen a genuine learning signal, whereas if learning is real the broadened measure should attenuate the downward bias from shared components and the slope should be at least as strong. The forward-only counting rule is a third, structural protection: heritage counts toward an episode only if it reached flight operation before that episode’s development start, which prevents the mechanical correlation in which later episodes are credited with heritage they could not have used, and which biases the estimated slope toward zero, making any rejection of the flat null more credible rather than less.
The residual risk. Selection that operates through a channel not captured by maturity or by cross-class reuse, for example an unobserved programmatic judgment that a demonstration is “ready” for reasons orthogonal to TRL, would remain in beta. There is no instrument in the design that fully closes this channel, and honesty requires saying so. The path-dependence caution in Section 7.5 is the theoretical statement of the same concern: the realized cost path reflects which classes were chosen for early investment, not only the intrinsic learnability of those classes [13], [14]. Confidence that beta is free of selection is low to moderate, and this is the rival the design controls least completely; a qualifying slope is therefore reported with this limitation foregrounded rather than buried.
7.3.4 Why the three rebuttals are jointly, not individually, the case
No single robustness specification defeats all three rivals, and the chapter does not claim otherwise. The strength of the design is the joint structure: the computing-trend rival is addressed by decade effects, the scale rival by scope normalization and inverse-error weighting, the selection rival by the maturation covariate, the cross-class measure, and the forward-only rule. The decision rule’s requirement that beta survive in the baseline and in at least two of three robustness specifications is the operational expression of “beat the alternatives jointly”: a slope that is a computing trend would not survive the maturation and cross-class specifications unchanged, a slope that is a scale effect would move under inverse-error weighting, a slope that is selection would attenuate when the heritage definition is broadened. A beta that holds across these is not proven to be learning, but it has survived the three best alternative explanations the design can mount, and that is the standard a measurement study can meet. Where it cannot fully close a channel, as with orthogonal selection, the residual risk is named and the confidence is downgraded rather than the risk concealed. This is the assurance-case spine carried through: the problem is real, the problem is material, the within-class log-log curve addresses the learning mechanism, it beats the three rivals jointly, and the residual risk is acknowledged and bounded rather than claimed away.
7.4 Effect heterogeneity across classes: the Mokyr codification moderator
Claim. The most policy-relevant secondary finding the design can produce is not the average slope but the heterogeneity of the slope across capability classes, and Mokyr’s distinction between propositional and prescriptive knowledge supplies the prediction that the cost-decline curve will be steeper in classes whose underlying knowledge is mature, codified, and reusable, and flatter in classes where each project re-implements from scratch.
Grounds. The estimating equation absorbs capability-class baseline differences in gamma_c, but it estimates a single pooled within-class slope beta. The design can be extended, within the same framework, to recover class-specific slopes where the per-class sample permits, and the heterogeneity of those slopes is an observable. Mokyr’s framework predicts the pattern of that heterogeneity: a technique becomes cheap to reproduce and extend only when it rests on a wide base of propositional understanding, and techniques discovered by trial without underlying theory tend to stagnate rather than improve (Mokyr, The Gifts of Athena, 2002). Mokyr further stresses that access cost to knowledge governs diffusion, which predicts that the slope will be steeper where heritage knowledge is openly codified and reusable and flatter where it is locked in bespoke artifacts.
Warrant. A moderator that the theory predicts and the data can test is more valuable to a portfolio than an average, because it tells the program office not merely whether heritage lowers cost on average but where to expect it to lower cost and where not to. If the codification moderator holds, the office can prioritize building shared, codified infrastructure in the classes where the propositional base is mature, expecting a steep return, and can budget conservatively in the classes where each demonstration is still bespoke, expecting little cost transfer. This is a sharper instrument than a single learning rate, and it maps directly onto the build-or-wait decision class by class.
Backing. The codified-knowledge substrate that Mokyr’s framework identifies as the steepening factor is documented in the autonomy record as the reusable flight-software base on which the heritage-reuse argument depends. The Core Flight System and shared flight-software architecture work is the concrete instance: a core, reusable, plug-and-play flight-software architecture is the kind of codified prescriptive knowledge that should, on Mokyr’s account, lower the access cost to heritage and steepen the within-class slope [23], [24]. Architecture-tracking and modular-extensible flight-software studies for small spacecraft document the reuse economics of such substrates [25], and the NASA technology taxonomy that organizes the autonomy capability classes is itself a codification artifact that structures how heritage is tracked across the portfolio [26]. The interpretive point is that these sources converge on a single proposition: reuse infrastructure exists in some classes more than others, and where it exists it is the mechanism by which heritage becomes cheap to redeploy. That convergence is what licenses treating codification as a testable moderator rather than a decorative reference to Mokyr.
Qualifier. Confidence in recovering the codification moderator is low at the design stage, and lower than confidence in the average slope, for a hard sample-size reason. The full panel is small, on the order of tens of episodes; partitioning it into class-specific slopes spreads that already-scarce data across five capability classes, and any class with only one or two episodes contributes nothing to a within-class slope. The fixed-effects feasibility check pre-registered in the analysis plan will report exactly which classes can and cannot support a slope, and the heterogeneity finding is available only for the classes that survive that check. The codification moderator is therefore the design’s most ambitious secondary aim and its least certain; it should be reported as suggestive heterogeneity where the data permit, not as a fitted moderation coefficient with its own confidence interval, unless a class is unusually well-populated.
Rebuttal. The heterogeneity reading would be defeated if the apparent cross-class differences in slope were driven by differences in cost-measurement quality across classes rather than by differences in codification. If, for example, the classes with the most codified substrate also happen to be the classes whose costs are best documented and least imputed, then a steeper apparent slope in those classes could reflect cleaner data rather than steeper learning. The reliability flags and the inverse-imputation-error weighting are the partial protection: the heterogeneity is more credible if it survives in the weighted specification, where poorly measured observations are down-weighted. Where the data cannot separate codification from measurement quality, the chapter must say so and report the heterogeneity as a hypothesis the design generates rather than a result it establishes.
7.4.1 Why heterogeneity is the finding the field should want
It is tempting, in a study built around a single falsifiable slope, to treat the average beta as the whole prize and the heterogeneity as an afterthought. The opposite is closer to the truth for the portfolio. An average learning rate, applied uniformly across classes that in fact learn at very different rates, would systematically over-invest in the slow-learning classes and under-invest in the fast-learning ones, because the build-or-wait calculation would use a rate that is wrong for both. The heterogeneity, even if recovered only coarsely, corrects this: it tells the office that the heritage-investment dollar buys more cost-decline in the codified classes and less in the bespoke ones, which is the actionable shape of the result. The Mokyr lens earns its place in the design precisely here. It does not merely predict that heritage lowers cost, which is Arthur’s mechanism; it predicts where heritage lowers cost most, and it ties that prediction to an observable, manipulable feature of the portfolio, namely whether the agency invests in codified, reusable substrate. That makes the codification moderator the bridge from measurement to action, and it is the reason the chapter treats it as the most policy-relevant secondary finding rather than a robustness footnote.
7.5 Path dependence and the external-validity bound; the launch-cadence analogue
Claim. Whatever slope the panel returns, it is the slope of a realized historical path and not a universal constant, and Arthur’s theory of increasing returns and path dependence both supplies the learning-effect mechanism the curve measures and bounds how far any single estimated rate can be carried beyond the sequence that produced it.
Grounds. Arthur’s framework identifies learning effects as one of the mechanisms that make a technology more attractive the more it is adopted, and learning effects are exactly what an experience curve measures: each use of a technique lowers the cost of the next, generating positive feedback [28], [13]. This is why Arthur’s lens predicts H1 as the theoretically expected direction. But the same framework holds that increasing-returns systems are path-dependent and non-ergodic: early choices lock in, and the realized cost path reflects historical sequence as much as technical fundamentals [13], [14]. The two claims are one theory. The learning effect that produces a measurable slope is also what makes the slope contingent on which classes received early investment.
Warrant. A learning rate is externally valid only over the family and the historical regime in which it was estimated, because the rate is a property of the realized path of adoption, not of the technology in the abstract. If the classes that accumulated the most heritage in the observation window did so because they were chosen for early investment, then the measured average slope encodes that choice. A different agency, or the same agency in a different funding regime, that invested in a different sequence of classes would realize a different path and could realize a different rate. The warrant for treating the slope as bounded is therefore the non-ergodicity of the system: the past path does not pin down the future path, so the estimated rate is a description of what happened, usable as a disciplined prior, not a forecast guaranteed to hold under a changed investment pattern.
Backing. The clearest contemporary space-sector instance of Arthur’s learning-effect mechanism operating on cost is the launch-cadence evidence, and it is worth developing as the analogue rather than merely citing it. The launch-market analysis documents that higher launch cadence lowers the cost and raises the automation of constellation operations, with each flight reducing the cost of the next, which is the learning-effect mechanism in its purest operational form: a repeated activity whose per-instance cost falls with cumulative repetition [11], [12]. The analogue is instructive in two directions. It is encouraging for H1, because it shows the mechanism is alive and measurable in a closely related space context, which raises the prior that an autonomy experience curve exists. But it is also a caution, because the launch case is one where cadence, the cumulative-repetition driver, grew dramatically and the cost decline was correspondingly visible, whereas the autonomy demonstration record has far fewer episodes and a far slower cadence, so the same mechanism, even if present, would be harder to detect with the same confidence. The launch analogue thus both motivates the hypothesis and calibrates expectations about statistical power: the mechanism is real in the neighborhood, but the autonomy panel is thin where the launch panel is thick.
Qualifier. Confidence that the estimated slope generalizes beyond NASA and JPL deep-space and planetary autonomy is low, and this is a deliberate, not an apologetic, statement of scope. The findings, if any, generalize to NASA and JPL onboard autonomy for deep-space and planetary missions over the observation window. They may not generalize to commercial autonomy, to terrestrial autonomy, or to mission classes outside the demonstration window, and the fixed-effects design estimates an average within-class slope rather than a universal learning rate. The path-dependence caution is the theoretical reason this scope statement is binding rather than conventional: because the rate is path-contingent, extrapolating it to a different path is not a small extension but a category error.
Rebuttal. The external-validity bound would be loosened, though not removed, if the heterogeneity analysis in Section 7.4 showed that the per-class slopes were stable and theoretically interpretable, because a slope that varies across classes in the way Mokyr predicts is more plausibly a real learning property of each class than an accident of investment sequence. Conversely, if the per-class slopes were erratic and uninterpretable, that would strengthen the path-dependence reading, in which the realized rates are artifacts of historical sequence. The two anchor lenses thus do work against each other in a productive way: Arthur’s path dependence is the threat to external validity, and Mokyr’s codification moderator is the test of whether the slope is a stable knowledge property or a contingent path artifact. The chapter does not resolve this tension by assertion; it states that the heterogeneity analysis is the evidence that would move confidence one way or the other, and that at the design stage neither reading is established.
7.5.1 The conceptual objective-to-decision endpoint
The shared bible declares architecture-traceability vocabulary out of scope for this econometric study, and this chapter honors that by not populating any capability, system, or data-service-exchange chain. The single permitted conceptual statement is this, in plain prose. The strategic objective is an affordable, well-sequenced autonomy portfolio in the Autonomous Systems and Robotics line. The fitted slope beta, under the H1 branch, is an input to a portfolio decision: it feeds the build-or-wait determination for a target capability against its cost cap, and, through the heterogeneity analysis, it informs where shared codified substrate is worth building. Under the H0 branch, the same measurement informs the decision differently, by removing cost-buy-down as a defensible premise and redirecting the justification to capability value. In both branches the endpoint is the same kind of object: a measured quantity that enters a sequencing decision the agency currently makes by assertion. That is the whole architecture-relevant content of the contribution, and it is stated here as a sentence, not a chain, exactly as the bible directs.
7.6 Synthesis: the assurance case carried to the decision
The discussion can now be stated as the completed spine of the assurance case, each link interpreted under both branches of the disjunction. The problem is real: NASA and JPL rely on an unmeasured heritage-lowers-cost assumption documented across the autonomy demonstration record [1], [2], [3], [4], [5], and neither branch of the result leaves that reliance unexamined. The problem is material: autonomy investment and portfolio sequencing turn on the assumption, the sequencing decision is a constrained portfolio-selection problem that consumes forward cost inputs [27], and the TRL scale tracks maturity but not cost [15], [16], [20], [21], so the measurement supplies something the existing maturity instrument cannot. The intervention addresses the mechanism: a within-class log-log experience curve measures Arthur’s learning-effect mechanism directly [28], [6], and the discussion has shown how a qualifying slope is read as that mechanism and a flat slope as its non-detection. The intervention beats the alternatives: Section 7.3 weighed the computing-trend, scale, and selection rivals and showed that the joint robustness structure defeats them jointly where it can and names the residual where it cannot. The residual risk is acceptable and bounded: the small panel, the measurement error in the dependent variable, and the path dependence are addressed by pre-registered robustness, influence diagnostics, honest design-stage framing, and the explicit external-validity bound, and where a risk cannot be closed it is stated and the confidence downgraded rather than the risk denied [16], [14], [29].
The two branches of the disjunction are the chapter’s central interpretive commitment, and they are symmetric in value. If H1 holds, the contribution is a planning parameter and a vindicated, quantified heritage-reuse argument, qualified by the heterogeneity that Mokyr predicts and bounded by the path dependence that Arthur warns of. If H0 holds, the contribution is a disciplined removal of a load-bearing but unverified premise, a redirection of the portfolio rationale to capability value, and a sharpened question about where, if anywhere, heritage lowers cost. Neither branch is a non-result. The design’s worth is that it forces the agency’s assumption to declare itself as a number with an interval, and a number with an interval, whatever its sign, is more useful to a program office than an assumption that is never tested because it is never stated. That is the thesis with which the chapter opened, now carried through both outcomes, both anchor lenses, all three rivals, and the explicit bound on how far the eventual measurement may travel.
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Chapter 8: Conclusion
This dissertation delivers a single, falsifiable instrument: the first fitted measurement of the experience-curve slope of onboard-autonomy qualification cost on cumulative flight-demonstrated heritage. The chapter thesis is that this instrument is worth building and defending even before it is run, because it converts a load-bearing NASA and JPL assumption from assertion into a planning parameter, and because the value of the design does not depend on which way the result turns. Whether the assembled panel yields a negative slope beta that rejects the flat-cost null, or a slope indistinguishable from zero that fails to reject it, the agency gains a defensible number where it previously had a habit of belief. That symmetry, established in the prospectus and carried unchanged through every preceding chapter, is the foundation on which this conclusion rests.
The chapter does four things in sequence. It restates the contribution and isolates exactly what survives even if the alternative hypothesis is not confirmed. It states the limitations honestly, distinguishing the limitations the design retires from the limitations it can only bound. It specifies a concrete future-research program, with particular attention to the path from a fully developed design to an executed measurement on the full data. It then closes the assurance case and the dissertation.
8.1 The Contribution Restated: One Slope, or One Credible Failure to Find One
The problem this dissertation addresses can be stated in four parts. The current state is that NASA and the Jet Propulsion Laboratory treat each flown autonomy capability as a heritage asset that is assumed to lower the cost of fielding the next demonstration in the same capability class, and they sequence portfolio investments on that assumption without ever expressing it as a measurable quantity. The desired state is a cost-anchored, falsifiable learning rate, estimated per autonomy capability class, that a program office can read as a number rather than infer from a narrative. The gap is that no published study fits a Wright-type log-log model of capability-class autonomy qualification cost on cumulative flight-demonstrated heritage; the experience-curve literature concerns hardware unit cost, and the space-autonomy literature describes heritage only qualitatively [seed_thompson2012], [seed_gao2021]. The consequence of leaving the gap open is that build-or-wait and sequencing decisions in the Autonomous Systems and Robotics portfolio remain made by assertion, with no quantitative complement to the technology-readiness-level scale, which is ordinal and non-monetary by construction [seed_olechowski2020].
The contribution that answers this problem is deliberately narrow. It is the measurement itself: a fitted slope beta, its confidence interval, the implied learning rate 1 - 2^beta, and an explicit accept-or-reject decision on the null. The canonical estimating equation, carried unchanged from the prospectus and used in every chapter, is
ln(Cost_icd) = alpha + beta * ln(CumHeritage_icd) + gamma_c + delta_d + epsilon_icd
for episode i in capability class c and decade d, where Cost is normalized recurring engineering cost to qualify the capability for flight, CumHeritage is the cumulative within-class count of prior flight demonstrations that reached flight operation before the episode’s development-start date, gamma_c are capability-class fixed effects, and delta_d are decade fixed effects. The two hypotheses are stated here in their fixed form so the conclusion cannot be read as having softened them. H0 holds that per-episode autonomy development cost is flat with respect to cumulative prior flight demonstrations within a capability class, so that beta is statistically indistinguishable from zero. H1 holds that per-episode cost declines along a log-log experience curve as cumulative flight-demonstrated heritage accumulates, so that beta is negative and statistically significant after controlling for capability class and decade.
The claim worth stating in Toulmin form is the claim about what survives a non-confirming result. The claim is that the contribution of this dissertation is robust to the direction of the finding, because the instrument and not the slope is the deliverable. The grounds are the construction itself: a four-source panel from NASA TechPort, NTRS autonomy demonstration reports, NICM-class parametric cost estimates, and the published mission literature; a defined unit of analysis; a three-layer cost-normalization procedure with per-observation reliability flags; a forward-only heritage-counting rule; a two-way fixed-effects estimator; and a decision rule fixed before estimation. The warrant is the standard logic of falsifiable measurement: a test that is informative only when it confirms a prior is not a test but an advocacy exercise, whereas a test whose two outcomes are both decision-relevant earns its keep regardless of which outcome occurs. The backing is the experience-curve econometric tradition, which treats the learning rate as the object of measurement and accepts that some technologies show shallow or absent learning, so that a null is a legitimate scientific finding rather than a failure of the method [seed_nagy2013], [seed_thompson2012]. The qualifier is that this robustness is robustness of the contribution, not robustness of any particular policy recommendation; a null result narrows the policy options as surely as a negative slope opens them, but it does not leave the agency without guidance. The rebuttal to consider is that a reader might judge a design-stage instrument with no executed result to be no contribution at all. The answer, developed across Chapters 4 through 6, is that the delicate and contestable parts of this study are precisely the construction choices, the cost-normalization layers, the heritage-counting convention, the fixed-effects feasibility logic, and the influence diagnostics, and these are fully specified and auditable here. The number that the panel will eventually return is the mechanical output of choices that are already on the record.
What survives if H1 is not confirmed is therefore considerable. The capability-class taxonomy survives as a reusable organizing frame for the autonomy demonstration record. The forward-only heritage-counting rule survives as a defensible convention that biases against finding an effect and so makes any rejection of the null more credible. The three-layer cost normalization survives as an auditable procedure for converting heterogeneous, inconsistently reported development figures into a comparable dependent variable. The pre-registered decision rule survives as a commitment device that prevents the result from being narrated into significance after the fact. Most importantly, a credible failure to reject H0 is itself a finding with a clear operational reading: it would say that within-class flight heritage, as measured, does not lower qualification cost on its own, and that the portfolio rationale for autonomy investment must rest on capability value rather than on an assumed cost-decline curve. The agency would then know not to budget future demonstrations as if each one buys down the next, which is a materially different planning posture from the one it holds by default.
8.2 Both Outcomes Are Decision-Relevant: The Symmetric Value of the Design
The single most important property of this design is that it is symmetric in its value. The chapter thesis of this section is that the disjunction between H1 and H0 is not a gamble in which one branch is a success and the other a wasted effort, but a fork in which each branch hands the Autonomous Systems and Robotics portfolio a different, equally usable, planning conclusion.
Consider the branch in which the panel yields a negative slope whose confidence interval excludes zero in the baseline specification and in at least two of the three pre-registered robustness specifications, satisfying the fixed decision rule. The causal reading of that result names a mechanism rather than asserting a bare correlation. The driver is cumulative flight heritage within a capability class. The mechanism is the accumulation of codified, reusable design patterns, verification-and-validation approaches, and flight-software components that each demonstration leaves behind. The observable effect is a lower recurring non-recurring-engineering cost to qualify the next same-class capability. The operational consequence is the measurable negative log-log slope beta. The strategic implication is a planning parameter the portfolio can use directly in a build-or-wait decision: when a future mission needs a capability that is currently too expensive to qualify within its cost cap, a known slope tells the portfolio roughly how many intermediate demonstrations would buy the target capability down to affordability. This is the mechanism W. Brian Arthur identifies, in which each use of a technique lowers the cost of the next and generates positive feedback [seed_arthur1989]. The slope is the empirical measure of exactly that learning effect.
Now consider the branch in which the panel yields a slope indistinguishable from zero, or positive, so that the decision rule is not satisfied and H0 is not rejected. This is not a null in the dismissive sense. It carries its own operational consequence. If within-class heritage does not lower qualification cost along a measurable curve, then the heritage-reuse argument that quietly justifies much autonomy investment is weaker than assumed, and the portfolio must justify each demonstration on the value of the capability it delivers rather than on a promised discount to its successors. The mechanism account here is a refusal to infer a mechanism from a correlation that the data do not support: where the slope is flat, the design says so and downgrades confidence in the cost-decline story accordingly. That refusal is a service to the agency, because budgeting an intermediate demonstration as a cost-reduction investment, when no such reduction is measurable, would misallocate scarce portfolio funds.
The confidence attached to this symmetry claim is high, and the basis for that confidence is structural rather than empirical. The symmetry does not depend on any particular value of beta; it depends only on the decision rule being fixed before estimation, on both outcomes mapping to distinct and stated planning postures, and on the dependent variable being a true per-episode cost rather than a total that grows mechanically with scale. All three conditions are established in the design and do not await the data. What would lower this confidence is a discovery during panel assembly that the effective sample, after the fixed-effects feasibility check removes singleton cells, is too small to distinguish a moderate negative slope from zero at any usable confidence level; in that case the study would return neither a clean rejection nor a clean failure to reject, but an indeterminate interval, and the honest report would be that the question cannot be answered at the available power. The analysis plan anticipates this by pre-committing to report the realized residual degrees of freedom alongside every coefficient and to treat a wide interval that contains zero as a failure to reject rather than as evidence for H1. The symmetry of value is therefore protected by the same machinery that protects the inference.
8.3 The Anchors Sharpened the Test
The two methodological anchors from the Hall of Shoulders did analytical work in this dissertation rather than ornamental work, and this section restates how. The chapter thesis here is that Arthur and Mokyr each supplied a testable prediction that the design operationalizes, and that neither was imported as decoration.
W. Brian Arthur’s theory of increasing returns identifies learning effects as one of the mechanisms that make a technology more attractive the more it is used, and it is precisely the learning effect that an experience curve measures [seed_arthur1989]. Arthur’s contribution to the test is twofold. First, he supplies the theoretically expected direction: if learning effects dominate, a measurable negative slope is the expected signature, which is what H1 asserts. Second, and more usefully for a critical design, he supplies a caution that the design must absorb. Arthur’s increasing-returns systems are path-dependent and non-ergodic, so early investment choices lock in and the realized cost path reflects historical sequence rather than only technical fundamentals [seed_arthur2021]. The Toulmin structure of this caution is worth making explicit. The claim is that even a clean negative slope cannot be read as a universal, transferable learning rate. The grounds are that the capability classes which received early investment accumulated their own increasing returns, so the measured average slope encodes which classes happened to be funded first. The warrant is Arthur’s path-dependence result, which holds that the realized path in a non-ergodic system is contingent on its history. The qualifier is that this bounds the external validity of any single estimated slope without invalidating it as a within-sample measurement. The rebuttal the design pre-empts is the temptation to publish a single pooled learning rate as a constant of nature; the fixed-effects specification, which estimates a within-class slope rather than one universal slope, is the formal expression of Arthur’s caution built into the estimator.
Joel Mokyr’s distinction between propositional knowledge, the knowledge of why something works, and prescriptive knowledge, the knowledge of how to do it, supplied the dissertation’s most policy-relevant secondary prediction. Mokyr argues that a technique becomes cheap to reproduce and extend only when it rests on a wide base of propositional understanding, and that techniques discovered by trial without underlying theory tend to stagnate rather than improve. Translated into this study, Mokyr predicts that the experience-curve slope will be heterogeneous across capability classes and steeper where the underlying knowledge is mature, codified, and reusable, for example through the Core Flight System substrate and shared autonomy frameworks, and flatter where each project re-implements from first principles. This prediction is not a flourish; it is a testable moderator. The design can examine effect heterogeneity across capability classes and ask whether the classes resting on a codified, openly reusable knowledge base show steeper cost decline than the classes that do not. That heterogeneity, if it appears, is the most actionable finding the design can produce, because it would tell the agency that investment in reuse infrastructure, not only in capabilities, is what bends the cost curve. Mokyr’s reversibility caution, that progress is not guaranteed to persist and that access cost to knowledge governs diffusion, also enters as a hedge against assuming that a steep slope, once observed, will hold indefinitely.
The confidence in these anchor-derived predictions is moderate, calibrated to the design-stage evidence grade. Arthur’s learning-effect mechanism is well established in the increasing-returns literature, and the launch-cadence record provides a concrete space example in which each flight lowers the cost of the next [seed_cset2024], [seed_iac2024]; that raises confidence in the predicted direction. The Mokyr moderator is more speculative because the codified-reuse substrate evidence is thinner in the open literature than the demonstration spine, as the expansion plan flags. What would raise confidence in the moderator is a focused sweep on Core Flight System reuse economics during the build phase; what would lower it is a finding that the codification variable cannot be measured cleanly enough to enter the heterogeneity analysis. The anchors therefore sharpened the test by converting two general theories into one directional hypothesis and one moderator hypothesis, both of which the estimator can address, and both of which are stated with the epistemic modesty the design stage requires.
There is a further contribution from the anchors that is methodological rather than substantive, and it is worth isolating because it survives any outcome of the estimation. The pairing of Arthur and Mokyr resolves an ambiguity that the bare experience-curve literature leaves open. That literature, in its hardware-unit-cost form, treats the learning rate as a single number attached to a technology and is largely silent on why the number takes the value it does or whether it should be expected to differ across related technologies [seed_thompson2012], [seed_nagy2013]. Arthur supplies the mechanism that makes the number meaningful, namely the learning effect operating through positive feedback, and Mokyr supplies the moderator that predicts when the number should be large rather than small, namely the depth and codification of the underlying propositional base. Together they convert the experience curve from a curve-fit into a mechanism-bearing measurement, which is the standard this dissertation holds itself to when it insists that every causal claim name a driver, a mechanism, an observable effect, and a consequence rather than rest on a fitted correlation. A reader who rejects the autonomy application entirely can still take from the design this template for putting an experience curve on a mechanistic footing, and that template is reusable for any software-intensive capability whose qualification cost is the object of interest.
8.4 From Design to Execution: The Remaining Build Steps and Reproducibility Commitments
The chapter thesis of this section is that the path from this fully specified design to an executed measurement is concrete, ordered, and bounded, and that the reproducibility commitments are part of the deliverable rather than an afterthought. The work that remains is not a research question to be discovered; it is a construction task whose steps are already named.
The first remaining step is panel assembly. The episode inventory must be built from NASA TechPort project records and NTRS autonomy demonstration reports, with each episode assigned to exactly one primary capability class and its development-start date recorded. TechPort supplies the project inventory, the taxonomy mapping, the maturation covariate, and project timing; NTRS supplies the heritage chronology and the capability definitions for the named demonstrations, including Remote Agent on Deep Space 1, the EO-1 Autonomous Sciencecraft Experiment, AEGIS on Opportunity and on the Curiosity ChemCam instrument, and the Mars 2020 autonomous-navigation and Ingenuity demonstrations [seed_estlin2012], [seed_francis2017], [seed_balaram2021], [seed_verma2023]. The AEGIS sequence in particular remains the cleanest within-class heritage pair in the record and the central illustrative case for the mechanism the study tests.
The second remaining step is cost normalization, which is the most delicate and most load-bearing construction task. Public development-cost figures for autonomy capabilities are reported inconsistently: some are full project costs that bundle platform, instrument, and autonomy; some are subsystem costs; and some are not disclosed. The three-layer procedure must be executed in full. The first layer extracts, where possible, the autonomy-specific non-recurring-engineering portion from project documentation, separating it from platform and instrument cost; the Deep Space 1 lessons-learned record, which reports that inserting system-level autonomy into a flight project was a major surprise to the project, is direct primary evidence on this quantity for the first-of-kind case [seed_bernard1997]. The second layer, where the autonomy portion is not separately reported, applies a NICM-class parametric estimate of the autonomy development effort given the documented scope, using the parametric cost-model approach exemplified by single-variable parametric models for space systems [seed_stahl2010]. The third layer expresses every figure in constant-year dollars and records, per observation, which layer produced the figure and an associated reliability flag, so that the weakest imputations can be down-weighted in the inverse-imputation-error robustness specification. This procedure does not eliminate measurement error in the dependent variable; it makes the error explicit and auditable, which is the standard a defensible cost study must meet.
The third remaining step is heritage counting under the forward-only rule, in which a prior demonstration counts toward a later episode’s heritage stock only if it reached flight operation before the later episode’s development-start date. This convention is conservative by design, because it tends to undercount heritage and so biases the estimated slope toward zero, making any rejection of the flat-cost null more credible.
The fourth and fifth steps are estimation and reporting. The two-way fixed-effects log-log regression and the three pre-registered robustness specifications, the TRL maturation covariate, the cross-class reuse measure, and the inverse-imputation-error weighting, are fit, and beta, its confidence interval, the implied learning rate, and the accept-or-reject decision are reported together with diagnostic plots of log cost against log heritage by class. Two pre-analysis checks gate the interpretation. The fixed-effects feasibility check reports any capability class or decade containing only a single observation, because such cells contribute nothing to the within estimator and the slope is then identified off a smaller effective sample than the raw count suggests. The influence diagnostic reports the slope with and without each potentially high-leverage episode, because in a panel of tens of observations a single unusually expensive first-of-kind demonstration could drive the result; a slope that depends on one episode is treated as not robust. These checks are fixed in advance so that they constrain interpretation rather than being selected after the result is seen.
Several limitations of the executed study are not retired by careful construction and must be carried forward honestly. The population of flight-demonstrated autonomy episodes is small, on the order of tens, which limits statistical power and constrains the number of fixed effects the panel can support; this is the dominant statistical-conclusion threat and it is intrinsic to the subject, not a defect of the design. Development-cost figures are heterogeneous in definition and sometimes undisclosed, which forces the NICM-class imputation that the design makes auditable but cannot make error-free; no quantity of additional citation closes this gap, because it is a data-construction reality rather than a literature gap. Capability-class assignment requires judgment and can be contested at the boundaries. Heritage crosses capability classes through shared software components and design patterns that the within-class count does not capture, which biases against finding an effect and which the cross-class robustness specification only partly addresses. The findings, if any, generalize to NASA and JPL onboard autonomy for deep-space and planetary missions within the demonstration window, and not necessarily to commercial autonomy, terrestrial autonomy, or mission classes outside that window. These limitations bound the strength of any conclusion, and the report will state them alongside the result rather than after it.
Beyond the steps that complete the present study, the design opens a future-research program with three distinct lines, each of which extends the instrument rather than merely repeating it. The first line is extension of the panel beyond the original demonstration window as new autonomy demonstrations reach flight. Every successive same-class demonstration adds an observation at a higher value of cumulative heritage, which is exactly the variation the slope is identified off, so the estimate sharpens over time without any change to the specification. The design is therefore a living instrument: re-running it as the record grows converts a presently underpowered measurement into a progressively more precise one, and the influence diagnostic becomes less binding as the number of observations rises and no single episode can dominate the fit. The second line is the heterogeneity analysis that operationalizes the Mokyr moderator. Once the panel supports it, the study can ask whether the slope differs across capability classes in the direction the codification hypothesis predicts, and whether the presence of a shared, codified flight-software substrate is associated with the steeper classes. This is the most policy-relevant secondary product the design can yield, because it would distinguish investment in capabilities from investment in the reuse infrastructure that bends the cost curve. The third line is the cross-class reuse measure, which the baseline within-class count deliberately omits and which the robustness specification only begins to capture. A future build that traces software-component and design-pattern reuse across capability classes would test directly whether heritage that crosses class boundaries lowers cost, and would quantify the downward bias that the within-class count imposes on the baseline slope. None of these lines requires a new estimator; each requires more data and more careful provenance tracing, which places them squarely in the build phase rather than in a new theoretical departure.
The reproducibility commitments are explicit and binding. The estimation code, the assembled panel, the imputation log, and the heritage-counting log will be retained so that a reviewer who did not build the study can check it. The pre-registration of the baseline specification, the three robustness specifications, and the fixed decision rule means the analysis cannot be retrofitted to its result. Multiple-specification testing is controlled by pre-registering the robustness specifications rather than searching over them. A focused follow-up sweep on small-sample and few-clusters fixed-effects inference, for example wild-cluster bootstrap and small-N robust standard errors, is identified as the highest-value methodological strengthening before the estimation is run, because the econometric-method facet is the thinnest part of the evidence base and the inference must withstand the scarcity of degrees of freedom [seed_lafond2018], [seed_bhattacharya2017]. A parallel sweep on Core Flight System reuse economics is identified as the highest-value substantive strengthening, because the codified-reuse substrate evidence that underwrites the Mokyr moderator is thinner than the demonstration spine and the moderator analysis is only as strong as the codification variable it rests on. With these steps and commitments, the design becomes an execution, and the execution becomes a number that the agency can audit.
8.5 Closing
This dissertation began from a discrepancy between how confidently NASA and JPL act on the belief that flown autonomy lowers the cost of the next demonstration and how little that belief has been measured. The assurance-case spine carried across the argument answers the discrepancy in five linked steps, and it is worth restating in closing. The problem is real: the agency relies on an unmeasured heritage-lowers-cost assumption that is visible across the autonomy demonstration record [seed_gao2021], [seed_bernard1997]. The problem is material: portfolio sequencing and build-or-wait decisions turn on the assumption, and the technology-readiness-level scale tracks maturity without tracking the cost of advancing it [seed_olechowski2020]. The intervention addresses the mechanism: a within-class log-log experience curve measures Arthur’s learning effect directly rather than gesturing at it [seed_arthur2021], [seed_nagy2013]. The intervention beats the alternatives: ordinary least squares on the log-log two-way fixed-effects form is the best-validated functional form, it produces a single interpretable slope, and the fixed effects separate genuine learning from time and scale confounds while keeping the degrees-of-freedom cost low in a small panel [seed_nagy2013], [seed_thompson2012]. The residual risk is acceptable: small sample size, measurement error in the dependent variable, and path dependence are bounded by the pre-registered robustness specifications, the influence and feasibility diagnostics, the conservative forward-only heritage rule, and the honest design-stage framing that labels every expected result as illustrative and refuses to report a fitted coefficient as an executed finding.
What the completed study will deliver is therefore a defensible number, or a defensible failure to find one, on a question the agency currently answers by assumption. If the slope is negative and significant, NASA and JPL gain a planning parameter that quantifies how much heritage investment buys down the cost of the next demonstration and that supports the build-or-wait decision with arithmetic instead of advocacy. If the slope is indistinguishable from zero, they gain the equally useful knowledge that the cost-decline story does not hold as an experience-curve relationship and that the portfolio rationale must rest on the value of the capability rather than on a discount to its successors. The anchors sharpen rather than soften this conclusion: Arthur names the mechanism the curve measures and warns that its realized path is contingent on history, and Mokyr predicts that the curve will bend most where the underlying knowledge is codified and reusable, which points the agency toward investment in reuse infrastructure as the lever on the slope. The contribution is the measurement, the design is complete, the construction steps are named, and the instrument is ready to be run.
Appendix A. Empirical Workbooks
Each empirical result in this dissertation is reproduced below from its auditable workbook, embedded here so the proof of evidence travels with the document. The live spreadsheets are the paper .xlsx files in each paper folder. Every observation carries its source.
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