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Chapter 1: Introduction
1.0 The chapter thesis
This dissertation contributes the first application of the Fine-Gray competing-risks apparatus to NASA Earth-mission schedule slip, and it does so to settle a question that current acquisition practice cannot answer with the tools it presently uses: when an Earth-observing mission begins to slip, is the slip a single undifferentiated hazard, or is it the resolution of two structurally distinct competing risks, one originating in instrument development and one originating in launch-vehicle availability, whose relative dominance is conditioned by sensor archetype, The answer this chapter develops, and the rest of the dissertation tests, is that the two slip sources are separable competing risks, and that instrument-driven slip is the dominant subdistribution hazard for missions carrying first-of-kind active sensors but not for passive-radiometer heritage missions. The deliverable of the dissertation is the pre-registered design and the falsification conditions for that claim, not estimated coefficients, because this is honestly a design-stage work whose cohort has not yet been assembled and whose model has not yet been executed. The purpose of this chapter is to establish that the question is real, that it is material, that no prior body of work has answered it, and that the proposed design can answer it; and to fix the scope, the definitions, the single falsifiable contribution, and the road the remaining chapters travel.
I lead with the answer rather than with background because the argument of a dissertation chapter, like the argument of any mandatory-tier analytic artifact, should be auditable from its first line. The reader should know at the outset what is being claimed, what would refute it, and why it would matter if it were true. The sections that follow develop the claim in that order: the problem in full, the institutional and historical context in which it lives, the research questions broken out explicitly, the significance for the named stakeholders, the scope and delimitations, the definitions of the key terms, the formal statement of the contribution as a null and an alternative hypothesis, and a roadmap of the dissertation.
1.1 The problem in full
1.1.1 Current state: cost growth is a monetized image of schedule slip, and slip is treated as one thing
NASA Earth-observing missions overrun their committed budgets at rates that have proven stubborn across four decades of acquisition reform. The proximate mechanism that connects a budget commitment to its overrun is almost always schedule. A mission that takes longer than its baseline plan accrues standing-army labor costs, contractor fee adjustments, integration-and-test rework, and the carrying cost of facilities and reserves held open past their planned release. Cost growth is, in large part, a monetized image of schedule slip. The practitioner literature treats this coupling as nearly definitional. Lieber and Donor, examining complex NASA and defense projects through literature review, practitioner surveys, and direct program experience, document that cost overruns and schedule delays are tightly linked, and they catalogue the root causes that drive the coupling: unrealistic estimates, supply-chain difficulties, insufficient schedule margin, technical problems, scope changes, and the realization of risk events, alongside the more diffuse factors of complexity, over-optimism, and political pressure [1]. Their central observation, that the phrase “directly related to” hides several distinct root causes operating at once, is the seed from which this dissertation grows.
The instrument-cost and instrument-schedule literature reinforces that the locus of much of this slip is the science payload rather than the bus. Kipp, Ringler, Chapman, and Freaner show, across recent NASA missions, that instrument schedule growth propagates into mission cost and schedule growth, establishing that the instrument is a primary and separable engine of overrun [4]. Bearden’s complexity-based cost-estimating relationships establish that mission complexity and design aggressiveness independently raise both cost and schedule risk, which means that the apparent severity of a mission’s slip is partly a function of how hard the mission tried to do [3]. Bitten and colleagues add a third layer: acquisition policy itself moves the cost-and-schedule-growth distribution, so that the same technical mission attempted under different policy regimes carries a different slip profile [5]. The current state of practice absorbs all of this into a single delay variable. A mission is recorded as having slipped by some number of months; that slip is then regressed on covariates, or rolled into a reserve estimate, as if it were one hazard with one cause.
1.1.2 The two structural origins of slip
The trouble with the single-delay treatment is that slip in an Earth-observing mission has at least two structurally different origins, and the difference is not cosmetic. The first origin is instrument development. A science instrument may fail environmental testing, may be unable to close its calibration or radiometric budget, or may carry a detector or laser technology below the maturity its schedule silently assumed. When this happens, instrument development becomes the binding path, and the mission’s launch date moves because the payload is not ready. The instrument-side driver is well documented: Dubos, Saleh, and Braun show, on a cross-mission dataset, that the technology-readiness level of a spacecraft’s least-mature technology at the time of authorization is a measurable driver of subsequent schedule slip, with a relationship that steepens nonlinearly at the low-maturity end [2] (a finding first developed in their conference antecedent of the previous year). Low entry maturity is, in this literature, a leading indicator of an instrument-driven slip.
The second origin is launch-vehicle availability. A mission may be ready, or nearly ready, and still slip because the launch service is delayed by manifest congestion, by an anomaly on a shared vehicle, or by the launch provider’s own development slip, none of which has anything to do with the spacecraft’s readiness. Earth-observing continuity missions are especially exposed to this second origin because they are frequently manifested on shared or transitioning launch services. The Landsat Data Continuity Mission account documents this kind of launch-driven schedule pressure as a structurally separate phenomenon from instrument maturation: a continuity mission carrying heritage instruments can be technically ready and still be governed by the dynamics of its launch slot [6].
These two origins have different owners, different physics, and different policy levers. The instrument-development origin is owned by the instrument provider and the project’s payload organization; its physics is technology maturation and verification; its policy levers are technology-readiness gating and instrument reserve. The launch-availability origin is owned by the launch-services program and the launch provider; its physics is manifest dynamics and provider development; its policy levers are launch-vehicle diversity, manifest margin, and the timing of the launch-service commitment. Treating the two as one variable does not merely lose resolution. It forecloses the single analysis a program office most needs at confirmation, which is the analysis that would tell it which lever to pull and where to hold reserve.
1.1.3 Desired state, gap, and consequence
The desired state is an archetype-specific basis for steering the scarce schedule and cost reserve that a mission holds at confirmation toward the dominant first-slip hazard for that mission’s archetype: toward instrument maturation and technology-readiness gating for a first-of-kind active-sensor mission, and toward launch-manifest and provider dynamics for a heritage passive-radiometer continuity mission. The gap that stands between the current state and the desired state is not a missing dataset and not a missing estimator considered in isolation. It is a missing integration, and identifying it precisely is the burden of Section 1.2.
The consequence of leaving the gap unfilled is concrete and recurring. Reserve continues to flow against an undifferentiated pooled slip estimate. A first-of-kind active-sensor mission that is under-reserved against instrument maturation, or a heritage continuity mission that is under-reserved against manifest risk, overruns or descopes; and in either case the program office cannot say, after the fact, which lever it should have pulled, because the analytic apparatus it used never separated the levers in the first place. The problem is real because slip drives cost and has two structurally distinct origins that the standard treatment collapses; it is material because the reserve allocated against slip is a first-order cost driver and the wrong allocation is paid for in overrun or descope. These two assertions, that the problem is real and that the problem is material, are the first two beams of the assurance-case spine this dissertation carries from beginning to end.
1.2 Institutional and historical context
The problem does not float free of institutions. It lives inside a specific acquisition apparatus with a specific history, and the design of this dissertation is shaped by where in that apparatus the decisions of interest are made.
NASA flight projects proceed through a phased life cycle punctuated by Key Decision Points. The decision this dissertation cares about is made at confirmation, around Key Decision Point B and into Key Decision Point C, when a project’s cost and schedule baselines are committed and when reserve is sized and posted against the risks the project expects to face. Reserve at this stage is finite and is allocated under standing policy. The institutional question, stated in the project office’s own terms, is how much reserve to hold and against what. If instrument-driven and launch-driven slip are one hazard, the answer is to hold reserve centrally against an undifferentiated pool. If they are two hazards with archetype-dependent dominance, the answer is to steer reserve toward the dominant hazard for the mission’s archetype. The two answers prescribe materially different reserve postures, and the apparatus presently in use cannot choose between them on evidence.
The historical context supplies the cost-modeling lineage the dissertation inherits and the data it will use. The NASA cost-estimating community has built, over decades, a family of parametric cost-estimating relationships sensitive to mass, power, data rate, complexity, and technology maturity. The instrument-cost lineage runs through the NASA Instrument Cost Model and its Explorer-class extension, whose parameter records and instrument-type taxonomy supply both covariates and the basis for the archetype classification used here [15]. The instrument cost-time-trend studies establish that instrument development is a primary locus of cost and schedule risk distinct from the bus and from launch, and that its trends can be measured over the long run [16]. The contracting-and-policy lineage, exemplified by the firm-fixed-price-effectiveness analysis of Sobel and Tibor and by the policy-effect analysis of Bitten and colleagues, establishes that the institutional choices around how a mission is bought move its slip distribution and must therefore be controlled when slip is decomposed [13], [5]. The electronics-cost lineage of Hahn and Sholder shows that even at the parts level, cost grows as design refines, and that reserve must be posted against that growth, a reminder that reserve allocation is the live decision the cost community is trying to inform [14].
The competing-risks apparatus this dissertation imports comes from an entirely different institutional tradition, biostatistics and epidemiology, where the structure of a first event that can occur for one of several mutually exclusive reasons has been formalized for decades. Fine and Gray’s subdistribution-hazard model and the applied guidance built around it by Austin, Lee, and Fine, and the epidemiologic cautions of Andersen and colleagues, are mature and standard in that tradition [7; 8; 9]. They have not crossed into NASA mission analysis. The institutional novelty of this dissertation is precisely this crossing: it takes an estimator built to answer whether a patient died of cardiovascular rather than non-cardiovascular causes, and it asks instead whether a mission first slipped for instrument rather than launch reasons. The structures are formally identical; the application is new.
1.3 The research questions, broken out explicitly
The dissertation is organized around one principal research question and three subsidiary questions that decompose it.
Principal research question. For NASA Earth-observing missions, is schedule slip a single undifferentiated hazard, or are slip that originates in instrument development and slip that originates in launch-vehicle availability two statistically distinct competing risks whose relative dominance depends on sensor archetype,
Subsidiary question 1 (separability). Can the first schedule-slip event of an Earth-observing mission be cause-coded reliably as instrument-driven or launch-driven by reconciling the CADRe Part A narrative with the GAO assessment narrative, and once so coded, are the two cause-specific hazard processes statistically distinguishable, so that the two slip sources behave as genuine competing risks rather than as one process with arbitrary labels,
Subsidiary question 2 (archetype dependence). Conditional on separability, does the dominance between the two slip hazards depend on sensor archetype, such that the instrument-slip subdistribution hazard exceeds the launch-slip subdistribution hazard for missions carrying first-of-kind active sensors but not for passive-radiometer heritage missions,
Subsidiary question 3 (robustness against the rival). Does any separation and archetype dependence found in answer to the first two questions survive a control for estimating optimism, the leading rival explanation in the project-overrun literature, so that the decomposition is not an artifact of which missions were optimistically baselined,
These three subsidiary questions map one-to-one onto the three conditions the falsification rule requires for confirmation, which Section 1.7 of the design (Chapter 6) fixes in advance: separability, archetype dependence, and robustness. Breaking the principal question into these three pieces is not a rhetorical convenience. It is the structure that makes the contribution falsifiable in three concrete and independent ways, so that a failure of any one piece is a clean, pre-specified refutation rather than a post-hoc reinterpretation.
1.4 Significance for NASA, JPL, and the named stakeholders
The significance of the work follows directly from where the decision is made and who makes it.
For NASA as the funding and oversight institution, the result, if confirmed, converts an undifferentiated reserve posture into an archetype-specific one. Schedule and cost reserve at confirmation would be sized and steered according to the mission’s dominant first-slip hazard rather than against a single pooled slip estimate. This is a sharper prescription than current practice because the decision-relevant quantity it rests on, the cumulative incidence of each slip cause by archetype, is exactly what the subdistribution model estimates, and it is a quantity the pooled approach cannot produce. The causal mechanism that licenses the prescription is explicit. A mission that carries a first-of-kind active sensor below its assumed maturity at confirmation has, as its driver, an immature least-ready technology; the mechanism is that the technology fails environmental test, cannot close its calibration budget, or matures slowly, so instrument development becomes the binding path; the observable effect is an instrument-driven first slip that raises the instrument-slip cumulative incidence faster than the launch-slip cumulative incidence in the active-sensor stratum; the operational consequence is that the committed launch date moves and standing-army and rework cost overrun the baseline; and the strategic implication is that reserve and technology-readiness gating should be steered to instrument maturation for this archetype. For the heritage passive-radiometer arm, the chain runs through a direct-rebuild instrument that carries little maturation risk, so the first slip is disproportionately launch-side, a shared-vehicle anomaly, a manifest reshuffle, or a provider’s own development slip, and reserve should be steered to manifest and provider dynamics instead. This is a named mechanism, not a bare correlation; where the dissertation can offer only correlation, as on the comparatively thin launch-availability side, it says so and downgrades its confidence accordingly.
For JPL specifically, the significance is direct because JPL disproportionately leads the first-of-kind active-sensor Earth missions, the lidars and radars with little or no flight heritage, that the dominance result is about. If instrument-driven slip is confirmed as the dominant first-slip hazard for that archetype, the result informs JPL’s reserve posture and its technology-readiness gating at Key Decision Point B for exactly the class of mission JPL builds. The candidate’s home category in the NORTH STAR and JPL framing, Earth Science Missions, is the category this dissertation studies, and the active-sensor archetype is JPL’s institutional specialty.
For the named stakeholders in the program and cost-analysis communities, the significance is methodological and operational at once. The cost-analysis community that produces and consumes CADRe, NICM, and the GAO assessments gains a model that uses their own records, the milestone schedules, the instrument parameters, and the slip-cause narratives, to answer a question those records were never previously made to answer. The program office that posts reserve at confirmation gains a defensible, archetype-specific basis for an allocation it currently makes against a pooled estimate. The significance is bounded honestly: the result, if found, would be a better basis for one specific decision for one specific class of mission, not a universal theory of overrun.
1.5 Scope and delimitations
The scope is deliberately narrow, and narrowness is a methodological virtue here rather than a limitation to apologize for.
The population is NASA Earth-observing missions from roughly 1990 to the present that reach Key Decision Point B, an expected cohort on the order of thirty to sixty missions. The temporal window begins where the formal cost-and-schedule record becomes consistent and ends at the present. The life-cycle window of the analysis begins at Key Decision Point B, the start of preliminary design, and ends at the earlier of the first recorded slip event or launch readiness. The dissertation does not study pre-formulation slip, which is incurred before the cost-and-schedule record stabilizes, except to acknowledge it as left truncation in the spell-origin convention.
Three classes of mission are out of scope by construction. Commercial Earth-observing constellations are excluded because they face different launch economics, different procurement, and a different reserve logic. Planetary and astrophysics missions are excluded because their instrument and launch risk structures differ from the Earth-observing case. Non-US missions are excluded because their acquisition and cause-attribution records are not commensurable with the CADRe and GAO sources. Any result is therefore bounded to NASA Earth-observing missions of the studied era and does not transport beyond it; this boundary is restated explicitly in the discussion so that no reader mistakes a conditional, archetype-specific finding for a general law of cost overrun.
The contribution is also delimited in what it claims. It does not assert that instrument-driven slip is always the larger problem, nor that launch-driven slip is negligible, nor that sensor novelty is the only effect modifier that could matter. It asserts a specific conditional dominance: that instrument-driven slip is the leading first-slip hazard for one identifiable archetype and not for another. This deliberate narrowness is what makes the claim testable on a small cohort and what maps it onto a decision a program office actually makes. A broader claim would be harder to falsify and less useful to the people who would act on it.
One further delimitation governs the form of the dissertation itself. This is a design-stage work. The model specification, the identification strategy, the data sources, and the analysis plan are fully developed; but the cohort has not been assembled, the cause-coding has not been frozen, and the model has not been executed. Every numerical value that appears anywhere in the dissertation is explicitly labeled as illustrative, specifying the form of an expected output rather than reporting an empirical finding. No estimated coefficient, hazard ratio, or cumulative-incidence plateau is presented as a result. This honesty is a scope decision, not a hedge: the deliverable is the pre-registered design and its falsification conditions, and the dissertation is to be judged on the soundness of that design.
1.6 Definitions of key terms
Precision in the following terms is load-bearing, because the entire contribution turns on the separation they encode.
Schedule slip event. A slip event is a committed-baseline schedule movement exceeding a stated threshold, illustratively two months of net launch-date movement, attributable to a single dominant cause within a milestone period. The threshold and the single-dominant-cause requirement are part of the construct, not incidental settings, and the threshold is varied in the robustness battery so that no conclusion depends on a single cutoff.
Instrument-driven slip and launch-driven slip (the competing events). The two competing events are the first instrument-driven slip and the first launch-driven slip. A slip’s cause is coded as instrument-driven or launch-driven by reconciling the CADRe Part A narrative with the GAO assessment narrative for the same project-year; where both name the same cause, the coding is high-confidence, and where they cannot be reconciled the event is flagged un-codable and handled in sensitivity analysis. The two cause-coded first-slip events are the competing risks, so named because the occurrence of one as the first event alters the at-risk set for the other and precludes its clean observation as the first cause.
Mission-development spell (the unit of analysis). The unit of analysis is the mission-development spell, the interval from the start of Phase B at Key Decision Point B to the earlier of the first recorded schedule-slip event of either cause or the launch readiness date. Time is measured in months from Key Decision Point B. Each mission contributes exactly one spell, and the spell ends in one of three states: instrument-driven first slip, launch-driven first slip, or administrative censoring at launch with no above-threshold slip.
Sensor archetype (the effect modifier). Each mission is classified from the NICM instrument taxonomy as carrying a first-of-kind active sensor, for example a lidar or radar with no direct flight heritage, or as a passive-radiometer heritage mission, a passive radiometer with direct heritage from a predecessor instrument. Missions whose sensors are mixed or ambiguous form a third category used only for robustness checks and excluded from the primary contrast. The archetype is the effect modifier whose interaction with the instrument-slip hazard operationalizes the dominance claim.
Cumulative incidence function (the decision-relevant quantity). The cumulative incidence function for cause k is the probability of experiencing a cause-k first slip by a given time, accounting for the competing event. It is the decision-relevant quantity because the reserve question is predictive: a program office needs the cumulative probability of each slip type by archetype, not only the instantaneous rate. The cumulative incidence function, and not the complement of a naive Kaplan-Meier estimate that treats the competing event as ordinary censoring, is the correct estimand, because the naive estimate is biased upward whether or not the competing events are independent [8; 9].
Subdistribution hazard and cause-specific hazard. The subdistribution hazard is the hazard that governs the cumulative incidence function and so answers the predictive question of how a covariate moves the absolute probability of a cause-k slip in the real population where the competing event occurs. The cause-specific hazard answers the etiologic question of how a covariate moves the instantaneous rate of a cause-k slip among missions still at risk. The dissertation estimates both, with the subdistribution hazard primary because the policy question is predictive, and reports divergence between them rather than suppressing it [8].
Estimating optimism (the rival). Estimating optimism is the systematic tendency for planning-stage baselines to be set more favorably than outcomes warrant, the mechanism that Flyvbjerg’s reference-class-forecasting program identifies as the behavioral root of cost overrun [10]. It is operationalized here as the ratio of the confirmation-baseline schedule to a reference-class median schedule for similar-class missions, and it is the control whose removal-and-reintroduction tests whether any apparent slip-cause separation is in fact an optimism artifact.
1.7 The single falsifiable contribution
The dissertation states one falsifiable contribution, given here verbatim as it is carried through every chapter.
H1 (contribution). For Earth-science missions, schedule slip from instrument development and schedule slip from launch-vehicle availability are statistically distinct competing risks, and instrument-driven slip is the dominant subdistribution hazard for missions carrying first-of-kind active sensors but not for passive-radiometer heritage missions.
H0 (null). The two slip sources are not separable competing risks; either their subdistribution hazards are statistically indistinguishable across the cohort, or the dominance of instrument-driven slip does not differ between first-of-kind active-sensor missions and passive-radiometer heritage missions.
The contribution is falsifiable in three concrete and independent ways, and I state them now so that the standard of refutation is fixed before any data are touched. First, if a nonparametric test of equality of the cumulative incidence functions across archetype strata, or a comparison of the cause-specific hazards, cannot distinguish the two slip processes, the events are not separable and H0 holds. Second, if the interaction between sensor archetype and the instrument-side covariates in the instrument-slip subdistribution model is not statistically distinguishable from zero, or carries the wrong sign, the dominance claim fails even if separability survives. Third, if any separation and dominance found disappear once estimating optimism is controlled, the contribution is not robust and is reported as an artifact of the estimating process rather than a real decomposition of slip. Confirmation requires all three of separability, archetype dependence, and robustness; failure of any one falsifies the contribution. Because the cohort is small, the design pre-commits to a power analysis run before estimation and to the rule that a non-rejection accompanied by wide confidence intervals is reported as inconclusive rather than as positive support for H0, which protects against over-claiming in either direction.
This is the third, fourth, and fifth beams of the assurance-case spine, stated here in compressed form and carried in full through the design and discussion chapters: the proposed design addresses the causal mechanism (it separates the two cause-specific hazards without contaminating one with the other), it beats the alternatives (a single pooled slip regression and a naive Kaplan-Meier that treats the competing event as censoring cannot decide separability or dominance, and the latter is biased upward), and its residual risk is acceptable (results are stated as conditional, design-stage, and counterfactual, cause-coding error is bounded by two-source reconciliation and recoding sensitivity, small-sample power is stated in advance, and the optimism rival is explicitly controlled). The full assurance-case table that consolidates these five subclaims against their corpus evidence is compiled in the discussion; here the spine is named so that the reader can track each beam as the argument unfolds.
I note explicitly that this dissertation does not construct an enterprise-architecture or systems-architecture traceability chain, and it deliberately omits the strategic-objective-to-capability-to-system-function vocabulary that such a chain would require. The contribution is an empirical-econometric survival study whose unit of analysis is the mission-development spell. There is no real capability, system, or data-service exchange in scope. The decision-relevance that an architecture chain would otherwise carry is carried instead, in prose, by the reserve-allocation policy implication: the objective is correct reserve allocation at confirmation, and the decision is the archetype-specific reserve posture and the technology-readiness gating at Key Decision Point B. Forcing architecture vocabulary onto a statistical contribution would be a category error, and the dissertation refuses it.
1.8 The intellectual lineage that disciplines the design
Three methodological traditions, beyond the competing-risks estimator itself, discipline the design, and naming them here prepares the reader for the theoretical framework that follows.
The first is the structural-decomposition tradition associated with Fogel, whose signature move is to take an aggregate outcome that everyone attributes to a single dominant cause and decompose it into separable channels whose individual magnitudes are measured against an explicitly constructed counterfactual, as in the social-savings method that separated the contribution of one transport mode from an economy-wide aggregate [11]. Applied here, the lens forbids leaving schedule slip as an aggregate. The dissertation decomposes it into the instrument channel and the launch channel and reads the cumulative incidence function of a removed competing risk as the counterfactual-bearing quantity: what fraction of an archetype’s missions would have slipped first for instrument reasons in the world where launch slip also competes for primacy. The same lens carries Fogel’s own methodological warning, that a constructed counterfactual must be made explicit and bounded with sensitivity analysis, which is why the dissertation reports its decompositions with stated assumptions, stated bounds, and a sensitivity analysis on the cause-coding and the at-risk structure.
The second is the heterogeneity-aware tradition associated with Callaway and Sant’Anna, whose refusal to let a pooled regression coefficient stand in for a heterogeneous set of underlying comparisons is the discipline behind treating sensor archetype as an explicit effect modifier rather than collapsing it into a pooled coefficient [12]. The analogous error this lens forbids is estimating a single instrument-slip hazard pooled across all Earth missions and reporting it as “the” instrument hazard, when the hazard differs sharply between first-of-kind active-sensor missions and heritage passive-radiometer missions. The design instead estimates archetype-specific hazards as separable building blocks and forms any aggregate as a transparent weighting of them, and the same authors’ doubly-robust logic motivates the parallel use of penalized regression and reweighting as a robustness check [18].
The third is the optimism-bias tradition associated with Flyvbjerg, which is not a tool the dissertation adopts but the rival explanation it must defeat: the claim that overruns are driven by systematic planning-stage optimism rather than by project-specific technical cause [10]. A credible separation of slip causes must show that the instrument-versus-launch distinction survives controls for this optimism, which is exactly what the third falsification route tests.
1.9 Roadmap of the dissertation
The dissertation proceeds in eight chapters. This first chapter has established the problem, its context, the research questions, the significance, the scope, the definitions, and the falsifiable contribution. Chapter 2 develops the theoretical framework: the schedule-cost coupling as the conceptual starting point, the competing-risks frame and why the cumulative incidence function rather than the Kaplan-Meier complement is the decision-relevant quantity, the Fogel structural-decomposition lens, the Callaway-Sant’Anna heterogeneity lens, the optimism-bias rival as a theoretical contender, and the integrated conceptual model the empirical work will test. Chapter 3, the longest, reviews the literature in full: the schedule-cost coupling in space systems, the technology-readiness-to-slip relationship on the instrument side, complexity and cost-estimating relationships, instrument cost-time trends, contracting and policy effects, the launch-availability side, the competing-risks methodological literature mature in biostatistics but never applied to mission slip, the project-overrun-economics rival, and the synthesized gap.
Chapter 4 describes the data and measurement in depth: the four named sources, CADRe through the ONCE database under data-use agreement, the NICM and NICM-E instrument-parameter records, the GAO Assessments of Major NASA Projects, and the NASA TechPort sensor technology-readiness histories; the mission-development spell as the unit of analysis with its left-truncation convention; the full measurement table for every variable; the archetype construction from the NICM taxonomy; the two-source cause-coding procedure; and the coverage and limitations. Chapter 5 specifies the research design and identification: the Fine-Gray subdistribution-hazard estimator with the cause-specific Cox model in parallel, the identification strategy resting on the three separability claims and the temporal ordering of covariates, the model specification with its ridge-penalized partial likelihood and events-per-variable cap, the threat catalogue across internal, external, construct, and statistical-conclusion validity, and the computational plan.
Chapter 6 lays out the analysis plan: the fixed estimation sequence, the expected and explicitly illustrative findings under H1 and under H0 and under partial support, the falsification rule fixed in advance, the pre-registered robustness battery, and the power and minimum-detectable-effect analysis run before estimation. Chapter 7 discusses the implications under each possible outcome, the theoretical contribution back to each anchor tradition, the five rival explanations and how the design distinguishes each, and the external-validity boundary; this is where the decision-relevance of the work lives, as policy rather than as architecture. Chapter 8 concludes by restating the contribution as the specification and falsification conditions rather than as coefficients, by setting out what stands even if H1 is not confirmed, by stating the limitations honestly, and by laying out the concrete future-research program that would execute the design. A backmatter supplies the full reference list with hyperlinked citations and a set of appendices: the variable and data dictionary, the cause-coding manual, the taxonomy-to-archetype crosswalk, the pre-registration block, the power tables, and the source-provenance log for the corpus.
The thread that runs through all eight chapters is the single claim stated in Section 1.7: that NASA Earth-mission schedule slip is two separable competing risks whose dominance is conditioned by sensor archetype, and that this can be tested, and falsified, by the design developed here. If the design is executed and the contribution confirmed, NASA and JPL gain a defensible, archetype-specific basis for allocating the scarce reserve that ultimately determines whether an Earth-observing mission overruns. If the design is executed and the null holds, the field learns that slip is one hazard after all, which is itself a result worth having and a cleaner foundation than the field currently stands on.
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Chapter 2: Theoretical Framework
2.0 The chapter thesis
This chapter argues that NASA Earth-mission schedule slip is correctly modeled as a competing-risks process with two cause-specific hazards, and that the conceptual apparatus needed to state and test that claim already exists, fully developed, in three literatures that have never been joined. The first is the competing-risks survival framework of Fine and Gray, which supplies the estimator and, more importantly, the decision-relevant quantity: the cumulative incidence function of a single cause in a world where other causes also occur. The second is the structural-decomposition tradition associated with Fogel, which insists that an aggregate everyone attributes to one dominant cause be split into separable channels and measured against an explicitly bounded counterfactual. The third is the heterogeneity discipline of Callaway and Sant’Anna, which refuses to let a single pooled coefficient stand in for a set of underlying comparisons that differ across subgroups. Each framework was built for a different empirical setting (biostatistical survival analysis, cliometric history, and panel-data econometrics), and each carries a primary literature with its own warnings. The contribution of this chapter is to show, anchor by anchor, exactly how each transfers to the problem of separating instrument-driven from launch-driven slip, and then to assemble the three into a single conceptual model that the empirical chapters will test.
The problem This chapter examines can be stated as current state, desired state, gap, and consequence. The current state of the analytic practice is that schedule slip enters the spacecraft cost-and-schedule literature as a single continuous outcome regressed on covariates, so that a mission is recorded as having slipped and the slip is treated as one hazard with one cause. The desired state is a framework in which the two structurally distinct origins of slip, instrument development and launch availability, are carried as separate events with separate hazards, so that the cumulative probability of each can be estimated conditional on what kind of sensor the mission carries. The gap is that no existing framework does this for mission slip: the survival apparatus is mature in biostatistics but unapplied to acquisition outcomes, the decomposition logic is mature in economic history but has never been pointed at a hazard process, and the heterogeneity discipline is mature in policy evaluation but has not been used to keep an instrument hazard from being averaged across archetypes it does not describe. The consequence of leaving the gap open is that schedule reserve continues to be allocated against an undifferentiated slip pool, and a program office cannot learn from the data which of its two levers, technology gating or launch-manifest margin, the data say it should pull for the archetype in front of it.
The chapter proceeds by building each framework as a substantive section: its core construct, its primary sources, and its precise transfer to this problem. Section 2.1 establishes the schedule-cost coupling that makes slip the right object of study at all. Section 2.2 develops the competing-risks frame and defends the cumulative incidence function as the decision-relevant quantity. Section 2.3 develops the Fogel decomposition lens and its counterfactual discipline. Section 2.4 develops the Callaway and Sant’Anna heterogeneity lens and its doubly-robust motivation for the robustness design. Section 2.5 develops the optimism-bias rival as a theoretical contender that the framework must survive rather than ignore. Section 2.6 assembles the integrated conceptual model and states the causal mechanism the empirical work will test. Throughout, the design-stage discipline holds: every framework is developed as specification, no estimated quantity is reported, and any illustrative magnitude is labeled as such.

2.1 The schedule-cost coupling as the conceptual starting point
The claim that grounds the entire study is that cost growth in NASA Earth-observing missions is, to a first approximation, a monetized image of schedule slip. If this coupling did not hold, slip would be a secondary symptom and the right object of study would be cost directly. The coupling is what licenses treating the timing of slip as the primary outcome and cost as its downstream consequence.
The grounds for the coupling come from the practitioner cost literature. Lieber and Donor, working from a literature review, surveys of project practitioners, and direct experience on NASA programs, document that cost overruns and schedule delays are tightly linked on complex projects, and that the everyday phrase “directly related to” conceals several distinct root causes operating at once [1]. Their catalogue of causes is the useful part for this dissertation. They distinguish causes that are obvious in hindsight, such as unrealistic estimates, technical problems, supply-chain difficulties, and scope changes, from causes that are diffuse, such as complexity, optimism, and political factors. The warrant that connects this evidence to the present argument is the mechanism by which schedule converts to cost: a mission that runs long accrues standing-army labor, contractor fee adjustments, and rework, so that each month of slip carries a monetary cost that compounds. The backing for that warrant is the wider cost-modeling record. Kipp and colleagues isolate instrument schedule growth specifically and show it propagates into mission cost and schedule growth across recent NASA missions, establishing that the instrument is a distinct and measurable locus of the coupling rather than an undifferentiated part of the whole [2]. Bitten and colleagues show that policy changes themselves move NASA science-mission cost and schedule growth, confirming that the coupling is sensitive to the acquisition environment and not a fixed technical constant [3].
The qualifier on the coupling is important and is carried forward into the design. Cost growth is largely, not entirely, a function of slip; a mission can overrun for reasons that are not schedule-mediated, such as a discrete materials price shock or a deliberate scope addition funded with new money. The rebuttal a critic would raise is that if some cost growth bypasses schedule, then a slip-centered framework misses part of the phenomenon. The response is that the dissertation does not claim to explain all cost growth; it claims that the slip channel is the dominant and policy-tractable one, and that the part of cost growth that bypasses slip is outside the scope deliberately, because it is not addressable by the reserve and gating levers the study is built to inform. Confidence in the coupling is high: it is supported by convergent practitioner, cost-model, and policy-effect evidence, and it is the least controversial premise in the chapter.
The transfer of this premise to the framework is direct. Because cost growth tracks slip, the object that must be decomposed is slip, not cost. And because slip has, by the Lieber and Donor cataloguing, multiple root causes that the aggregate hides, the decomposition is not a stylistic preference but a response to an explicitly documented aggregation problem. The remaining sections supply the three pieces of apparatus that turn that response into a testable model.

2.2 The competing-risks frame and the cumulative incidence function
2.2.1 The core construct
The competing-risks frame is the methodological backbone of the dissertation. Its central insight is that when a subject can fail from more than one cause, and the occurrence of one cause removes the subject from the risk set for the others, the failure causes are not independent processes to be analyzed one at a time but competing events that must be analyzed jointly. A mission’s first schedule slip is exactly this kind of outcome: the first slip is either instrument-driven or launch-driven, and once a mission has slipped for one reason and that slip becomes the recorded first event, the clean observation of the other cause as the “first” event is foreclosed. This is the defining structure of competing risks, and it is why slip cannot be analyzed by simply running two independent survival models and ignoring the interference between them.
The frame distinguishes two hazard quantities, and the distinction is the conceptual heart of this section. The cause-specific hazard for event type k is the instantaneous rate of cause-k events among subjects still event-free at time t. It answers the etiologic question: among missions that have not yet slipped, how does a covariate change the rate at which instrument-driven slip occurs. The subdistribution hazard, introduced by Fine and Gray, governs the cumulative incidence function directly: it keeps subjects who have experienced a competing event in a modified risk set, so that the model regresses on the cumulative probability of cause-k slip by time t in the real population where the competing cause also operates [4]. It answers the predictive question: for a mission of a given archetype, what is the probability it will have slipped for instrument reasons by month t, accounting for the fact that launch-driven slip is also competing to be its first slip.
2.2.2 The primary sources and what their convergence establishes
The primary literature on this frame is unusually settled, and reading it as a body rather than as a list yields a clear instruction for design. Fine and Gray provide the estimator and the formal object, the proportional-hazards model for the subdistribution of a competing risk, which allows direct regression modeling of the cumulative incidence of one event type in the presence of others [4]. Gelber and Gray make the foundational normative argument that cumulative incidence functions should replace integrated cause-specific hazard functions when the goal is to describe the probability of competing events over time, because the integrated cause-specific hazard does not correspond to any real-world probability once competing events are present [5]. Ray develops the class of K-sample tests for comparing the cumulative incidence of a competing risk across groups, which is the nonparametric instrument the dissertation uses to test whether the cumulative incidence functions differ across archetype strata [6].
The applied literature then converts these foundations into a usable decision rule. Austin, Lee, and Fine give the canonical guidance: the cause-specific hazard answers the etiologic question of how a covariate affects the instantaneous rate of an event among those at risk, while the subdistribution hazard answers the predictive question of how a covariate affects the cumulative probability of the event in the population where competing events occur, and the choice between them should follow the question being asked [7]. Latouche, Allignol, Beyersmann, Labopin, and Fine sharpen this into a reporting standard: a competing-risks analysis should report results on all cause-specific hazards and the cumulative incidence functions, not one or the other, because each answers a different and complementary question [8]. Lau, Cole, and Gange provide the epidemiologic primer that situates competing-risk regression models in observational data with the warnings that observational settings demand [9]. Wolbers, Koller, Stel, Schaer, Jager, Leffondre, and Heinze summarize the objectives and approaches of competing-risks analysis for a cardiology readership and reinforce that the analyst must match the hazard quantity to the inferential objective [10].
The convergence of these sources establishes three things for the present argument. First, the subdistribution hazard and its cumulative incidence function are the decision-relevant quantities when the question is predictive, which the reserve-allocation question is: a program office wants to know the probability that a mission of a given archetype slips for a given cause, not only the instantaneous rate among the still-unslipped. Second, the cause-specific hazard must be reported alongside, not instead, because divergence between the two is itself informative about whether a covariate acts on the rate or on the cumulative burden, and the reporting standard forbids suppressing either [8]. Third, the comparison across groups must be made on the cumulative incidence functions with a proper K-sample test [6], not on a quantity that ignores the competing structure. The dissertation adopts all three: the subdistribution model is primary, the cause-specific Cox model is estimated in parallel, and Gray’s-type K-sample testing across archetype strata is the nonparametric check.
2.2.3 Why the cumulative incidence function and not Kaplan-Meier
A specific technical point in this literature is load-bearing for the framework and deserves its own treatment, because the most common error in applied competing-risks work is exactly the error this dissertation must avoid. When a competing event is treated as ordinary right-censoring, the naive one-minus-Kaplan-Meier estimator of the cumulative probability of the event of interest is biased upward, because censoring assumes the censored subject remains at risk and could still experience the event, whereas a competing event means the subject can never experience the event of interest at all. Andersen, Geskus, de Witte, and Putter lay out this pitfall and its consequences in detail, and warn that the bias is not a small-sample curiosity but a structural feature of mishandling the competing event [11]. The claim that the Kaplan-Meier approach overstates the probability of the cause of interest is therefore not a stylistic preference for the cumulative incidence function; it is a correction of a known bias whose direction and cause are understood.
The transfer of this point to mission slip is concrete. If launch-driven slip were treated as ordinary censoring in a model of instrument-driven slip, the estimated probability of instrument-driven slip would be biased upward, because missions that actually slipped first for launch reasons (and therefore could never be recorded as instrument-first) would be counted as if they remained at risk of an instrument-first slip. For an archetype contrast this bias is doubly dangerous, because the two archetypes face different mixtures of the two competing causes, so the upward bias would differ between them and could manufacture or mask an apparent archetype difference. The cumulative incidence function, estimated through the subdistribution hazard, is the quantity that handles the competing event correctly and so is the only defensible basis for the archetype comparison. Confidence in this methodological commitment is very high; it rests on a settled and convergent statistical literature with a known bias mechanism, and no part of the design depends on contradicting it.
The qualifier the same literature attaches must also be carried. Latouche and colleagues and the applied guidance all note that the subdistribution hazard’s risk set, which retains subjects who have had a competing event, makes its coefficients harder to interpret etiologically; a covariate can raise the cumulative incidence of one cause partly by lowering the competing cause, so the subdistribution coefficient is a statement about cumulative burden, not about biological or physical rate [7], [8]. The dissertation accepts this qualifier directly: it reports the subdistribution model for the predictive policy quantity and the cause-specific model for the rate interpretation, and it reads any divergence between them as a substantive finding about whether the archetype acts on the rate of instrument slip or on its cumulative share of first slips.

2.3 The Fogel lens: structural decomposition against a bounded counterfactual
2.3.1 The core construct
The second anchor supplies the interpretive discipline that turns a competing-risks estimate into an answer to the dissertation’s real question. The competing-risks apparatus tells the analyst how to estimate the cumulative incidence of each cause without contaminating one with the other; it does not, by itself, tell the analyst to decompose the aggregate at all. The instruction to decompose comes from the structural-decomposition tradition associated with Robert Fogel. Its signature move is to take an aggregate outcome that the field attributes to a single dominant cause and to split it into separable channels whose individual magnitudes are measured against an explicitly constructed counterfactual, rather than accepting the aggregate attribution on its face.
The construct has a precise analogue in the present problem. “Schedule slip” is the aggregate that the standard treatment attributes to a single delay process. The Fogel discipline demands that this aggregate not be left whole. It is decomposed into the instrument channel and the launch channel, and for each archetype the question is posed counterfactually: what would the cumulative incidence of slip be in the world where one channel were removed and only the other competed for primacy. The cumulative incidence function of a competing risk is, read through this lens, the counterfactual-bearing quantity. The instrument-slip cumulative incidence function answers what fraction of missions of a given archetype would experience instrument-driven slip first, in the world where launch-driven slip also competes; it is not a directly observed frequency but a constructed counterfactual quantity that depends on the modeled competing structure.
2.3.2 The primary sources and the warning they carry
The primary literature here is the social-savings tradition and its critics. Fogel’s original demonstration, in the railroads-and-American-economic-growth program, decomposed an aggregate that contemporaries attributed almost entirely to one transport mode into separable channels and measured the marginal contribution of the railroad against a constructed counterfactual of alternative transport [12]. The method was immediately contested precisely on the ground that the counterfactual was constructed rather than observed, which is the defining vulnerability of any decomposition that asks what would have happened in a world that did not occur. The subsequent literature is, in effect, a long argument about how to make such a construction credible. Leunig’s reassessment of the passenger social savings from Victorian British railways is the most directly instructive primary source for this dissertation, because it re-executes the social-savings decomposition with explicit attention to the assumptions, shows how the headline number moves when the counterfactual valuation of time is changed, and thereby demonstrates that the decomposition is only as good as the transparency and sensitivity analysis attached to it [13]. Leunig’s later survey of the social-savings method generalizes the lesson: the method is powerful but its results are conditional on a stated counterfactual and must be bounded [14]. The extension of the market-access decomposition logic to other settings, including the reallocation and market-access reworkings of the railroad question and parallel infrastructure-valuation work, confirms that the decomposition tradition is alive and that its discipline is the explicit, bounded counterfactual rather than any single estimate [15].
The convergent lesson from this body is not the magnitude of any railroad’s contribution, which is irrelevant here, but the methodological warning that travels with the method. A decomposition’s central number is a counterfactual quantity, and a counterfactual quantity must be reported with its assumptions stated, its construction made explicit, and its sensitivity to the construction shown. Fogel’s own decompositions were defended exactly by making the counterfactual explicit and bounding it; the analogue for this dissertation is that the cumulative incidence function of a removed competing risk must be reported with the same explicitness, because it too is constructed rather than observed.
2.3.3 The transfer to mission slip
The transfer has two parts, one substantive and one disciplinary. Substantively, the Fogel lens is what authorizes the dissertation’s framing of the question as a decomposition at all. Without it, a critic could ask why slip should be split into instrument and launch channels rather than analyzed as one process; the answer is that the aggregate hides causes with different owners and levers, exactly as the railroad aggregate hid the separable contribution of one mode, and the decision the program office faces is a decision about a channel, not about the aggregate. The cumulative incidence function of each cause within each archetype is the channel-specific, counterfactual-bearing quantity that the decision requires.
Disciplinarily, the lens imposes a reporting obligation that the design adopts in advance. Because the archetype-specific cumulative incidence functions are constructed counterfactuals, they must be accompanied by a sensitivity analysis that shows how the decomposition moves when the cause-coding or the at-risk structure is perturbed. This is not a generic robustness gesture; it is the specific defense the social-savings tradition developed for the specific vulnerability of constructed counterfactuals. The design therefore pre-commits to varying the slip threshold, to recoding ambiguous cause-attributions both ways, and to reporting the decomposition under each, so that a decomposition that flips under a plausible perturbation is reported as fragile rather than as a finding. The warrant linking the Fogel literature to this commitment is that a decomposition whose counterfactual is not bounded is, by the field’s own hard-won standard, not yet a result; the backing is the entire post-Fogel methodological argument about constructed counterfactuals [13], [14]. Confidence that the decomposition framing is appropriate is high; confidence that any particular decomposed magnitude will be robust cannot be assessed at the design stage and is deliberately left open, which is the honest position the lens itself demands.

2.4 The Callaway and Sant’Anna lens: heterogeneity and the refusal to pool
2.4.1 The core construct
The third anchor supplies the discipline that protects the dissertation’s central conditional claim from being averaged away. The competing-risks frame separates the two causes; the Fogel lens authorizes the decomposition; but neither, by itself, prevents the analyst from estimating a single instrument-slip hazard pooled across all Earth missions and reporting it as “the” instrument hazard. The Callaway and Sant’Anna tradition is the refusal to let a single pooled coefficient stand in for a heterogeneous set of underlying comparisons. Its core construct is that when an effect differs across subgroups or across timing, a pooled estimator returns a weighted average of the underlying group-specific effects, and that weighting can be opaque, can include negative weights, and need not correspond to any quantity the researcher intends to estimate.
The transfer of this construct to the dissertation is immediate and structural. The hypothesis is conditional: instrument-driven slip is the dominant first-slip hazard for missions carrying first-of-kind active sensors but not for passive-radiometer heritage missions. A pooled instrument-slip hazard estimated across both archetypes would average a stratum where the hazard is expected to be large against a stratum where it is expected to be small, and would report a middling number that describes neither archetype. The Callaway and Sant’Anna discipline requires instead that sensor archetype enter as an explicit effect modifier, that the archetype-specific subdistribution hazards be estimated as separable building blocks, and that any aggregate be a transparent and defensible weighting of those blocks rather than a regression-imposed average. This is precisely the interaction term that operationalizes the contribution: the parameter of interest is the coefficient on the archetype-by-instrument-side interaction, not a pooled main effect.
2.4.2 The primary sources and what they instruct
The primary literature is the recent reckoning in panel-data econometrics with heterogeneous treatment effects. Callaway and Sant’Anna provide the canonical statement that under heterogeneity the standard two-way fixed-effects estimator returns a contaminated weighted average of group-time effects, and they construct estimators that target well-defined, interpretable building-block parameters which can then be aggregated transparently [16]. De Chaisemartin and d’Haultfoeuille establish, in parallel, that two-way fixed-effects and difference-in-differences estimators with heterogeneous effects can place negative weights on some underlying comparisons, so that the headline coefficient can even take a sign opposite to every underlying effect [17]. Goodman-Bacon’s decomposition of the difference-in-differences estimator with variation in treatment timing makes the weighting fully explicit and shows which comparisons drive the pooled number [18]. The synthesis literature surveying these developments consolidates the field’s converged position that heterogeneity must be modeled, not assumed away, and that aggregation must be a deliberate, weighted choice rather than a by-product of the estimator [19]. The pre-test literature warns, additionally, that conditioning the analysis on a prior test can itself distort the reported estimates, a caution the dissertation carries into its decision to fix the archetype contrast in advance rather than select it after looking at the data [20].
The convergent instruction from this body is that the building blocks come first and the aggregate comes second, transparently weighted. Applied to the dissertation, this means the archetype-stratified subdistribution hazards are estimated as the primary objects, the archetype contrast is the parameter of interest, and any cohort-wide summary is an explicit weighting of the two strata rather than a pooled coefficient that silently averages them. The warrant connecting this econometric literature to a survival model is the shared statistical structure: a pooled hazard across heterogeneous strata is subject to the same averaging pathology as a pooled treatment effect across heterogeneous groups, because in both cases a single coefficient is asked to summarize comparisons that differ in magnitude and possibly in sign. The backing is the explicit weighting decompositions that make the pathology visible in the difference-in-differences setting [18] and the negative-weights results that show how severe it can become [17].
2.4.3 The doubly-robust motivation for the robustness design
A second contribution of this tradition to the dissertation is methodological insurance rather than framing. Sant’Anna and Zhao develop doubly-robust difference-in-differences estimators that combine an outcome model and a propensity or weighting model so that the estimator remains consistent if either one is correctly specified, even when the other is misspecified [21]. The construct is general: pairing a regression model with a reweighting model buys robustness to the failure of either component. The dissertation adopts the logic, not the specific estimator. Because the archetype-specific hazards are estimated on a small observational cohort where any single modeling choice could be wrong, the design pairs a penalized-regression specification with a reweighting robustness check, so that the archetype-specific hazard conclusions do not rest on one functional form. The warrant is the doubly-robust insight that combining an outcome model and a weighting model protects against misspecification of either; the transfer is that the same pairing disciplines the small-sample hazard estimation against over-reliance on a single regularization or specification choice.
The qualifier the literature attaches is that double robustness is not a license to ignore specification entirely; it protects against the failure of one component, not both. The dissertation accepts this and treats the penalized-regression-plus-reweighting pairing as a robustness check that strengthens confidence when the two agree and flags fragility when they diverge, not as a guarantee of correctness. Confidence that the heterogeneity discipline is the right framing is high, because the conditional structure of the hypothesis makes pooling actively misleading; confidence in any specific archetype-specific magnitude is, again, deferred to execution.

2.5 The optimism-bias rival as a theoretical contender
2.5.1 Why the rival is theoretical, not merely empirical
A complete theoretical framework must include the leading rival account, because the dissertation’s separation of slip into instrument and launch channels is a causal claim that a competing explanation could undercut at the level of theory, not only at the level of a control variable. The leading rival is the optimism-bias and reference-class-forecasting account associated with Flyvbjerg. Its core proposition is that cost and schedule overruns are driven less by project-specific technical causes than by systematic optimism in the estimating process itself: planners produce baselines that are predictably too aggressive, and the overrun is the gap between an optimistic plan and an ordinary outcome rather than the footprint of any particular technical event [22]. If this account is correct in its strong form, then decomposing slip into instrument and launch channels could be decomposing an artifact, because the apparent technical causes would be downstream of a single estimating pathology that produced the over-aggressive baseline in the first place.
This rival is genuinely theoretical because it offers a different generative model of the data, not merely an omitted variable. Under the instrument-launch decomposition model, the data are generated by two physical processes (technology maturation and manifest dynamics) whose hazards differ by archetype. Under the strong optimism model, the data are generated by one estimating process whose bias varies with how aggressive the baseline was, and the “cause” of slip recorded in the narrative is a post-hoc rationalization of a gap that optimism created. The two models can fit the same slip record while implying opposite policy levers: the decomposition model says steer reserve to the dominant physical channel by archetype, while the optimism model says fix the estimating process and reference-class the baseline, and the archetype channel is a distraction.
2.5.2 The primary sources and the procedure they imply
The primary literature is specific about both the claim and the remedy. Flyvbjerg’s synthesis of what is known about cost overrun states the empirical regularities, including the persistence and predictability of overruns across project types, in a form that frames overrun as a property of the estimating process [22]. The procedures-for-optimism-bias guidance operationalizes the remedy: adjust planning-stage estimates using the distribution of outcomes from a reference class of comparable completed projects, so that the optimistic point estimate is replaced by an empirically grounded distribution [23]. The remedy is the source of the control the dissertation builds. An estimating-optimism proxy can be constructed as the ratio of a mission’s confirmation-baseline schedule to a reference-class median schedule for missions of similar class, which is the reference-class-forecasting logic turned into a measurable covariate.
The procedure the rival implies for the dissertation is therefore not to dismiss optimism but to control for it and to test whether the channel separation survives the control. If the instrument-launch separation disappears once the optimism proxy is included, the rival wins and the decomposition was an artifact of which missions were optimistically estimated. If the separation persists with the optimism proxy in the model, the rival is engaged and defeated on its own terms, and the channels stand as more than re-descriptions of estimating bias. The design pre-commits to running the model with the optimism control included and then removing it, reporting both, so that the dependence of the separation on the control is visible rather than buried.
2.5.3 The qualifier and the calibrated confidence
The qualifier on the rival is that optimism bias and physical-channel slip are not mutually exclusive; the honest position is that both can operate, and the empirical question is whether the channel distinction adds explanatory and decision content beyond the optimism account. The rebuttal a Flyvbjerg-aligned critic would press is that even a surviving separation could reflect archetype-correlated optimism, where first-of-kind active-sensor missions are systematically more optimistically estimated than heritage missions, so that the archetype interaction captures differential optimism rather than differential physical hazard. The design’s answer is that the optimism proxy is archetype-specific in its reference class and that the complexity control after the cost-estimating-relationship literature absorbs the most obvious confound, so that the archetype interaction is identified net of both general optimism and general complexity. This answer is partial, not complete, and the dissertation states so: the separation of differential optimism from differential physical hazard is bounded by the quality of the optimism proxy, and the residual risk is acknowledged rather than assumed away. Confidence that the optimism rival must be controlled is very high; confidence that the control fully purges archetype-correlated optimism is moderate and is explicitly flagged as a limitation the executed analysis must probe.

2.6 The integrated conceptual model
2.6.1 Assembling the three anchors into one identification logic
The three anchors are not three alternative lenses to be chosen among; they are three complementary pieces of a single identification logic, and the integrated model is their assembly. The competing-risks frame supplies the estimator and the decision-relevant quantity: the cumulative incidence function of each cause, estimated through the subdistribution hazard, with the cause-specific hazard reported alongside and the cumulative incidence functions compared across strata by a proper K-sample test [4], [6], [7], [8], [11]. The Fogel lens supplies the interpretive discipline: the aggregate slip is decomposed into instrument and launch channels, the cumulative incidence function of each is read as a constructed counterfactual, and the decomposition is bounded by sensitivity analysis on the cause-coding and the at-risk structure [12], [13], [14]. The Callaway and Sant’Anna lens supplies the heterogeneity discipline: sensor archetype enters as an explicit effect modifier, the archetype-specific hazards are the building blocks, no pooled hazard is reported as the headline, and the penalized-regression-plus-reweighting pairing is the doubly-robust-motivated robustness check [16], [17], [21]. The optimism account supplies the rival the model must defeat: the channel separation is estimated with and without a reference-class optimism control, and a separation that depends on the control is conceded to the rival [22], [23].
The fit among the three is tight rather than coincidental. The competing-risks cumulative incidence function is exactly the counterfactual-bearing quantity the Fogel decomposition needs, so the estimator and the decomposition share an object. The archetype stratification the Callaway and Sant’Anna discipline demands is exactly the stratification across which the competing-risks K-sample test compares the cumulative incidence functions, so the heterogeneity discipline and the survival comparison share a partition. The optimism control is the covariate that keeps the decomposition and the stratification from being artifacts of the estimating process, so the rival’s remedy becomes the model’s control. The integration is the contribution at the level of theory: no prior work joins the survival estimator, the decomposition discipline, the heterogeneity discipline, and the optimism control into one logic that can test separability and archetype dependence at once.
2.6.2 The notation the model carries forward
The model is stated in the notation fixed across the dissertation so that the design and analysis chapters inherit it without restatement. For event type k (k = instrument, launch), the Fine-Gray proportional subdistribution hazard model is
subhazard_k(t | X) = subhazard_k0(t) * exp(X * beta_k),
where the subdistribution hazard governs the cumulative incidence function CIF_k(t | X), the probability of a cause-k first slip by time t accounting for the competing event. The coefficient on the archetype-by-instrument-side interaction is the parameter of interest for the contribution. The cause-specific Cox model is estimated in parallel for each event for the instantaneous-rate interpretation, and a Gray’s-type test is the nonparametric check on whether the cumulative incidence functions differ across archetype strata. Estimation uses a ridge-penalized partial likelihood, with the penalty selected by cross-validation and the number of free covariates capped by an events-per-variable rule, given the small cohort. This notation is reproduced verbatim from the shared specification and is not altered here.
2.6.3 The causal mechanism the empirical work will test
The integrated model implies a specific causal chain, stated as driver, mechanism, observable effect, operational consequence, and strategic implication, so that the empirical work tests a mechanism and not a bare correlation. The driver is that a mission carries a first-of-kind active sensor, a lidar or a radar, below its assumed maturity at the start of preliminary design. The mechanism is that the least-mature sensor technology fails environmental test, cannot close its calibration budget, or runs long in maturation, so that instrument development becomes the binding path on the schedule. The observable effect is an instrument-driven first-slip event, cause-coded from the cost-and-technical narrative reconciled against the independent assessment narrative, which raises the instrument-slip cumulative incidence faster than the launch-slip cumulative incidence in the active-sensor stratum. The operational consequence is that the mission’s committed launch date moves, accruing the standing-army and rework cost that overruns the confirmation baseline, which closes the schedule-cost coupling established in Section 2.1. The strategic implication is that schedule and cost reserve at confirmation should be steered to instrument maturation and to technology gating at the preliminary-design decision point for this archetype.
The mechanism runs the opposite way for the heritage archetype, and naming both is what makes the model a competing-risks model rather than a single-channel model with an interaction bolted on. For a passive-radiometer continuity mission whose instrument is a direct rebuild of a flown unit, the instrument carries little maturation risk, so the binding path is rarely instrument development. The first slip, when it occurs, is disproportionately launch-side: a shared-vehicle anomaly, a manifest reshuffle, or a launch provider’s own development slip, each exogenous to the spacecraft’s readiness. The launch-slip cumulative incidence therefore rises at least as fast as the instrument-slip cumulative incidence in the heritage stratum, the dominance reverses or vanishes, and the strategic implication inverts: reserve for the heritage archetype should be held against manifest and provider dynamics rather than against instrument maturation. The two mechanisms are the two competing hazards, and the archetype is the effect modifier that determines which one binds.
Where the framework offers a causal claim, it names the mechanism; where the available design supports only an association, it says so. The dominance claim is causal in the sense that it rests on a named physical mechanism with a documented direction, the instrument-maturation channel for the active archetype and the manifest channel for the heritage archetype, supported by the technology-readiness-to-slip evidence on the instrument side and the continuity-mission launch-pressure record on the launch side [24], [25], [26], [2]. The strength of the causal reading is bounded by the observational nature of the cohort: sensor archetype is not randomized to missions, so the archetype contrast is a comparison of naturally occurring groups, and the controls for complexity and estimating optimism are the only defense against confounding of archetype with other risk drivers. The framework states this plainly and downgrades the causal language accordingly: the model identifies an archetype-conditional dominance under stated controls, not an experimentally established causal effect, and the empirical chapters carry that calibrated modality forward.
2.6.4 The assurance-case spine the framework supports
The conceptual model is built to carry the assurance-case spine that runs across the whole dissertation, and stating it here fixes what each later chapter must defend. The problem is real: cost growth is largely a monetized image of slip, and slip has structurally different instrument and launch origins that the single-hazard treatment collapses, grounded in the schedule-cost coupling and the documented distinctness of the instrument and launch channels [1], [2], [3], [24]. The problem is material: slip and the reserve allocated against it are first-order cost drivers, and technology-readiness deficits and instrument-schedule growth measurably move mission cost and schedule, so getting the channel wrong has a price [2], [24], [3]. The design addresses the causal mechanism: a competing-risks model with archetype as an explicit effect modifier separates the two cause-specific hazards without contaminating one with the other, which is exactly what the integrated framework is constructed to do [4], [7], [16]. The design beats the alternatives: a single pooled slip regression cannot decide separability, and a naive Kaplan-Meier that treats a competing event as ordinary censoring is biased upward and cannot estimate the channel-specific cumulative incidence, while the subdistribution model can [11], [8]. The residual risk is acceptable and stated: results are conditional, design-stage, and counterfactual in the cumulative incidence sense; cause-coding error is bounded by two-source reconciliation and recoding sensitivity in the Fogel discipline; small-sample power is committed to be reported in advance; and the optimism rival is explicitly controlled rather than ignored [13], [22], [23], [8]. The full assurance-case summary table is compiled at the document level; this chapter’s role is to show that the conceptual model can bear each subclaim.
This dissertation concerns a survival-analytic, policy-econometric contribution and not a real system, capability, or data-and-service exchange, so the architecture-traceability layer is deliberately out of scope. The decision relevance is carried in prose rather than in a capability-to-function chain: the objective is correct reserve allocation at confirmation, and the decision the model informs is the archetype-specific reserve posture and the technology-gating threshold at the preliminary-design decision point. No enterprise-architecture vocabulary is forced onto the econometric contribution, and the discussion chapter rather than an architecture table is where the objective-to-decision mapping is developed in full.

2.7 Summary
The framework this chapter has built is the joint of three settled literatures, assembled for a problem none of them was written for. From the competing-risks tradition it takes the subdistribution hazard and its cumulative incidence function as the decision-relevant, predictive quantity, the cause-specific hazard as the complementary etiologic quantity reported alongside, and the K-sample comparison of cumulative incidence functions as the test of separability, all disciplined by the known upward bias of treating a competing event as ordinary censoring [4], [6], [7], [8], [11]. From the Fogel tradition it takes the instruction to decompose the slip aggregate into channels and to read each channel’s cumulative incidence function as a constructed counterfactual bounded by explicit sensitivity analysis [12], [13], [14]. From the Callaway and Sant’Anna tradition it takes the refusal to pool a heterogeneous hazard, the archetype-as-effect-modifier structure, and the doubly-robust-motivated pairing of penalized regression with reweighting [16], [17], [21]. And from the optimism-bias account it takes the rival the model must survive and the reference-class control that lets it survive on the rival’s own terms [22], [23]. The integrated model states a named, archetype-conditional causal mechanism with calibrated, design-stage confidence: instrument-driven and launch-driven slip are separable competing risks whose dominance is conditioned by sensor archetype, a claim the empirical chapters will test under the fixed notation and the pre-committed falsification rule. No estimated quantity is reported here, and none is implied; the chapter delivers the conceptual model and its evidential spine, and leaves the numbers to an execution the design honestly defers.
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Chapter 3: Literature Review
3.0 The chapter thesis
The literature that bears on NASA Earth-mission schedule slip is broad, but it is not joined. This chapter argues a single claim and develops it across nine thematic sections: the three research traditions that touch the cost-overrun-through-slip problem each supply one necessary piece of an integrated identification strategy, yet no published study assembles all three, and that absence of integration, not the absence of any single piece, is the gap this dissertation fills. The spacecraft cost-and-schedule literature establishes that slip is real, costly, and partly traceable to technology immaturity, but it models slip as one continuous outcome and never separates its causes into competing events. The competing-risks survival literature supplies exactly the estimator that would separate two cause-specific hazards without letting one contaminate the other, but it lives in biostatistics and has never been turned on a mission cohort. The project-overrun-economics literature supplies the rival explanation, estimating optimism, that any credible cause-separation must survive, but it offers no apparatus for decomposing slip by physical origin. The chapter funnels from the broad schedule-cost coupling down through the instrument-side drivers, the contracting and policy effects, and the launch-availability side, then crosses into the competing-risks toolkit and the overrun-economics rival, and closes by stating the synthesized gap and the propositions that follow from it.
The problem the chapter addresses can be framed in four moves. The current state of the literature is a body of work that treats schedule slip as a single hazard and regresses it on covariates, so that a program office reading the literature learns that slip is costly and that low technology readiness predicts it, but learns nothing about whether the slip it should reserve against is instrument-driven or launch-driven. The desired state is a literature that separates the two slip origins as distinct competing risks and tells a program office which dominant hazard a given mission archetype faces. The gap is that the three relevant literatures have never been integrated into one strategy that tests separability and archetype dependence at once. The consequence of leaving the gap open is that reserve keeps being allocated against an undifferentiated slip pool, and a first-of-kind active-sensor mission under-reserved against instrument maturation, or a heritage continuity mission under-reserved against manifest risk, overruns or descopes while the program office cannot say which lever it should have pulled.
Throughout, every cited source is interpreted rather than catalogued. For each work the chapter states what it found, by what method, with what limitation, and what its convergence (or divergence) with neighboring work means for the dissertation’s argument. Causal claims name a mechanism; where the evidence supports only correlation, the chapter says so and downgrades its confidence accordingly. The chapter carries the assurance-case spine of the dissertation as it goes: the problem is real (Sections 3.1 through 3.6), the apparatus to address its causal structure exists but is unused on this problem (Section 3.7), the dominant rival explanation is identified and must be controlled (Section 3.8), and the residual gap is stated as a set of testable propositions (Section 3.9).

3.1 The schedule-cost coupling in space systems
The foundational empirical regularity for this dissertation is that cost growth in complex space and defense projects is, to first order, a monetized image of schedule slip. The clearest statement of this coupling comes from Lieber and Donor, who examined the relationship between schedule delays and cost overruns on complex NASA and defense projects through a combined approach of literature review, practitioner survey, and direct program experience [1]. Their central finding is that practitioners broadly accept that cost overruns are “directly related to” schedule delays, but that the phrase conceals a heterogeneous set of root causes operating simultaneously: unrealistic estimates, supply-chain difficulties, insufficient schedule margin, technical problems, scope changes, and discrete risk events, alongside less tangible drivers such as project complexity, over-optimism, political pressure, and poor communication. Their method is qualitative and taxonomic rather than inferential; they catalogue and categorize the factors rather than estimate their relative weights on a cohort. That is precisely the limitation this dissertation responds to. Lieber and Donor establish that slip has multiple structurally distinct causes and that the aggregate phrase “directly related to” hides them, but they stop at the catalogue. They do not build an estimator that separates the causes into competing events and measures which dominates for which kind of mission. The convergence of their catalogue with the rest of the cost-and-schedule literature is what licenses the dissertation’s core move: if everyone agrees slip is multi-causal, then modeling it as a single hazard is a modeling choice of convenience, not a reflection of the underlying physics, and a competing-risks reframing is overdue.
The mechanism behind the coupling is concrete and worth naming, because the dissertation’s entire decision-relevance rests on it. A mission that takes longer than its committed schedule continues to pay its standing army of engineers, technicians, and managers for the extra months; it incurs contractor fee adjustments and rework when delayed subsystems force re-test of already-completed work; and it absorbs the carrying cost of facilities and integration infrastructure held open past plan. The driver is elapsed time beyond baseline; the mechanism is the conversion of that time into recurring labor and overhead; the observable effect is committed-cost growth; the operational consequence is a breach of the confirmation cost baseline; the strategic implication is that controlling slip is the highest-leverage way to control cost. This chain is supported across the literature reviewed below and is treated here as high-confidence, because it is corroborated by independent NASA cost-community studies (Sections 3.4 and 3.5) using different datasets and different methods. The dissertation does not need to re-establish the coupling; it takes the coupling as settled and asks the next question, which is what drives the slip.
A broad empirical anchor for the scale of the overrun problem outside the space domain is provided by the project-overrun literature synthesized under the heading of how common cost overrun and cost growth actually are [2]. That synthesis documents that cost overrun is pervasive across project types and eras and that its distribution is not well-behaved; overruns are not symmetric errors around a correct estimate but are systematically biased upward and heavy-tailed. The relevance to the space domain is that NASA Earth missions are not an exception to a general pattern of well-estimated projects; they sit inside a population of large technical projects that overrun routinely and asymmetrically. This matters for the dissertation’s framing because it means the question is not whether Earth missions slip, which is settled, but what the dominant first cause of their slip is, which is open. The limitation of importing the general-project evidence is external validity: construction and transport megaprojects differ from spaceflight missions in their technology content and their procurement structure, so the general distribution motivates the question without answering it for the space case.

3.2 Technology readiness and schedule slip: the instrument side
The most direct antecedent to the instrument arm of the dissertation’s competing-risks structure is the body of work linking technology readiness level to schedule slippage. Dubos, Saleh, and Braun provide the canonical quantitative treatment, modeling schedule slippage as a function of the technology readiness level of a spacecraft’s least-mature technology at the time of program authorization [3], with the conference antecedent developing the data analysis and modeling in fuller detail [4]. Their method is a cross-mission statistical model relating starting TRL to subsequent realized schedule slip. Their central finding is twofold and both halves matter for this dissertation. First, a deficit in the entry TRL of the least-mature technology maps to a measurable increase in expected schedule slip, so technology immaturity is not merely a qualitative risk flag but a quantitatively estimable driver of delay. Second, and more consequential, the relationship is nonlinear at the low-maturity end: the schedule penalty for starting a development at a very low TRL grows disproportionately as maturity falls, so the marginal cost of immaturity is highest precisely where missions carrying first-of-kind technologies live. This is the empirical foundation for treating entry TRL of the least-mature sensor as the leading instrument-side covariate and for expecting it to load most heavily on first-of-kind active-sensor missions.
The mechanism Dubos and colleagues’ result implies is the instrument-arm causal chain the dissertation will test. A mission carries a sensor technology below its assumed maturity at the start of development; that technology must be matured during the development itself rather than before it; maturation activities such as detector qualification, calibration closure, and environmental test reveal problems that were latent at authorization; the resolution of those problems consumes calendar time that was not in the baseline; the schedule slips; and the slip is, in origin, instrument-driven. The limitation of the Dubos work for the dissertation’s purpose is that it models slip as a single continuous outcome regressed on TRL. It does not distinguish slip that originates in the instrument from slip that originates elsewhere, and so it cannot say whether a given mission’s realized slip was actually caused by the immature technology or merely co-occurred with it. The dissertation’s competing-risks reframing is the direct response: it keeps the TRL covariate that Dubos validated but assigns it to a cause-specific instrument hazard rather than to a pooled slip outcome, so that the covariate’s effect is estimated on the event it is theorized to drive.
Two further sources sharpen the TRL-schedule relationship and extend its credibility. Behdinan and Mishra develop a weighted technology readiness level framework that uses cardinal, multi-criteria weighting to ascertain the maturity, schedule, and trend of a set of NASA technologies, motivated explicitly by the observation that the Government Accountability Office has repeatedly reported cost overruns and schedule slippages tied to subjective and inconsistent maturity assessment [5]. Their contribution is methodological: they show that a flat, ordinal TRL scale loses information because it treats the gap between adjacent levels as constant, when in fact the difficulty of advancing across levels is uneven, and they propose a weighting that recovers that unevenness. The interpretation for this dissertation is that the entry-TRL covariate must be understood as an ordinal proxy for an underlying continuous and nonlinear maturity construct, which reinforces the Dubos finding of nonlinearity and counsels caution in treating TRL deficits as additive. The limitation is that the Behdinan framework is a maturity-assessment method, not a slip-causation study; it improves the measurement of the covariate without itself separating slip causes. A complementary roadmapping methodology for future systems situates TRL-driven planning inside a structured technology-maturation process [6], and a flight-spares methodology for robotic life extension documents the heritage-build side of the same maturity question, showing that cost-effective spares strategies depend on the maturity and heritage of the design being spared [7]. Together these establish that maturity is a structured, plannable, but uneven quantity, which is exactly the construct the dissertation’s archetype variable is built to capture at its extremes.
The official NASA position on technology readiness assessment is captured in the final report of the NASA Technology Readiness Assessment study team, which reviewed the agency’s TRA and TRL processes, compared them with other government and international agencies, and recommended mitigations for the ambiguities the team found [8]. The report’s value to this dissertation is that it documents, from inside the agency, that TRL assessment at the relevant milestones is detailed but ambiguity-prone, and that the GAO had an active interest in producing a TRA best-practices guide. This is institutional corroboration that entry TRL is both the right covariate to capture instrument maturity and a covariate measured with non-trivial error, which the dissertation’s measurement and threats-to-validity discussion must carry forward. The limitation is that the study team’s report is a process-improvement document, not an empirical slip study, so it informs the construct and its measurement error without contributing a finding about slip causation.
Table 3.1. The TRL-to-schedule-slip evidence cluster.
	Source
	Method
	Core finding
	Limitation for this study

	Dubos, Saleh & Braun [3], [4]
	Cross-mission statistical model of slip on entry TRL
	Entry-TRL deficit raises expected slip; relationship nonlinear at low maturity
	Models slip as a single pooled outcome; does not separate slip causes

	Behdinan & Mishra [5]
	Multi-criteria weighted TRL framework
	Adjacent TRL gaps are unequal; ordinal TRL loses information
	Maturity-assessment method, not a slip-causation study

	Tech-roadmapping methodology [6]
	Roadmapping for future systems
	TRL-driven maturation is a structured, plannable process
	Process methodology, not an empirical slip estimate

	Flight-spares methodology [7]
	Cost-effective spares for life extension
	Heritage and maturity govern spares strategy
	Heritage-side illustration, not a competing-risks design

	NASA TRA study team [8]
	Agency process review
	TRL assessment is detailed but ambiguity-prone
	Process-improvement report, no slip finding


The synthesis of Table 3.1 is that the instrument-side covariate is well-validated as a driver of slip in aggregate and is understood to be nonlinear and measured with error, but that the entire cluster shares the limitation the dissertation exists to remove: none of it separates instrument-origin slip from other-origin slip. Confidence in the instrument-arm covariate is therefore high; confidence that the existing literature has isolated the instrument hazard is, by construction, nil, because no source attempts the isolation.

3.3 Complexity and cost-estimating relationships
A necessary precondition for the dissertation’s archetype claim is that “first-of-kind active sensor” is not merely a relabeling of “complex mission.” If sensor novelty and general complexity are the same thing, then any apparent instrument-slip dominance for novel-sensor missions would be an artifact of complexity, and the archetype contrast would carry no independent information. The complexity-based cost-estimating literature is what allows the dissertation to separate the two, and it must therefore be reviewed not as background but as the source of an essential control.
Bearden’s complexity-based cost-estimating relationships are the anchor [9]. Bearden’s method builds a complexity index for a space system by hypothesizing the key technical elements that determine subsystem complexity, ranking each element against a historical database of comparable subsystems, and combining the ranks into an overall complexity measure that feeds a cost-estimating relationship. The central finding is that mission complexity and design aggressiveness independently raise both cost and schedule risk, and that complexity is estimable parametrically from technical parameters available early in design. For this dissertation the result is doubly useful. It supplies a constructed complexity index that can enter the survival model as a control, so that the archetype effect is estimated net of general complexity; and it establishes, by demonstrating that complexity is separately measurable, that complexity and sensor novelty are distinct constructs that can in principle be disentangled. The limitation is that Bearden’s relationships are built to predict cost and schedule as outcomes, not to separate slip causes, and the complexity index is itself a compression of many technical parameters that may correlate with novelty; the control reduces but cannot fully eliminate the risk that archetype proxies for residual complexity, which the dissertation acknowledges as a construct-validity threat.
The instrument-cost-modeling tradition reinforces that instrument development is a distinct and parametrically modelable locus of risk. The JPL Advanced Projects Design Team’s spacecraft instrument cost model develops an objective, multivariate approach to estimating instrument cost from physical and technical parameters [10], establishing early that instruments are estimated separately from the bus and that their cost is a function of mass, power, and technical characteristics. The interpretation is that the literature already treats the instrument as a separable cost-and-schedule object with its own drivers, which is the conceptual permission the dissertation needs to treat instrument-origin slip as a separable event. The limitation of the instrument-cost-model tradition for the present purpose is that it estimates instrument cost, not the timing or cause of instrument-origin slip; it tells the dissertation which parameters describe an instrument’s difficulty but not when or whether that difficulty becomes a schedule event. The dissertation uses these parameters as instrument-side covariates while supplying, through the competing-risks estimator, the timing-and-cause structure the cost models lack.

3.4 Instrument-development cost-time trends and instrument-schedule growth
The proposition that instrument development is specifically where Earth missions slip, as opposed to the bus or the ground system, is supported by a focused NASA cost-community literature that the dissertation treats as the strongest available direct evidence for its instrument arm. Kipp, Ringler, Chapman, and Freaner examine the impact of instrument schedule growth on mission cost and schedule growth for recent NASA missions [11]. Their method relates instrument-level schedule growth to mission-level cost and schedule outcomes across a set of recent missions. Their finding, which is the load-bearing one for this dissertation, is that growth in the instrument’s schedule propagates to growth in the mission’s cost and schedule: the instrument is not merely one contributor among many but a primary driver whose slip transmits to the whole mission. The mechanism is integration coupling. The instrument sits on the mission’s critical path because the spacecraft cannot complete integration and test until the instrument is delivered and verified, so an instrument that runs long forces the whole integrated system to wait, accruing standing-army cost across the entire project rather than only on the instrument team. This is the clearest empirical statement in the corpus that an instrument-origin delay is a mission-level event, which is exactly the claim the dissertation’s instrument-driven competing event encodes. The limitation is that Kipp and colleagues measure instrument schedule growth as a continuous quantity correlated with mission outcomes; they do not frame the instrument as a competing risk against a launch-side alternative, and so they cannot say, for a given mission, whether the instrument or the launch was the first cause of slip. The dissertation’s contribution is to take Kipp’s validated instrument-to-mission propagation and embed it in a structure that lets it compete with the launch channel for first-cause primacy.
The cost-time-trend tradition provides the longitudinal backdrop. The NASA Instrument Cost Model and its Explorer-class extension estimate instrument cost from mass, power, data rate, and technology parameters, and the long-run instrument cost-time-trend studies document that instrument development is a persistent locus of cost and schedule risk distinct from the bus and from launch. These named sources are described in the data chapter as the origin of the instrument-parameter covariates and the active-versus-passive taxonomy; here their relevance is that they establish, over decades and many instruments, that instrument development has its own cost-time signature, which is the empirical basis for treating it as a separable channel rather than folding it into a bus-and-instrument aggregate. The limitation, common to the cost-model tradition, is that the trends describe cost as a function of instrument parameters and do not isolate the cause or timing of slip; they justify the instrument channel’s existence without estimating its hazard.
Supporting cost-estimating studies extend the instrument-side evidence into specific subsystems and contracting contexts. Hahn and Sholder develop a cost model for electronic, electrical, and electromechanical parts in NASA space missions and document, through multiple linear regression on actual mission and instrument costs, that parts costs grow as a design is refined and finalized, driven by parameters such as parts class, radiation environment, board area, and requirement complexity, and they connect this growth explicitly to the need for appropriate reserve allocation [12]. The interpretation is that even at the component level, immaturity and complexity translate into cost growth that the program must reserve against, reinforcing the instrument-arm mechanism at a finer grain. Nilsen examines the effect of implementing data-driven uncertainty, through subsystem correlation matrices derived from cost-estimating-relationship residuals, on NASA cost models, and finds that correlation assumptions materially shift the probabilistic cost output and that residual-derived correlations reduce bias and error relative to blanket assumptions [13]. The relevance is that the instrument channel’s cost risk is correlated across subsystems in ways that naive models miss, which corroborates the dissertation’s choice to model the instrument hazard with covariates rather than as an independent draw. Bart, Duda, and Hoffman estimate the cost to transition a space system from expendable to reusable and, in doing so, formalize technology-readiness-level growth factors and reliability-growth factors as multipliers on development cost [14], which independently confirms that TRL growth is treated by the cost community as a quantitative cost-and-schedule driver, consistent with the Dubos finding from the schedule side.
The synthesis of Section 3.4 is that the instrument channel is the best-evidenced of the two competing events. Multiple NASA-community studies, using different datasets and methods, converge on the conclusion that instrument schedule growth propagates to mission cost and schedule growth and that its drivers (TRL, complexity, parts immaturity, correlated subsystem risk) are estimable from parameters available at confirmation. Confidence in the instrument arm is therefore moderate-to-high at the design stage. What would raise it to high is exactly what no existing study provides and what the dissertation proposes: an estimate of the instrument hazard as a competing risk against the launch channel on a defined cohort. What would lower it is a finding, on execution, that instrument slip rarely arrives first because anticipatory descoping suppresses it, a possibility the dissertation flags as a rival explanation.

3.5 Contracting and policy effects on mission cost and schedule
Slip and its cost consequence are not purely technical; they are shaped by the contract vehicle and the acquisition policy regime under which a mission is bought. This literature matters to the dissertation in two ways: it supplies covariates and controls that prevent the cause-separation from being confounded by procurement structure, and it documents that the empirical base for the dissertation’s question is the NASA cost community’s own historical-cost analyses.
Sobel and Tibor study the effectiveness of firm-fixed-price spacecraft contracts in curbing cost growth, comparing the historical cost growth of cost-plus and firm-fixed-price spacecraft across NASA science missions launched over roughly two decades from contract start to delivery [15]. Their finding is nuanced and directly relevant: firm-fixed-price contracts do not uniformly curb cost growth, and a documented cause of cost growth on firm-fixed-price contracts is the mistaken assumption of high heritage to a previous spacecraft, alongside schedule delays, requirement changes, and added scope. The interpretation for this dissertation is sharp. The heritage assumption is the very construct that defines the passive-radiometer heritage archetype, and Sobel and Tibor show that overstated heritage is itself a cost-growth driver. This both validates heritage as a meaningful and consequential mission attribute and warns that heritage is sometimes nominal rather than real, which the dissertation’s archetype coding must treat carefully: a mission claiming heritage that does not hold may carry more instrument risk than its archetype label suggests. The limitation is that Sobel and Tibor analyze cost growth as a continuous outcome by contract type, not slip as a competing risk by cause, so their result informs the controls and the heritage construct without separating the hazards.
Sholder and Whitley extend the contracting analysis with an explicit reserve-posture framing that the dissertation’s policy implications depend on [16]. Examining historical costs from past NASA missions, they find a high probability of cost growth from preliminary design review to launch and quantify how far missions exceed their budgets at the empirical fiftieth and seventieth percentiles, comparing in-house spacecraft builds against contracted builds. The decisive finding for this dissertation is that NASA’s reserve postures are calibrated against empirical cost-growth distributions and that those distributions differ between in-house and contracted builds. This is the institutional setting into which the dissertation’s archetype-specific reserve recommendation would land: NASA already steers reserve by percentile against an empirical distribution, so a refinement that steers reserve by archetype against cause-specific cumulative-incidence distributions is a coherent extension of existing practice rather than a foreign imposition. The limitation is that Sholder and Whitley pool cost growth across causes; their percentiles describe how much missions overrun, not which cause arrives first, which is the differentiation the dissertation adds.
Bitten and colleagues analyze the effect of policy changes on NASA science mission cost and schedule growth, relating shifts in acquisition policy to realized cost and schedule outcomes across missions [17]. The finding is that policy regime measurably moves cost and schedule growth, which is the empirical basis for the dissertation’s calendar-period fixed effects: era-specific acquisition policy is a confounder that must be absorbed so that an archetype effect is not mistaken for a policy effect, and vice versa. The interpretation is that without era controls, a cohort weighted toward a permissive or a stringent policy era could show a spurious cause-dominance pattern that reflects the era rather than the archetype. The limitation is that Bitten and colleagues model the aggregate effect of policy on pooled cost and schedule growth, so they establish that era matters without telling the dissertation how era interacts with cause; that interaction is left to the analysis. A probabilistic cost-schedule risk-analysis study using Monte Carlo simulation, drawn from the offshore-construction domain, reinforces the general point that deterministic plans systematically underestimate schedule risk and that probabilistic methods are needed to capture both aleatory and epistemic uncertainty [18]; its relevance is methodological and cross-domain rather than NASA-specific, and the dissertation cites it as corroboration that schedule risk is under-reserved when modeled deterministically, while noting that its offshore setting bounds its direct transfer.
The synthesis of Section 3.5 is that contracting and policy are first-order modifiers of the slip-to-cost coupling and that the NASA cost community has already built the empirical, percentile-based reserve machinery the dissertation seeks to refine. Confidence that contract vehicle and policy era must enter as controls is high. The limitation shared across this cluster is the same pooled-outcome limitation that runs through the whole domain literature: these studies measure how much and under what contract missions overrun, never which cause of slip arrives first.

3.6 The launch-availability side
The launch arm of the competing-risks structure is the thinnest in the open literature, and the dissertation is candid that this is the more evidence-constrained half of its design. There is no body of work that models launch-availability-driven schedule slip as a survival outcome with cause-specific hazards. What the literature provides instead is documentary evidence, primarily from the Landsat continuity program, that launch-side slip is real, structurally separate from instrument maturation, and driven by manifest and provider dynamics that are exogenous to the spacecraft’s own readiness.
The Landsat Data Continuity Mission is the central case. Irons, Dwyer, and Barsi describe the next Landsat satellite and its development as a continuity mission carrying two Earth-viewing instruments, the Operational Land Imager and the Thermal Infrared Sensor, built to extend a multi-decadal land-observation record [19]. The account documents a continuity mission whose scientific imperative is uninterrupted data and whose schedule is therefore acutely sensitive to launch timing. Jim Irons and colleagues’ progress report toward the launch documents the mission tracking toward a specific launch date with the instruments in final integration and test [20], and Masek and colleagues’ account of Landsat 9 describes a near-clone successor whose instruments are largely identical to its predecessor, the Operational Land Imager-2 being largely identical to the prior unit and the Thermal Infrared Sensor-2 improving on known issues [21]. The interpretation of this cluster for the dissertation is the substantive basis for the launch arm. A continuity mission whose instrument is a direct or near-direct rebuild of a flown unit carries little instrument-maturation risk by design, so when such a mission slips, the slip is disproportionately likely to originate on the launch side, through a shared-vehicle anomaly, a manifest reshuffle, or a launch provider’s own development slip, none of which the spacecraft controls. This is the heritage-archetype mechanism the dissertation tests: low instrument risk by construction shifts the dominant first-slip hazard toward the launch channel.
The exogeneity of much launch-side slip is the feature that makes the competing-risks framing credible rather than circular, and the Landsat narrative supports it. Because a heritage continuity instrument is matured before the development begins, its first slip, when it occurs, is structurally unlikely to be instrument-origin, which means the two archetypes face genuinely different mixtures of the two hazards. The limitation is severe and stated plainly: the Landsat sources are programmatic narratives, not quantitative slip studies, and they cannot be cited as DOI-bearing measurements of a launch hazard. The dissertation’s data chapter therefore leans on the primary GAO and CADRe records, which are restricted or non-DOI sources, for the launch-side cause coding, and the discussion frames the launch-side dominance claim for the heritage arm as the more evidence-thin half of the contribution, to be confirmed on the cohort rather than asserted from existing literature. Confidence in the launch arm is, accordingly, lower than in the instrument arm at the design stage; this asymmetry is acknowledged rather than hidden, and it is one of the reasons the dissertation reports cause-specific hazards alongside subdistribution hazards so a reviewer can judge the launch arm separately.
The broader Earth-observation-mission and launch-market context situates the launch arm in a changing environment. Miner and colleagues, surveying Earth-observation needs for a warming world ahead of the next decadal survey, document that the continuation of essential climate-variable time series is balanced against new measurement needs enabled by technological breakthroughs [22], which underscores that continuity missions and first-of-kind technology missions coexist in the Earth-science portfolio and face different risk structures, the dissertation’s exact archetype distinction at the portfolio level. The governance-evolution literature on the transition from legacy-space to new-space delivery models documents that the launch and acquisition environment changed substantially over the studied era [23], which is the substantive justification for the dissertation’s concern about era confounding of the launch market and for its calendar-period controls. The synthesis is that the launch arm is conceptually well-motivated and documentarily supported but quantitatively under-served by the open literature, which is itself a finding: the absence of launch-side survival studies is part of the gap, not merely a data inconvenience.

3.7 The competing-risks methodological literature
The estimator the dissertation needs already exists, fully developed, in biostatistics and epidemiology. The competing-risks survival literature is mature, well-validated, and equipped with exactly the machinery required to separate two cause-specific hazards and to report the cumulative incidence of each in the presence of the other. It has simply never been applied to NASA mission schedule slip. This section reviews that literature on its own terms, establishing what the apparatus does and why it is the right tool, so that Section 3.9 can state precisely what the unfilled gap is.
The foundational result is Fine and Gray’s proportional-hazards model for the subdistribution of a competing risk [24]. Their contribution is a semiparametric proportional-hazards model not for the cause-specific hazard but for the subdistribution hazard, which governs the cumulative incidence function, the marginal probability of a particular failure type over time. Their method uses the partial-likelihood principle with inverse-probability-of-censoring weighting to allow direct regression of covariates on the cumulative incidence of one competing event. The significance, which Fine and Gray themselves emphasize, is interpretive: the cause-specific hazard does not have a direct interpretation in terms of the survival probability for a particular failure type, whereas the cumulative incidence function does, and the latter is what a decision-maker needs when the question is the absolute probability of an event. For this dissertation that interpretive distinction is decisive. The policy question is the cumulative probability that a mission of a given archetype slips first for instrument reasons versus launch reasons, which is a cumulative-incidence question, so the subdistribution hazard is the primary estimator. The limitation, which the dissertation carries forward, is that the subdistribution hazard’s covariate effects are on the cumulative incidence and not on the instantaneous rate, so they answer the predictive and not the etiologic question, requiring the cause-specific model alongside.
The applied framing of the choice between the two hazard families is given by Austin, Lee, and Fine, whose introduction to survival analysis in the presence of competing risks is the clearest practical guide in the corpus [25]. They establish two results the dissertation depends on. First, when estimating the crude incidence of outcomes, analysts must use the cumulative incidence function rather than the complement of the Kaplan-Meier survival function, because the Kaplan-Meier approach biases incidence estimates upward, regardless of whether the competing events are independent. This is the warning against treating a competing event as ordinary censoring, and it is the reason the dissertation cannot use a naive survival estimate: a naive Kaplan-Meier treatment of instrument slip that censors launch slip would overstate the instrument-slip probability. Second, the cause-specific hazard estimates the effect of covariates on the rate of the event among those still event-free (the etiologic question), while the subdistribution hazard estimates the effect on the absolute risk over time (the predictive question), and the analyst must choose based on which question is being asked. The dissertation’s design follows this guidance exactly: subdistribution primary for the predictive policy question, cause-specific in parallel for the etiologic interpretation. The limitation of Austin, Lee, and Fine for the present purpose is none of substance; it is a guide, not a primary study, and its only constraint is that its examples are clinical, so the transfer to mission slip is the dissertation’s own responsibility.
A critical refinement comes from the literature on the appropriate reporting of competing-risks analyses. Latouche and colleagues argue that a competing-risks analysis should report results on all cause-specific hazards and cumulative incidence functions, not a single chosen quantity, because the cause-specific and subdistribution views answer different questions and divergence between them is informative rather than a nuisance [26]. The interpretation for the dissertation is a reporting standard: it must present both the cause-specific Cox results and the Fine-Gray subdistribution results for both events, and treat any divergence between them as a substantive finding about the dependence structure of the two slip causes. Wolbers and colleagues provide a non-technical overview of competing-risks objectives and approaches for a clinical audience, stressing that competing-risks methods are relevant whenever competing events may preclude or alter the chance of observing the event of interest, and that the cumulative incidence function is the central descriptive tool [27]. The relevance is that the dissertation’s structure (a mission’s first slip is either instrument-origin or launch-origin, and the occurrence of one precludes the clean observation of the other as “first”) is the textbook competing-risks structure these authors describe, which is what licenses the borrowing.
The regression-modeling options are systematized by Lau, Cole, and Gange, who outline cause-specific and subdistribution regression approaches for epidemiologic data and contrast the structure of the risk sets and the interpretation of the parameters obtained from each [28]. Their demonstration, on a cohort with competing events, that the cause-specific relative hazard and the subdistribution relative hazard can both be estimated and can differ in magnitude is the empirical illustration of why the dissertation estimates both. The limitation common to this entire methodological cluster is that it is developed and validated on clinical and epidemiologic data, where event coding is typically more objective (a death, a transplant, a diagnosis) than the narrative cause-attribution the dissertation must perform for mission slip. The transfer of the estimator is sound; the difficulty the dissertation inherits is in the cause coding, not in the survival mathematics, which is a measurement problem the data and design chapters address rather than a flaw in the borrowed apparatus.
Table 3.2. The competing-risks apparatus and its role in the design.
	Source
	Contribution
	Role in this dissertation

	Fine & Gray [24]
	Subdistribution-hazard model for the cumulative incidence of one competing risk
	Primary estimator; CIF answers the predictive reserve-allocation question

	Austin, Lee & Fine [25]
	Cause-specific vs subdistribution choice; CIF not Kaplan-Meier
	Licenses the dual estimation and rules out naive censoring

	Latouche et al. [26]
	Report all cause-specific hazards and CIFs
	Reporting standard; divergence treated as a finding

	Wolbers et al. [27]
	Non-technical competing-risks overview; CIF as central tool
	Confirms the slip structure is textbook competing-risks

	Lau, Cole & Gange [28]
	Cause-specific and subdistribution regression contrasted
	Justifies estimating both relative hazards in parallel


The synthesis of Table 3.2 and Section 3.7 is the pivotal observation of the chapter. The apparatus is complete, validated, and interpretively well-understood, and it maps without strain onto the structure of mission first-slip. Confidence that the estimator is correct and available is very high, because it rests on decades of biostatistical development and replication. The single fact that makes the dissertation possible is that this complete apparatus has never been turned on NASA mission slip: there is no published study that treats instrument-driven and launch-driven slip as competing risks and estimates their cause-specific and subdistribution hazards. The gap is therefore not in the tool and not in the domain evidence that slip is real and multi-causal; it is in the join.

3.8 Project-overrun economics and the optimism-bias rival
Any claim that mission slip separates into instrument and launch causes must survive a powerful rival explanation: that overruns are driven not by project-specific technical causes at all, but by systematic optimism in the planning-stage estimate. This rival is associated above all with Flyvbjerg, and the dissertation treats it not as background but as the explanation it must control to make its cause-separation credible.
Flyvbjerg’s account of cost overrun holds that the root cause is behavioral bias rather than scope changes or complexity, that overrun is consistently fat-tailed rather than a symmetric estimating error, and that the remedy is reference-class forecasting that de-biases estimates by anchoring them to the actual outcomes of a class of comparable past projects [29]. The empirical foundation is the demand-forecast-inaccuracy work of Flyvbjerg, Skamris Holm, and Buhl, whose study of traffic forecasts across 210 transport projects worth tens of billions of dollars in fourteen nations established with high statistical significance that forecasters systematically and persistently overestimate demand, that the inaccuracy did not improve over a thirty-year period, and that the resulting financial risks are large and routinely downplayed [30]. The interpretation for this dissertation is that estimating optimism is a real, large, and durable phenomenon, and that if missions are optimistically estimated in a way correlated with their archetype, the apparent instrument-launch separation could be an artifact of which missions were optimistically baselined rather than of any difference in physical slip cause. The mechanism of the rival is concrete: an optimistic baseline schedule is short relative to the work required, so the mission slips against it regardless of cause, and if first-of-kind active-sensor missions are systematically more optimistically baselined than heritage missions, the instrument-slip dominance could reflect the baseline, not the instrument. The dissertation’s defense, drawn directly from this literature, is the reference-class optimism proxy, constructed as the ratio of the confirmation-baseline schedule to a reference-class median schedule for similar-class missions, included as a control and removed in a sensitivity analysis to test whether the separation depends on it.
The reference-class-forecasting literature has matured into a substantial applied body that both strengthens the rival and equips the dissertation’s control. Flyvbjerg, Hon, and Fok report the first application of reference-class forecasting in the Asia-Pacific region, benchmarking twenty-five Hong Kong roadwork projects against a sample of 863 similar projects and verifying the forecast-accuracy distribution at various development stages [31]; Flyvbjerg, Glenting, and Ronnest produced the UK guidance document providing empirically based optimism-bias uplifts for reference classes of transport projects [32]; and Flyvbjerg’s earlier treatment details reference-class forecasting in planning practice as the operational remedy for optimism bias and strategic misrepresentation [33]. The convergent finding across these is that reference-class forecasting measurably improves accuracy and that the size of the optimism uplift depends on how the reference class is defined. The interpretation for the dissertation is that its optimism proxy is methodologically grounded but sensitive to reference-class definition, which is a known limitation of the method that the dissertation inherits and must report. Park’s before-and-after and with-and-without study of 107 major projects strengthens the empirical case, finding that average cost overrun declined sharply following the introduction of reference-class forecasting in the UK while the US, which did not adopt the practice, underperformed [34], which establishes that the optimism mechanism is causally consequential and remediable, not merely correlational.
The broader optimism-bias-and-cost-overrun literature corroborates and qualifies the rival. Chen, Ahiaga-Dagbui, and colleagues provide a timely review of optimism bias and transport cost overruns and find a growing face-value acceptance of optimism bias as the primary cause, but identify significant gaps and unanswered questions about the relationship between optimism bias in cost appraisal and actual overruns, noting that the presence and nature of optimism bias in the complex institutional environment of cost appraisal are understudied [35]. The interpretation is important and the dissertation takes it seriously: the optimism rival is widely accepted but not airtight, and treating it as the sole or proven cause would itself be an error, which is why the dissertation controls for optimism rather than assuming it away or assuming it dominant. Chadee, Hernandez, and Martin measure optimism bias directly among project participants and find moderate levels that influence time and cost overruns [36], and Chadee and colleagues’ later work develops a simplified reference-class forecast for small island developing states, demonstrating practical reference-class construction on a sample of public housing projects [37]; Awojobi and Jenkins apply reference-class forecasting to hydroelectric-dam cost-overrun risk [38], Ansar, Flyvbjerg, and colleagues find overwhelming evidence that large-dam budgets are systematically biased below actual costs using reference-class forecasting [39], and Baerenbold’s review of forty-one reference-class-forecasting papers concludes that the method’s effectiveness depends on the definition of the reference class and calls for an empirically based framework for reference-class formation [40]. The cross-domain convergence (transport, dams, housing) raises confidence that the optimism mechanism is general; the persistent caveat about reference-class definition is the limitation the dissertation carries into its own proxy construction.
Two further strands round out the rival and its boundaries. Lovallo, Cristofaro, and Flyvbjerg’s governance treatment organizes the remedies for behavioral bias into a forecasting-organizing-executing process and reviews the accuracy of reference-class forecasting alongside principal-agent solutions [41], which the interpretation reads as evidence that the optimism rival has a governance as well as a cognitive dimension, relevant to the dissertation’s discussion of anticipatory descoping as a reverse-causation threat. Natarajan combines reference-class forecasting with machine learning for offshore oil-and-gas megaproject planning, demonstrating that overrun distributions are non-normal and fat-tailed and that project-specific factors can be combined with reference-class uplifts in a predictive model [42], and Ahiaga-Dagbui and Smith use data mining on 1,600 completed projects to forecast final cost [43], and Brown, Lux, and Cowan apply reference-class forecasting to fusion-power-plant cost estimates in a setting where little data exist due to technological novelty [44]. The interpretation of this last cluster is that the most advanced overrun-economics work is moving toward project-specific predictive modeling that combines reference-class anchoring with covariates, which is methodologically adjacent to the dissertation’s own covariate-driven hazard model; the difference is that none of it decomposes the outcome into cause-specific competing events, so the overrun-economics literature supplies the optimism control and the fat-tailed-distribution caution but not the cause decomposition.
Table 3.3. The optimism-bias rival and the dissertation’s response.
	Strand
	Representative sources
	Finding the dissertation must address
	Dissertation’s response

	Core optimism thesis
	Flyvbjerg [29]; Flyvbjerg, Skamris Holm & Buhl [30]
	Overrun is behaviorally driven and fat-tailed, not technically caused
	Optimism proxy as control; sensitivity removal

	Reference-class forecasting practice
	Flyvbjerg, Hon & Fok [31]; Flyvbjerg et al. [32], [33]; Park [34]
	RCF improves accuracy; effect depends on class definition
	Proxy is RCF-grounded; class-definition sensitivity reported

	Optimism-bias reviews and measurement
	Chen et al. [35]; Chadee et al. [36], [37]
	Optimism widely accepted but understudied and not airtight
	Control, do not assume optimism proven or sole cause

	Cross-domain RCF applications
	Awojobi & Jenkins [38]; Ansar et al. [39]; Baerenbold [40]
	Mechanism general across domains; class definition is the lever
	General mechanism motivates the control; caveat carried

	Predictive RCF-plus-covariates
	Natarajan [42]; Ahiaga-Dagbui & Smith [43]; Brown et al. [44]; Lovallo et al. [41]
	Advanced work combines RCF with covariates but not cause decomposition
	Adjacent method; dissertation adds the missing decomposition


The synthesis of Table 3.3 is that the optimism rival is strong, general, and well-evidenced, and that the dissertation’s credibility hinges on controlling it. Confidence that optimism is a real and material driver of overrun is high. Confidence that optimism, rather than physical slip cause, explains the instrument-launch separation is something only execution can settle, which is why the dissertation pre-commits to removing the optimism control and reporting whether the separation survives; if the separation depends on the control, the rival wins, and the dissertation says so in advance.

3.9 The synthesized gap and the propositions that follow
The three literatures reviewed above are each necessary and individually insufficient, and their non-integration is the gap. This closing section states the gap precisely and derives the propositions the empirical chapters test.
The spacecraft cost-and-schedule literature (Sections 3.1 through 3.6) establishes, at high confidence, that cost growth is largely a monetized image of schedule slip [1], [2]; that slip is multi-causal with structurally distinct origins [1]; that low entry technology readiness is a measurable and nonlinear driver of slip [3], [4], [5]; that instrument schedule growth propagates to mission cost and schedule growth through critical-path coupling [11], [12], [13]; that complexity is separately measurable so that novelty is not merely complexity [9], [10]; that contract vehicle and policy era materially move outcomes and must be controlled [15], [16], [17]; and that the launch side is a real, documented, but quantitatively under-served slip origin driven by manifest and provider dynamics exogenous to the spacecraft [19], [20], [21], [22], [23]. The decisive shared limitation of this entire literature is that it models slip as a single continuous or pooled outcome and never separates its causes into competing events. It tells a program office that slip is costly and partly TRL-driven; it does not tell the office whether the slip it should reserve against is instrument-origin or launch-origin for a given mission.
The competing-risks literature (Section 3.7) supplies, at very high confidence, the exact apparatus the domain literature lacks: a validated subdistribution-hazard model for the cumulative incidence of one competing event [24], a clear rule that the cumulative incidence function, not Kaplan-Meier, is the decision-relevant predictive quantity and that treating a competing event as ordinary censoring biases incidence upward [25], a reporting standard that both cause-specific and subdistribution results be presented because their divergence is informative [26], [27], and regression machinery for both hazard families [28]. The limitation of this literature for the present problem is solely that it has never been applied to mission slip; the mathematics transfers without strain, but the cause-coding it presupposes is harder for narrative mission records than for clinical endpoints, which is a measurement burden the dissertation accepts rather than a flaw in the tool.
The project-overrun-economics literature (Section 3.8) supplies, at high confidence, the rival explanation that the cause-separation must survive: that overrun is behaviorally driven, fat-tailed, and remediable by reference-class forecasting [29], [30], [31], [32], [33], [34], with cross-domain corroboration [38], [39], [40] and a caveat that optimism is accepted but not airtight [35]. The limitation is that this literature offers no apparatus for decomposing slip by physical origin; it explains why baselines are short, not which cause makes a mission slip first.
The gap, stated exactly, is the absence of a single identification strategy that (a) keeps the validated instrument-side covariates of the spacecraft literature, (b) embeds them in the competing-risks estimator so instrument-origin and launch-origin slip are separated rather than pooled, and (c) controls for the optimism rival so the separation is not an artifact of the estimating process, while testing both whether the two causes are separable and whether their relative dominance depends on sensor archetype. No prior study combines all three traditions. The gap is the join, not any one element, which is why the contribution is an integration rather than a discovery of a new fact.
From this synthesized gap, three propositions follow, mapping directly onto the dissertation’s fixed hypotheses. The first proposition is separability: instrument-driven and launch-driven schedule slip are statistically distinct competing risks, distinguishable by a test of whether their cause-specific hazards differ and whether their cumulative incidence functions differ across strata. The grounds are the multi-causal slip evidence [1] and the integration-coupling mechanism that makes instrument slip a mission-level event [11]; the warrant is that structurally different owners, drivers, and levers (Section 3.1) imply statistically different hazards if the apparatus can detect them; the qualifier is that detection requires adequate cohort size and clean cause coding, so a non-rejection may reflect power rather than true non-separability. The second proposition is archetype dependence: instrument-driven slip is the dominant subdistribution hazard for first-of-kind active-sensor missions but not for passive-radiometer heritage missions. The grounds are the nonlinear TRL-slip relationship that loads on low-maturity first-of-kind technologies [3], [4] and the heritage mechanism by which a direct-rebuild instrument carries little maturation risk and shifts the dominant first-slip hazard to the launch channel [19], [21]; the warrant is the Bearden-controlled distinction between novelty and general complexity [9]; the qualifier is that heritage is sometimes nominal rather than real [15], so the archetype coding must guard against overstated heritage. The third proposition is robustness against the rival: the separation and the archetype dependence survive control for estimating optimism. The grounds and warrant are the optimism literature itself [29], [30], which both motivates the threat and supplies the reference-class control; the qualifier is the known sensitivity of reference-class methods to class definition [40], so the dissertation reports the result with and without the optimism control and treats dependence on the control as a refutation.
These three propositions are exactly the separability, archetype-dependence, and robustness conditions of the dissertation’s falsification rule, and they descend from the literature rather than from assertion. The remainder of the dissertation operationalizes them: the data and measurement chapter constructs the cohort, the cause coding, and the archetype variable from the named sources; the research-design chapter specifies the Fine-Gray estimator and the identification strategy; and the analysis-plan chapter fixes the estimation sequence, the expected (illustrative, not executed) result patterns, and the pre-registered robustness battery that tests the third proposition. The literature has brought the argument to the edge of the empirical work: it has shown that the problem is real and material, that the apparatus to address its causal structure exists but is unused on this problem, that the dominant rival is identified and controllable, and that the residual risk of the design is bounded and stated. What remains is to execute, which the design-stage honesty of this dissertation defers while specifying it completely.
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Chapter 4: Data and Measurement
4.0 The chapter thesis
The data and measurement apparatus of this dissertation can be stated in one sentence before any of it is justified: a cohort of NASA Earth-observing missions, each contributing one development spell measured in months from Key Decision Point B (KDP-B), is assembled from four named sources (NASA Cost Analysis Data Requirement records accessed through the ONCE database, the NASA Instrument Cost Model parameter records, the Government Accountability Office annual assessments of major NASA projects, and NASA TechPort sensor technology-readiness-level histories), and every variable the model requires is operationalized against a specific field in one of those four sources, with the single non-trivial measurement act being the cause-coding of the first slip event by reconciling two independent narrative records. Everything that follows in this chapter is the defense of that sentence: which source supplies which field, at what coverage and with what known bias, how each construct is turned into a measurable quantity, and where the measurement is fragile enough that the analysis plan must carry a sensitivity check rather than a point estimate.
This framing matters because a competing-risks design is only as credible as its event-coding. The estimator described in Chapter 5 (the Fine-Gray subdistribution hazard model, with cause-specific Cox models and Gray’s test in parallel) is a mature and well-understood machine. The risk to the contribution does not live in the estimator. It lives in whether the two competing events, instrument-driven first slip and launch-driven first slip, can be measured as distinct events in the historical record without one bleeding into the other. The current state of practice is that NASA mission slip is recorded as a single delay variable and regressed as if it had one cause; Lieber and Donor [lieber2016] document precisely this collapse, noting that the phrase “directly related to” hides several distinct root causes operating at once. The desired state is a dataset in which the first slip of every mission carries a defensible cause label drawn from two reconciled sources. The gap is that no such dataset has been assembled for NASA Earth-observing missions, because no prior study has needed the cause label as a competing-risks outcome. The consequence of leaving that gap unfilled is that the separability question of Chapter 1 cannot be tested at all: without cause-coded events there are no competing risks to separate. This chapter closes that gap at the level of measurement design, and it does so at the design stage, which means it specifies how the cohort would be built and coded and states the coverage and bias of each source, without claiming the cohort has yet been assembled or any event yet coded.
The chapter proceeds from sources to unit to variables to archetype to cause-coding to data-quality and ethics. Section 4.1 treats each of the four named datasets in depth: provenance, access path, coverage, unit of record, and known biases. Section 4.2 fixes the unit of analysis, the KDP-B-origin mission-development spell, and confronts the left-truncation problem that the spell-origin convention introduces. Section 4.3 operationalizes every variable in the bible against a source field and presents the full measurement table. Section 4.4 builds the archetype effect modifier from the NICM instrument taxonomy with active and passive exemplars grounded in the Earth-observation instrument literature. Section 4.5 specifies the two-source cause-coding procedure and the handling of un-codable events. Section 4.6 catalogues data quality, validation against known values, coverage limitations, and the ethics and access constraints that bound reproducibility.
4.1 The four named datasets in depth
The cohort is assembled from four sources, each contributing a distinct facet of the record. Two are restricted (CADRe and, for some fields, NICM), and two are public (the GAO assessments and TechPort). The division matters for reproducibility and is stated plainly here and again in Section 4.6.
4.1.1 NASA CADRe records, accessed through ONCE
Provenance. The Cost Analysis Data Requirement (CADRe) is the standardized cost-and-technical record that NASA projects above a cost threshold are required to produce at each major milestone. A CADRe document is produced in three parts: Part A is a narrative and programmatic description of the project, Part B is a technical data dictionary of the spacecraft and its instruments, and Part C is the time-phased cost and schedule data. For the purposes of this dissertation, CADRe is the spine of the cohort: it is the only source that carries, per mission and per milestone, the confirmation-baseline schedule, the current and as-flown schedule, the milestone dates, the mass and power parameters, and, in Part A, the narrative attribution of why a milestone moved. The schedule-cost coupling that motivates the entire dissertation is visible inside the CADRe record itself, because the cost growth recorded in Part C is, in large part, the monetized image of the schedule movement narrated in Part A.
Access. CADRe is not a public database. It is held by the NASA Cost Analysis Division and is surfaced to analysts through ONCE, the One NASA Cost Engineering database. Access is granted to NASA personnel and to FFRDC cost analysts working under a data-use agreement. This access path is a hard constraint on reproducibility, discussed in Section 4.6.4, and it is the reason CADRe is described here by its provenance and field structure rather than cited as an open-literature source.
Coverage. CADRe coverage begins effectively in the mid-2000s as the requirement matured, with retrospective records of varying completeness for earlier missions. For the Earth-observing cohort targeted here (roughly 1990 to the present), this means CADRe is richest for the more recent missions and thinner for the oldest, a coverage gradient that interacts with the TechPort gradient described below and is treated as a known limitation. The unit of record in CADRe is the mission-milestone: one mission generates several CADRe snapshots across its life, at KDP-B, KDP-C (confirmation), and subsequent milestones.
Known biases. Two biases are material. First, the Part A cause narrative is written by the project, so it carries the project’s own framing of why a milestone moved; a project office may have an incentive to attribute slip to exogenous causes (launch availability) rather than to its own instrument development. This is exactly the bias that the two-source reconciliation with GAO is designed to bound, because the GAO narrative is written by an external auditor with the opposite incentive. Second, CADRe completeness improved over time, so the richness of the cause narrative is correlated with calendar period, which the calendar-period fixed effects in the specification are intended to absorb.
4.1.2 The NICM and NICM-E instrument parameter records
Provenance. The NASA Instrument Cost Model (NICM) and its Explorer-class extension (NICM-E) are parametric cost models built on a database of flown NASA instruments. Habib-agahi documents NICM-E as a model that estimates instrument cost as a function of mass, power, data rate, and technology parameters [habibagahi2015], and the companion cost-time-trends work establishes that instrument development is a primary and distinct locus of cost and schedule risk, separate from the spacecraft bus and from the launch vehicle [habibagahi2019]. For this dissertation, NICM contributes two things: the instrument-level parameter records (mass, power, data rate, instrument type, pointing) that serve as instrument-side covariates, and, critically, the instrument-type taxonomy that defines the archetype variable.
Access. The NICM tool and its underlying instrument database are NASA cost-community resources. The published NICM-E technical report is available through the NASA Technical Reports Server [habibagahi2015], but the full per-instrument parameter database that backs the model is a restricted cost-community asset, accessed under the same FFRDC arrangements as CADRe. The taxonomy and the modeling approach are public; the row-level parameter values for specific instruments are treated as restricted.
Coverage. NICM’s instrument database spans NASA science instruments across mission classes, not only Earth-observing instruments, which is an advantage for taxonomy construction (the active-versus-passive and radiometer-versus-other distinctions are well populated across the full instrument set) and a caution for parameter values (Earth-observing instruments are a subset and the cohort uses only that subset). The unit of record is the instrument, not the mission; a multi-instrument mission contributes several NICM rows, which is why the count of distinct instruments per mission is itself a covariate.
Known biases. NICM is a cost model, so its database is curated toward instruments with reasonably complete cost actuals, which can under-represent instruments that were cancelled or radically descoped before flight. Because anticipatory descoping is one of the rival explanations the dissertation must confront (a mission that anticipates instrument risk may descope rather than slip), the under-representation of descoped instruments in NICM is a bias that pushes toward measuring the surviving, flown instruments and is flagged for the descope-history covariate discussed in Chapters 5 and 7.
4.1.3 The GAO Assessments of Major NASA Projects
Provenance. The Government Accountability Office publishes an annual assessment of major NASA projects. Each report tabulates, per project, the established cost and schedule baseline, the current estimate, and a narrative attribution of the sources of cost growth and schedule slip in the reporting year. The GAO assessment is the external, audit-side counterpart to the project-authored CADRe Part A narrative. Where CADRe Part A says, in the project’s own words, why a milestone moved, the GAO narrative says, in the auditor’s words, why the project’s cost and schedule changed.
Access. The GAO assessments are public documents, published yearly and freely available. This is a decisive advantage for the cause-coding procedure: it means that one of the two reconciled sources is open, so the cause-coding rule can be partially audited by any reader with access to the GAO reports even if they lack CADRe access. The bitten and Sobel cost-and-policy literature draws on exactly this public GAO record to study how policy changes and contract types move NASA science-mission cost and schedule [bitten2018; sobel2021], which establishes that the GAO assessments are a recognized, analyzable source for mission cost-schedule outcomes.
Coverage. The GAO assessment series covers major NASA projects above a reporting threshold, which captures the Earth-observing missions of interest here from roughly the late 2000s forward with strong consistency, and more sporadically before. The annual cadence means a single mission appears in several consecutive GAO reports across its development, so the GAO record, like CADRe, is naturally a mission-year panel from which the first cause-coded slip event is extracted.
Known biases. The GAO narrative is written to a Congressional-oversight audience, so it emphasizes accountability and can foreground management and contracting causes. This auditor framing is the deliberate counterweight to the project framing in CADRe Part A; the value of reconciling the two is precisely that their biases run in opposite directions, so an event coded the same way by both sources is robust to either bias alone.
4.1.4 NASA TechPort sensor TRL histories
Provenance. TechPort is NASA’s technology-portfolio database, recording the technology-readiness-level (TRL) status and history of technologies across the agency’s portfolio. For this dissertation, TechPort supplies the single most important instrument-side covariate: the entry TRL of the least-mature sensor technology carried by each mission at KDP-B. The theoretical warrant for this covariate is direct. Dubos, Saleh, and Braun show, on a cross-mission dataset, that the TRL of a spacecraft’s least-mature technology at authorization is a measurable driver of subsequent schedule slip, with a nonlinear relationship that steepens at the low-maturity end [dubos2008; dubos2007conf]. The TRL construct itself rests on the NASA technology-readiness-assessment framework documented by Hirshorn and Jefferies, which also catalogues the ambiguities in TRL assignment that the measurement procedure here must respect [hirshorn2016].
Access. TechPort is publicly accessible through a documented API, which makes the entry-TRL covariate the most reproducible element of the instrument side. The API exposes technology records, their TRL histories, and their associations with missions and programs.
Coverage. TechPort coverage is uneven across the cohort’s time span. It is well populated for technologies developed within the era of the database and progressively thinner for older missions whose technology histories predate systematic TRL tracking. This is the second of the two coverage gradients (the first being CADRe), and the two are correlated: the oldest missions in the cohort are the ones for which both the cause narrative and the TRL history are least complete. The unit of record in TechPort is the technology, which must be associated with the mission and with the specific sensor to yield the least-mature-sensor-technology TRL at KDP-B.
Known biases. TRL assignment is partly judgmental, as Hirshorn and Jefferies document [hirshorn2016], so two assessors can record different TRLs for the same technology at the same time. This introduces measurement error into the entry-TRL covariate that is not classical (it can correlate with how aggressively a program reports its own maturity), and it is one reason the analysis plan tests robustness to TRL coding rather than treating entry TRL as measured without error.
4.1.5 Why these four and not others
The four sources are chosen because together they close the measurement requirements of a competing-risks design, and individually none does. CADRe carries the schedule outcome and the project-side cause narrative but is restricted and project-framed. GAO carries an independent, public, auditor-side cause narrative but not the instrument parameters. NICM carries the instrument parameters and the taxonomy but not the schedule outcome or the cause. TechPort carries the maturity covariate but nothing about slip. The design rests on the join of all four on the mission key, and the join is what makes the cause-coding a two-source reconciliation rather than a single-source label. The broader Earth-observation literature that frames why these missions matter (the Landsat continuity record [irons2012; wulder2019; wulder2022; masek2020; zhu2019], the decadal-survey-driven mission pipeline [miner2024; p2011; damadeo2020; p2015; erb2025], and the comparative Earth-observation context [mccabe2017; li2017; phiri2017; qian2021; donaldson]) supplies the substantive grounding for the archetype examples in Section 4.4 but is not itself a data source for the cohort; it is the literature that tells us which missions are continuity missions and which carry first-of-kind active sensors.
4.2 Unit of analysis: the mission-development spell
4.2.1 Definition
The unit of analysis is the mission-development spell, defined exactly as in the prospectus and bible and carried forward here without alteration. The spell is the interval from the start of Phase B, beginning at Key Decision Point B (KDP-B), to the earlier of (a) the first recorded schedule-slip event of either cause or (b) the launch readiness date. Time is measured in months from KDP-B. Each mission contributes exactly one spell. The spell ends in one of three mutually exclusive states: instrument-driven first slip, launch-driven first slip, or administrative censoring at launch with no above-threshold slip recorded. The two slip states are the competing events; the censoring state is the third, non-event outcome.
This is a single-spell, first-event survival design, not a recurrent-event design. The choice is deliberate and follows the policy question. A program office allocates reserve at confirmation against the risk of the first slip that breaks the committed baseline; the decision-relevant quantity is the cumulative incidence of each cause of first slip, not the full sequence of subsequent slips. Modeling only the first event keeps the unit aligned with the decision and keeps the cause-coding tractable, because attributing a single dominant cause to the first baseline-breaking movement is more defensible than disentangling causes across a long sequence of later movements where instrument and launch effects increasingly entangle.
4.2.2 The spell-origin convention and left truncation
The choice of KDP-B as the spell origin is a convention, and the chapter states it as such rather than as a true zero of risk. Schedule risk is incurred before KDP-B: missions enter the formal cost-and-schedule record only after a period of pre-formulation and Phase A study during which technology maturation and concept risk have already accrued. The instrument cost-time-trends literature makes this concrete, showing that instrument development risk builds across the full development arc and is not switched on at a single milestone [habibagahi2019]. KDP-B is chosen as the origin because it is the first milestone at which the four sources reliably carry a consistent baseline schedule, a recorded entry TRL, and an instrument taxonomy, so it is the earliest point at which the spell can be measured uniformly across missions. The convention is therefore a measurement choice driven by source availability, and it is part of the construct definition for the spell, not a claim about the physics of risk onset.
This convention creates a left-truncation problem that the design handles explicitly. A mission whose risk clock effectively started in Phase A but whose spell is measured from KDP-B has had some of its risk-bearing time truncated from the record. The Fine-Gray apparatus accommodates left truncation [fine1999], and the analysis uses the left-truncated form where a mission’s entry time into the risk set differs from the common origin. Where a mission entered the formal record later than KDP-B (for example, a mission whose CADRe baseline was first established at confirmation rather than at KDP-B), its delayed entry is modeled as left truncation rather than treated as if the mission were at risk from the common origin. The warrant for this treatment is that ignoring left truncation would bias the at-risk set in the early months of the spell, inflating the apparent early hazard; the qualifier is that the correction depends on accurately dating each mission’s entry into the record, which is itself a CADRe-completeness-dependent quantity, so the left-truncation handling is reported with the same coverage caveat as the rest of the CADRe-derived data. Confidence in the spell-origin convention is moderate: it is the defensible choice given source availability, and the left-truncation form protects against the main bias, but the convention would be strengthened by a sensitivity analysis (specified in Chapter 6) that re-origins the spell at confirmation for the subset of missions with complete pre-confirmation records.
4.2.3 Why one spell per mission and not the mission-year panel
The four sources are naturally mission-year panels: CADRe snapshots, GAO annual assessments, and TechPort histories all record multiple observations per mission across time. The design collapses this panel to one spell per mission by extracting the first cause-coded slip event (or the censoring at launch). The collapse is what defines the competing-risks structure: the occurrence of one cause of first slip removes the mission from the risk set for the other cause as a “first” event, which is the defining feature of competing risks rather than two independent processes [austin2016; wolbers2014]. Retaining the full panel would change the question from “what is the cumulative incidence of each cause of first slip” to “what is the rate of all slips,” which is not the decision-relevant quantity and would not map onto the reserve-allocation decision the dissertation exists to inform.
4.3 Variable construction and the measurement table
This section operationalizes every variable named in the bible against a specific source field. The construct, operational definition, source, and scale for each variable are summarized in the measurement table (Table 4.1), and the prose below it elaborates the constructs that require interpretation rather than a one-line definition. Each variable is carried forward verbatim from the prospectus data section and from the bible; this section adds the operational detail (the exact field, the scale, the coding rule) that turns the bible definition into a measurable quantity.
Table 4.1: Measurement table
	Construct
	Operational definition
	Source
	Scale

	Spell time
	Months from KDP-B to first slip event or launch readiness
	CADRe Part A/C milestone dates
	Continuous (months), positive

	Competing event (outcome)
	First above-threshold committed-baseline slip, cause-coded instrument-driven or launch-driven; else censored at launch
	CADRe Part A reconciled with GAO assessment narrative
	Categorical, 3 states (instrument slip / launch slip / censored)

	Slip threshold
	Net launch-date movement exceeding threshold (default 2 months; varied 1-4 in sensitivity)
	CADRe Part C committed vs current launch date
	Continuous trigger; binary above/below

	Sensor archetype (effect modifier)
	First-of-kind active sensor vs passive-radiometer heritage; mixed/ambiguous as third category
	NICM instrument taxonomy
	Categorical, 2 primary + 1 robustness

	Entry TRL
	TRL of least-mature sensor technology at KDP-B
	TechPort technology history (API)
	Ordinal, TRL 1-9 (lower = less mature)

	Instrument count
	Number of distinct science instruments on the mission
	NICM instrument records / CADRe Part B
	Count, integer >= 1

	Instrument mass
	Total or per-instrument mass
	NICM parameter record
	Continuous (kg), positive

	Instrument power
	Instrument power draw
	NICM parameter record
	Continuous (W), positive

	Instrument data rate
	Instrument data rate
	NICM parameter record
	Continuous (Mbps), positive

	Launch-vehicle class
	Vehicle performance class
	CADRe Part B / GAO / public manifest
	Categorical

	Launch provider
	Launch services provider
	CADRe / GAO / public manifest
	Categorical

	Shared-manifest indicator
	Shared (rideshare/co-manifest) vs dedicated launch
	CADRe / public manifest
	Binary

	Provider-in-development indicator
	Launch service in its own development at manifest assignment
	Public launch record / GAO
	Binary

	Mission complexity index
	Bearden-style complexity score from subsystem parameters
	NICM/CADRe parameters per Bearden method
	Continuous index

	Estimating-optimism proxy
	Ratio of confirmation-baseline schedule to reference-class median schedule for similar-class missions
	CADRe schedule vs constructed reference class
	Continuous ratio (>1 = optimistic)

	Calendar period
	Era of KDP-B (acquisition-policy regime)
	CADRe / GAO milestone dates
	Categorical (period fixed effects)

	Descope history (auxiliary)
	Recorded instrument descope before slip window
	CADRe Part A / GAO narrative
	Binary/categorical, where recorded


4.3.1 The outcome and the slip threshold
The outcome is the cause-coded first slip event, and its measurement has two parts: detecting that a slip occurred and large enough to count, and coding its cause. The detection part is treated here; the cause-coding part is the subject of Section 4.5 because it is the one genuinely difficult measurement act in the design.
A slip event is a committed-baseline schedule movement exceeding a threshold, defined illustratively as two months of net launch-date movement, attributable to a single dominant cause in the milestone period. The threshold is operationalized from CADRe Part C as the net movement of the committed launch readiness date between consecutive baselines, and the two-month default is a starting value, not a finding; the analysis plan varies it from one month to four months (Chapter 6) and requires the dominance pattern to be stable across that range to count as confirmed. The warrant for a threshold at all is that not every baseline adjustment is a slip event in the sense relevant to reserve allocation; small, routine replans should not trigger an event, and the threshold filters them. The rebuttal the design must respect is that the threshold is a researcher choice that could be tuned to produce a result, which is why it is pre-registered as a sensitivity range rather than fixed at a single convenient value. Confidence in the threshold construct is moderate; it is defensible and pre-registered, and the stability requirement across the one-to-four-month range is the evidence that would raise or lower confidence in any specific result derived under it.
4.3.2 Instrument-side covariates
The instrument-side covariates are entry TRL, instrument count, mass, power, and data rate. Entry TRL is the headline covariate and is measured as the TRL of the least-mature sensor technology at KDP-B, drawn from TechPort. “Least-mature sensor technology” is a deliberate choice that follows Dubos, Saleh, and Braun, whose result is specifically about the maturity of the least-ready technology, not the average maturity [dubos2008]. The operational rule is to identify, for each mission, the set of sensor technologies carried, retrieve each technology’s TRL history from TechPort, take the TRL recorded at or immediately before KDP-B, and assign the minimum across the sensor set as the mission’s entry TRL. The scale is ordinal, TRL 1 through 9, with lower values indicating less maturity and, by the Dubos result, higher expected instrument-side slip hazard. Instrument count, mass, power, and data rate come from the NICM parameter records; instrument count is the integer number of distinct science instruments, and the continuous parameters are taken at the per-instrument or mission-total level as the specification requires. The Kipp instrument-schedule-growth result supplies the mechanism that licenses these as instrument-side covariates: instrument schedule growth propagates to mission cost and schedule growth, so instrument parameters that predict instrument schedule growth are the right covariates for the instrument-driven slip hazard [kipp2012].
4.3.3 Launch-side covariates
The launch-side covariates are launch-vehicle class, launch provider, a shared-versus-dedicated manifest indicator, and an indicator for a launch service in its own development at the time of manifest assignment. Vehicle class and provider are categorical and are taken from CADRe Part B, the GAO record, or the public launch manifest, cross-checked where the sources overlap. The shared-manifest indicator is binary, distinguishing missions co-manifested or riding shared with another payload from missions on a dedicated vehicle; the warrant for separating these is that shared manifests expose a mission to a second payload’s schedule and to manifest-reshuffle dynamics that a dedicated mission does not face. The provider-in-development indicator is binary and flags missions whose assigned launch service was itself still in development at manifest assignment, exposing the mission to the provider’s own development slip. The exogeneity of much launch-side slip, a shared-vehicle anomaly, a manifest reshuffle, or a provider’s development slip, is what makes the launch event a credible competing risk distinct from instrument maturation, as the Landsat continuity record documents [irons2012; jim2012]; the launch-side covariates are the measurable correlates of that exogenous exposure.
4.3.4 Controls
Three controls guard against the rival explanations. The mission complexity index is constructed after Bearden’s complexity-based cost-estimating method, which ranks subsystem complexity from technical parameters and combines the ranks into an overall index [bearden2004]; its role is to ensure that “first-of-kind active sensor” is not merely a proxy for general mission complexity, which is the second rival explanation the discussion must defeat. The estimating-optimism proxy is the ratio of the confirmation-baseline schedule to a reference-class median schedule for missions of similar class, constructed following the reference-class-forecasting logic that Flyvbjerg establishes as the discipline for detecting planning-stage optimism [flyvbjerg2018]; a ratio below one indicates a schedule baseline shorter than the reference class would predict, the signature of optimism, and the proxy is the control that prevents the instrument-launch separation from being an artifact of which missions were optimistically estimated. The reference class for each mission is constructed from the cohort and from the broader NICM instrument set so that “similar-class missions” is an explicit, auditable set rather than a judgment. Calendar-period fixed effects absorb era-specific acquisition policy; the policy-effects literature shows that policy changes and contract types measurably move NASA science-mission cost and schedule [bitten2018; sobel2021], so the era a mission was baselined in is a confound that the period effects remove. The cost-modeling context for the electronic-parts and instrument cost drivers that feed both the complexity index and the optimism reference class is documented in the NASA cost-estimating literature [hahn2020].
4.4 Archetype construction from the NICM taxonomy
4.4.1 The construct and its source
The archetype variable is the effect modifier on which the entire H1 contribution turns, so its construction is given its own section. The construct is sensor novelty, operationalized as a categorical contrast between two archetypes: a first-of-kind active sensor (for example, a lidar or a radar with no direct flight heritage) and a passive-radiometer heritage mission (a passive radiometer with direct heritage from a predecessor instrument). Missions that are mixed or ambiguous, carrying both archetypes or a sensor that fits neither cleanly, form a third category used only for robustness and excluded from the primary contrast. The source for the classification is the NICM instrument taxonomy, which carries the active-versus-passive and radiometer-versus-other distinctions across the full NASA instrument set [habibagahi2015].
The operational rule is a two-step crosswalk. First, each mission’s instruments are mapped to their NICM instrument-type categories. Second, the mission is classified: if its defining science instrument is an active sensor (lidar, radar, or other active illumination) without a direct flight-heritage predecessor, the mission is first-of-kind active; if its defining instrument is a passive radiometer with a direct heritage rebuild or near-rebuild of a flown unit, the mission is passive-radiometer heritage; otherwise it is mixed or ambiguous. “Direct flight heritage” is the pivotal sub-construct and is coded from whether the instrument is a documented rebuild, recurring build, or close derivative of a previously flown instrument, which the NICM record and the mission documentation jointly establish.
4.4.2 Active-sensor exemplars
The first-of-kind active-sensor archetype is grounded in the spaceborne active-instrument literature. A spaceborne lidar mission carries an active instrument whose detector, laser, and optics technology maturity drives the development schedule; the Acta Astronautica spacecraft-and-optics design study for a spaceborne lidar mission illustrates exactly this archetype, where technology maturity is the binding constraint on the development schedule [actaspaceborne_lidar_2023]. Active Earth-observation instruments of this kind, lidar and radar, are the class for which entry TRL is most likely to be low and most likely to drive instrument-side slip, which is the substantive reason the dissertation predicts instrument-driven slip to dominate in this stratum. The hyperspectral-instrument development history [qian2021] supplies a parallel case of a relatively novel sensing technology whose maturation drives schedule, reinforcing that the active and novel-sensor end of the taxonomy is where instrument maturation risk concentrates.
4.4.3 Passive-radiometer heritage exemplars
The passive-radiometer heritage archetype is grounded in the continuity-mission and passive-instrument literature. The Landsat program is the canonical Earth-observation continuity case: a long-running series in which later missions rebuild or closely derive their instruments from flown predecessors, carrying little instrument-maturation risk and facing their dominant schedule pressure on the launch side [irons2012; wulder2019; wulder2022; masek2020]. A passive thermal-infrared or multi-channel radiometer with direct heritage, of the kind the Acta Astronautica radiometer design study describes [actaradiometer_tirs_2016], is the archetypal passive-radiometer heritage instrument: its technology is mature, its development risk is low, and when its mission slips, the slip is disproportionately launch-driven (a shared-vehicle anomaly, a manifest reshuffle, or a provider’s development slip), as the Landsat Data Continuity Mission launch record documents [jim2012]. The decadal-survey-driven passive-instrument missions (for example, the soil-moisture and atmospheric-aerosol continuity missions [p2011; damadeo2020]) extend the set of candidate heritage missions in the cohort.
4.4.4 Why the binary contrast and its known cost
The archetype is a binary simplification of a continuous novelty spectrum, and the chapter states this as a known construct-validity cost rather than hiding it. The warrant for the binary is decision relevance: a program office allocates reserve against a discrete archetype judgment, not against a continuous novelty score, so the binary maps onto the decision. The rebuttal is that forcing a continuum into two bins could manufacture a contrast where the underlying reality is graded, which is why the mixed-or-ambiguous third category is retained and is brought into the model as a separate stratum in a robustness check (Chapter 6) to confirm that the binary is not imposing a spurious dichotomy. The Callaway-Sant’Anna discipline that the bible imports requires that the archetype enter as an explicit effect modifier and that the archetype-specific hazards be estimated as separable building blocks rather than collapsed into a pooled coefficient [callaway2021]; the binary archetype is the operational form of that effect modifier, and the third category is the guard against the binary becoming a pooling of its own. Confidence in the archetype construct is moderate to high for the clear exemplars (a flagship lidar mission, a Landsat continuity mission) and lower for the boundary cases, which is precisely why the boundary cases are routed to the robustness stratum rather than forced into the primary contrast.
4.5 Cause-coding by two-source reconciliation
4.5.1 The procedure
The one measurement act that carries the design is coding the cause of the first slip event as instrument-driven or launch-driven. The procedure is a two-source reconciliation. For each mission and the milestone period in which its first above-threshold slip occurs, two independent narratives are read: the CADRe Part A narrative, written by the project, and the GAO assessment narrative for the same project-year, written by the external auditor. Each narrative is coded for the dominant attributed cause of the slip: instrument development (the science instrument failed environmental test, could not close its calibration budget, or carried a technology below its assumed maturity) or launch-vehicle availability (manifest congestion, a shared-vehicle anomaly, or the provider’s own development slip). The slip event’s cause is coded high-confidence when both sources name the same dominant cause. The cause-coding is frozen before any modeling, so that the modeling cannot feed back into the coding.
4.5.2 Handling un-codable events
Events whose cause cannot be coded consistently across the two sources, where CADRe names one cause and GAO names another, or where neither names a single dominant cause, are flagged as un-codable rather than forced into a bin. The flagging is itself a measurement output, not a failure: it quantifies how much of the cohort’s first-slip experience is multi-cause or contested. Un-codable events are handled in sensitivity analysis (Chapter 6), recoded both ways (once as instrument-driven, once as launch-driven), with the result reported under both codings; a conclusion that flips between codings is reported as fragile. This is the operational form of the Fogel methodological warning that the bible imports: the cause decomposition is a constructed quantity that must be reported with explicit bounds and a sensitivity analysis, not asserted as observed [leunig2006].
4.5.3 Why two sources and what the reconciliation buys
The warrant for two sources is that each single source carries a directional bias and the two biases run opposite. CADRe Part A is project-authored and may under-attribute slip to the project’s own instrument development; the GAO narrative is auditor-authored and may over-attribute to management and contracting. An event coded the same way by both is robust to either bias alone, because a project incentive to blame the launch side and an auditor incentive to blame management would both have to fail in the same direction to manufacture a false instrument-driven code. The grounds for treating GAO as an independent, analyzable cause source are the policy-effects studies that use the GAO record to attribute NASA science-mission cost and schedule growth [bitten2018; sobel2021]. The rebuttal the design respects is that both sources are still narratives, and narrative attribution is subjective even when two narratives agree; the reconciliation reduces but does not eliminate this, which is why construct validity for “instrument-driven slip” is reported as defensible-but-imperfect and why the un-codable flag and the recoding sensitivity are mandatory rather than optional. Confidence in the cause-coding is moderate: the two-source rule is a real improvement over single-source coding, the directional-bias argument is sound, and the recoding sensitivity bounds the residual error, but the construct remains narrative-based and the design does not over-claim that it measures the physical cause without error.
4.6 Data quality, validation, coverage, and ethics
4.6.1 Data-quality checks
Three data-quality checks are specified at the cohort-assembly stage. First, cross-source key reconciliation: the mission key that joins CADRe, NICM, GAO, and TechPort must resolve to the same mission across all four, and missions that fail to join cleanly (a renamed mission, a re-baselined mission that appears under two identifiers) are reconciled by hand against the mission documentation before entering the cohort. Second, schedule-internal consistency: the milestone dates extracted from CADRe Part A and Part C must be internally consistent (KDP-B before confirmation before launch readiness), and inconsistencies are resolved against the GAO baseline record. Third, covariate range checks: instrument mass, power, and data rate from NICM, and entry TRL from TechPort, are range-checked against the plausible envelope for Earth-observing instruments, with out-of-range values flagged for source re-checking rather than silently retained. These checks are mechanical and are run before the cause-coding is frozen.
4.6.2 Validation against known values
The cohort admits a partial validation against known values, which is specified here even though it is not yet executed. The validation has two arms. The first arm validates the schedule outcome: for the subset of cohort missions whose launch dates and major slips are a matter of public record (the Landsat continuity missions are the clearest case, with a well-documented launch history [irons2012; jim2012; masek2020]), the cohort’s recorded first-slip timing and the public launch record must agree; a cohort mission whose coded slip history contradicts the public launch record is a data-quality failure to be investigated. The second arm validates the instrument-side covariate against the established TRL-slip relationship: because Dubos, Saleh, and Braun established a quantitative entry-TRL-to-slip relationship on an independent cross-mission dataset [dubos2008], the cohort’s own entry-TRL-to-instrument-slip association can be checked for sign and rough magnitude consistency with that prior result. Consistency is reassurance, not confirmation of H1 (which concerns the archetype-conditioned competing-risks structure, not the marginal TRL-slip association); a gross inconsistency would signal a measurement problem in the entry-TRL covariate. Both validation arms are design-stage specifications: they state what the validation would check and against which known values, and they report no executed validation result.
4.6.3 Coverage and limitations
The coverage limitations are real and are stated plainly, carrying forward and elaborating the prospectus limitations. The cohort targets NASA Earth-observing missions from roughly 1990 to the present that reach KDP-B, an expected sample on the order of thirty to sixty missions. This is small for a survival model with two competing events and an archetype interaction, which is the central statistical-conclusion-validity concern and the reason the specification pre-commits to ridge-penalized estimation and an events-per-variable cap (Chapter 5). Cause coding depends on narrative attribution, which is subjective and can mask multi-cause slip; the two-source reconciliation and the un-codable flag bound this but do not remove it. The two coverage gradients, CADRe completeness and TechPort completeness, are correlated and both thin for the oldest missions, so the oldest era of the cohort carries the most measurement uncertainty in both the cause narrative and the entry-TRL covariate. The launch-availability side is the thinnest domain-empirical facet: launch-manifest-driven slip as a survival outcome is under-documented in the open literature, so the launch-side construct leans on the Landsat continuity narrative [irons2012; jim2012] and on the GAO and CADRe primary records rather than on a quantified launch-slip literature, and the launch-side dominance claim for the heritage arm is, by construction, the more evidence-thin half of H1, to be confirmed on the cohort. The cohort is observational: sensor archetype is not randomized to missions, so the archetype contrast compares naturally occurring groups, and the complexity index and optimism proxy are the only defenses against confounding of archetype with other risk drivers. These limitations bound external validity to NASA Earth-observing missions of the studied era and do not extend to commercial constellations (which face different launch economics [donaldson; mccabe2017]), to non-Earth science, or to non-US programs (the ESA Earth-observation pipeline [martimort2023] is outside the cohort).
4.6.4 Ethics, access, and reproducibility
The data are programmatic records of public missions, not human-subjects data, so the ethical surface is access and reproducibility rather than consent or privacy. The binding ethical and practical constraint is that CADRe (through ONCE) and the restricted NICM parameter database are available only to analysts under a NASA or FFRDC data-use agreement. This has two consequences that the dissertation states openly. First, the full analysis is reproducible only by analysts with the data-use agreement; a reader without CADRe access can reproduce the public arm (the GAO cause narratives, the TechPort entry-TRL covariate, the public launch records) but not the project-side narrative or the restricted instrument parameters. Second, because one of the two cause-coding sources (GAO) is public, the cause-coding rule is partially auditable even by readers without CADRe access, which is a deliberate design choice to maximize transparency under the access constraint. The dissertation handles this by describing CADRe and the restricted NICM database by their provenance, field structure, access path, and known biases (Sections 4.1.1, 4.1.2) rather than reproducing restricted values, and by committing in the analysis plan to report the cause-coding manual, the NICM-to-archetype crosswalk, and the variable dictionary in full (the appendices), so that an analyst who later secures the data-use agreement can reproduce the cohort and the coding exactly. No restricted values are reported in this dissertation; the restricted sources are used to define the measurement procedure, and the procedure is what is published.
4.6.5 Summary of the measurement assurance
The measurement design defends the five-part assurance spine at the level of data. The problem is real: cost growth is a monetized image of slip [lieber2016] and slip has structurally distinct instrument and launch origins visible in the CADRe and GAO records. The problem is material: TRL deficit and instrument schedule growth measurably move mission cost and schedule [dubos2008; kipp2012], and launch-side slip is a separate, documented continuity-mission pressure [irons2012]. The measurement addresses the causal mechanism: the cohort carries the entry-TRL covariate that drives the instrument hazard and the manifest covariates that drive the launch hazard, joined to a two-source cause-coded outcome that keeps the two hazards from contaminating each other. The measurement beats the single-source alternative: a one-source cause label would inherit one source’s directional bias, while the reconciliation bounds it. The residual risk is acceptable and bounded: the cause-coding is narrative-based and the cohort is small, but the un-codable flag, the recoding sensitivity, the threshold sensitivity, the two validation arms, and the explicit access and coverage limitations are the design’s honest statement of where the measurement is fragile and what would raise or lower confidence in any result built on it. The chapter has specified the data and the measurement; it has executed neither, and it claims neither, which is the correct posture for a design-stage dissertation whose deliverable is the pre-registered measurement design and not an empirical finding.
Chapter 5: Research Design and Identification
5.0 The chapter’s answer
The research design that licenses this dissertation’s contribution is a cause-specific competing-risks survival design built on the Fine-Gray proportional subdistribution hazard model, estimated separately for the instrument-driven and the launch-driven first-slip events, with sensor archetype entering as an explicit effect modifier and with the whole apparatus disciplined by penalized partial-likelihood estimation under an events-per-variable cap. This is the chapter’s thesis, and the rest of the chapter develops it. The design is chosen because the policy question that motivates the work is predictive rather than purely etiologic: a program office at confirmation wants to know the cumulative probability that a mission of a given archetype will slip first for instrument reasons, in the real world where launch-driven slip also competes to be the first cause, and that cumulative-probability question is exactly the object that the subdistribution hazard governs and the object that an ordinary single-hazard regression cannot deliver [1], [2]. The identification of the contribution does not rest on an instrument or an exclusion restriction in the econometric sense, because there is no endogenous treatment to be purged; it rests instead on three temporal-ordering and separability claims that the design makes verifiable, on the explicit refusal to pool a heterogeneous hazard into a single coefficient, and on a counterfactual reading of the cumulative incidence function that is stated and bounded rather than assumed. The residual risk in the design is concentrated in cause-coding error and small-sample power, and the chapter ends by showing that each of these residual risks is bounded by a pre-committed mitigation rather than left open.
The problem This chapter examines, stated in the current-state and desired-state frame that the dissertation carries throughout, is a methodological gap rather than a substantive one. The current state of practice models schedule slip as a single undifferentiated outcome and regresses it on covariates, which means the analyst has no estimator that can keep instrument-caused slip and launch-caused slip from contaminating each other and no estimator that returns the archetype-conditional cumulative incidence a reserve decision actually needs. The desired state is a fully specified, pre-registered estimator and identification strategy that test separability and archetype dependence at once and that report a counterfactual decomposition of slip into its two channels. The gap is that the competing-risks apparatus that could supply this estimator is mature in biostatistics but has never been transferred to NASA mission schedule slip [1], [3], [4]. The consequence of leaving the gap open is that reserve continues to be allocated against a pooled slip estimate with no design capable of telling a program office which of the two hazards dominates for the mission in front of it. This chapter closes the design half of that gap; Chapter 6 closes the analysis-plan half.
A note on scope is owed at the outset. This is a design-stage dissertation. Every specification, every identification claim, and every threat-mitigation in this chapter is fully developed, but no coefficient, hazard ratio, or cumulative-incidence plateau is reported as an executed empirical result. Where the chapter states an expected sign or an illustrative magnitude, it labels that statement as illustrative and not yet estimated on the full cohort, in keeping with the dissertation’s standing guardrail. The deliverable of this chapter is the design and its defense, not findings.
5.1 The estimator and why it is chosen
5.1.1 The object to be estimated
The decision the design serves is the allocation of scarce schedule and cost reserve at the confirmation milestone. That decision turns on a probability, not a rate: the program office wants to know, for a mission of a given sensor archetype, the probability that its first schedule slip will be instrument-driven by some horizon in development, and the matching probability that its first slip will be launch-driven, so that reserve can be steered toward the dominant channel. The quantity that carries this probability is the cause-specific cumulative incidence function, the probability of experiencing a cause-k first slip by time t in the presence of the competing cause. The estimator must therefore be one whose covariate effects map directly onto the cumulative incidence function rather than onto a hazard whose translation into a probability is mediated by the other cause’s hazard in a way that has no closed interpretation. This requirement is the reason the design takes the subdistribution hazard as its primary estimator rather than the cause-specific hazard alone.
The claim that the cumulative incidence function, and not the naive Kaplan-Meier complement, is the correct object is not a stylistic preference; it is a correctness requirement with a documented failure mode for the alternative. Treating the competing event as ordinary right-censoring and applying the Kaplan-Meier estimator to one cause biases the estimated event probability upward, because the Kaplan-Meier construction implicitly assumes that a censored subject remains at risk of the event of interest, whereas a mission whose first slip was launch-driven is no longer at risk of an instrument-driven first slip [3], [5]. The magnitude of this bias is not negligible and grows with the incidence of the competing event; an applied demonstration in a competing-risks setting shows the Kaplan-Meier complement overstating absolute event risk precisely because it censors the competing event rather than accounting for it [6]. Because the dissertation’s whole purpose is to compare the cumulative incidence of two competing causes, an estimator that systematically inflates each cause’s incidence in proportion to the other’s frequency would corrupt the very comparison the work exists to make. The cumulative incidence function, estimated non-parametrically by the Aalen-Johansen form and modeled covariate-wise by the subdistribution hazard, is the estimator that avoids this failure [4], [7].
5.1.2 The Fine-Gray subdistribution model, stated
The primary estimator is the Fine-Gray proportional subdistribution hazard model [1], estimated separately for the instrument-driven event and for the launch-driven event. Carrying the dissertation’s fixed notation verbatim, for event type k (k = instrument, launch) the model is
subhazard_k(t | X) = subhazard_k0(t) * exp(X * beta_k),
where subhazard_k0(t) is the baseline subdistribution hazard for cause k, X is the covariate vector, beta_k is the cause-k coefficient vector, and the subdistribution hazard governs the cumulative incidence function CIF_k(t | X), the probability of a cause-k first slip by time t accounting for the competing event. The coefficient on the archetype-by-instrument-side interaction is the parameter of interest for the contribution H1. The defining feature of the subdistribution construction, the feature that separates it from the cause-specific hazard, is its risk-set bookkeeping: a subject who experiences the competing event is retained in the risk set for the event of interest with a decaying weight rather than removed, so that the modeled hazard maps monotonically onto the cumulative incidence function and a positive coefficient translates into a higher cumulative probability of that cause [1], [4]. This is what makes beta_instrument directly interpretable as the effect of a covariate, for example an entry-TRL deficit, on the cumulative probability that a mission slips first for instrument reasons, which is the decision-relevant statement.
The proportional-subdistribution-hazards assumption that the model imposes is testable and will be tested, not assumed. The design checks proportionality of the subdistribution hazards through Schoenfeld-type residual diagnostics adapted to the Fine-Gray weighting and through time-interacted covariate terms; where proportionality fails for a covariate, the design admits a time-varying coefficient for that covariate rather than forcing a constant effect, following the standard remedy in the competing-risks literature [2], [8]. The model is also estimated in its left-truncated form. Because some missions enter the formal cost-and-schedule record after a period of pre-formulation study, the spell origin at Key Decision Point B (KDP-B) is a construct convention rather than a true zero of risk, and the design uses the subdistribution model formulation that accommodates right-censored and left-truncated competing-risks data so that a mission that enters the at-risk record later than its KDP-B is handled correctly [9]. This left-truncation-capable form is essential rather than ornamental, because mishandling delayed entry would bias the baseline subdistribution hazard and therefore the cumulative incidence comparison at the heart of the contribution.
5.1.3 Why the cause-specific Cox model runs in parallel
The subdistribution hazard answers the predictive question, but it is not the only question worth asking, and a design that reported only the subdistribution model would be incomplete by the field’s own reporting standards. The cause-specific Cox proportional-hazards model is therefore estimated in parallel for each event, giving the instantaneous-rate interpretation: how a covariate affects the rate of an instrument-driven first slip among missions still at risk and not yet slipped for either cause. The applied competing-risks literature is explicit that the two models answer complementary questions, the cause-specific hazard the etiologic question and the subdistribution hazard the predictive question, and that a complete analysis reports both because divergence between them is itself informative about the mechanism [2], [4]. The methodological guidance is unambiguous that a competing-risks analysis should report results on all cause-specific hazards and on the cumulative incidence functions, not on one to the exclusion of the other [10]. The design honors this directly. Where the subdistribution coefficient for an instrument-side covariate is large but the cause-specific coefficient is modest, the design reads this as the covariate operating partly through the competing-event structure rather than purely through the instrument rate, and reports the divergence rather than suppressing it.
Gray’s test is the nonparametric backbone of the separability claim. Gray’s K-sample test compares cumulative incidence functions across groups without imposing the proportional-subdistribution-hazards assumption, and the design uses it as the model-free check on whether the instrument-slip cumulative incidence function differs across the two archetype strata [7]. Because the test is nonparametric, a rejection by Gray’s test that agrees with a significant archetype interaction in the parametric subdistribution model provides convergent evidence for separability that does not depend on the parametric form; a disagreement between the two would be a warning that the parametric result is an artifact of the proportional-hazards assumption, and the design pre-commits to reading such a disagreement as a reason to downgrade confidence rather than to report the parametric result alone.
5.1.4 Confidence in the estimator choice
The confidence in the estimator choice is high, and the basis for that grade is the convergence of an entire methodological literature on the same recommendation for the same kind of question. The original derivation of the subdistribution model [1], the introductory and recommendation papers that map the predictive question onto the subdistribution hazard and the etiologic question onto the cause-specific hazard [2], [4], the prognostic-modeling literature that uses the subdistribution model precisely when the target is an absolute risk for decision-making [11], and the textbook epidemiologic warning against the Kaplan-Meier failure mode [3], [5] all point to the same design. What would lower this confidence is a demonstration that the proportional-subdistribution-hazards assumption fails pervasively across the covariates of interest and cannot be repaired by time-varying coefficients, in which case the design would migrate to a flexible or additive subdistribution form [12], [13]; the design pre-commits to that contingency rather than treating the proportional form as inviolable. What would raise confidence further is an executed proportionality check on the assembled cohort showing the assumption holds for the archetype and TRL covariates, which is a Chapter 6 deliverable, not a Chapter 5 one.
5.2 The identification strategy
5.2.1 What “identification” means in this design
Identification in this dissertation is not the identification of a structural treatment effect through an instrument or a discontinuity, and it is important to say so plainly so that the design is judged against the right standard. There is no randomized or quasi-randomized assignment of sensor archetype to missions, and the design does not pretend otherwise; the archetype contrast is a comparison of naturally occurring groups, and the controls for complexity and estimating optimism are the defense against confounding rather than a substitute for randomization. What the design must identify is something more specific and more tractable: that the two slip causes are genuinely separable competing risks in the data, that the archetype variable is a pre-outcome quantity rather than a consequence of the slip it is meant to predict, and that the covariates respect the temporal ordering required for their coefficients to carry the intended interpretation. These are the three identification claims, and each is argued formally below in the claim-grounds-warrant-backing-qualifier-rebuttal structure the dissertation uses for every major claim.
5.2.2 First identification claim: the events are genuinely competing
Claim. The instrument-driven and launch-driven first-slip events are genuine competing risks in the data, not two independent processes artificially yoked together.
Grounds. Each mission contributes a single development spell from KDP-B, and the spell ends in exactly one of three mutually exclusive states: instrument-driven first slip, launch-driven first slip, or administrative censoring at launch with no above-threshold slip. By construction, the occurrence of one cause-coded first slip alters the at-risk set for the other, because a mission that has already slipped first for instrument reasons is no longer a candidate to slip first for launch reasons. This mutual exclusivity at the level of the first event is the defining structure of competing risks [3], [4].
Warrant. When the occurrence of one event precludes the clean observation of the other as the first cause, the events are competing by definition, and the correct apparatus is the competing-risks model rather than two separate single-event survival models, because separate single-event models would treat each competing event as ordinary censoring and inherit the upward Kaplan-Meier bias [3], [5], [6].
Backing. The competing-risks definition is canonical in the methodological literature: a competing risk is an event whose occurrence precludes the occurrence of the primary event of interest [2], [4], and the epidemiologic guidance is explicit that treating a competing event as ordinary censoring is the standard error the framework exists to avoid [3].
Qualifier. The events are competing for the first-slip outcome only. The design does not claim that instrument and launch problems cannot co-occur over a mission’s life; it claims that the first cause-coded slip is one or the other, which is the outcome the spell measures. A mission can and often will experience both kinds of trouble; the competing-risks structure concerns which kind reaches the threshold first.
Rebuttal. If the cause-coding cannot reliably assign a single dominant cause to the first slip, the competing structure is contaminated, and two causes that actually co-occur would be split arbitrarily. This rebuttal is real and is the dominant internal-validity threat addressed in Section 5.4; the design answers it with two-source reconciliation and recoding sensitivity rather than by assuming clean separation.
5.2.3 Second identification claim: the archetype is pre-outcome
Claim. The sensor-archetype effect modifier is determined before the outcome window and is therefore not a post-treatment quantity contaminated by the slip it is meant to predict.
Grounds. The archetype, first-of-kind active sensor versus passive-radiometer heritage mission, is a function of the instrument design fixed at KDP-B and classified from the NASA Instrument Cost Model taxonomy. The spell, and therefore the outcome window, begins at KDP-B. The classifying information thus predates the first byte of outcome.
Warrant. A moderator measured strictly before the outcome cannot be a consequence of the outcome, so an interaction between such a moderator and a covariate is interpretable as effect modification rather than as reverse causation [14], [15]. This is the central discipline the heterogeneity-aware methodologists impose: the moderator is a fixed pre-period characteristic, and the effect is built up from moderator-specific comparisons rather than imposed by a pooled regression.
Backing. The refusal to let a pooled coefficient stand in for a heterogeneous set of underlying comparisons is the explicit lesson of the modern difference-in-differences literature, which shows that a single pooled estimator under heterogeneity returns a contaminated weighted average that need not correspond to any quantity the researcher intends [14], and which therefore insists that heterogeneity enter through explicit, pre-determined group structure [15], [16].
Qualifier. The archetype is a binary simplification of a continuous novelty spectrum, and missions that are genuinely mixed are coded into a third category used for robustness rather than forced into the primary contrast. The pre-outcome status of the classification is not weakened by this simplification, but the binary cut is a construct choice that Section 5.4 flags as a construct-validity limitation.
Rebuttal. A mission that anticipates instrument risk might descope its instrument before KDP-B, which would change its archetype classification in a way correlated with its latent slip risk. This is the anticipatory-descoping channel, and it is the most serious threat to the pre-outcome claim. The design’s answer, developed in Section 5.4 and revisited in the discussion chapter, is to measure entry TRL at KDP-B before the slip window opens and to carry descope history as a covariate where the record supports it, so that anticipatory descoping is observed rather than hidden.
5.2.4 Third identification claim: covariate temporal ordering
Claim. The instrument-side and launch-side covariates are measured at or before KDP-B, preserving the temporal ordering required for their coefficients to be read as effects on subsequent slip.
Grounds. Entry TRL of the least-mature sensor technology is read from TechPort as of KDP-B; instrument mass, power, and data rate are the confirmation-baseline values from the instrument cost-model record; launch-vehicle class, the shared-versus-dedicated manifest indicator, and the provider-in-development indicator are taken from the manifest assignment in force at confirmation. The complexity index and the estimating-optimism proxy are both functions of the confirmation-baseline plan.
Warrant. A covariate measured before the outcome cannot have been caused by the outcome, so its coefficient is free of the simplest form of reverse-causation contamination, and the temporal ordering is a necessary condition for the regression coefficient to carry a forward-looking, decision-relevant interpretation [11], [14].
Backing. The prognostic-modeling literature that motivates the predictive use of the subdistribution model requires precisely this: predictors fixed at the prediction time so that the absolute-risk estimate is one a decision-maker could actually have formed at that time [11].
Qualifier. Temporal ordering rules out reverse causation but not omitted-variable confounding. A covariate measured at KDP-B can still be correlated with an unobserved driver of slip, which is why the design carries the complexity and optimism controls and why the archetype contrast remains observational.
Rebuttal. Entry TRL could itself be chosen in anticipation of slip risk, an endogenous-gating concern. The design addresses this by using the TRL recorded at KDP-B before slip is observed, which fixes the temporal ordering, while acknowledging in Section 5.4 that anticipatory gating remains a residual concern that the descope covariate and the cause-specific-versus-subdistribution divergence are designed to surface.
5.2.5 The Callaway-Sant’Anna discipline on the interaction
The dominance claim in the contribution is identified by the archetype interaction, and the design imposes a specific methodological discipline on how that interaction is estimated and reported. The discipline is the refusal, inherited from the heterogeneity-aware difference-in-differences literature, to let a single pooled instrument-slip hazard stand in for what is in fact a set of archetype-specific hazards [14]. The analogous error in this setting would be to estimate one instrument-slip subdistribution hazard pooled across all Earth missions and to report it as “the” instrument hazard, when the hazard differs sharply between first-of-kind active-sensor missions and heritage passive-radiometer missions. The pooled coefficient under that heterogeneity is a weighting of the two archetype-specific hazards whose weights are imposed by the estimator rather than chosen by the analyst, and it need not correspond to either archetype’s true hazard or to any quantity a reserve decision would use.
The design therefore estimates the archetype-stratified subdistribution hazards as separable building blocks: it fits the model within the first-of-kind active stratum and within the heritage passive stratum, and it tests whether the instrument-slip subdistribution hazard exceeds the launch-slip subdistribution hazard in the active stratum but not in the heritage stratum. Any aggregate across strata that the dissertation reports is a transparent, defensible weighting of those archetype-specific blocks rather than a regression-imposed average, exactly as the heterogeneity literature requires [14], [16]. The pooled specification with the archetype-by-TRL interaction is retained, but it is read as a compact test of effect modification, not as the source of the headline magnitude; the magnitudes come from the stratified blocks. This is the operational meaning of the contribution’s parameter of interest, the archetype-by-instrument-side interaction: it is the formal hypothesis test that the stratified blocks differ in the predicted direction.
The same authors’ doubly robust logic, which combines an outcome model and a weighting model so that consistency survives misspecification of either one [17], motivates a parallel robustness construction in the design. The archetype-specific hazards are estimated both by the penalized partial-likelihood subdistribution model (an outcome-model route) and by an inverse-probability-of-archetype reweighting that balances the complexity and optimism covariates across strata (a weighting route), so that a conclusion which holds under both routes is robust to misspecification of either. This parallel estimation is not a separate study; it is a robustness check on the archetype-specific blocks, and Section 5.5 specifies its computational form.
5.2.6 The Fogel counterfactual reading of the cumulative incidence function
The identification of the contribution carries a counterfactual interpretation that the design states explicitly rather than smuggling in. The structural-decomposition tradition demands that an aggregate outcome attributed to a single dominant cause be decomposed into separable channels whose individual magnitudes are measured against a constructed counterfactual [18]. Applied here, schedule slip is the aggregate, the instrument channel and the launch channel are the separable channels, and the archetype-specific cumulative incidence function is the counterfactual-bearing quantity. The cumulative incidence of instrument-driven slip in the active-sensor stratum answers a counterfactual question: what fraction of active-sensor missions would experience instrument-driven slip first, in the world where launch-driven slip also competes to be the first cause. The cumulative incidence function is the right object for this reading precisely because, unlike the cause-specific hazard, it is defined in the real population where both causes operate, so it carries the “in the world where the other cause competes” clause that the decomposition needs.
The decomposition tradition also carries a methodological warning that the design takes seriously and converts into a reporting rule. Social-savings decompositions were attacked on the ground that the counterfactual was constructed rather than observed, and the defense was always to make the construction explicit and to bound it with sensitivity analysis [18]. The analogue here is exact: the cumulative incidence function of a removed competing risk is a counterfactual quantity, not a directly observed one, and the design pre-commits to reporting it with the same explicitness, namely stated assumptions, stated bounds, and a sensitivity analysis that shows how the decomposition moves when the cause-coding or the at-risk structure is perturbed. Section 5.4 and the analysis plan in Chapter 6 carry this commitment into the robustness battery. The confidence attached to the counterfactual reading is therefore moderate rather than high by deliberate calibration: it is moderate because the counterfactual is constructed, and it is raised toward high only to the extent the sensitivity analysis shows the decomposition stable under perturbation.
5.3 Model specification
5.3.1 The primary archetype-stratified specification
The primary specification estimates, for each event k and each archetype stratum separately, the subdistribution hazard as a function of the instrument-side covariates (entry TRL of the least-mature sensor technology, instrument count, instrument mass, instrument power), the launch-side covariates (launch-vehicle class, the shared-versus-dedicated manifest indicator, and the provider-in-development indicator), and the controls (the complexity index after the complexity-based cost-estimating tradition [19], the estimating-optimism proxy constructed as the ratio of the confirmation-baseline schedule to a reference-class median schedule for similar-class missions [20], and calendar-period fixed effects to absorb era-specific acquisition policy). Estimating the model within each stratum is the operational form of the Callaway-Sant’Anna discipline: it produces the archetype-specific subdistribution hazards as separable blocks rather than as a pooled average [14]. The instrument-side covariate set is grounded in the established finding that the maturity of a spacecraft’s least-ready technology at authorization drives subsequent schedule slip [21], which is the substantive reason entry TRL is the leading instrument-side covariate rather than an arbitrary inclusion.
The choice to lead with entry TRL among the instrument-side covariates is a mechanism claim, and the design names the mechanism rather than asserting a bare correlation. The driver is a mission carrying a first-of-kind active sensor below its assumed maturity at KDP-B; the mechanism is that the least-mature sensor technology fails environmental test, cannot close its calibration budget, or runs long in maturation, so that instrument development becomes the binding path; the observable effect is an instrument-driven first-slip event that raises the instrument-slip cumulative incidence faster than the launch-slip cumulative incidence in the active-sensor stratum; the operational consequence is a committed-launch-date movement that accrues standing-army and rework cost against the confirmation baseline; and the strategic implication is that reserve and TRL gating should be steered to instrument maturation for this archetype. The TRL-schedule literature supplies the empirical backing for the driver-to-effect link, finding a measurable and nonlinear relationship between starting-TRL deficit and expected slip [21]; the design’s contribution is to carry that link into a cause-specific cumulative-incidence comparison rather than into a single pooled slip regression.
5.3.2 The pooled specification with interactions
The pooled specification is estimated alongside the stratified blocks and adds the archetype-by-TRL interaction and the archetype-by-shared-manifest interaction to a model fit across both primary strata. The archetype-by-TRL interaction is the compact test of the instrument-side half of the contribution: it asks whether the effect of an entry-TRL deficit on the instrument-slip subdistribution hazard is larger in the first-of-kind active stratum than in the heritage passive stratum. The archetype-by-shared-manifest interaction is the matching test of the launch-side half: it asks whether the effect of a shared-manifest assignment on the launch-slip subdistribution hazard is larger in the heritage passive stratum, consistent with the mechanism by which a direct-rebuild instrument carrying little maturation risk leaves the mission’s first slip disproportionately launch-side. The pooled model is a test, not a magnitude source; its coefficients confirm or deny effect modification, while the stratified blocks supply the cumulative incidence functions a reserve decision reads.
The two specifications are complementary and the design reports both, because each guards against a failure of the other. The stratified blocks could mislead if a stratum is so small that its block is noisy; the pooled interaction borrows strength across strata and is more stable. The pooled interaction could mislead if the proportional-subdistribution-hazards assumption holds within strata but not across them; the stratified blocks do not impose cross-stratum proportionality. Reporting both, and reading a divergence between them as a reason to lower confidence, is the design’s defense against either single specification carrying the whole claim.
5.3.3 Penalization and the events-per-variable cap
The cohort is small, on the order of thirty to sixty missions, with two competing events and an interaction, and a naive maximum-partial-likelihood fit on a covariate set of this size would be unstable and prone to separation. The design’s default is therefore a ridge-penalized partial likelihood for the subdistribution model, with the ridge penalty selected by cross-validation, and with the number of free covariates capped by an events-per-variable rule so that no model is fit with more covariates than the realized event count can support. Penalized estimation in the competing-risks setting is well established for exactly this small-sample, many-covariate situation, and the additive and flexible subdistribution-model literature provides the estimation machinery the design draws on where the proportional form needs relaxing [12], [13]. The events-per-variable cap is the quantitative discipline that prevents the interaction-bearing model from overfitting: the cap is set in advance, the covariate set is trimmed to satisfy it, and the trimming order is pre-registered so that it cannot be tuned to produce a desired result.
The penalization choice interacts with the doubly robust robustness construction from Section 5.2.5. The penalized subdistribution model is the outcome-model route; the inverse-probability-of-archetype reweighting is the weighting route; and the design reports the archetype-specific hazards under both, treating agreement across routes as evidence of robustness to misspecification [17]. The reweighting route is itself stabilized against small-sample instability by trimming extreme weights, a standard precaution that the design pre-commits to so that a handful of missions with extreme archetype-propensity scores cannot dominate the reweighted estimate.
A measurement-induced specification subtlety is worth recording because it bears on covariate handling. Entry TRL for older missions is unevenly recorded in TechPort, and some instrument-side covariates may be subject to detection-limit or below-threshold recording rather than clean measurement. The competing-risks literature has developed estimators for covariates subject to detection limits in exactly this regression setting [22], and the design adopts that handling for any instrument-side covariate whose record is censored at a measurement floor rather than dropping such missions, because dropping them would select the cohort on data completeness in a way correlated with mission era and therefore with the launch-market conditions the design is trying to control.
5.4 Threats to validity
5.4.1 Internal validity
The dominant internal-validity threat is cause-coding error. The two competing events are distinguished by attributing each first slip to a single dominant cause, and that attribution rests on reconciling the narrative cause statement in the cost-and-technical record with the independent narrative in the GAO assessment for the same project-year. If instrument and launch problems co-occur and the dominant cause is misattributed, the two events bleed into each other, and separability is either spuriously rejected, because true instrument slips are scattered into the launch category and vice versa, or spuriously accepted, because the coding rule itself imposes a separation the data do not support. This is the most consequential threat in the design because it strikes at the first identification claim directly. The mitigation has three parts, all pre-committed: cause-coding requires agreement across the two independent narrative sources, so that a high-confidence code is one both sources support; events whose cause cannot be reconciled across the two sources are flagged as un-codable rather than forced; and the analysis plan recodes the ambiguous events both ways and reports the result under both codings, so that a conclusion which flips between codings is reported as fragile rather than as confirmed. The confidence that cause-coding error is controlled is moderate, not high, and it is moderate precisely because narrative attribution is irreducibly subjective; the two-source reconciliation reduces the error but cannot eliminate it, and the design says so.
The second internal-validity threat is endogenous TRL gating. NASA gates technology maturity at milestones, so the entry TRL recorded at KDP-B is not a passive observation but a quantity the program has already acted on, and a mission that anticipates instrument risk may have raised its instrument’s maturity, delayed its confirmation, or descoped before KDP-B. Any of these would suppress the very instrument-driven slip the model is trying to measure, biasing the instrument-slip hazard downward and potentially masking a true dominance. The defense is to measure entry TRL at the moment of KDP-B, before the slip window opens, which fixes the temporal ordering, and to include descope history as a covariate where the record supports it, so that anticipatory descoping is observed rather than hidden. This is a partial defense and the design grades it as such: it converts an unobserved selection into a partly observed covariate, but it cannot recover the slip that a descope prevented from ever being recorded. The divergence between the cause-specific and subdistribution results is the additional diagnostic here, because a gating-induced suppression would show a characteristic pattern of a modest cause-specific rate alongside a cumulative incidence depressed by the competing structure.
5.4.2 External validity
The cohort is NASA Earth-observing missions of a specific era, roughly 1990 to the present, that reach KDP-B. The results, if found, do not transport to commercial Earth-observing constellations, which face different launch economics and a different manifest structure; they do not transport to planetary or astrophysics missions, whose instrument and launch risk structures differ; and they do not transport to non-US programs. The archetype contrast is specific to the active-versus-passive sensor distinction and should not be read as a general novelty result that would apply to novelty in the spacecraft bus, the ground system, or the operations concept. The design states this boundary as a delimitation rather than a defect: a narrow, well-bounded claim is more falsifiable and more useful to the program offices that would act on it than a broad claim that strains its evidence. The confidence in the external-validity boundary is high, because it follows directly from the cohort definition rather than from any estimated quantity; the design knows the boundary of its population with certainty even before estimation.
A further external-validity concern is era confounding. Launch-market conditions changed substantially across the studied period, with the entry of new providers and the retirement of established vehicles, so a cohort weighted toward one era could show a launch-side dominance that reflects the era rather than the archetype. The calendar-period fixed effects absorb common era shocks, and the archetype contrast is estimated within era to the extent the sample permits, but the small cohort limits how finely era can be partitioned, and the design acknowledges that a perfectly clean era-versus-archetype separation is not achievable on a cohort of this size. This is one reason the launch-side dominance claim for the heritage arm is graded as the more evidence-thin half of the contribution, to be confirmed on the cohort rather than asserted.
5.4.3 Construct validity
Two construct-validity concerns are central. The first is that “instrument-driven slip” is a constructed category resting on narrative attribution; it is a defensible but imperfect proxy for the underlying physical cause, and a milestone slip with genuinely mixed causes is forced into a single dominant-cause bin by the coding rule. The design reports the coding rule in full so that a reviewer can audit it, flags the un-codable events rather than hiding them, and treats the recoding sensitivity as a direct test of how much the constructed category drives the result. The second concern is that the archetype variable is a binary simplification of a continuous novelty spectrum: a sensor that is partly novel and partly heritage is not cleanly active-first-of-kind or passive-heritage, and the binary cut imposes a dichotomy on a continuum. The design’s answer is the third archetype category for mixed or ambiguous sensors, which is excluded from the primary contrast but brought into the model as a separate stratum in robustness to confirm that the binary contrast is not forcing a spurious dichotomy. The confidence that the constructs are valid is moderate: the constructs are transparent and auditable, which is the strongest defense available for a narrative-derived category, but transparency is not the same as physical correctness, and the design does not overclaim.
5.4.4 Statistical-conclusion validity
The sample is small and the model carries an interaction, so statistical-conclusion validity, specifically the risk of a Type II error that reports a non-rejection of the null when the design simply lacked power, is the central statistical concern. The design pre-commits to three defenses. It uses penalized estimation and the events-per-variable cap to keep the model from overfitting the small cohort. It reports confidence intervals and the realized power rather than point estimates alone, so that a non-rejection accompanied by wide intervals is distinguishable from a non-rejection accompanied by tight intervals around a null effect. And it runs a power and minimum-detectable-effect analysis before estimation, not after, so that the design states in advance what effect it can and cannot detect. The decisive pre-commitment is interpretive: a non-rejection of the null that is accompanied by wide intervals is reported as inconclusive rather than as support for the null, which protects against over-claiming a null result from a small sample. This commitment is what makes the falsification rule honest, because it forecloses the move of treating a power failure as evidence for non-separability. The minimum-detectable-effect analysis is specified in Chapter 6 as a deliverable of the analysis plan; Chapter 5 records only the design commitment that it is run in advance and that its result conditions the interpretation of any non-rejection.
5.4.5 The assurance-case reading of the threat catalogue
The threat catalogue is not a list of weaknesses but the residual-risk leg of the dissertation’s assurance case, and reading it that way clarifies what the design has and has not secured. The assurance case asserts that the problem is real, that it is material, that the design addresses the causal mechanism, that it beats the alternatives, and that the residual risk is acceptable. The first four legs are carried by the earlier sections and the sibling chapters: the problem of undifferentiated slip is real and documented in the schedule-cost-coupling literature; it is material because reserve allocated against slip is a first-order cost driver; the competing-risks design addresses the mechanism by separating the two cause-specific hazards without contaminating one with the other; and it beats the alternatives because a pooled slip regression and a naive Kaplan-Meier cannot decide separability or dominance and the Kaplan-Meier alternative is biased upward by construction [3], [6]. This Section 5.4 carries the fifth leg, residual risk. The residual risk is concentrated in cause-coding error and small-sample power, and the design’s claim is not that these risks are absent but that each is bounded by a pre-committed mitigation: two-source reconciliation and recoding sensitivity for cause-coding, and the in-advance power analysis with the inconclusive-non-rejection rule for power. The residual risk is therefore acceptable in the specific sense that it is bounded, stated, and tested, not in the sense that it is zero.
5.5 The computational and software plan
5.5.1 Estimation software
The competing-risks estimation is implemented in a reproducible scripted environment rather than by point-and-click, so that every cohort, coding, and model decision is captured in version-controlled code and the entire analysis can be re-run from the frozen cohort by an analyst with the data-use agreement. The subdistribution model is estimated by the Fine-Gray method as implemented in mature, peer-reviewed survival libraries; the original method and its standard implementations are the reference point [1], and the cumulative-incidence and Gray-test machinery is available in well-documented form including the implementation that brought the cumulative-incidence estimator and the K-sample comparison into general analytic use [7]. The cause-specific Cox models are estimated by standard partial-likelihood routines. The left-truncated subdistribution form is estimated using the method developed for right-censored and left-truncated competing-risks data, which is the form required by the spell-origin convention [9]. The design does not commit to a single language at the level of dogma, because the methods are available in more than one ecosystem, but it does commit to using an implementation whose competing-risks routines are validated against the published estimators rather than a hand-rolled fit, because a custom implementation of the subdistribution weighting would introduce an avoidable verification burden.
5.5.2 Penalized and reweighted estimation
The ridge-penalized partial likelihood is implemented through the penalized-regression extensions of the survival ecosystem, with the penalty path computed and the penalty selected by cross-validation on the partial-likelihood deviance. The cross-validation is stratified by event type so that the penalty is not selected on a fold that happens to contain few events of one cause, which would destabilize the rarer-event model. The inverse-probability-of-archetype reweighting route is implemented by first estimating an archetype-propensity model on the complexity and optimism covariates, trimming extreme weights at a pre-registered threshold, and then fitting the subdistribution model with the stabilized weights, so that the doubly robust comparison of the outcome-model and weighting-model routes is a direct re-run with the same outcome specification under two estimation strategies [17]. The additive and flexible subdistribution-model implementations are held in reserve for the contingency, flagged in Section 5.1.4, that the proportional-subdistribution-hazards assumption fails and cannot be repaired by time-varying coefficients [12], [13].
5.5.3 Reproducibility, provenance, and pre-registration
The computational plan is built around three reproducibility commitments that bind the analysis before any model is fit. First, the cohort and the cause-coding are frozen before modeling: the assembled spells, the reconciled cause codes, the un-codable flags, and the archetype classifications are written to a versioned, read-only dataset, and the modeling code reads only that frozen dataset, so that no model decision can feed back into the coding. Second, the specification, the threshold settings, the events-per-variable cap, the penalty-selection procedure, and the falsification rule are pre-registered as a frozen block before estimation, so that the robustness battery cannot be tuned after the result is seen; the pre-registration block is the design’s primary defense against the optimism-bias critique turning inward on the analysis itself, because a pre-registered analysis cannot be optimistically re-specified to rescue a desired finding [20]. Third, the full provenance of the cohort, the data-source versions, the API pull dates for TechPort, and the software and package versions are logged alongside the frozen dataset, so that a later analyst can reconstruct not only the analysis but the exact data state it ran on. The combination of a frozen cohort, a frozen specification, and a logged provenance is what makes a design-stage dissertation honest: it commits the analysis in advance and in public, so that the eventual execution is a test of a pre-stated hypothesis rather than a search for a publishable pattern.
The pre-registration commitment also discharges the design’s obligation to the reference-class-forecasting critique. The rival explanation that overruns are driven by systematic planning-stage optimism rather than by project-specific technical cause [20] applies not only to the missions under study but, as a methodological hazard, to the analyst. A pre-registered specification with a fixed falsification rule is the analytic analogue of reference-class discipline: it fixes the decision rule before the outcome is seen, just as reference-class forecasting fixes the estimate against an outside view before the inside view can bias it. The design therefore treats pre-registration not as a bureaucratic formality but as the structural feature that lets the dissertation make a falsifiable claim, because a claim that could be re-specified after the fact to avoid falsification is not falsifiable at all. The confidence that the computational plan secures reproducibility is high, because reproducibility is a property of the plan itself rather than of an estimated quantity, and the plan’s frozen-cohort, frozen-specification, logged-provenance structure is fully specified in this chapter.
5.5.4 What the computational plan does not claim
In keeping with the dissertation’s guardrail, the computational plan stops short of any executed result. It specifies the software, the penalization, the reweighting, and the reproducibility commitments, and it leaves the result tables specified but unpopulated for Chapter 6 to describe in their expected, illustrative form. No coefficient, hazard ratio, cross-validated penalty value, or cumulative-incidence plateau appears in this chapter, because none has been estimated on the full cohort, and reporting one would violate the design-stage honesty the dissertation is built on. The chapter’s deliverable is a design that an analyst with the data-use agreement could execute exactly as written, returning a falsification decision against the pre-stated rule, and it is the completeness and pre-commitment of that design, not any number, that this chapter offers as its contribution.
5.6 Chapter summary
This chapter specified the full empirical design that licenses the dissertation’s contribution and argued its identification formally. The estimator is the Fine-Gray proportional subdistribution hazard model, carried in the fixed notation subhazard_k(t | X) = subhazard_k0(t) * exp(X * beta_k), estimated separately for the instrument-driven and launch-driven first-slip events, with the cause-specific Cox model and Gray’s test run in parallel, and with the subdistribution form chosen as primary because the reserve-allocation decision turns on the cumulative incidence of each cause rather than on its instantaneous rate, and because the naive Kaplan-Meier alternative is biased upward by construction in the presence of a competing event [1], [3], [6]. Identification rests on three argued claims, that the events are genuinely competing, that the archetype is a pre-outcome moderator, and that the covariates respect temporal ordering, each defended in the claim-grounds-warrant-backing-qualifier-rebuttal structure, and disciplined by the Callaway-Sant’Anna refusal to pool heterogeneous hazards [14], [16] and by the Fogel counterfactual reading of the cumulative incidence function with its explicit-and-bounded-construction warning [18]. The specification estimates archetype-stratified subdistribution hazards as separable blocks plus a pooled interaction test, under ridge penalization and an events-per-variable cap with a parallel doubly robust reweighting route [12], [17]. The threat catalogue treats internal validity (cause-coding error and endogenous TRL gating), external validity (the era and program boundary and era confounding), construct validity (narrative attribution and the binary archetype), and statistical-conclusion validity (small-sample power with the inconclusive-non-rejection rule) as the residual-risk leg of the assurance case, each bounded by a pre-committed mitigation. The computational plan binds the analysis through a frozen cohort, a frozen and pre-registered specification, and a logged provenance, and it stops deliberately short of any executed result, in keeping with the design-stage guardrail. Chapter 6 takes this design and specifies the analysis plan: the fixed estimation sequence, the expected illustrative findings under the contribution and under the null, the pre-registered robustness battery, and the power analysis that conditions the interpretation of any non-rejection.
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Chapter 6: Analysis Plan and Expected Results
6.0 The chapter thesis
The analysis plan of this dissertation can be stated in one sentence before any of it is justified: the cohort will be run through a fixed six-step estimation sequence whose decision rule on the hypothesis is written down in advance, whose expected results are stated only as signed directions with named mechanisms rather than as numbers, and whose result tables are specified now and left deliberately empty until the cohort is assembled and the cause-coding is frozen. Everything in this chapter is the development of that sentence. It sets out the order of operations so that no analytic choice can be made after seeing an estimate; it states what each estimate would have to look like for the contribution to be confirmed and what it would look like for the null to stand; it reasons through why each expected sign should appear, tracing a driver to a mechanism to an observable effect rather than asserting a correlation; it designs the illustrative simulation that will demonstrate the estimator behaves as intended before it touches real data; and it interprets the cumulative incidence profile and the Gray’s-test contrast as the decision-relevant objects they are. The single discipline that governs the entire chapter is that it is written at the design stage. No estimate has been produced. Every quantity named below is labeled as expected or as illustrative, and every result table is presented as a template with its cells unpopulated by design.
This framing matters because the credibility of a pre-registered design rests on whether the analyst has tied his own hands before the data can talk back. The current state of NASA mission-slip analysis is that slip is regressed as a single delayed outcome after the fact, with the analyst free to choose specifications until the result is congenial; Flyvbjerg’s critique of cost-overrun practice is precisely that the latitude to sample data, remove outliers, and select baselines after the fact is what produces the field’s century-long record of biased estimates [1]. The desired state is an analysis whose every consequential choice, the threshold that defines a slip event, the events-per-variable cap, the penalty, the cause-coding, and above all the rule that decides between H0 and H1, is fixed in writing before the cohort is run, so that the eventual estimate can only confirm or falsify and cannot be tuned. The gap is that no such pre-registered competing-risks plan exists for mission schedule slip, because the competing-risks framing of slip is itself novel to this dissertation. The consequence of leaving that gap unfilled is that any future estimate, however carefully computed, would inherit the same suspicion of specification search that haunts the overrun literature. This chapter closes the gap by writing the plan down in full and in advance, and it does so honestly at the design stage, which means it specifies the analysis without executing it and reports no findings dressed as results.
The chapter proceeds from procedure to expectation to decision rule to diagnostics to power. Section 6.1 fixes the six-step estimation sequence and the illustrative simulation that validates the estimator. Section 6.2 states the expected, illustrative findings under H1, under H0, and under the partial-support pattern, with every number labeled illustrative and every result table left empty by design. Section 6.3 reproduces the falsification rule exactly as it is fixed in the dissertation bible. Section 6.4 specifies the pre-registered robustness battery. Section 6.5 sets out the minimum-detectable-effect analysis that is run before estimation and the in-advance commitment that a wide-interval non-rejection is reported as inconclusive rather than as support for the null.
6.1 The estimation procedure
The estimation procedure is a fixed sequence of six steps, ordered so that each consequential decision is made and frozen before the next step can see its consequences. The sequence is reproduced here verbatim from the dissertation’s analysis plan, and the order is itself part of the pre-registration: a reviewer can check not only what was done but that it was done in the committed order.
6.1.1 The six-step sequence
Step one. Assemble the cohort and freeze the cause-coding. The cohort of NASA Earth-observing missions reaching Key Decision Point B (KDP-B) is assembled from the four named sources fixed in Chapter 4, and the two competing events, instrument-driven first slip and launch-driven first slip, are coded by reconciling the CADRe Part A narrative with the Government Accountability Office assessment narrative for the same project-year. The defining act of this step is that the cause-coding is frozen before any modeling begins. This ordering is not a convenience; it is the firewall that prevents the most dangerous form of specification search in a competing-risks design, which is the silent re-attribution of an ambiguous event to whichever cause makes the eventual hazard contrast cleaner. Once the coding is frozen, the events-per-variable accounting that constrains the rest of the design is known, because the number of cause-coded events of each type is fixed.
Step two. Construct the archetype effect modifier and the entry-TRL covariate. Each mission is classified from the NASA Instrument Cost Model taxonomy as carrying a first-of-kind active sensor or as a passive-radiometer heritage mission, with mixed or ambiguous sensors held in a third category for robustness only. The entry technology-readiness level of the least-mature sensor technology at KDP-B is taken from TechPort. Both constructs are built from records that predate the slip window, preserving the temporal ordering on which the identification argument of Chapter 5 depends. This step is separated from the modeling steps so that the effect modifier and the key instrument-side covariate are fixed as data, not chosen as the model is fit.
Step three. Estimate the nonparametric cumulative incidence functions and run Gray’s test. For each cause within each archetype stratum, the cumulative incidence function (CIF) is estimated nonparametrically, and Gray’s K-sample test is run for equality of the CIFs across the archetype strata. This step is deliberately placed before any regression. The nonparametric CIF is the assumption-light object: it requires only the competing-risks accounting, not the proportional-subdistribution-hazards assumption that the regression step will impose. Gelber and Gray established the foundational normative reason for leading with the CIF, namely that the cumulative incidence function, not the integrated cause-specific hazard, is the quantity that corresponds to a real-world probability once competing events are present [2]. Ray’s class of K-sample tests for comparing the cumulative incidence of a competing risk across groups is the instrument used for the formal contrast [3], and the Stata implementation documented by Coviello and Boggess supplies the practical estimator for the CIF and the K-sample comparison [4]. Running this step first means that the separability question is given a first, model-free answer before any parametric structure is layered on.
Step four. Estimate the cause-specific Cox and Fine-Gray models, first without and then with the archetype interaction. For each event, the cause-specific Cox model and the Fine-Gray subdistribution hazard model are estimated, in that paired form, first in a specification without the archetype interaction and then in the pooled specification with the archetype-by-instrument-side interactions. The paired estimation is not redundancy. Latouche, Allignol, Beyersmann, Labopin, and Fine make the reporting standard explicit: a competing-risks analysis should report results on all cause-specific hazards and the cumulative incidence functions, because the cause-specific hazard answers the etiologic question of the instantaneous rate among those still at risk while the subdistribution hazard answers the predictive question of the cumulative probability in the population where competing events occur [5]. Wolbers, Koller, Stel, Schaer, Jager, Leffondre, and Heinze reinforce that the analyst must match the hazard quantity to the inferential objective rather than report one as if it answered both questions [6]. For this dissertation the policy question is predictive, so the Fine-Gray subdistribution hazard is the primary object, but the cause-specific Cox model is estimated alongside it because divergence between the two is itself informative and is reported rather than suppressed.
Step five. Test H1 by the interaction and the dominant-hazard contrast. The contribution hypothesis is tested by the significance and sign of the archetype-by-instrument-side interaction in the instrument-slip subdistribution model, and by the contrast of which cause is the dominant subdistribution hazard within each archetype stratum. The test is not a single p-value on a single coefficient. It is a conjunction: the interaction must carry the predicted sign, and the within-stratum dominance must reverse between the first-of-kind active stratum and the heritage passive stratum. This conjunctive structure is what makes the test demanding and is set out in full in Section 6.3.
Step six. Run the pre-registered sensitivity analyses. The robustness battery fixed in Section 6.4 is run last: the slip-threshold variation, the ambiguous-event recoding both ways, the penalty and events-per-variable variation, the removal and reintroduction of the estimating-optimism control, and the introduction of the mixed-sensor third stratum. These are run after the primary estimate, not interleaved with it, so that the primary result is committed before its robustness is probed and the sensitivity analyses cannot be used to select the primary specification.
6.1.2 Why the ordering is itself a method claim
The claim that the ordering matters deserves its own Toulmin development because it is the spine of the chapter. The claim is that fixing the six steps in this order materially improves the credibility of any eventual estimate. The grounds are that the overrun-economics literature documents, repeatedly and across domains, that latitude in the estimating process is the proximate source of biased forecasts: Flyvbjerg’s account names inconsistent baselines, idiosyncratic sampling, and outlier removal as the bad practices that the discipline must foreclose [1], and the reference-class-forecasting program that Flyvbjerg and colleagues built for Hong Kong’s roadworks projects [7] and that Natarajan adapted for offshore oil and gas megaprojects [8] is, at bottom, an apparatus for removing analyst latitude by committing to an outside view before the project-specific estimate is formed. The warrant that licenses moving from these grounds to the claim is that a survival design with a small cohort, two competing events, and an interaction term is exactly the kind of analysis where latitude is most dangerous, because the number of defensible specifications is large relative to the number of events, so the space of congenial results an unconstrained analyst could reach is correspondingly large. The backing for the warrant is the events-per-variable concern that runs through the competing-risks methodology literature and that Chapter 5 made the basis for penalized estimation. The qualifier is important and is protected here: pre-registration improves credibility, it does not manufacture power, and a small cohort that has been honestly pre-registered can still fail to detect a real effect; the ordering protects against false confidence, not against the genuine limits of the sample. The rebuttal that must be acknowledged is that an overly rigid pre-registration can prevent the analyst from correcting a genuine error discovered mid-analysis, for instance a data-entry mistake in the cause-coding; the design answers this by distinguishing, in advance, between specification changes (forbidden after the freeze) and error corrections (permitted but logged), so that the firewall blocks tuning without blocking honesty. Confidence in this claim is high, because the value of pre-committing analytic choices is one of the better-evidenced propositions in the overrun-economics literature the dissertation draws on, and because the cost of the discipline is low at the design stage where nothing has yet been estimated.
6.1.3 The illustrative validation simulation
Before the estimator is applied to the real cohort, the analysis plan calls for an illustrative simulation whose sole purpose is to confirm that the estimating machinery recovers a known structure and that the Gray’s-test and interaction diagnostics behave as the design assumes. This simulation is illustrative by construction. It uses synthetic data with parameters chosen by the analyst, not the real cohort, and it produces no finding about NASA missions; its output is a statement about the estimator, not about the world.
The simulation is designed as follows. A synthetic cohort of mission-development spells is generated with a sample size and an event split matched to the expected real cohort (an order of 30 to 60 missions, with the event counts that the power analysis of Section 6.5 treats as the planning values). Two competing events are generated from cause-specific hazards whose forms are set by the analyst so that, in the first-of-kind active stratum, the instrument-slip cause-specific hazard rises with a synthetic entry-TRL deficit while the launch-slip hazard does not, and, in the heritage passive stratum, the two hazards are set close together. The data-generating process is specified at the level of the cause-specific hazards rather than the subdistribution hazards, following the warning of Bonneville, de Wreede, and Putter that proportional subdistribution hazards generally cannot hold simultaneously for more than one cause, so that a simulation which imposes proportional subdistribution hazards on both competing events at once would be generating data from an internally inconsistent model [9]. Generating from cause-specific hazards and then deriving the implied cumulative incidence functions is the internally consistent route, and it is the route this simulation takes. Tanaka’s result on the rare-event approximation between the subdistribution hazard ratio and the cause-specific hazard ratio [10] is used as a sanity anchor: in the low-event-rate region the two ratios should approximately coincide, and the simulation checks that the estimated quantities respect this approximation where it is expected to hold, which is a cheap and informative test that the estimation code is wired correctly.
The simulation then runs the full six-step sequence on the synthetic data and checks three things. First, that the nonparametric CIFs recover the planted shape, with the instrument-slip CIF rising faster in the active stratum and the two CIFs converging in the passive stratum. Second, that Gray’s test rejects equality of the instrument-slip CIFs across strata at the planted separation and fails to reject when the separation is set to zero, which establishes that the test has the size and power the design assumes at the planning sample size. Third, that the archetype-by-TRL interaction in the pooled Fine-Gray model recovers the planted sign and magnitude within simulation error, and that the ridge penalty selected by cross-validation does not shrink the interaction to undetectability when the planted effect is at the practically meaningful size. The simulation is run across a grid of planted effect sizes spanning zero to a value the spacecraft literature would consider large, so that the realized rejection rate as a function of planted effect is the simulated power curve that Section 6.5 reports as the design’s minimum-detectable-effect basis.
The mechanism reasoning behind insisting on this simulation is direct. The driver is that a competing-risks estimator on a small cohort with an interaction is a piece of machinery with many ways to be silently miswired, from an incorrect at-risk set in the subdistribution construction to a penalty that over-shrinks the parameter of interest. The mechanism by which a miswiring would damage the dissertation is that a miswired estimator could return a clean-looking null on the real cohort that is an artifact of the code rather than a property of the world, and at the design stage there would be no way to tell the two apart. The observable effect of running the simulation first is that the estimator’s behavior on a known structure is documented before the real data are touched, so that a null on the real cohort can be read as a statement about missions rather than about software. The operational consequence is that the dissertation can distinguish, in advance, between three readings of an eventual non-rejection: a true null, an underpowered cohort, and a broken estimator. The strategic implication is that the simulation is not a flourish but a precondition for the honest interpretation of the real result, and the analysis plan treats it as a mandatory step that precedes any contact with the cohort. Confidence in the necessity of the simulation is high; confidence in any particular planted parameter is not claimed, because the planted parameters are illustrative analyst choices and are labeled as such.
6.2 Expected, illustrative findings
This section states the expected form of the results. It is the section where the design-stage discipline is most load-bearing, and so it carries the guardrail in the strongest form: no result below has been executed on the cohort, every numerical statement is an illustrative placeholder that specifies the form of the output rather than a finding, and every result table is presented as a template whose cells are deliberately left unpopulated. The purpose of the section is to commit, in advance, to what each pattern would look like, so that the eventual estimate can be matched against a pre-stated expectation rather than interpreted post hoc.
6.2.1 The expected pattern if H1 holds
If the contribution hypothesis holds, the expected pattern has four linked features, each stated as a direction with a named mechanism.
The first feature is that, in the first-of-kind active-sensor stratum, the instrument-slip cumulative incidence function would rise faster and reach a higher plateau than the launch-slip cumulative incidence function. The driver is a mission carrying a first-of-kind active sensor, a lidar or radar with no direct flight heritage, below its assumed maturity at KDP-B. The mechanism is that the least-mature sensor technology becomes the binding development path: it fails environmental test, cannot close its calibration budget, or its maturation simply runs longer than the schedule assumed, so that instrument development is the activity most likely to generate the first above-threshold schedule movement. The observable effect is that the instrument-slip CIF in this stratum accumulates probability earlier and to a higher level than the launch-slip CIF. The operational consequence is that the mission’s committed launch date moves for instrument reasons, accruing the standing-army and rework cost that overruns the confirmation baseline. The strategic implication is that schedule and cost reserve for this archetype should be steered toward instrument maturation and toward TRL gating at KDP-B. This entire chain rests on the antecedent established in the spacecraft literature, that the technology readiness of a spacecraft’s least-mature technology at authorization is a measurable driver of subsequent schedule slip, which Dubos, Saleh, and Braun document on a cross-mission dataset [11], and on the complexity-based cost-estimating relationships of Bearden that make complexity and design aggressiveness independent drivers of cost and schedule risk [12].
The second feature is the illustrative magnitude. If H1 holds, the instrument-slip subdistribution hazard ratio on the entry-TRL deficit would be the dominant and statistically distinguishable term in the active stratum, with a subdistribution hazard ratio above one for each level of TRL deficit. The value “above one” is labeled here as illustrative: it specifies the direction the hazard ratio would have to take, not a number the dissertation claims to have estimated. The form of the expected output is a subdistribution hazard ratio with a confidence interval that excludes one for the TRL-deficit term in the active stratum, and the cell where that number would appear is left empty in the result template of Section 6.2.4.
The third feature is the reversal in the heritage passive stratum. In the passive-radiometer heritage stratum, the two cumulative incidence functions would be closer together, with the launch-slip subdistribution hazard at least as large as the instrument-slip hazard, so that the dominance would reverse or vanish. The driver here is a direct-rebuild passive radiometer carrying little maturation risk because it has flown before. The mechanism is that, with the instrument path largely de-risked, the first above-threshold slip is disproportionately likely to originate on the launch side: a shared-vehicle anomaly, a manifest reshuffle, or a launch provider’s own development slip, all of which are exogenous to the spacecraft’s readiness. The observable effect is that the launch-slip CIF in this stratum is at least as high as the instrument-slip CIF. The operational consequence is that reserve for this archetype should be steered toward manifest and provider dynamics rather than toward instrument maturation. The strategic implication is the archetype-conditional reserve posture that is the dissertation’s policy payoff. The Landsat Data Continuity Mission account documented by Irons, Dwyer, and Barsi is the substantive grounding for the launch-driven pressure on heritage continuity missions [13]; the dissertation reads that narrative as the qualitative analogue of the quantitative reversal it expects to find.
The fourth feature is the formal separability signal. If H1 holds, Gray’s test would reject equality of the instrument-slip cumulative incidence functions across the two archetype strata, and the archetype-by-TRL interaction in the pooled subdistribution model would be statistically distinguishable from zero with the predicted sign. These are the two formal objects that convert the visual pattern of the CIFs into a testable contrast, and their expected behavior is the rejection of equality and a nonzero interaction, respectively.
6.2.2 The expected pattern if H0 holds
If the null holds, the expected pattern is the mirror image and is stated with equal specificity so that the null is genuinely falsifiable in both directions. The two cumulative incidence functions would track each other within both archetype strata, so that neither cause dominates in either archetype. Gray’s test would fail to reject equality of the instrument-slip CIFs across the strata. The archetype-by-TRL interaction would be statistically indistinguishable from zero. The mechanism reading of the null is that slip, despite its two nominal origins, behaves in the data as a single hazard whose cause attribution does not carry archetype-conditional structure: either the instrument and launch causes are not separable in the historical record, or their separation does not depend on sensor archetype. The dissertation analyzes this as a real and reportable result, not as a failure, because a credible demonstration that slip is one hazard after all would itself change how reserve is modeled, by licensing the central, undifferentiated reserve pool that current practice already uses.
6.2.3 The partial-support pattern
A third pattern is anticipated in advance because it is genuinely possible and carries its own implication. The two slip causes could be separable while the archetype dependence fails: Gray’s test could reject equality of the cause-specific or cumulative-incidence structures, establishing that instrument-driven and launch-driven slip are distinct competing risks, while the archetype-by-TRL interaction is indistinguishable from zero, so that the dominance of instrument-driven slip does not differ between the first-of-kind active and heritage passive strata. This pattern rejects part of H1, the archetype-dependence half, while confirming the separability half. The dissertation pre-commits to reporting this as partial support rather than as either confirmation or null. The implication is preserved even under partial support: if slip is two distinct hazards even without archetype dependence, then slip should be modeled as two hazards rather than one, which still changes the reserve-modeling architecture away from a single pooled delay variable, even if it does not license the archetype-conditional steering that full H1 would license. Stating this pattern in advance prevents the analyst from being forced to choose, after the fact, between calling a mixed result a confirmation or a null.
6.2.4 The result-table templates, specified and left empty by design
The analysis plan specifies the result tables now and leaves their cells empty, so that the form of the eventual output is fixed before the numbers exist. Three templates are specified.
Template T6.1, cumulative incidence by cause and archetype. Rows are the two archetype strata (first-of-kind active; heritage passive). Columns are the estimated CIF plateau for instrument-slip and for launch-slip, each with a confidence band, and the Gray’s-test statistic and p-value for the across-strata equality of the instrument-slip CIF. Every cell is left empty by design at the design stage.
	Archetype stratum
	Instrument-slip CIF plateau (95% band)
	Launch-slip CIF plateau (95% band)
	Gray’s test (statistic, p)

	First-of-kind active
	(to be estimated)
	(to be estimated)
	(to be estimated)

	Heritage passive
	(to be estimated)
	(to be estimated)
	(to be estimated)


Template T6.2, subdistribution and cause-specific hazard ratios. Rows are the covariates of the primary specification (entry-TRL deficit, instrument count, mass, power, vehicle class, shared-manifest indicator, provider-in-development indicator, complexity index, optimism proxy). Columns are the Fine-Gray subdistribution hazard ratio and the cause-specific Cox hazard ratio, each for the instrument event and the launch event, with confidence intervals. The interaction rows (archetype-by-TRL, archetype-by-shared-manifest) are flagged as the parameters of interest. Every cell is left empty by design.
	Covariate
	Instrument event: subdistribution HR (95% CI)
	Instrument event: cause-specific HR (95% CI)
	Launch event: subdistribution HR (95% CI)
	Launch event: cause-specific HR (95% CI)

	Entry-TRL deficit
	(to be estimated)
	(to be estimated)
	(to be estimated)
	(to be estimated)

	Archetype-by-TRL interaction (parameter of interest)
	(to be estimated)
	(to be estimated)
	(to be estimated)
	(to be estimated)

	Archetype-by-shared-manifest interaction
	(to be estimated)
	(to be estimated)
	(to be estimated)
	(to be estimated)

	(remaining covariates)
	(to be estimated)
	(to be estimated)
	(to be estimated)
	(to be estimated)


Template T6.3, robustness summary. Rows are the five pre-registered sensitivity analyses of Section 6.4. Columns record whether the H1 pattern (separability, archetype dependence, dominance reversal) is preserved under each perturbation. Every cell is left empty by design.
	Sensitivity analysis
	Separability preserved,
	Archetype dependence preserved,
	Dominance reversal preserved,

	Threshold 1 to 4 months
	(to be filled)
	(to be filled)
	(to be filled)

	Ambiguous-event recoding both ways
	(to be filled)
	(to be filled)
	(to be filled)

	Penalty and EPV variation
	(to be filled)
	(to be filled)
	(to be filled)

	Optimism-control removal
	(to be filled)
	(to be filled)
	(to be filled)

	Mixed-sensor third stratum
	(to be filled)
	(to be filled)
	(to be filled)


The discipline of specifying and emptying these tables is itself a claim. The claim is that committing the output format in advance protects against the form of reporting bias in which the table that is shown is the one whose cells came out favorably. The grounds are the reporting-standards literature: Austin and Fine give practical recommendations for reporting Fine-Gray analyses that center on reporting both hazard families and the absolute-risk quantities rather than selecting the more favorable [14], and Latouche and colleagues make the same point as a standard [5]. The warrant is that a result table whose structure is fixed before estimation cannot be the product of selecting which result to show. The qualifier is that fixing the table format does not fix the conclusion; the cells can still come out either way, and the design intends exactly that. Confidence is high, because the practice of pre-specifying output tables is a direct and well-understood guard against selective reporting.
6.2.5 Interpreting the cumulative incidence profile as the decision object
The cumulative incidence profile is not merely a descriptive output; it is the decision-relevant object, and the chapter interprets it as such. The reason the CIF rather than the hazard ratio is the decision object is that a program office allocating reserve at confirmation needs the absolute probability that a mission of a given archetype will experience an instrument-driven first slip by a given time, not the instantaneous rate among missions that have not yet slipped. Austin, Lee, and Fine make this the canonical reason to prefer the cumulative incidence function for predictive questions: the subdistribution hazard and its CIF answer the absolute-risk question that decision-makers actually pose, while the cause-specific hazard answers the etiologic question of the rate [15]. The Fogel structural-decomposition reading, carried from Chapter 2, gives the CIF its counterfactual content: the archetype-specific cumulative incidence function answers what fraction of a given archetype’s missions would experience instrument-driven slip first, in the world where launch-driven slip also competes for primacy, which is the counterfactual-bearing quantity that a reserve decision implicitly requires. Leunig’s re-assessment of the Victorian social-savings method [16] is the methodological reminder that this counterfactual is constructed rather than observed and must therefore be reported with its assumptions and bounds made explicit, which is why the CIF is always reported with its confidence band and why the robustness battery perturbs the cause-coding that the CIF rests on.
The event-study or profile interpretation deserves one further clarification, because the time axis of the CIF is the development spell measured in months from KDP-B, and the choice of that time scale has consequences that the analysis plan must own. Vilsmeier, Buchele, Rehm, Unseld, Rothenbacher, and Beyersmann demonstrate that the choice between calendar time and time-since-origin can produce contradicting hazard estimates and even a sign reversal when the two scales are confused [17]. The dissertation’s time scale is time-since-KDP-B, the development-spell clock, not calendar time, and the analysis plan fixes this so that the CIF profile is read as the accumulation of slip probability over a mission’s own development clock rather than over the launch-market calendar. The calendar-period fixed effects absorb era shocks as covariates; they do not become the time axis. Holding this distinction is what keeps the profile interpretation clean and what prevents the launch-market era from masquerading as the development clock.
6.3 The falsification rule
The falsification rule is fixed in advance and is reproduced here exactly as it stands in the dissertation bible, because the whole credibility of the design rests on the rule being unchangeable after estimation. The rule is conjunctive, which is what makes it demanding.
Confirmation of the contribution requires all three of the following.
Separability. Gray’s test rejects equality of the cumulative incidence functions across the archetype strata, or the cause-specific hazards differ. This is the requirement that instrument-driven and launch-driven slip are distinct competing risks rather than one hazard with a cosmetic cause label.
Archetype dependence. The archetype-by-instrument-side interaction is statistically distinguishable from zero with the predicted sign, meaning the instrument-slip subdistribution hazard exceeds the launch-slip subdistribution hazard in the first-of-kind active stratum but not in the heritage passive stratum. This is the requirement that the dominance is conditional on sensor archetype, which is the specific, decision-relevant content of H1.
Robustness. The pattern survives the optimism control and the ambiguous-event recoding. This is the requirement that the separation is not an artifact of the estimating process or of the cause-coding.
Failure of any one of the three falsifies the contribution. The conjunction is the point: a design that allowed any single one of the three to count as confirmation would be far easier to satisfy by chance or by specification search, and the dissertation deliberately raises the bar by requiring all three together.
A single, explicit small-sample caveat is built into the rule and is itself pre-registered. A non-rejection accompanied by wide confidence intervals is reported as inconclusive rather than as support for H0. This caveat is the hinge between Section 6.3 and Section 6.5, because whether a non-rejection counts as inconclusive or as a genuine null depends on the width of the intervals relative to the minimum detectable effect, which is the quantity the power analysis fixes in advance. The reason to pre-register this caveat rather than to decide it after seeing the intervals is that the temptation to read an underpowered null as a confirmation of H0 is strong and is precisely the kind of after-the-fact latitude the whole design is built to remove.
The Toulmin structure of the falsification rule is worth making explicit because the rule is the chapter’s central claim. The claim is that this three-part conjunction, fixed in advance, is the correct decision rule for the contribution. The grounds are that each of the three parts maps onto a distinct way the contribution could be wrong: the events could fail to be separable, the separation could fail to depend on archetype, or the apparent result could be an artifact of optimism or coding. The warrant is that a contribution which is true in the sense H1 intends must pass all three, while each of the three failure modes is individually sufficient to make the contribution false, so the conjunction is both necessary and sufficient for the claim as stated. The backing is the identification argument of Chapter 5, which established that archetype is assigned before the outcome, that the covariates are measured at or before KDP-B, and that the two events genuinely compete, so that the three tests are testing what they purport to test. The qualifier protects the small-sample caveat: the rule decides between confirmation and falsification only when the cohort has the power to distinguish them, and otherwise returns inconclusive, which is a third verdict the rule explicitly admits. The rebuttal is that a conjunctive rule could in principle reject a contribution that is true on two of three counts; the dissertation accepts this as the deliberate cost of a demanding rule and notes that the partial-support pattern of Section 6.2.3 is exactly the reporting category for a contribution that is true on the separability count but not on the archetype-dependence count, so that a partial truth is recorded as partial rather than discarded. Confidence in the rule is high, because it is derived directly from the structure of the hypothesis rather than chosen for convenience, and because it was fixed before any data contact.
6.4 The pre-registered robustness battery
Five robustness analyses are fixed in advance so that the result cannot be tuned after the fact. They are run as step six of the estimation sequence, after the primary estimate is committed. Each is specified here with the perturbation it applies and the mechanism by which that perturbation probes a specific threat.
First, threshold variation. The slip threshold is varied from one month to four months of net launch-date movement, and the dominance pattern must be stable across this range to count as confirmed. The threat this probes is that the two-month threshold fixed in the variable definition is an arbitrary cut that could be manufacturing the pattern. The mechanism by which the perturbation works is that a threshold which is too low admits noise events whose cause-coding is least reliable, while a threshold which is too high discards genuine early slips, so a pattern that is real should be visible across a band of reasonable thresholds and a pattern that appears only at one threshold is an artifact of the cut. A conclusion that holds only at two months and collapses at one or four is reported as fragile.
Second, ambiguous-event recoding both ways. Events whose cause cannot be reconciled across the CADRe Part A and GAO narratives are recoded both ways, once as instrument-driven and once as launch-driven, and the result is reported under both codings. The threat this probes is cause-coding error, which Chapter 5 named the dominant internal-validity threat. The mechanism is that the un-codable events are exactly the ones most likely to bleed the two competing risks into each other, so recoding them to both extremes brackets the range of conclusions the coding uncertainty can support. A conclusion that flips between the two codings is reported as fragile; a conclusion that survives both is robust to the worst case of coding uncertainty.
Third, penalty and events-per-variable variation. The ridge penalty is varied and the events-per-variable cap is tightened and loosened to show the estimate is not an artifact of one regularization choice. The threat this probes is that the small cohort forces a regularization decision, and a result that depends on the exact penalty is a result driven by the analyst’s regularization rather than by the data. The mechanism is that varying the penalty traces how much of the interaction estimate is signal that survives shrinkage and how much is an artifact of a particular penalty value. The discrete-time subdistribution-hazard formulation of Berger, Schmid, Welchowski, Schmitz-Valckenberg, and Beyersmann [18] is noted in the plan as an alternative estimation route available if the continuous-time penalized fit proves unstable on the small cohort, and its availability is part of why the penalty variation is a meaningful rather than a cosmetic check.
Fourth, optimism-control removal and reintroduction. The estimating-optimism control is removed and reintroduced to isolate whether the separation depends on it. The threat this probes is the leading rival explanation, that the apparent instrument-launch separation is an artifact of which missions were optimistically estimated rather than of genuine cause structure. The mechanism is that if the separation survives the removal of the optimism proxy and is essentially unchanged by its reintroduction, then the separation is not being carried by estimating optimism; if the separation appears only when the optimism control is in the model, the rival explanation is doing the work and the contribution is not robust. This is the single most important robustness check for adjudicating the Flyvbjerg rival [1], [7], and its result feeds directly into the third clause of the falsification rule.
Fifth, the mixed-sensor third stratum. The third archetype category, missions carrying mixed or ambiguous sensors, is brought into the model as a separate stratum to confirm that the binary contrast is not forcing a spurious dichotomy onto a continuum. The threat this probes is construct-validity: the archetype variable is a binary simplification of a continuous novelty spectrum, and a result that appears clean only because the messy middle was excluded would be an artifact of the dichotomy. The mechanism is that if the mixed stratum sits, as expected, between the two poles in its instrument-slip CIF, the continuum interpretation is supported and the binary contrast is a defensible simplification rather than a fabrication; if the mixed stratum behaves erratically, the dichotomy is suspect.
The choice to pre-register these five and to run them last is itself disciplined by the methodological anchors. Bonneville, de Wreede, and Putter caution that fitting multiple Fine-Gray models, one per competing cause, can be internally inconsistent because proportional subdistribution hazards generally cannot hold for more than one cause at once [9], and Austin, Putter, Lee, and Steyerberg show concretely that summing the subject-specific risks from two Fine-Gray models can exceed one [19]. The analysis plan responds to both warnings by treating the cause-specific Cox models as the internally consistent backbone for any quantity that must cohere across both causes, and by reserving the Fine-Gray subdistribution model for the single-cause predictive statements where it is the right tool. The robustness battery is where this division is enforced: the penalty and recoding checks are run on both hazard families, and any place where the two families disagree is reported rather than reconciled by fiat, in keeping with the Latouche reporting standard [5]. The Callaway and Sant’Anna discipline against letting a pooled coefficient stand for heterogeneous effects [20], and the doubly robust logic that motivates pairing an outcome model with a reweighting model [21], are realized in the third and fourth checks: the penalty variation guards the archetype-stratified estimates as separable building blocks rather than a regression-imposed average, and the optimism-control check is the reweighting-versus-outcome-model robustness that doubly robust estimation calls for. The synthesis literature on difference-in-differences methods that the same authors anchor [22], [23] is the source of the broader instruction the battery follows: that heterogeneity must be probed by re-estimation under alternative weightings rather than asserted away by a single specification.
6.5 Power and the minimum detectable effect
The power analysis is run before estimation, not after, and this ordering is the final piece of the pre-registration. The reason to compute power in advance is that the meaning of a non-rejection depends entirely on whether the cohort could have detected the effect it failed to find, and that question must be answered before the result is seen, or it becomes a post-hoc rationalization of whatever the cohort returned.
The procedure is as follows. Given the expected sample size of 30 to 60 missions and the expected event split between the two competing causes, the design computes the minimum detectable subdistribution hazard ratio for the archetype-by-instrument-side interaction at conventional significance and power. This minimum detectable effect is the smallest interaction the cohort could reliably distinguish from zero, and it is computed using the same simulated machinery as the validation simulation of Section 6.1.3: the synthetic cohort is generated at the planning sample size and event split, the interaction is planted at a grid of sizes, and the realized rejection rate as a function of planted size is the simulated power curve from which the minimum detectable effect is read. This simulation-based route is preferred to a closed-form power formula because the small cohort, the penalization, and the competing-risks structure together make the closed-form approximations unreliable, and because the rare-event regime in which Tanaka’s approximation between the two hazard ratios holds [10] is exactly the regime a small cohort may sit in, so the power curve must be computed where the estimator will actually operate rather than read off an asymptotic formula.
The design then makes a commitment in advance that is the operational form of the small-sample caveat in the falsification rule. If the minimum detectable effect is larger than the effect the spacecraft literature would consider practically meaningful, the dissertation states in advance that a non-rejection of H0 will be reported as inconclusive rather than as confirmatory. The benchmark for “practically meaningful” is drawn from the magnitudes in the TRL-schedule literature: Dubos, Saleh, and Braun report that a one-level deficit in starting TRL maps to a measurable and nonlinear increase in expected schedule slip [11], and an interaction smaller than the effect implied by that relationship would be one the cohort cannot be expected to resolve and whose non-detection therefore carries no information about H1. Stating this benchmark in advance is what converts the small-sample caveat from a vague hedge into an operational rule: the dissertation knows, before estimation, what size of interaction it can and cannot detect, and it commits to reading a non-rejection in the undetectable range as silence rather than as evidence.
The mechanism reasoning for placing power before estimation is the same firewall logic that orders the rest of the plan. The driver is that a small observational cohort has limited power for an interaction term. The mechanism by which this would damage the dissertation is that an underpowered null could be misread as a confirmation of H0, manufacturing a false negative result that looks like a finding. The observable effect of computing power first is that the minimum detectable effect is fixed as a number before the result is seen, so the interval width of an eventual non-rejection can be compared against a pre-stated threshold rather than against the analyst’s after-the-fact intuition. The operational consequence is that the three verdicts the design admits, confirmation, falsification, and inconclusive, are separated by a line drawn in advance. The strategic implication is that the dissertation cannot over-claim from its small sample in either direction: it cannot claim H1 from a chance rejection, because the falsification rule is conjunctive and robustness-gated, and it cannot claim H0 from an underpowered null, because the power analysis pre-commits to calling that null inconclusive. Confidence in the necessity of the pre-estimation power analysis is high; confidence in any particular minimum-detectable-effect value is not asserted, because that value is an output of an illustrative simulation at planning parameters and is labeled accordingly.
A final honesty about power closes the chapter. The launch-availability side of the structure is the thinner half of the evidence base, because launch-manifest-driven slip as a survival outcome is under-documented in the open literature relative to the instrument-side TRL-schedule relationship. This means the launch-slip arm of the cohort may carry fewer well-coded events than the instrument-slip arm, which would lower the power for any statement about the heritage passive stratum specifically, where the launch-slip dominance is expected. The analysis plan flags this asymmetry in advance: the heritage-arm dominance claim is the more evidence-thin half of H1 and is the half most likely to return an inconclusive verdict on a small cohort. Park, Bakoyannis, Zhang, and Yiannoutsos provide the semiparametric machinery for cumulative incidence regression under interval-censored competing risks with missing event types [24], which is the relevant tool if the launch-side events prove to be more often interval-censored or missing a clean cause label than the instrument-side events, and the plan names it as the available extension for that contingency rather than discovering the need for it mid-analysis. Mozumder, Booth, Riley, Rutherford, and Lambert supply the calibration logic for cause-specific absolute risk under competing events [25] that would govern any external validation of the fitted CIFs, and Rufibach, Beyersmann, Friede, Schmoor, and Stegherr summarize the findings of a large methodological program on survival analysis for events with varying follow-up times [26], which is the regime a mission cohort with staggered KDP-B dates and varying launch readiness dates inhabits; the plan cites both as the standards any eventual execution will be held to. Carvalho’s treatment of forecasting and financial predictability in complex infrastructure and energy projects [27] is noted as the cross-domain reminder that the predictability of cost and schedule in large technical projects is itself limited, so that even a fully powered and confirmed result describes a tendency rather than a deterministic law, and the reserve-allocation implications of Chapter 7 are framed as probabilistic steering rather than as certainty. The minimum-detectable-effect tables that operationalize all of this are specified in Appendix E and, consistent with the design-stage discipline of the whole dissertation, are presented as templates to be populated when the cohort is assembled, not as executed power computations.
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Chapter 7: Discussion
The central answer of this chapter is that the dissertation earns a decision-relevant payoff under every outcome the analysis plan can return, and that the design has been built so that no single result, including the null, leaves the program office without a usable lesson. If the contribution holds, NASA and the Jet Propulsion Laboratory gain an archetype-specific rule for steering scarce schedule and cost reserve: hold reserve and gate technology readiness against instrument maturation for first-of-kind active-sensor missions, and hold reserve against launch-manifest and provider dynamics for passive-radiometer heritage continuity missions. If the null holds, the field learns that schedule slip is one hazard after all, which retires a plausible and expensive hypothesis and tells reserve managers to keep holding a single undifferentiated pool. If only part of the contribution holds, the field still learns that slip is two separable hazards even where sensor archetype does not modify their dominance, which is by itself enough to change how slip is modeled. This chapter develops that answer along four axes: the operational and theoretical implications under both outcomes; the contribution returned to each anchor framework; the full engagement with rival explanations; and the explicit statement of external validity. None of the numbers discussed below are executed findings. Consistent with the design-stage guardrail that governs the whole dissertation, every quantitative pattern named here is the illustrative form of an expected result, not an estimate produced on the cohort.
It is worth naming, at the outset, the problem this chapter must close, because the discussion is where a dissertation either converts a method into a decision or fails to. The current state of NASA Earth-mission reserve practice is that schedule slip, the proximate driver of cost growth, is treated as a single delay variable and reserve is held centrally against an undifferentiated pool at confirmation. The desired state is a reserve posture steered to the dominant first-slip hazard for the mission archetype actually in front of the program office. The gap between the two is not the absence of any one ingredient but the absence of an interpretation that tells a manager what to do once the model has run. The consequence of leaving that gap open is concrete: a first-of-kind active-sensor mission that is under-reserved against instrument maturation overruns or descopes its science, and a heritage continuity mission that is under-reserved against manifest risk slips on a shared vehicle, and in each case the program office cannot say afterward which lever it should have pulled. The remainder of this chapter is the argument that the design closes that gap whatever the data return.
7.1 Implications under both outcomes
The discipline this section imposes on itself is that a credible design-stage dissertation must specify its implications before it sees its results, and must specify them for the outcome it hopes for, the outcome it fears, and the outcome in between. Stating the policy payoff only for the favorable outcome is a known failure mode of applied work; it converts a falsifiable claim into an advertisement. The analysis plan in Chapter 6 fixes three exhaustive outcome states, and each carries a distinct, pre-committed interpretation.
7.1.1 If H1 holds: archetype-steered reserve and gated technology readiness
Claim. If the contribution is confirmed, the operational implication is that schedule and cost reserve at confirmation should be allocated by sensor archetype rather than against a pooled slip estimate, with first-of-kind active-sensor missions reserving and gating primarily against instrument maturation and heritage passive-radiometer continuity missions reserving primarily against launch-manifest and provider dynamics.
Grounds. The grounds are the archetype-specific cumulative incidence functions that the Fine-Gray estimator produces. Recall the notation carried from the prospectus: for event type k, the subdistribution hazard subhazard_k(t | X) = subhazard_k0(t) exp(X beta_k) governs the cumulative incidence function CIF_k(t | X), the probability of a cause-k first slip by time t accounting for the competing event. Under H1 the expected, illustrative form of the result is that in the first-of-kind active stratum the instrument-slip CIF rises faster and reaches a higher plateau than the launch-slip CIF, while in the heritage passive stratum the two CIFs converge and the dominance reverses or vanishes. The CIF is the decision-relevant quantity because reserve is held against the cumulative probability of a slip by the launch date, not against an instantaneous rate; a program office does not allocate against subhazard_k(t) directly, it allocates against the chance that a slip of cause k will have happened by the time it needs the vehicle.
Warrant. The warrant connecting these grounds to the claim is that reserve, being finite and allocated once at confirmation under standing policy, is most efficiently placed against the cause with the largest cumulative incidence for the archetype at hand. If two causes of slip have measurably different cumulative incidence functions within an archetype, then a reserve dollar or a reserve month buys more risk retirement when placed against the dominant cause than when spread across both. This is the same logic that justifies any targeted contingency over a flat contingency: targeting beats spreading when the target is both identifiable in advance and materially larger.
Backing. The backing for the warrant comes from the documented coupling of cost to schedule and the documented sensitivity of that coupling to its drivers. Bitten and colleagues show that NASA science-mission cost and schedule growth respond to policy and programmatic changes, establishing that the growth is steerable rather than fixed [4]. Kipp and colleagues show specifically that instrument schedule growth propagates into mission cost and schedule growth for the class of missions this dissertation studies, which is the empirical anchor for treating instrument maturation as a lever worth reserving against [9]. Sobel and Tibor show that the contract instrument itself, firm-fixed-price versus other forms, measurably affects cost growth, which reinforces that the apparatus of confirmation, including reserve and gating, is a real and consequential set of levers rather than a formality [5]. Bearden’s complexity-based cost-estimating relationships supply the further backing that the design must hold complexity constant, so that an archetype-steered reserve rule is not merely a complexity-steered rule in disguise [3].
Qualifier. The qualifier is essential and is protected here rather than buried. The prescription is conditional on the archetype contrast surviving the controls for complexity and estimating optimism, and on the cumulative incidence separation being stable across the slip-threshold range fixed in Chapter 6. Confidence in the prescription is moderate at the design stage, not high, because no coefficient has been estimated; the prescription is a conditional plan, and its confidence will be set by the width of the estimated intervals and by whether the pattern survives the pre-registered robustness battery. The evidence that would raise confidence is a stable, sign-correct archetype interaction with intervals narrow enough to exclude the null across the threshold range; the evidence that would lower it is an interaction whose sign or significance flips when the optimism control is removed or when ambiguous slip events are recoded.
Rebuttal. The standing rebuttal is that even a confirmed archetype rule could be operationally inert if the population of future missions is too small or too archetype-homogeneous for differential reserve to matter, or if reserve is in practice fungible across causes once held. The design partially answers this by noting that the Jet Propulsion Laboratory disproportionately leads first-of-kind active-sensor Earth missions, so the active-stratum prescription maps onto a real and recurring slice of the portfolio rather than a rare edge case. The fuller answer is that the prescription is about where to gate technology readiness at Key Decision Point B, not only where to hold dollars, and gating is not fungible: a TRL gate placed on the least-mature sensor technology is a different and non-substitutable control from a manifest-margin policy on a launch service.
The operational content of the H1 prescription is therefore specific and falsifiable in its own right. For a JPL-led first-of-kind active-sensor mission, the leading indicator named by the design is the entry TRL of the least-mature sensor technology at KDP-B, and the implied management action is to gate that maturity and to hold instrument reserve against it. This is sharper than the current practice of holding undifferentiated reserve against a pooled slip estimate, and it follows directly from the archetype-specific cumulative incidence functions rather than from a general intuition that novel instruments are risky.
7.1.2 If H0 holds: slip is one hazard, a result worth having
Claim. If the null holds, the correct interpretation is not that the dissertation failed but that NASA Earth-mission schedule slip is, for reserve purposes, a single hazard, and reserve should continue to be held against an undifferentiated pool because the two candidate causes cannot be told apart in a way that would change the allocation.
Grounds. The grounds for an H0 reading would be the expected null pattern fixed in Chapter 6: the two cumulative incidence functions track each other within both strata, Gray’s test fails to reject equality of the CIFs across archetype strata, and the archetype-by-instrument-side interaction is statistically indistinguishable from zero. The competing-risks literature gives the precise reading of this pattern. Latouche and colleagues insist that a competing-risks analysis report all cause-specific hazards and the cumulative incidence together, precisely so that a non-separation is visible and is not mistaken for an artifact of looking at one quantity alone [15]; reporting both is what makes an H0 reading interpretable rather than a silence.
Warrant. The warrant is that a falsifiable design must treat its null as informative, and a null here is informative because it retires a specific, costly hypothesis. If the data say the two slip causes are not separable, then the considerable analytic and data-curation effort that a differential reserve regime would require is not justified, and the program office is told, on evidence, to keep its simpler pooled posture. A null that closes off a tempting but unsupported complication is a contribution to practice, not a void.
Backing. The methodological backing is the warning, central to the competing-risks apparatus, that treating a competing event as ordinary censoring biases the naive estimate. Andersen and colleagues catalogue the possibilities and pitfalls of competing risks in exactly this spirit, showing that the wrong handling of a competing event manufactures apparent structure where none exists [14]. The relevance is that an H0 result obtained from the correctly specified subdistribution model is more trustworthy as a null than a non-finding from a naive single-hazard regression would be, because the correct apparatus rules out the artifactual separation that a careless one could produce. An H0 from this design is therefore a stronger negative than an H0 from the methods it replaces.
Qualifier. The qualifier on the H0 reading is the small-sample caveat that the design pre-commits to in Chapter 6: a non-rejection accompanied by wide confidence intervals is reported as inconclusive rather than as positive support for H0. Confidence in a clean H0 reading is therefore conditional on the realized power, which is why the minimum-detectable-effect analysis is run before estimation rather than after. The evidence that would let H0 be read as a genuine non-separation rather than as a power failure is intervals tight enough to exclude a practically meaningful subdistribution hazard ratio for the archetype interaction; absent that, the honest report is silence, not confirmation of the null.
Rebuttal. The rebuttal an H0 reading must answer is that the null could be an artifact of cause-coding that smears the two causes together, so that a real separation is hidden by measurement rather than absent in the world. The two-source reconciliation of CADRe Part A and GAO narratives, and the ambiguous-event recoding sensitivity, are the design’s answer: if the null survives both codings, it is more credibly a true non-separation; if it appears only under one coding, it is reported as fragile. The null, in other words, is itself subjected to the robustness battery, not accepted at face value.
It is worth dwelling on why a null is so often the harder result to report honestly and why this design makes it reportable. The temptation under a null is either to over-interpret a wide-interval non-rejection as confirmation of H0, which would assert non-separation on the strength of insufficient power, or to keep searching for the specification under which a separation emerges, which would convert a null into a false positive by way of unrestrained model search. Both failure modes are foreclosed in advance. The minimum-detectable-effect analysis, run before estimation, fixes the threshold below which a non-rejection is to be called inconclusive rather than confirmatory, so the first failure mode cannot occur without violating a pre-commitment. The frozen cause-coding and the pre-registered specification foreclose the second, because the model that returns the null is the model fixed before the data were seen, not the survivor of a search across many. The value of an H0 reading is therefore proportional to the discipline of the pre-registration, and the dissertation’s claim is that under that discipline a null is genuine knowledge: the reserve community is told, on correctly specified evidence rather than on the absence of a finding from a careless one, that the simpler pooled posture is the right one and that the cost of building and maintaining a differential reserve regime is not warranted by separable hazards that the data cannot resolve.
7.1.3 If only part holds: two hazards without archetype dependence
Claim. The intermediate outcome, separable events but no archetype dependence, is not a muddle to be explained away but a distinct and useful result: slip should be modeled as two hazards even where sensor archetype does not modify which one dominates.
Grounds. The grounds are the partial-support pattern named in Chapter 6, in which Gray’s test or the cause-specific hazards establish that the instrument and launch events are genuinely distinct competing risks, while the archetype-by-instrument-side interaction is indistinguishable from zero, so the dominance of instrument-driven slip does not differ between the first-of-kind active and heritage passive strata.
Warrant. The warrant is that separability and archetype dependence are logically independent claims, and confirming the first while rejecting the second is a coherent and informative state of the world, not a failed version of H1. H1 is a conjunction; its first conjunct can hold while its second fails. The decision-relevance of the first conjunct alone is that reserve modeling should carry two hazards rather than one, even if the same split applies to every archetype, because a two-hazard model forecasts the cumulative incidence of each slip cause and a one-hazard model cannot.
Backing. The backing is the same structural-decomposition logic that motivates the whole design, articulated through the Fogel lens and its modern illustration. Leunig’s reassessment of the passenger social savings from Victorian railways demonstrates that decomposing an aggregate into separable channels yields knowledge even when the channels do not interact with some third factor in the way one hypothesized; the value of the decomposition is the channel-level measurement, which survives the failure of an interaction hypothesis [16]. Transferred here, a confirmed separation of instrument-channel from launch-channel slip is valuable on its own terms, because it lets a forecaster estimate CIF_instrument and CIF_launch separately, regardless of whether archetype moves their ratio.
Qualifier. The qualifier is that the partial-support reading still requires the separation to survive the robustness battery; a separation that depends on the optimism control or that flips under recoding is fragile under the partial-support outcome exactly as it would be under full H1. Confidence in the two-hazards-without-archetype reading is therefore moderate and contingent on the same diagnostics.
Rebuttal. The rebuttal is that two hazards with identical archetype loadings might be operationally equivalent to one hazard for reserve purposes, since if the split is the same everywhere a manager could hold a single pool sized to the combined incidence. The answer is that even an archetype-invariant split is forecastable as two series, and a program that wants to know not just how much it might slip but why it might slip, in order to act on the cause during development rather than only to hold money against it, gains from the decomposition. Knowing the cause early enables intervention; knowing only the pooled magnitude enables only reservation.
7.2 Theoretical contribution back to each anchor framework
The chapter thesis for this section is that the dissertation does not merely borrow three frameworks but returns something to each: it extends the Fine-Gray apparatus to a domain it has never touched, it realizes the Fogel structural-decomposition program on a problem where the counterfactual is sharply defined, and it enforces the Callaway-Sant’Anna refusal to pool heterogeneous effects in a setting where the temptation to pool is strong and the cost of pooling is a wrong reserve rule.
7.2.1 To the Fine-Gray competing-risks apparatus
The contribution to the competing-risks literature is the first application of the subdistribution-hazard apparatus to NASA mission schedule slip. This is not a trivial transplant. The apparatus is mature in biostatistics, where death from one cause competes with death from another, but its assumptions and its reporting standards have to be re-earned in a setting where the events are slip causes, the at-risk population is missions in development, and the competing structure is that a mission’s first slip is coded as one cause or the other. The dissertation’s theoretical move is to show that this setting satisfies the conditions the apparatus requires: the events genuinely compete, because a mission’s first slip is one cause or the other and the occurrence of one alters the at-risk set for the other; the subdistribution form is the right primary estimator, because the policy question is predictive (what is the cumulative probability of each slip cause) rather than purely etiologic; and the cause-specific hazards must be reported alongside, per the standing guidance, so that the etiologic and predictive answers are both visible. Latouche and colleagues argue that reporting only one of the two families of hazard is a recurrent error in applied competing-risks work [15]; the dissertation honors that by carrying both. Andersen and colleagues warn against the upward bias of treating a competing event as ordinary censoring [14]; the dissertation’s contribution is to make that warning concrete in a mission-engineering context where the naive Kaplan-Meier of “time to slip” would do exactly the prohibited thing and overstate the incidence of either cause. The return to the apparatus is therefore an existence proof that the competing-risks frame is well posed for mission schedule slip, together with a worked specification that future mission-acquisition researchers can reuse.
7.2.2 To the Fogel structural-decomposition lens
The contribution to the Fogel lens is to realize structural decomposition with an explicit, bounded counterfactual on a problem where the counterfactual quantity is unusually well defined. Fogel’s signature move, illustrated in the social-savings tradition that Leunig extends and re-measures, is to refuse to leave an aggregate as a single cause and instead to decompose it into separable channels measured against a constructed counterfactual, while making the construction explicit and bounding it with sensitivity analysis [16]. The dissertation’s realization of this move is that the cumulative incidence function of a removed competing risk is the counterfactual-bearing quantity: CIF_instrument answers what fraction of an archetype’s missions would slip first for instrument reasons in the world where launch slip also competes for primacy. This is a cleaner counterfactual than the transport social savings ever had, because the competing-risks formalism defines the removed-risk cumulative incidence exactly, rather than requiring a constructed counterfactual transport network. But the dissertation also imports Fogel’s discipline along with his method. The Fogel social-savings decompositions were attacked precisely because the counterfactual was constructed rather than observed, and the defense was always explicitness and bounding. The dissertation takes the warning seriously by reporting the cumulative incidence of a removed risk as a counterfactual quantity, not an observed one, with stated assumptions, the slip-threshold sensitivity that bounds it, and the ambiguous-event recoding that perturbs the cause structure. The return to the Fogel lens is a demonstration that the structural-decomposition program transfers to mission acquisition and that, in this setting, the formal estimator supplies the bounded counterfactual the program demands.
7.2.3 To the Callaway-Sant’Anna heterogeneity discipline
The contribution to the Callaway-Sant’Anna lens is to enforce the refusal to let a pooled coefficient stand in for a heterogeneous set of underlying effects in a setting where the pooling temptation is acute. Their critique of two-way fixed effects is that under heterogeneity a single coefficient returns a contaminated weighted average of distinct effects, so the headline number need correspond to no causal quantity the researcher intended. The analogous error here would be to estimate a single instrument-slip hazard pooled across all Earth missions and report it as the instrument hazard, when the hazard differs sharply between first-of-kind active-sensor missions and heritage passive-radiometer missions. The dissertation’s enforcement of the discipline is to make sensor archetype an explicit effect modifier, to estimate the archetype-specific subdistribution hazards as separable building blocks, and to require that any aggregate be a transparent, defensible weighting of those blocks rather than a regression-imposed average. The interaction term that operationalizes H1 is exactly this enforcement made testable. The doubly robust logic of the same research program, which combines an outcome model and a weighting model so that consistency survives misspecification of either, motivates the dissertation’s parallel use of penalized regression and reweighting as a robustness check on the archetype-specific hazards. The return to the lens is an applied case where pooling would not merely blur a coefficient but would produce a materially wrong reserve rule, holding undifferentiated reserve against a pooled hazard for a portfolio whose archetypes face different dominant causes, which sharpens the stakes of the heterogeneity discipline beyond the difference-in-differences setting where it was first articulated.
A note on what the dissertation does not claim to return to the anchors. It does not extend the Fine-Gray estimator mathematically, propose a new social-savings formalism, or modify the doubly robust difference-in-differences estimator. The contribution is applied and integrative: it is the first place these three lenses are combined into a single identification strategy for one problem, and the theoretical payoff is the demonstration that they cohere, that the competing-risks estimator supplies the decomposition the Fogel lens demands and the archetype stratification the Callaway-Sant’Anna lens demands, and that the optimism-bias literature supplies the control that keeps the decomposition from being an artifact of the estimating process.
7.3 Rival explanations engaged in full
The chapter thesis for this section is that the contribution survives only if it beats the alternatives, and that the design has been built to let each rival win if it is true. A separation of slip causes that cannot distinguish itself from estimating optimism, from general complexity, from a cause-coding artifact, from anticipatory descoping, or from a shifting launch market would not be a contribution; it would be a re-description of one of those rivals. Each rival is therefore named with its mechanism, the design feature that adjudicates it, and the confidence that adjudication warrants.
7.3.1 Estimating optimism as the true driver
The leading rival is that overruns, and therefore the slip that proxies them, are driven by systematic optimism in the planning-stage estimate rather than by project-specific technical causes. Flyvbjerg’s account holds that optimism bias and strategic misrepresentation, not idiosyncratic technical trouble, explain the persistence of cost overrun across project types [1], and the demand-forecast-inaccuracy evidence reinforces that estimates are biased at the planning stage in a way that is systematic rather than random [2]. The mechanism the rival proposes is that a mission optimistically estimated at confirmation will appear to slip regardless of its instrument or launch particulars, so the apparent instrument-launch separation could be an artifact of which missions were optimistically estimated rather than of any real difference in slip cause. If this rival is correct, the separation should weaken or vanish once estimating optimism is held constant.
The design adjudicates this rival directly. The reference-class optimism proxy, constructed as the ratio of the confirmation-baseline schedule to a reference-class median schedule for similar-class missions, enters as a control, following the reference-class-forecasting logic that Flyvbjerg’s program advances and that Baerenbold develops as a risk-reduction tool for large projects [12]. The pre-registered robustness battery removes and reintroduces this control specifically to isolate whether the separation depends on it. The decision rule is stated in advance and is not negotiable after the fact: if the archetype separation disappears once estimating optimism is controlled, the rival wins and the contribution is not robust. Chen and colleagues deepen the optimism-bias account by distinguishing its mechanisms in transport cost overrun [13], and Lovallo, Cristofaro, and Flyvbjerg situate the de-biasing remedy in a three-stage governance process [11]; the dissertation’s posture toward this literature is not to dismiss it but to treat it as the rival most likely to be partly right and to control for it as carefully as the data permit. Confidence that the contribution beats this rival is, at the design stage, moderate and explicitly contingent on the removal-and-reintroduction test; the dissertation does not assert that optimism is irrelevant, only that the design can tell whether the separation is more than an optimism artifact.
7.3.2 Archetype as a mere complexity proxy
The second rival is that first-of-kind active sensor is not a distinct construct at all but a proxy for general mission complexity, so that any apparent archetype effect is really a complexity effect wearing a sensor label. The mechanism is that complex, aggressive missions slip more for many reasons at once, and active-sensor missions tend to be complex, so a correlation between the active archetype and instrument slip could be entirely mediated by complexity. Bearden’s complexity-based cost-estimating relationships establish that complexity and design aggressiveness independently raise cost and schedule risk [3], which is precisely why complexity must be held constant before any archetype claim can stand.
The design adjudicates this rival by including the Bearden complexity index as a control in every specification, so that the archetype contrast is estimated within complexity rather than across it. If the complexity index absorbs the archetype effect, the rival wins: the dissertation would then report that what looked like a sensor-archetype hazard is a complexity hazard, and the reserve prescription would revert to a complexity-steered rule rather than an archetype-steered one. This is a clean, pre-committed adjudication, and its honesty is that it can take the contribution away. Confidence that archetype carries information beyond complexity is moderate at the design stage; it will be set by whether the archetype interaction remains distinguishable from zero with the complexity index in the model, and the dissertation states in advance that an archetype effect that vanishes under the complexity control is to be reported as a complexity effect, not defended.
7.3.3 Cause-coding manufacturing the separation
The third rival is that the separation is manufactured by the cause-coding procedure itself, so that the analyst, by deciding whether each slip is instrument-driven or launch-driven from a narrative, imposes a distinction that the underlying physics does not support. The mechanism is that slip is often multi-causal, an instrument problem and a manifest problem can co-occur, and forcing each first slip into a single dominant cause could create two clean events out of one messy reality, generating an apparent competing-risks structure as a coding artifact.
The design adjudicates this rival with the two-source reconciliation and the ambiguous-event sensitivity. Each slip cause is coded by reconciling the CADRe Part A narrative with the GAO assessment narrative for the same project-year, so that a cause counts as high-confidence only where two independent records name it; events whose cause cannot be reconciled across the two sources are flagged and recoded both ways in sensitivity analysis. The decision rule is that a separation that appears only under one coding of the ambiguous events is reported as fragile, and a separation that survives both codings is more credibly real. This rival cannot be eliminated, because narrative attribution is irreducibly subjective, but it can be bounded, and the dissertation’s posture is to report the bound rather than to claim the construct is clean. Confidence that the separation is more than a coding artifact is moderate and is tied explicitly to the recoding sensitivity; the construct-validity limitation, that instrument-driven slip is a constructed category resting on narrative attribution, is acknowledged as a standing weakness rather than argued away.
7.3.4 Reverse causation through anticipatory descoping and gating
The fourth rival is the subtlest and deserves the most careful mechanism statement, because it threatens the contribution in the direction of a false null rather than a false positive. NASA gates technology maturity at milestones, so a mission that anticipates instrument risk may delay its own confirmation, lower its committed schedule ambition, or descope the troublesome instrument. Any of these anticipatory moves would suppress the very instrument-driven slip the model is trying to measure: the mission that would have slipped on its instrument instead never commits to the schedule that the slip would have violated, or removes the instrument that would have slipped. This is selection on the dependent variable through the gating process, and its effect is to bias the instrument-slip hazard downward and potentially to mask a true dominance, producing a spurious null or a spurious archetype-invariance.
The design adjudicates this rival in two ways. First, entry TRL is measured at the moment of KDP-B, before the slip window opens, so the covariate that drives instrument slip is recorded prior to the anticipatory behavior rather than after it. Second, the descope history is included as a covariate where the record supports it, so that anticipatory descoping is observed and modeled rather than silently absorbed into the at-risk structure. The honest limitation is that descope decisions are not always documented in a way the design can recover, so this rival is bounded rather than eliminated; the residual risk is that an undocumented anticipatory descope removes an instrument-slip event from the data, and the dissertation flags this as the rival most likely to bias toward H0 if it is operating. Confidence that the contribution is not undone by anticipatory descoping is moderate, and the design states that a null result should be read with this rival in mind: a non-rejection could reflect a true non-separation or a gating process that has already removed the instrument-slip events the model would have counted.
7.3.5 Era confounding of the launch market
The fifth rival is that the launch market changed substantially across the studied period, so a cohort weighted toward one era could show a launch-side dominance that reflects the era rather than the archetype. The mechanism is that manifest congestion, provider diversity, and launch-service reliability all shifted across the decades the cohort spans, so a heritage continuity mission flown in a congested-manifest era and an active-sensor mission flown in a different era would differ in launch-side slip for reasons that have nothing to do with their sensors. Zancan and colleagues document the evolution of space-sector governance from legacy to new-space models, which is the institutional backdrop for exactly this kind of era shift in launch availability [14, governance]; the launch market a 1990s continuity mission faced is not the launch market a recent mission faces.
The design adjudicates this rival with calendar-period fixed effects that absorb common era shocks, and by estimating the archetype contrast within era to the extent the sample permits. The limitation, stated plainly, is that the small cohort constrains how finely the era can be partitioned, so within-era estimation is feasible only coarsely; the dissertation acknowledges that era and archetype are partially confounded by the historical fact that mission archetypes were not evenly distributed across launch-market eras. The launch-availability side is, as the evidence-gap register notes, the thinnest domain-empirical facet of the whole design, because launch-manifest-driven slip as a survival outcome is under-documented in the open literature; the corpus carries the continuity-mission narrative through Irons and colleagues on the Landsat Data Continuity Mission [6] and the Landsat-science synthesis of Wulder and colleagues [7], but few sources quantify launch-side slip directly. The dissertation therefore frames the launch-side dominance claim for the heritage arm as the more evidence-thin half of the contribution, to be confirmed on the cohort rather than asserted from the literature, and assigns it lower confidence than the instrument-side claim accordingly.
Taken together, the five rivals are not a defensive afterthought but the spine of the assurance case that the contribution beats the alternatives. Each rival is given a mechanism, a pre-committed adjudication, and a confidence grade, and in three of the five the adjudication can take the contribution away. That asymmetry, a design that lets its rivals win if they are true, is what distinguishes a falsifiable contribution from a plausible story.
7.4 External validity
The chapter thesis for this section is that the contribution, if found, is real but bounded, and that stating the boundary precisely is part of the contribution rather than a concession. A result whose scope is overclaimed is worse than a narrow result honestly bounded, because the overclaim invites misapplication to missions the design never studied.
The population to which any result transports is NASA Earth-observing missions that reached Key Decision Point B in roughly the 1990-to-present era, the cohort defined in the data chapter. The boundary has three faces. First, the result does not transport to commercial Earth constellations, which face different launch economics, different manifest dynamics, and different instrument-heritage structures than the NASA missions in the cohort; the new-space governance shift that Zancan and colleagues document means that the launch-availability hazard in particular is era- and sector-specific and cannot be carried across the public-commercial boundary [14, governance]. Second, the result does not transport to planetary or astrophysics missions, whose instrument and launch risk structures differ from Earth observation in ways the design does not model; an active-sensor lidar on an Earth mission and an instrument on a planetary mission do not share the same maturation or manifest physics, and the archetype taxonomy is calibrated to Earth-observing sensors. Third, the archetype contrast is specific to the active-versus-passive sensor axis and should not be read as a general novelty result; novelty in a bus subsystem, an avionics suite, or a ground system is a different effect modifier that would require re-estimation, and the dissertation claims nothing about it.
The decadal context sharpens why the bounded result still matters. Miner and colleagues argue that the Earth-observation needs of a warming world constitute a decadal survey without analogs, meaning the future Earth-mission portfolio will carry first-of-kind active sensors at a rate the historical cohort only begins to sample [8]. This cuts two ways for external validity. It strengthens the relevance of the active-stratum prescription, because the archetype the dissertation flags as instrument-slip-dominant is precisely the archetype the coming portfolio will field more of. But it also warns that the cohort underrepresents the future, so a hazard estimated on historical active-sensor missions may not transport cleanly to a future in which such missions are more numerous, more ambitious, and built under different maturation and launch conditions. The honest statement is that the design measures the hazard structure of the missions that have flown, offers it as the best available evidence for the missions about to fly, and flags the extrapolation as an extrapolation rather than a guarantee.
Two further validity limits, carried from the design chapters, bound the result internally as well as externally. The construct-validity limit is that instrument-driven slip and the binary sensor archetype are constructed categories resting on narrative attribution and on a dichotomization of a continuous novelty spectrum; they are defensible but imperfect proxies, reported with their coding rules so a reviewer can audit them. The statistical-conclusion-validity limit is that the cohort is small and the model carries an interaction, so a non-rejection of the null must be read against the pre-computed minimum detectable effect, and a wide-interval non-rejection is reported as inconclusive rather than as support for H0. These two limits are why the external-validity statement is paired with a confidence statement: even within the studied population, the dissertation’s claims are conditional, design-stage, and counterfactual in the cumulative-incidence sense, and their confidence is set by the robustness battery and the realized power rather than asserted in advance.
The residual risk that remains after all of this is, by the design’s own standard, acceptable, and naming why closes the assurance-case spine for the chapter. The problem is real, because cost growth is largely a monetized image of schedule slip and slip has structurally distinct instrument and launch origins. The problem is material, because reserve and the slip it guards against are first-order cost drivers and the instrument and launch levers are documented and steerable. The design addresses the causal mechanism, because the Fine-Gray apparatus with archetype as an explicit effect modifier separates the two cause-specific hazards without contaminating one with the other. The design beats the alternatives, because a pooled slip regression or a naive Kaplan-Meier that treats a competing event as ordinary censoring cannot decide separability or dominance, and the rivals to the substantive claim each have a pre-committed adjudication that can take the contribution away. And the residual risk is acceptable, because the results are stated as conditional and counterfactual, the cause-coding error is bounded by two-source reconciliation and recoding sensitivity, the small-sample power is stated in advance, and the optimism rival is explicitly controlled. What remains uncertain is not whether the design is sound but what the cohort will say when the pre-registered specification is finally run, and that uncertainty is the proper and intended state of a design-stage dissertation that has done its work honestly.
The discussion therefore returns to where it began. The dissertation is built so that each of its three possible outcomes carries a usable lesson for the people who allocate the scarce schedule reserve that ultimately decides whether an Earth-observing mission overruns. If instrument-driven and launch-driven slip are separable competing risks whose dominance depends on sensor archetype, NASA and JPL gain an archetype-specific reserve and gating rule. If they are not separable, the field learns that slip is one hazard and the simpler posture is the right one. If they are separable but archetype-invariant, slip should still be modeled as two hazards. In every case the contribution is the honest design and the falsification conditions it fixes in advance, not a coefficient, and the value of the work does not depend on the data returning the answer the candidate hopes for.
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Chapter 8: Conclusion
8.0 The chapter thesis
The deliverable of this dissertation is a pre-registered design and a falsification rule, not a set of estimated coefficients, and that distinction is the whole point of the concluding argument. Stated in one sentence before it is defended: this dissertation contributes the first application of the Fine-Gray competing-risks apparatus to NASA Earth-mission schedule slip, reframing slip as two separable hazards (instrument-driven and launch-driven) whose relative dominance is conditioned by sensor archetype, and the thing handed over to a future analyst is the complete specification of how to test that reframing and the explicit conditions under which it would be confirmed or falsified [fine1999; callaway2021]. Everything that follows restates that contribution with the precision a concluding chapter owes its reader, separates what the dissertation has actually established from what it has only proposed, and lays out the concrete path from the present design-stage artifact to an executed result on the full cohort.
A conclusion to a design-stage dissertation carries an unusual burden. It must resist two opposite temptations at once. The first temptation is to quietly promote the illustrative expected findings of Chapter 6 into something that sounds like a result, borrowing the rhetorical confidence of an empirical conclusion without the evidence that would earn it. The second temptation is to under-claim, to treat a design that has not yet been executed as if it had contributed nothing, when in fact a correctly specified and falsifiable design is itself a contribution that stands independent of which way the eventual estimation breaks. This chapter holds the line between those two temptations. It claims exactly what a design has the standing to claim: that the question is well posed, that the estimator fits the question, that the identification strategy licenses the causal reading the question demands, that the falsification conditions are fixed in advance so the result cannot be tuned after the fact, and that the limitations are stated honestly enough that a reader can judge what an executed result would and would not be allowed to conclude. The current state is a literature that models Earth-mission slip as one undifferentiated hazard and a reserve practice that allocates against a single pooled slip pool at confirmation; the desired state is an archetype-specific basis for steering scarce reserve to the dominant first-slip hazard of a given mission archetype; the gap this dissertation closes is the integration of three previously disjoint literatures into one identification strategy; and the consequence of leaving that gap open is that program offices keep reserving against an aggregate they cannot decompose, unable to tell which lever they should have pulled when a mission overruns.
The chapter proceeds in five movements. Section 8.1 restates the contribution as a specification and a falsification rule. Section 8.2 isolates what stands even if the headline hypothesis is not confirmed, which is the part of the work most easily lost in a result-focused reading. Section 8.3 states the limitations honestly and without hedging. Section 8.4 lays out a concrete future-research program, the path from the data-use agreement to an executed and reported falsification decision and then to extensions. Section 8.5 closes.
8.1 Restatement of the contribution: a specification and a falsification rule, not coefficients
The contribution of this dissertation is a single falsifiable claim and the apparatus built to test it. The claim, carried verbatim from the prospectus and unaltered through every chapter, is H1: for Earth-science missions, schedule slip from instrument development and schedule slip from launch-vehicle availability are statistically distinct competing risks, and instrument-driven slip is the dominant subdistribution hazard for missions carrying first-of-kind active sensors but not for passive-radiometer heritage missions. The null, H0, is that the two slip sources are not separable competing risks: either their subdistribution hazards are statistically indistinguishable across the cohort, or the dominance of instrument-driven slip does not differ between the two archetypes. The contribution is not the assertion that H1 is true. The contribution is the demonstration that H1 is the right question, that it is answerable with a named estimator on a nameable cohort, and that the answer is constrained in advance by a rule that cannot be relaxed once the estimation runs.
The methodological core of the contribution is the importation of the Fine-Gray subdistribution-hazard machinery into a domain that has never used it. The spacecraft cost-and-schedule literature has modeled slip as a single continuous outcome regressed on covariates such as the technology readiness level of a mission’s least-mature technology at authorization [dubos2008], and that literature is genuinely informative about the marginal relationship between maturity and slip. What it cannot do, by construction, is separate the cause of slip into competing events with distinct hazards, because a single continuous outcome has no place to put the distinction between an instrument cause and a launch cause. The competing-risks apparatus supplies exactly that place. The subdistribution hazard for event type k governs the cumulative incidence function, the probability of a cause-k first slip by a given time accounting for the competing event, and it is the cumulative incidence function, not the Kaplan-Meier estimate that treats a competing event as ordinary censoring, that answers the predictive policy question a program office actually faces [fine1999; andersen2012]. The claim that this is the first such application is a claim about a gap, and the gap is real: the corpus assembled for this dissertation is strong on the spacecraft TRL-schedule literature and strong on the competing-risks toolkit, and it contains no source that joins them. That absence is not a weakness of the literature search; it is the reason the dissertation exists.
The contribution is disciplined by two methodological lenses that keep the apparatus from being misused. The first, in the spirit of Fogel’s structural-decomposition method, refuses to leave schedule slip as an aggregate attributed to a single dominant cause and instead decomposes it into separable channels measured against an explicitly constructed and bounded counterfactual [leunig2006]. The cumulative incidence function of a removed competing risk is the counterfactual-bearing quantity: it answers what fraction of a given archetype’s missions would have slipped first for instrument reasons in the world where launch slip also competes for primacy. Fogel’s method also carries a warning the dissertation takes seriously, that a constructed counterfactual must be reported with stated assumptions, stated bounds, and a sensitivity analysis rather than asserted as observed, which is why the pre-registered robustness battery is part of the contribution and not an afterthought. The second lens, in the spirit of the Callaway and Sant’Anna refusal to let a pooled coefficient stand for a heterogeneous set of underlying comparisons [callaway2021], requires sensor archetype to enter as an explicit effect modifier rather than be collapsed into a single pooled instrument-slip hazard. The dominance claim in H1 is precisely an interaction: the instrument-slip subdistribution hazard exceeds the launch-slip subdistribution hazard in the first-of-kind active stratum but not in the heritage passive stratum. Reporting a single pooled instrument hazard would average across that interaction and report a number corresponding to no archetype any program office actually manages.
The falsification rule is the second half of the contribution and is fixed in advance with the same standing as the hypothesis. Confirmation requires all three of: separability, meaning Gray’s test rejects equality of the cumulative incidence functions across archetype strata or the cause-specific hazards differ; archetype dependence, meaning the archetype-by-instrument-side interaction is statistically distinguishable from zero with the predicted sign; and robustness, meaning the pattern survives the optimism control and the ambiguous-event recoding. Failure of any one of the three falsifies the contribution, with the small-sample caveat that a non-rejection accompanied by wide intervals is reported as inconclusive rather than as support for H0. This rule is what converts the dissertation from a plausible story into a falsifiable design. The grounds for treating the rule as the contribution, and not merely as a methodological appendix, is that the rule is what a future analyst inherits: it tells them not only what to estimate but what conclusion each estimation outcome is permitted to license, before they see the data. The warrant is the standard one for pre-registration, that a decision rule fixed before estimation cannot be reverse-engineered from a result the analyst wishes to report, and the qualifier is that the rule binds only an analyst who chooses to honor it, so its value depends on the future execution being conducted in the same pre-committed spirit in which the design was written. Confidence that the design is correctly specified is high; confidence in any particular outcome of executing it is, by the design’s own honesty, withheld until the estimation is run.
8.2 What stands even if the hypothesis is not confirmed
The most important thing a design-stage conclusion can establish is what survives a null result, because a design whose entire value is contingent on its preferred hypothesis being true is a weak design. Three things stand regardless of which way the eventual estimation breaks, and they are worth stating in order of increasing strength.
The first thing that stands is the reframing of slip as a competing-risks process, independent of the archetype-dominance claim. There is a partial-support pattern, anticipated in Chapter 6 and in the prospectus, in which the two slip causes turn out to be separable competing risks but the archetype does not modify the dominance in the predicted direction. Under that pattern, part of H1 fails (the dominance conditioning) while the more fundamental half is confirmed (the two slip causes are distinct hazards rather than one). This is not a failure of the dissertation; it is a result with its own policy consequence. If slip is two hazards even without archetype dependence, then reserve modeling should still be built on two cause-specific hazards rather than on a single pooled slip estimate, because a pooled estimate that mixes two distinct hazards is a worse predictor than two estimated separately even when their relative magnitudes do not depend on archetype. The mechanism is concrete: a pooled hazard regressed on covariates assigns a single coefficient to a covariate that may drive the instrument channel and the launch channel in opposite directions, so the pooled coefficient is a contaminated weighted average in exactly the sense the heterogeneity lens warns against [callaway2021]. Separating the two hazards removes that contamination whether or not the separation is archetype-conditioned. The reframing therefore carries value down to the weaker of the two partial-support patterns, and only the full H0, in which the two causes cannot be separated at all, removes it.
The second thing that stands is the honest design itself, considered as a contribution to how the field studies mission slip. The dissertation specifies a two-source cause-coding procedure that reconciles the CADRe Part A narrative with the GAO assessment narrative, flags un-codable events rather than forcing them into a bin, and bounds the residual coding error with a recoding sensitivity that reports the conclusion under both codings of every ambiguous event [leunig2006]. It specifies an events-per-variable cap and a ridge-penalized partial likelihood so that a small cohort does not produce an over-fit hazard model presented with false precision. It pre-commits to a power analysis run before estimation, so that a non-rejection can be diagnosed as either true non-separability or insufficient power by the width of the reported intervals rather than being silently read as support for the null. None of these design elements depends on H1 being true. They are reusable: an analyst studying a different decomposition of mission slip, or the same decomposition on a different mission class, inherits a coding manual, a measurement table, and a falsification rule that they can adapt. The design is, in this sense, a methodological template for cause-decomposed survival analysis of acquisition outcomes, and the template stands whether or not the first application of it confirms its motivating hypothesis.
The third thing that stands is the value of a clean negative result, which a design-stage dissertation is unusually well positioned to deliver because it has pre-committed to interpreting one. If the executed estimation returns the full H0, that the two slip causes cannot be statistically separated, with intervals tight enough that the non-rejection is not merely an artifact of low power, then the field has learned that slip is one hazard after all, and that reserve held centrally against an undifferentiated pool is the correct posture rather than a lazy one. That is a result worth having, and it is worth having precisely because the present practice of central pooled reserve would then be vindicated rather than merely assumed. The grounds for valuing the negative result are that the current practice is currently un-tested: nobody has shown that pooling is wrong, but nobody has shown it is right either, and a falsifiable design that returns a tight non-rejection converts an untested convention into a tested one. The warrant is the basic asymmetry of pre-registered inference, that a result interpreted under a rule fixed in advance is informative whichever way it breaks, while a result interpreted after the fact is informative in only the direction the analyst hoped. The qualifier, carried from the falsification rule, is that the negative result is only clean if the intervals are tight; a wide-interval non-rejection on a thirty-to-sixty-mission cohort is inconclusive, not confirmatory of H0, and the dissertation says so in advance precisely so that it cannot later be read as a confirmation it has not earned. Confidence that a tight non-rejection would be informative is high; confidence that the cohort is large enough to produce a tight non-rejection is moderate, which is itself a limitation and is treated as one below.
8.3 Limitations, stated honestly
The limitations of this dissertation are not incidental qualifications to be minimized; they are the boundary of what an executed result would be allowed to claim, and stating them plainly is part of the design’s honesty. Four limitations are first-order.
The first is cohort size. The target is NASA Earth-observing missions from roughly 1990 to the present that reach Key Decision Point B, an expected sample on the order of thirty to sixty missions. This is small for a survival model carrying two competing events and an archetype interaction, and it is the central statistical-conclusion-validity concern. The consequence is direct: the number of free covariates is capped by an events-per-variable rule, the estimation is ridge-penalized to stabilize it, and the design pre-commits to reporting realized power and interval width so that a non-rejection of H0 is interpretable rather than ambiguous. The mechanism by which small samples threaten the contribution is that the dominance claim lives in an interaction term, and interaction terms are the least powered quantities in any small-sample model, so the design’s most decision-relevant parameter is also its most fragile. The honest statement is that the cohort may simply be too small to resolve the archetype interaction with confidence, in which case the dissertation’s own falsification rule directs that the result be reported as inconclusive rather than dressed as either confirmation or refutation. No amount of estimator sophistication manufactures power that the sample does not contain.
The second limitation is the narrative basis of the cause-coding. “Instrument-driven slip” and “launch-driven slip” are constructed categories resting on the reconciliation of two narrative attributions, the project-authored CADRe Part A and the auditor-authored GAO assessment. Narrative attribution is subjective even when two narratives agree, and a slip with genuinely multiple simultaneous causes can be coded to a single dominant cause that the record names but the physics does not cleanly support. The two-source reconciliation is a real improvement over single-source coding because the two sources carry opposite directional biases (a project may under-attribute slip to its own instrument, an auditor may over-attribute to management and contracting), so an event coded the same way by both is robust to either bias alone [bitten2018]. But the reconciliation reduces rather than removes the subjectivity, which is why construct validity for the slip-cause categories is reported as defensible-but-imperfect, why the un-codable flag is mandatory, and why the recoding sensitivity that reports the conclusion under both codings of every ambiguous event is a required diagnostic rather than an optional one. The category is a proxy for the underlying physical cause; it is a good proxy, but it is a proxy, and any executed result inherits that gap between the coded cause and the true cause.
The third limitation is restricted and uneven data. The CADRe records and the restricted NICM instrument parameters are available only to analysts under a NASA or FFRDC data-use agreement, so the full analysis is reproducible only by such analysts; a reader without the agreement can reproduce the public arm (the GAO narratives, the TechPort entry-TRL covariate, the public launch records) but not the project-side narrative or the restricted parameters. TechPort technology-readiness histories are uneven in completeness for older missions, and that incompleteness is correlated with CADRe completeness, so the oldest era of the cohort carries the most measurement uncertainty in both the cause narrative and the entry-TRL covariate at once. A further data limitation is that the launch-availability side is the thinnest domain-empirical facet: launch-manifest-driven slip as a survival outcome is under-documented in the open literature, so the launch-side construct leans on the Landsat continuity narrative and on the GAO and CADRe primary records rather than on a quantified launch-slip literature [irons2012]. By construction, then, the launch-side dominance claim for the heritage passive arm is the more evidence-thin half of H1, to be confirmed on the cohort rather than supported by prior quantified work.
The fourth limitation is that the cohort is observational and the design is therefore exposed to confounding it can control but not eliminate. Sensor archetype is not randomized to missions; first-of-kind active sensors are assigned to missions for reasons (scientific ambition, programmatic priority, institutional capability) that may themselves correlate with slip risk through channels other than the instrument maturation the dissertation means to isolate. The complexity index after Bearden and the reference-class estimating-optimism proxy are the design’s defenses against the two most plausible confounders, complexity and planning-stage optimism, but they are controls, not exogeneity, and a confounder unmeasured by either would bias the archetype contrast. The left-truncation convention of dating the spell origin at KDP-B is a related construct limitation: some missions incur schedule risk during pre-formulation study before the formal record opens, so the KDP-B origin is a defensible convention for consistency rather than a true zero of risk, and the archetype contrast is a comparison of naturally occurring groups whose pre-KDP-B histories the design observes only partially. These limitations bound external validity to NASA Earth-observing missions of the studied era and explicitly do not extend the result to commercial constellations, to non-Earth science missions, or to non-US programs.
8.4 A concrete future-research program
The dissertation’s design-stage status is not a permanent condition; it is the first phase of a research program whose remaining phases are specified concretely enough to be executed. The program has five steps, in fixed order, and the order matters because each step gates the next.
The first step is to secure the CADRe data-use agreement and the access to the ONCE database and the restricted NICM parameter records. This is a data-access dependency rather than a scientific one, but it is the binding constraint: until an analyst has the agreement, the project-side cause narrative and the restricted instrument parameters cannot be read, and the cohort cannot be fully assembled. The public arm of the data (the GAO assessment narratives, the TechPort entry-TRL histories, the public launch records) can be assembled in advance of the agreement, so the program can begin the cohort scaffolding while the access is pending, but the cause-coding cannot be completed until both the project-authored and auditor-authored narratives are in hand. The step is named first because it is the longest-lead item and because mis-sequencing it would strand the rest of the program.
The second step is to assemble the cohort and freeze the cause-coding before any modeling is done. The freezing is the methodological heart of the execution. The two competing events are coded by reconciling CADRe Part A with the GAO narrative for each project-year, un-codable events are flagged, and the entire coding is locked before a single hazard model is estimated, so that no modeling result can feed back into the cause labels. The archetype variable is constructed from the NICM instrument taxonomy with the active-versus-passive and first-of-kind-versus-heritage rules applied as specified in the data chapter, and the entry-TRL covariate is constructed from TechPort. The output of this step is a frozen analysis dataset and a written cause-coding record auditable against the public GAO arm, which is the deliberate design choice that keeps the coding partially reproducible even by analysts without CADRe access.
The third step is to execute the pre-registered specification exactly as written, with no additions discovered in the data. The fixed sequence is: estimate the nonparametric cumulative incidence functions for each cause within each archetype stratum and run Gray’s test for equality across strata; estimate the cause-specific Cox models and the Fine-Gray subdistribution models for each event, first without and then with the archetype interaction; test H1 by the significance and sign of the archetype-by-instrument-side interaction and by the contrast of dominant hazards across strata [fine1999]. The subdistribution model is primary because the policy question is predictive, but the cause-specific results are estimated and reported alongside it because the two answer complementary etiologic and predictive questions and any divergence between them is itself informative rather than something to suppress. The power analysis is run before this step, not after, so that the interpretation of a non-rejection is fixed in advance.
The fourth step is to report the falsification decision exactly as the rule defines it, whichever way it breaks. If all three conditions (separability, archetype dependence, robustness) hold, the contribution is confirmed and the reserve-allocation implication follows: first-of-kind active-sensor missions, which JPL disproportionately leads, should steer schedule and cost reserve toward instrument maturation and treat entry TRL at KDP-B as the leading gating indicator, while heritage passive-radiometer continuity missions should reserve against launch-manifest and provider dynamics. If any condition fails, the contribution is falsified in the specific way the failed condition names, and the report states which condition failed and what that implies, including the partial-support pattern in which the two slip causes are separable but archetype does not modify the dominance. If the non-rejection comes with wide intervals, the report states that the result is inconclusive and that a larger cohort, not a different estimator, is the remedy. The commitment to report all of these outcomes symmetrically is what protects the eventual result from the optimism bias that the dissertation spends its design controlling for in others [flyvbjerg2018].
The fifth step is extension, conditional on the first four being executed. Two extensions are natural and were flagged in the design as out of the present scope. The first extends the archetype axis beyond the active-versus-passive sensor distinction to other novelty dimensions (a novel bus, a novel ground system, a first-use launch vehicle), re-estimating the competing-risks structure with the new effect modifier rather than assuming the sensor result transports. The second extends the mission class beyond Earth observation to planetary or astrophysics missions, whose instrument and launch risk structures differ and which therefore require re-estimation rather than generalization. Both extensions inherit the same falsification discipline: each is a new pre-registered test of a new conditional dominance claim, not a borrowing of the Earth-observation result. A third, more distant extension would relax the binary archetype into a continuous novelty measure and estimate the dominance as a function of position on that continuum, which would require a larger cohort than the present design assumes and is therefore deferred until the cohort can be enlarged across eras or across agencies under comparable cost-and-schedule recording.
8.5 Closing
This dissertation began from a coupling that the space-systems literature treats as nearly definitional: cost growth in NASA Earth-observing missions is in large part a monetized image of schedule slip [lieber2016]. It then made one move that the literature had not made, which was to refuse to leave slip as a single aggregated hazard and instead to model it as two competing risks with different owners, different physical drivers, and different policy levers, asking whether the dominance between them depends on whether a mission carries a first-of-kind active sensor or a heritage passive radiometer. The estimator that fits that question is the Fine-Gray subdistribution-hazard model, the discipline that keeps it honest is the structural-decomposition logic that reads the cumulative incidence function of a removed risk as a bounded counterfactual [leunig2006] and the heterogeneity logic that refuses to pool a coefficient across archetypes that do not share it [callaway2021], and the identification strategy that licenses the causal reading rests on covariates and an archetype assignment all fixed at or before Key Decision Point B [dubos2008].
What is offered here is the complete design and not the executed result, and the dissertation has been explicit about that boundary at every step, labeling every numerical pattern illustrative and claiming no estimated coefficient as a finding. The honesty is not a hedge; it is the contribution’s form. A falsifiable design with a pre-committed decision rule is worth more to the field than a tuned result, because it can be executed by anyone who secures the data and it will return an informative answer whichever way it breaks. If the plan is executed and H1 is confirmed, NASA and JPL gain a defensible, archetype-specific basis for allocating the scarce schedule reserve that ultimately determines whether an Earth-observing mission overruns, allowing reserve to be steered to instrument maturation for the missions that face that hazard and to launch-manifest dynamics for the missions that face the other [irons2012]. If the plan is executed and the null holds with tight intervals, the field learns that slip is one hazard after all and that central pooled reserve is correct rather than merely customary, which is a result worth having and one that the present convention has never actually been tested against. Either way, the question moves from assumed to answered. The design is finished; the execution awaits the data; and the rule for reading whatever the data say is fixed in advance, which is the most a design-stage dissertation can offer and exactly what this one set out to deliver.
Appendix A. Empirical Workbooks
Each empirical result in this dissertation is reproduced below from its auditable workbook, embedded here so the proof of evidence travels with the document. The live spreadsheets are the paper .xlsx files in each paper folder. Every observation carries its source.
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