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Chapter 1. Introduction
Nearly every cislunar planning document leans on one proposition: local resources will lower the cost of operating in space. You find it in mission concepts, in surface architecture trades, in the pitch decks investors circulate, and in the cost-share bargaining that steers which lunar ventures draw public money. Hearing it stated so often, a reader starts to treat it as established. But the evidence behind the proposition is much weaker than the assurance with which people repeat it.
My aim is to make that one proposition earn its keep. The claim I test is deliberately small, and its smallness is what makes it answerable. Land a lunar in-situ resource utilization plant, run it to pull oxygen or water from regolith, turn that into propellant or crew consumables, and then ask the hard question: does a kilogram of product delivered to a useful orbit really come in cheaper than a kilogram shipped up from Earth? The answer resists intuition. The plant is not free mass; someone paid to launch it. It draws power, wants maintenance, produces at a rate nobody can pin down in advance, and recovers its own delivery cost only after enough operating time has passed for its returns to exceed what it took to put there. Since the puzzle is numeric, a number settles it, and that number is the cumulative output at which the homegrown option finally overtakes the launch option.
I label that quantity M. One figure, and the entire argument turns on it. Each chapter after this one does one of four things: pin down what M means, assemble the evidence that lets someone estimate it, report the estimate, or press on what the estimate can honestly be asked to support.
1.1 The problem and why it resists an easy answer
Set the problem in front of a program manager tasked with scoping an Artemis-era surface architecture. Her choice is real money: back a regolith oxygen plant, back a polar water extraction facility, back some blend of the two, or back none of them and keep resupplying from Earth. On the engineering, the papers she can pull are genuinely strong, quoting candidate plant masses, power draws, oxygen yields as a fraction of the regolith fed in, and the thermodynamic limits that separate one extraction route from another [1] [4]. The one thing they never hand her, gathered in one place, is the crossover point. Past what cumulative output does building beat shipping? Short of what output should she just launch the oxygen and skip the plant?
Why the literature keeps ducking the crossover is a matter of how the studies are built, not of carelessness. Every trade study tunes itself inside one architecture, carrying its own private guesses about ore grade, power supply, discounting, and how fast demand shows up, and those guesses seldom line up from one study to the next. Take the hybrid-plant work: it weighs carbothermal against water extraction on yield and energy, and it does the comparison carefully, yet it never presses through to the output level where either design overtakes Earth launch [1]. A mining-feasibility treatment borrows the reserve, recovery, and ramp rules that discipline any terrestrial capital project, and it admits outright that earlier cost-breakeven attempts on cislunar propellant amount to a thin, unresolved corner of the conference record [2]. A flexible-design study proves that it is uncertainty in demand, not the chemistry, that governs an oxygen plant’s worth, and even that finding has never been rolled into a single breakeven rule a program office could pick up and apply [5].
So she is left with three strong literatures spread across her desk and no way to combine them into the single figure she actually needs. Engineering is not what is short. What is short is a shared ledger, one on which plant capital, running costs, logistics, and demand risk all appear in matching units and settle into a threshold.
1.2 Why the stakes are real and immediate
Start with the calendar, because it is the first reason the question refuses to wait. People are scoping surface infrastructure and commercial lunar-resource ventures right now, and money is moving on the strength of the cost-reduction promise. Let a promise steer billions in emplacement spending while no one has named the threshold behind it, and the spending is riding on advocacy where it ought to ride on a measured crossover. That is a governance failure at least as much as an engineering one.
A second stake is methodological. Nobody in the field has agreed on a way to pull plant capital apart from operations, operations apart from logistics, and logistics apart from demand risk. Leave those tangled and every cost figure arrives as a sealed box, and sealed boxes cannot be audited, set side by side, or shown wrong. Write the breakeven out in the open and the pieces have to separate. Separated, the estimate becomes something a reader with no stake in the answer can rebuild for herself, which is the least you can ask before a skeptic will credit the number.
1.3 The one falsifiable contribution
Here is the contribution, drawn as tightly as the words allow. Let LCOE_ISRU(M) stand for the discounted landed cost of a kilogram of useful product from a lunar in-situ resource utilization architecture, measured once cumulative production has reached M kilograms and counting plant emplacement, operations, and logistics. Let LCOE_ETO stand for the discounted landed cost of a kilogram of that same product when it instead rides up from Earth and transfers out to cislunar space across the same span. Breakeven is the least cumulative output at which building stops costing more than launching:
M* = min { M : LCOE_ISRU(M) <= LCOE_ETO }.
From that definition two rival hypotheses drop out at once. Under the null, the reference hybrid hydrogen-reduction-plus-carbothermal architecture, running on central published parameters, carries an M* larger than all the cislunar propellant demand the central forecast expects through 2045 [6]. Should the null stand, the plant never recoups inside the program’s life, and the cost-reduction promise collapses for that design. Under the alternative, the same architecture on the same parameters lands M* squarely inside the projected demand window, and the result holds up when launch cost, plant mass, and regolith grade are pushed across a stated sensitivity envelope.
What makes the design falsifiable is that M* is one number and the demand horizon is fixed from outside. The threshold either sits inside the demand window or it sits beyond it; no clever rewording gets a losing result off the hook, which is precisely why the test is worth running. A claim engineered to survive every result has told you nothing, and this particular claim has escaped a real test far too long by refusing to name a number at all.
1.4 The empirical spine
Assertion is not the foundation. The foundation is 36 genuine observations lifted from a published multi-criteria table of lunar oxygen facility strategies [5]. They span twelve separate strategies, carbothermal reduction, water extraction, five parallel hybrid ratios, and five series hybrid cases, and each strategy shows up three times, once at its expected value and once each at the 5 percent and 95 percent cumulative uncertainty points. Every strategy in the source carries an oxygen yield, a mass payback, and a mass-energy efficiency, and those figures are the bedrock the two empirical papers stand on when they estimate the relationships the breakeven model needs.
The first paper goes after the question of which design traits account for the energy-adjusted payback the strategies post, regressing mass-energy efficiency on oxygen yield, mass payback, and hybrid-architecture indicators with a robust ordinary least squares fit. Inside the table its verdict leaves no ambiguity: mass payback carries the explanation, and once payback and architecture are pinned down, raw oxygen yield is indistinguishable from nothing. The second paper takes the identical 36 observations into proportional space, fitting a log-log elasticity of mass payback on mass-energy efficiency, and it lands an elasticity just over one, so the high-efficiency strategies pick up payback faster than proportionally. Both papers end in the same reframing: breakeven is a question of portfolio and architecture, not a race to maximize yield.
I want no confusion about what those rows actually are. They are structured outputs of a model, design options worked out under stated assumptions, not readings taken off a plant running on the Moon, because no such plant is running. Honesty here means treating the table as the full set of strategy outcomes the source reported and wrapping robust uncertainty around whatever associations the fits recover. Chapter 6 puts the coefficients down precisely as the estimators hand them over, and Chapter 7 refuses to soften how little a modeled table can prove.
1.5 How the argument is built
What follows unfolds in a set order. Chapter 2 places the study against its predecessors, tracing where the hybrid-plant analyses, the mining-feasibility argument, the oxygen-extraction reviews, and the demand-scale studies each carry the problem forward and where each halts before a breakeven condition. It reaches, too, into the neighboring work on situational awareness and integrated resource-utilization logistics to fence in the assumptions the estimator has to shoulder [7] [23].
Chapter 3 lays down the theory, constructing the chain that ties mass payback, energy efficiency, and demand timing to landed cost, and naming the predictions that chain forces. Here is where the hunch behind M* hardens into something rigorous: the reason payback ought to beat yield, the reason energy and mass pull on each other, the reason holding demand outside the model buys a lower-bound test rather than a market solution.
Chapter 4 puts down the methodology and the identification argument. It writes out the two estimators, the robust ordinary least squares fit and the log-log elasticity fit, and it argues why each recovers the association it says it recovers even though the rows are design cases and not a random sample. It also lays the discounted life-cycle cost structure the estimated relationships feed into, together with the mining-feasibility discipline that stops the model from pretending a plant hits full rate the day it lands [2].
Chapter 5 sets out the data and measurement without gaps, defining each variable, tracing each source, stating the count, and spelling out how the hybrid indicators were built, so that a reader can audit the estimate one row at a time.
Chapter 6 delivers the results. Both papers’ estimator outputs land exactly as the runs and the write-ups state them, coefficients, standard errors, p-values, confidence intervals, and sample size, and every sign and magnitude is read back against the chain from Chapter 3.
Chapter 7 moves to discussion and limits, naming the threats to validity without flinching: parameters cherry-picked from a single research lineage, the shortcut of exogenous demand, the leap of carrying terrestrial mining discipline onto a first-of-a-kind off-world facility, and the situational-awareness biases a controlled study has shown steer design choices [7]. It says plainly what a modeled table is unable to show.
Chapter 8 finishes on conclusions and implications. It puts the contribution in plain terms, ties it to governance and program stakes, and traces the future work that would push the plant-side relationship established here out to full campaign-level landed-cost curves.
1.6 Scope and what is deliberately out of it
A dissertation buys its clarity by marking its own borders. This one concerns the plant-side economics of lunar oxygen and propellant production and the breakeven mass those economics imply. It is not a full business case for any named venture, and it will not try to forecast the lunar economy. A handful of things fall outside the borders on purpose, and calling them out now keeps the reader from waiting on answers the evidence was never going to deliver.
Launch price rides in as an outside parameter, pushed around in the sensitivity work rather than derived from scratch, so where launch economics are heading is an input here and not a subject. Demand stays fixed from outside, pulled from a named forecast band [6], because the goal is a lower-bound threshold and not a market solution, and letting demand respond to the plant’s own output would swap the falsifiability of one threshold for the shakiness of a made-up equilibrium. Political risk, financing, workforce, and the governance of the cislunar operating environment get their due where they weigh on operating burden, but the model does not resolve them. The biology and chemistry of extraction are taken as the source studies report them rather than rederived, since the contribution is economic identification and not process engineering.
Inside the borders sits the relationship among mass payback, energy efficiency, architecture, and yield across the published strategy data, the two estimators that pull it out, and the breakeven condition that swallows it. Holding the scope this narrow is exactly what lets the central claim carry weight. Try to settle everything about lunar resource economics in one pass and you settle nothing that can be shown wrong, whereas settling one falsifiable question cleanly is worth the restraint.
1.7 The reader’s decision problem
A concrete reader kept in mind helps throughout. Imagine an acquisition official weighing two proposals for a lunar oxygen capability, one selling its high extraction yield and one selling a lean mass and power profile. Instinct, both the official’s and the field’s, reaches for the higher-yield chemistry. This dissertation argues the instinct is often mistaken, because yield is not what sets breakeven, and a disciplined screen on mass payback and energy efficiency would, in some cases, flip the ranking outright. Read one way, the chapters ahead are a long reply to that official’s problem, laying out which attributes to press, in what sequence, and with what confidence, all from evidence the official could in principle regenerate.
The same scene explains why the study is so insistent on transparency. An acquisition call resting on a cost model no one can audit is a call that buckles the moment it is contested, and lunar resource calls are contested now, in cost-share talks and program reviews. A breakeven claim the official can chase back to named sources and a pre-registered parameter sheet holds up in front of a hostile stakeholder. Building that kind of claim, over a flashier one nobody can check, drives everything from which estimators got picked to which reproducibility promises got made.
1.8 What success looks like
Finish this dissertation and you should be able to do something you could not do walking in. Hand yourself a candidate lunar oxygen architecture with its published mass, energy, and payback figures, and you should be able to set it against a breakeven threshold and say, with your uncertainty stated, whether it is a near-term landed-cost reducer, a technology still owed a pilot demonstration, or a bench study that has no business being sold as an economic win yet. That is the deliverable, kept small on purpose and made hard to fake on purpose.
One last framing belongs up front. The study handles the cost-reduction claim not as a creed to guard or attack but as a hypothesis to put on trial, and that stance colors the tone of all that follows. Where the evidence backs the claim, the text says so; where the evidence falls short of the claim, the text says that too, and never lets the pull of a tidy conclusion drag the argument past what the data will bear. Such restraint is rare in a field where resource utilization gets championed more than examined, and the discipline is chosen: a threshold an advocate hands you is worth less than one handed over by someone willing to report that it failed. Expect a study as candid about its limits as about its findings, because a breakeven number only helps a decision-maker if its uncertainty is stated as bluntly as its value.
For some architectures under some demand scenarios the cost-reduction claim may hold. The evidence gathered here points to it holding exactly when the production system pairs high mass payback with strong energy efficiency, and failing when it does not, however dazzling the raw oxygen yield. Telling the winning cases from the losing ones takes a number. This dissertation makes that number and lays its workings bare, and the chapters ahead are those workings, so the reader is welcome to test every step, because a breakeven claim no one can check is worth nothing more than the advocacy it was built to replace.
Chapter 2. Literature Review
Work on lunar resource utilization has grown fast, and it has grown lopsided. The engineering half is by now detailed, numerate, and steadily more comparative. The economic half is not. That half, the one that decides whether any of the engineering earns its launch, stays a loose pile of trade studies with no common ledger between them. This chapter crosses the ground, notes what each line of work has nailed down, and pinpoints the exact join where a breakeven-mass condition ought to sit and so far does not.
Four questions organize the survey, each one the field has been chipping at. What can a lunar plant really make, and what does it cost in mass and energy to make it? How ought a resource claim be disciplined before a budget ever touches it? What does demand do to a plant’s worth? And how do the people designing these systems tilt the assumptions that pour into the cost case? Every question owns a body of work, and every body of work quits one pace before the threshold this dissertation hands over.
2.1 What the plant can produce: the engineering frontier
The plant is where to begin, and the closest recent match is the hybrid lunar plant study by Ikeya and coauthors, setting carbothermal reduction against water extraction and against blends of both [1]. Its worth to the present work is that it will not reduce oxygen production to a single route. That refusal matters. Carbothermal reduction posts a comparatively high oxygen yield as a share of the regolith it processes, but it pays for that in energy, while water extraction flips the picture, giving up yield to gain more favorable mass payback across several of the reported cases. The paper’s message is that choosing between them is not about grabbing the richer chemistry; it is about how mass, power, and yield play off one another inside a system you actually had to deliver. That is the germ of the argument I grow, even though the paper stops before the output level at which either configuration overtakes Earth launch.
Under the plant comparison lies a review of oxygen-extraction routes by Robinot and colleagues, canvassing solar thermal and laser vacuum pyrolysis paths for driving oxygen out of regolith [4]. Its value is that it stays clear-eyed about what a system costs. Heat source, material handling, process control, thermal management, each exacts a penalty that a bare yield number quietly buries, and a route that shines in a crucible looks otherwise once you weigh the heat-delivery hardware and the power to drive it. The review presses a point this dissertation keeps returning to: picking a route is a system-level call, and the number that matters economically is never the extraction percentage standing alone.
The materials-characterization literature backs this up. Schild and coauthors study the metal products of molten salt electrolysis on highland regolith simulants, showing that the byproducts and behavior of extraction can themselves be measured and hem in a plant’s design [22]. Tucker and colleagues run Raman spectroscopy on highland simulants meant for utilization, which counts because feedstock grade is an input the cost model dare not wave away [26]. Neither study reaches cost, yet both stock the parameter space with hard values for how regolith behaves, and both push back on any picture of feedstock as tidy and obliging.
One more literature bears on the plant. A neighboring process-design literature stretches in-situ manufacturing past propellant. Salman and coauthors work out how to build photobioreactors on the Moon from local material, which bears on the present study less for the biology than for proving that surface processing chains can rise from regolith-derived feedstock [3]. The bearing is structural: if you can manufacture ancillary surface systems on site, the mass you must launch to stand up production shrinks, and that nudges the breakeven arithmetic in a direction the plant-only studies never register.
2.2 Disciplining the claim: mining feasibility as a corrective
The sharpest corrective in the recent record is the mining-feasibility argument from McKeown and coauthors [2]. They contend that lunar resource work habitually races from what is technically possible to what is economically promising, skipping the staged discipline any serious terrestrial capital project obeys. Terrestrial mining does not open a plant because ore is present. Ore is never enough. A plant opens only after resource confidence, recovery performance, capital intensity, operating reliability, and a sequence of staged decision gates have each been established, tested, and signed off, which is a bar the lunar literature has rarely thought to clear. The paper carries that vocabulary onto the Moon and, revealingly, remarks that earlier cost-breakeven work on cislunar ISRU propellant is a slim strand of the conference record never squared with the flexible-design and oxygen-extraction studies that came after.
That remark reads almost as an open invitation. The feasibility argument furnishes the reserve, recovery, and ramp discipline that keeps a cost model from assuming full-rate output in year one, which is the very assumption that flatters every lazy breakeven figure. A plant does not hit nameplate the moment it touches down; it ramps, it loses availability, and its output piles up slowly under a discount rate that punishes every delay. A believable M* has to take that discipline aboard, and McKeown is where I take it.
The mining analogy is not risk-free, and the review owns up to that. Hauling terrestrial discipline over may still understate the discount a first-of-a-kind off-world facility deserves, one with no operating record, no supply chain, and no labor market waiting for it. I park that as a threat to validity for Chapter 7 rather than a fixed parameter. For the survey, the takeaway is tighter: McKeown and colleagues cracked the door to a disciplined breakeven, and they left it to someone else to walk through to an actual threshold.
2.3 What demand does: the flexible-design turn
The third line recasts the whole problem as one of uncertainty. In a separate multi-objective decision study, Ikeya and coauthors demonstrate that uncertainty in demand governs the worth of a lunar oxygen plant [5]. This is the empirical backbone of the dissertation, since the multi-criteria table in that study supplies all 36 observations the results dissect. Its contribution is to read capacity expansion as a staged choice under uncertainty rather than a one-shot sizing job. Size a plant to expected demand and it is wrong at both ends, idle if demand comes up short and jammed if demand runs hot. Flexible design paces its capacity additions to uncertainty as it resolves, and the study shows the worth that flexibility creates can outrun the worth separating one chemistry from another.
Earlier work on the scale of utilization needed to satisfy lunar oxygen demand corroborates the demand-side logic. Cilliers, Rasera, and Hadler put a number on the operational scale plausible demand requires and find that demand assumptions can swamp both plant sizing and operational worth [13]. Same lesson, other vantage. The demand side rules. Where demand is thin or fitful, even a strong plant idles and never reaches its breakeven output, while under high, dependable demand a plant with real mass payback earns a lasting logistics edge. The estimator here does not crack the demand problem and makes no such pretense; it holds demand exogenous precisely so the breakeven result stays a lower-bound test, uncontaminated by demand reacting to supply.
None of this demand-side work rolls its own insight back into a single breakeven mass. The flexible-design study yields a dense strategy table but leaves the reader to work out what it means for the cost-reduction claim, and closing that inference is the contribution here.
2.4 The human factor: situational awareness and design bias
A fourth line is easy to miss and hard to shrug off. Malone and coauthors run a controlled user study on how situational awareness shapes design decisions for lunar utilization systems and find that decision-makers latch onto partial information [7]. The result unsettles any cost model, since it means the parameter values feeding a breakeven estimate are themselves bent by whatever the designer happened to be watching. A designer keenly alert to energy limits and only dimly alert to demand risk will produce a cost case skewed one way, where a designer with the opposite attention skews it the other.
The methodological answer this study demands is a documented assumption ledger and a pre-registered parameter sheet that locks central values ahead of any sensitivity work. That discipline runs through the whole design of the present estimator. The situational-awareness result is no side note; it is why the estimate is engineered to be rebuildable by a reader who shares none of the author’s priors, and it earns a place among the named threats to validity in Chapter 7.
2.5 Broader integration: logistics and the Mars analogy
The lunar case is not an island. Integrated resource-utilization system design has been carried further for Mars, and that work instructs by analogy. Chen and coauthors offer an integrated in-situ resource utilization system design and logistics framework for Mars exploration, one that ties plant performance to campaign logistics instead of treating the plant as a lone unit [23]. The lesson ports without friction: a plant’s economic worth is a function of the logistics web it lives inside, not just of its own throughput, and a breakeven mass blind to logistics runs optimistic.
Flight experience further anchors the operational reality of resource utilization. The MOXIE experiment made oxygen on the Martian surface and, back in its pre-landing planning, laid bare the distance between what the lab expected and what the unit actually did [28]. MOXIE is no lunar plant and its scale is slight, yet it is the nearest thing to an operating series the field owns, and it earns the caution against reading modeled tables straight across to delivered performance. When Chapter 7 insists the 36 observations are design cases and not field readings, MOXIE is the reminder of how far the two can drift.
2.6 The operating environment: cislunar awareness and its cost shadow
A resource plant runs inside a governance environment, not a vacuum of one, and a strand of the cislunar space domain awareness literature bears on what a cost model must carry. Banks and coauthors set out a sensor-rich approach to lunar and cislunar space domain awareness, establishing that the operating region is one where position knowledge, coordination, and monitoring levy their own infrastructure demands [17]. The link to a breakeven estimate is indirect but real: a plant planted in a poorly charted region carries heavier coordination and risk overhead, which loads the operating burden in the cost decomposition. Sustainability and coordination framings press further that trusted stakeholder coordination is a precondition for orderly operations wherever the regime is contested or crowded [14], and though these are not resource-economics papers, they fence in the assumption that a plant runs free of governance friction.
This strand earns its place chiefly as a warning against a cost model that pictures the lunar surface as a frictionless factory floor. The awareness and coordination literature makes plain that cislunar space is an active operational domain with demands of its own, and a breakeven estimate that drops coordination overhead runs optimistic in a way the plant-side tables cannot even see. The present study handles it by folding such overhead into the operating burden carried from outside sources rather than anything the strategy table records, and by flagging the table’s silence on it outright.
2.7 The methodological gap in cost-breakeven work
Past the substantive gaps sits a methodological one the survey has to name. As the feasibility argument observes, the cost-breakeven studies that do exist in the cislunar propellant literature are a slim, unreconciled strand [2]. Three weaknesses recur in them. They tune inside one architecture rather than sweeping the design space, so they cannot tell whether the favorable case they hit is typical or freakish. They peg demand at a point rather than sweeping a projected band, so they cannot part a genuinely favorable plant from one that only flatters itself at a handy demand figure. And they rarely pre-register their parameters, so a reader cannot learn whether the central values were fixed before or after the result was in view, which the situational-awareness evidence shows is no pedant’s worry [7].
The present study is built to answer each weakness. It estimates over the full twelve-strategy design space rather than one architecture. It holds demand exogenous and sweeps it across a named forecast band [6]. And it pre-registers the parameter sheet ahead of the sensitivity work. Cataloging the methodological gap is not meant to belittle the prior work, much of it exploratory by necessity in a data-starved field. It is meant to spell out exactly what a more disciplined breakeven study has to do differently, and to hold the present study to that specification.
2.8 Adjacent process and materials work as parameter anchors
Two further bodies of work sit off the argument’s spine yet supply the hard parameter values a breakeven model wants, and a survey that skipped them would leave the cost model’s inputs unaccountable. The molten salt electrolysis characterization of highland regolith simulants shows that extraction throws off measurable metal byproducts and behaves in quantifiable ways, which pins down the process-side assumptions a plant model has to make [22]. The Raman characterization of highland simulants for utilization anchors the feedstock-grade assumptions, so regolith is not read as a tidy, obliging input [26]. Neither estimates cost, yet both stock the parameter space with independent values that do not trace to the primary strategy-table lineage, which is exactly what a study exposed to single-lineage optimism ought to hunt for.
These anchors matter for a quiet reason the survey should say aloud. A breakeven estimate is only as independent as its least independent parameter. Trace every input to one research group and the estimate turns into that group’s assumptions dressed up as an economic finding. Pulling feedstock and process parameters from separate characterization work buys the inputs a measure of independence the strategy table cannot give them on its own. The survey marks where that independence holds and, above all, where it fails, so Chapter 7 can weigh the single-lineage exposure honestly.
2.9 The seam this dissertation fills
Gather the strands and the picture is coherent while the gap is sharp. The engineering literature settles what plants can make and at what cost in mass and energy [1] [4] [22] [26]. The feasibility literature hands over the discipline a breakeven calculation has to inherit and flags outright that no one has produced the reconciled threshold [2]. The demand literature proves uncertainty governs worth and leaves the breakeven inference hanging [5] [13]. The human-factors literature explains why the assumptions have to be pre-registered and audited [7]. The integration and flight literatures warn that logistics and operational reality bound whatever a modeled estimate can claim [23] [28].
The seam shows clearest if you ask, of each strand, what would turn it into a breakeven threshold, and then notice each halts one step shy. The hybrid-plant analysis needs only a launch baseline and a solve for crossover output, and never takes either step [1]. The feasibility argument supplies the ramp discipline a threshold wants and names the missing reconciliation, yet performs neither [2]. The flexible-design study yields the very strategy table a threshold would be estimated from, then leaves the estimation to the reader [5]. The demand-scale study fixes the horizon a threshold must be judged against, without judging a threshold against it [13]. Each strand passes the next the piece it needs, and no one assembles the set.
No single work solves for M*, the cumulative production mass at which discounted landed cost per kilogram from local production meets that of Earth launch, and no work reports that threshold against an exogenous demand horizon with a stated sensitivity envelope. That is the seam. The rest of this dissertation settles into it, taking the flexible-design strategy table as the empirical anchor, the mining-feasibility argument as the discipline, and the situational-awareness finding as the reason to keep every assumption in the open. The two empirical papers ahead estimate the plant-side relationships, mass payback against energy efficiency and against architecture, that a defensible breakeven model demands, and they do it from named, retrievable sources rather than vendor optimism.
Chapter 3. Theory and Hypotheses
Theory earns its place here by doing precise work. It accounts for why a breakeven mass exists in the first place, why mass payback ought to drive it ahead of oxygen yield, why energy efficiency and payback rise together, and why fixing demand from outside buys a lower-bound test instead of an equilibrium. Each of those becomes a claim you can test, and the two empirical papers exist to test them. This chapter assembles the mechanism and names the predictions before a single datum is touched.
3.1 The accounting identity behind break-even
Open with what argument cannot dislodge. It is bookkeeping, not modeling. A lunar plant flown from Earth arrives with a landed mass, and that mass ate launch capacity that could have flown something else, in the limit the very product the plant is built to make. The plant justifies its delivery only if, across its working life, it hands back more useful mass than it displaced, counted in matching discounted units. No modeler is free to write this differently; it is an accounting identity, and it is why a breakeven mass has to exist for any plant that makes anything at all.
Denote the discounted landed cost of a kilogram of local product LCOE_ISRU(M), a function of cumulative output M, since the fixed emplacement burden gets spread over everything the plant will ever make. Early on the arithmetic is unforgiving. M is small, the fixed burden rules, and the per-kilogram cost sits high. Let M climb and the fixed burden amortizes, so the per-kilogram cost drops. The launch baseline LCOE_ETO amortizes nothing, because each launched kilogram costs about what the last one did. One curve falls, one stays flat, and they meet at a single point, which is M*. The shape of the two cost functions guarantees the threshold exists. Where it lands is the only thing left open, and that is precisely the quantity every later chapter labors to fix, because a threshold whose existence is certain but whose location is unknown decides nothing for a program office weighing whether to build or to keep launching.
Where it lands is what a decision hangs on. Everything turns on location. Land M* well below the demand the plant will truly serve and the plant recoups with room to spare, so the cost-reduction claim holds. Land M* well above that demand and the plant never amortizes inside its useful life, so the claim fails. The whole dissertation is a campaign to locate M* and to fence in the uncertainty around its location.
3.2 Why mass payback should dominate yield
Yield is the metric intuition reaches for: how much oxygen leaves per unit of regolith fed in. Here intuition stumbles. Yield reports the chemistry, not the economics, and it says nothing whatever about the mass of the system it takes to reach that yield or the energy that system has to burn to keep running.
A division sits at the heart of the mechanism. Landed cost per kilogram of product is, to first order, the plant’s landed mass and operating burden over the cumulative product it returns. System mass and energy provision rule the numerator. Cumulative output is the denominator. Mass payback, oxygen returned per unit of landed system mass, comes out nearly the reciprocal of the quantity that fixes breakeven, and the two ends of the trade fall out at once: a rich-yield route saddled with a heavy, power-thirsty plant can post feeble mass payback and so a large M, while a leaner-yield route housed in a light, efficient plant can post strong payback and a small M.
Out of this drops the first testable prediction. If the mechanism holds, then across a run of published strategies mass payback should account for energy-adjusted performance far more than raw oxygen yield once both share a model. The prediction can fail: were yield the true driver, it would keep its explanatory power after payback is held fixed, and it should not. The reference table from the flexible-design study carries exactly the strategies the test needs, running from high-yield carbothermal reduction through low-yield water extraction to the hybrids between [5]. The hybrid-plant analysis motivates the same expectation from the engineering side, showing carbothermal and water routes part company more in mass and energy than their yields alone would hint [1].
3.3 Why energy efficiency and payback are coupled
The second mechanism is about how energy and mass work on each other. A plant’s energy appetite is not free; generation and thermal-management hardware, carrying mass of its own, has to feed it. Trim the energy burden per unit of oxygen and you relax the mass of the supporting power system, which lifts mass payback in turn. Energy efficiency and mass payback are not independent merits, then; the mass of the energy plant chains them together.
The oxygen-extraction review makes it tangible. Solar thermal and laser vacuum pyrolysis routes carry their own heat-delivery and thermal-management penalties, and those penalties are mass penalties as much as energy penalties [4]. A more energy-efficient route can allow smaller supporting gear, longer feasible running inside a power budget, and steadier utilization, and all three lift cumulative output against landed mass.
The prediction that follows is proportional rather than additive. If energy and mass couple through the power system, mass payback should climb with mass-energy efficiency faster than proportionally, because a gain in efficiency both shrinks the energy numerator and lightens the supporting mass. Stated formally, the elasticity clears one: a one percent gain in mass-energy efficiency should pair with more than a one percent gain in mass payback. A log-log specification on the same strategy table tests it directly, and it can fail, since an elasticity at or below unity would refute the coupling.
3.4 Architecture as a distinct dimension
Hybrid architectures raise a third consideration that will not collapse into yield or payback alone. A parallel hybrid runs carbothermal and water extraction lines side by side at some ratio, where a series hybrid feeds material or process outputs through a joined pathway. These are not just other spots on a yield-payback curve; they inhabit other regions of the design space, because they spread mass and energy across their subsystems differently.
Theory expects architecture class to carry conditional information about energy-adjusted performance even after yield and payback are held fixed. Series hybrids especially, by chaining processes, may recover energy or material a parallel layout throws away, and that should surface as a positive conditional association apart from the payback effect. The prediction is that at least one architecture indicator will separate from zero in a model already carrying payback and yield, and that its effect will be modest against payback. This keeps the architecture claim honest, forecasting a real but secondary effect rather than a ruling one, so a null across all architecture indicators would count against treating architecture as its own lever.
3.5 Why demand is held exogenous
A plant’s worth turns on demand, and demand is genuinely uncertain. The flexible-design literature shows demand uncertainty can govern an oxygen facility’s worth, outrunning the spread among chemistries [5], and the scale-of-operations literature arrives at the same place from the demand side, finding demand assumptions can govern plant sizing [13]. A fully endogenous treatment would let the lunar price of propellant answer to local production, feed that back into demand, and chase a market-clearing equilibrium.
I refuse that path deliberately, and the reason comes down to which claim I mean to defend. Holding cumulative demand exogenous, and sweeping it across the projected utilization band [6], keeps the breakeven result clear of any demand response to the plant’s own output. As a result M* becomes a lower-bound test. It answers one thing: even with demand pinned high and generous, does the plant amortize inside the horizon? If the answer is no under exogenous demand, endogenous feedback cannot save it, because feedback that cuts price to draw demand also cuts the revenue per kilogram that funds payback. Exogeneity therefore delivers a conservative, defensible threshold rather than a brittle equilibrium, and I carry M* as a threshold throughout, never as a market clearing.
3.6 The mechanism assembled
The parts assemble into one logic. Read them in order. Breakeven exists because fixed emplacement mass amortizes over cumulative output while launch does not (3.1). Mass payback, not yield, fixes where breakeven lands, because it is output over the system mass that had to be delivered (3.2). Energy efficiency lifts payback more than proportionally because energy and supporting mass are coupled (3.3). Architecture class shifts the payback-efficiency relationship by redistributing mass and energy across subsystems (3.4). And demand is held exogenous so the resulting threshold is a conservative lower-bound test rather than an equilibrium (3.5). Each link rests on a specific slice of engineering work, and each throws off a prediction the strategy table can confront.
3.7 The hypotheses
The dissertation’s governing hypotheses recast the breakeven question in falsifiable form. Under the null, the reference hybrid architecture on central published parameters [1] [3] [4] [5] carries an M* larger than cumulative cislunar propellant demand projected through 2045 in the central forecast [6], so the plant fails to recoup inside the horizon. Under the alternative, M* lands strictly inside the projected demand window and survives a stated sensitivity envelope on launch cost, plant mass, and regolith grade.
Beneath those governing hypotheses run the two plant-side predictions the empirical papers test head-on. The first paper hypothesizes that higher mass payback pairs with higher mass-energy efficiency once oxygen yield and hybrid architecture type are accounted for, against a null of no association. The second paper hypothesizes that strategies with higher mass-energy efficiency post higher mass payback on a log-log basis, with the sharper edge that the elasticity clears one. These are the mechanism’s fingerprints, and each prediction is matched to a specific way it could fail, which is what turns the pair into a genuine test rather than a description in disguise. Payback dominance fails if yield keeps explanatory power once payback is held fixed. The elasticity prediction fails if the estimated coefficient sits at or below one. Architecture’s secondary role fails if every architecture indicator is null, or if one overruns the payback term. Only when the results fall on the predicted side of all three does the coupling logic hold, and any one of the three failure modes sends the mechanism back to be rebuilt.
If mass payback beats yield and the elasticity clears unity, the coupling logic underwriting the breakeven model stands. If either prediction fails, the mechanism is wrong and the breakeven framing resting on it would have to be rebuilt from other premises.
3.8 A decomposition of landed cost
To sharpen the mechanism, break the discounted landed cost of a kilogram of local product into its parts. A fixed emplacement burden comes first, the launched mass of the plant and its power system, priced at launch cost per kilogram and discounted to the emplacement date. An operating burden comes next, the power, consumables, maintenance, and logistics the plant wants per period, discounted over its life. And cumulative output comes last, the useful product the plant returns over the horizon, itself a function of yield, availability, ramp, and operating life.
Landed cost per kilogram is, to first order, the discounted fixed and operating burdens summed and divided by discounted cumulative output. Mass payback lives in that expression as output over the launched system mass that rules the fixed burden, which is why it reads almost as the reciprocal of the quantity that fixes breakeven. Energy efficiency lives in it twice, once in the operating burden, since a more efficient plant burns less power per unit output, and once in the fixed burden, since a more efficient plant flies a smaller power system. That double appearance is the formal reason the elasticity of payback on efficiency should clear one. Yield enters only through cumulative output, and its reach there goes slack whenever the plant delivering the yield is heavy or power-hungry, which is the formal reason yield sheds explanatory power once payback and efficiency are present.
The decomposition also explains why the mechanism forecasts the exact significance pattern the results will show. Payback should register because it carries the ruling fixed-burden term. Efficiency-coupled effects should run more than proportional because efficiency enters the cost expression twice. Yield should come up insignificant conditional on payback because its lone channel, cumulative output, is already summed up by payback in the delivered-system framing. Architecture should carry a secondary effect because it reshuffles how mass and energy distribute across subsystems without touching the basic structure of the decomposition. Each prediction is a reading of a specific term in the cost identity, which is what makes them falsifiable and not merely plausible.
3.9 The plausibility of the null
A well-posed test wants a null that could honestly turn out true, and this one is no straw man. It is fully plausible that for a reference hybrid architecture on central parameters, the breakeven mass overruns cumulative demand through 2045. The reasons are structural. Emplacement mass runs large because a plant and its power system have to be flown to the surface. Ramp runs slow because a first-of-a-kind facility does not reach nameplate at once. Discounting punishes the deferred output amortization leans on. And demand, though held exogenous and generous, stays finite over the horizon. Any one of these can shove M* past the demand window, and several acting at once easily do.
The null is also the historically favored position. The mining-feasibility argument observes that cost-breakeven work on cislunar propellant stays thin and unreconciled, which fits a field that has not managed to show favorable breakeven under disciplined assumptions [2]. Making the null the default, and forcing the alternative to earn acceptance through a threshold that lands inside the demand window and clears the sensitivity envelope, is the conservative stance. It sets the burden of proof on the cost-reduction claim instead of granting it, which flips the field’s habitual advocacy default and is the whole methodological point of stating the hypotheses this way.
3.10 What a positive result would and would not license
Grant that both predictions hold, as Chapter 6 will report they do. What does that permit? It permits the claim that within published strategy data the plant-side determinants of breakeven behave as the coupling mechanism says, and that a breakeven screen built on mass payback and energy efficiency rests on relationships internally consistent in the source. It does not permit the claim that any particular plant will recoup on the actual Moon, because the observations are modeled design cases and not operating records, and because the governing hypotheses about M* against the demand horizon lean on cost and demand parameters carrying their own uncertainty.
This restraint is not false modesty; it is an exact statement of what a design table can and cannot certify. A mechanism confirmed inside the table tells a decision-maker the plant-side determinants of breakeven behave as theory says, which is enough to hang a screening rule on. It does not tell her that any modeled strategy will reproduce its tabled performance once it is a real plant on a real surface, because the table never watched a real plant. The mechanism earns a screening rule; it does not earn a guarantee, and the theory is written to claim the former alone.
The situational-awareness finding is the reason for the restraint [7]. If designers latch onto partial information, then even internally consistent tables can carry a skewed picture of the trade space, and a mechanism confirmed inside such a table is confirmed conditionally. The theory therefore forecasts not truth about the Moon but structure in the evidence, and it is that structure the results confront. Chapter 4 turns to how the two estimators recover it and why each identifies the association it claims.
Chapter 4. Methodology and Identification
Two estimators carry the empirical load of this dissertation, and a third structure, the discounted life-cycle cost model, converts their outputs into a breakeven mass. This chapter pins down all three. It writes each estimator out formally, argues why it recovers the association it claims, faces the fact that the observations are engineering design cases and not a random sample, and lays out the feasibility discipline that keeps the cost model from flattering itself. The sequence is chosen. It is not arbitrary. Plant-side estimators come first, since they establish the relationships the cost model swallows, and only then does the cost structure appear, gathering those relationships together with externally sourced mass, power, launch, ramp, and demand parameters into the single quantity M* that the whole apparatus exists to produce.
4.1 The estimand and the nature of the sample
Nothing gets specified until I am honest about what the data are. The identification argument rides on it. The 36 observations come from one published multi-criteria table of lunar oxygen facility strategies [5]. Every row pairs a strategy with an uncertainty point: twelve strategies at expected, 5 percent cumulative, and 95 percent cumulative values. They are not independent draws from a population of operating plants. They are modeled outputs of an engineering design study, produced under stated assumptions about availability, water content, production period, power margin, and mass margin.
That bears on what the estimators may claim. A coefficient here is no treatment effect pulled from randomization; it is a within-table association, the extent to which two reported performance dimensions travel together across the design options the source laid out. The estimand is therefore descriptive by construction, and I say so outright rather than dressing a design table as a causal experiment. The identification task shrinks to match and stays defensible in the shrinking: recover the conditional association among reported quantities, with uncertainty that will not oversell confidence given how non-random the rows are.
4.2 The first estimator: robust ordinary least squares
The form is plain on purpose. Plainness is the point. The first paper fits an ordinary least squares model of mass-energy efficiency on oxygen yield, mass payback, and two hybrid-architecture indicators. In the source’s notation the specification reads
E_i = alpha + beta_1 Y_i + beta_2 P_i + beta_3 H^P_i + beta_4 H^S_i + epsilon_i,
with E_i the mass-energy efficiency (oxygen mass per unit total energy, in the table’s units of 10^-5 tonnes per kWh), Y_i the oxygen yield as a percent of processed regolith, P_i the mass payback (oxygen returned per unit system mass), H^P_i an indicator for a parallel hybrid strategy, and H^S_i an indicator for a series hybrid strategy. Carbothermal reduction and water extraction, the single-pathway strategies, form the omitted category the hybrid indicators are read against.
The way this specification is laid out is what turns it into a test of the theory. Mass payback and oxygen yield ride in together, so the payback coefficient is conditional on yield and the yield coefficient is conditional on payback, which is precisely the contrast the mechanism in Chapter 3 forecasts. Should payback rule, its conditional coefficient ought to come out large and tightly estimated while the conditional coefficient on yield falls toward zero. Carrying both in one model is not a nuisance; it is the test. The architecture indicators ride in to soak up the distinct placement of the hybrid strategies, so architecture composition does not bleed into the payback and yield coefficients.
4.3 Why robust standard errors, and why they suffice
Robust errors are not ornament here. They earn their place. Since the rows are engineering design cases rather than repeated random samples, and since a design study spaces its cases wherever the trade space happens to bend rather than wherever a sampling frame would put them, the equal-variance assumptions that a textbook fit leans on ask far too much of this table. The residual spread is not guaranteed constant across the design space, and high-payback strategies may carry different residual variance than low-payback ones. Heteroskedasticity-robust HC1 standard errors meet that head-on, letting residual variance shift across observations while still delivering valid uncertainty on the coefficients.
I want no confusion about what robust errors mend and what they do not. They correct the uncertainty for non-constant variance. They do not conjure independence the rows lack, and they do not turn a descriptive association into a causal effect. What they buy is candor about precision: a coefficient reported with HC1 errors is not claiming more confidence than a modeled table can back. The estimator reads the table as a complete set of reported strategy outcomes and reports robust uncertainty to dodge overconfidence, which is the right stance when the sample is a design enumeration and not a survey.
4.4 The second estimator: log-log elasticity
The second paper takes the same 36 observations into proportional space. Its specification is a log-log ordinary least squares model,
ln(P_i) = alpha + beta ln(E_i) + epsilon_i,
with P_i the mass payback and E_i the mass-energy efficiency. The coefficient beta is an elasticity, the percent change in mass payback tied to a one percent change in mass-energy efficiency. An elasticity of one means proportional co-movement; an elasticity above one means payback climbs more than proportionally with efficiency, which is the sharper prediction the coupling mechanism throws off in Chapter 3.
The source calls the specification a learning-curve form, and the vocabulary wants care. A learning curve, in its historical sense, estimates the rate at which unit cost falls as cumulative production experience mounts. There is no cumulative production experience on the Moon, so no historical learning rate can be estimated. The coefficient here is an elasticity between two design-output variables from a single table, not an industrial learning rate. I carry that distinction through every use of the estimate, since blurring the two would claim evidence the data cannot supply. The log-log form is chosen because elasticity is the quantity the theory forecasts, and because lunar architectures get compared across orders of magnitude where proportional differences are the natural unit.
4.5 Identification: what makes these associations interpretable
Identification in the strict experimental sense is off the table, and I claim none. What is on the table is a weaker but real warrant that the estimated associations mean what the theory says, and it rests on three moves.
First, the explanatory variables are the strategies’ own reported performance dimensions, taken from the same table as the outcome, so nothing is lost in translation between what the theory names and what the model uses. Mass payback in the model is the mass payback the source reports, not a stand-in. Second, entering payback and yield jointly isolates each one’s conditional contribution, which is exactly the comparison the mechanism forecasts and which a bivariate model could never deliver. Third, the architecture indicators partial out the design-class composition, so a large payback coefficient cannot be an artifact of hybrids happening to bunch at high payback and high efficiency.
Robustness to architecture choice is baked into the source data rather than asserted. The table carries carbothermal-only, water-extraction-only, parallel hybrid, and series hybrid strategies, so re-reading the coefficients across the omitted-category structure is itself a check that the payback relationship is no artifact of one architecture. The mining-feasibility argument supplies an external discipline on interpretation: associations pulled from optimistic published assumptions should read as screening evidence, not as a settled cost estimate, because feasibility logic demands staged confidence before a technology counts as economically proven [2].
4.6 From plant-side estimates to a break-even mass
The two estimators set the plant-side structure, and the discounted life-cycle cost model turns that structure into M*. The model computes LCOE_ISRU(M), the discounted landed cost of a kilogram of useful product once cumulative production reaches M, counting plant emplacement, operations, and logistics, and sets it against LCOE_ETO, the discounted landed cost of a kilogram of the same product flown up from Earth and transferred out to cislunar space. The breakeven mass is the least cumulative output at which building stops costing more:
M* = min { M : LCOE_ISRU(M) <= LCOE_ETO }.
Three moves make this identification credible. Plant mass, power, and yield come from peer-reviewed architecture studies rather than vendor literature, with hybrid and single-process variants carried as separate runs [1] [3] [4]. Demand rides in exogenous and swept across the projected cislunar utilization band [6], so no endogenous demand response taints the breakeven result, which, as Chapter 3 argued, yields a conservative lower-bound test. And mining-feasibility discipline is laid on reserves, recovery, and ramp [2], forbidding the model from assuming full-rate production in year one.
4.7 Uncertainty propagation and the assumption ledger
Sensitivity is no afterthought bolted onto a point estimate; it is where most of the honest information lives, since the point estimate of M* inherits the uncertainty of every parameter feeding it. Two complementary methods run. A Monte Carlo draws over the joint parameter distribution, carrying uncertainty in plant mass, yield, energy, launch cost, and regolith grade into a distribution of M* rather than a lone number. Beside it, one-at-a-time elasticity calculations on the launch-cost, plant-mass, regolith-grade, and discount-rate terms build an interpretable table of how far the threshold travels when each parameter moves, which is the artifact a program office can actually reason with.
The decision-stage structure timing capacity expansions follows the flexible-design analysis, so the cost model resolves demand uncertainty in stages rather than committing full capacity in year one [5]. Robustness to architecture gets tested by re-estimating M* under the carbothermal-only and water-electrolysis-only variants reported in the same body of work [1] [4].
The controlled situational-awareness study is why a documented assumption ledger and a pre-registered parameter sheet ride alongside the estimate [7]. Because decision-makers latch onto partial information, central parameter values are locked before the Monte Carlo runs, so the estimator cannot be quietly nudged toward a favored conclusion after the sensitivity surface comes into view. The ledger records each central value and its source, and the seeds are published, so a skeptical reader can regenerate the threshold from named source values without proprietary data.
4.8 Functional form and why linear and log-log are both appropriate
A fair objection is that fitting both a linear model and a log-log model to the same variables courts double-counting or specification-shopping. The two forms answer different questions and suit different uses, so running both is triangulation and not repetition. The linear model in the first paper puts mass-energy efficiency on the left and asks which design dimensions explain it in additive units; it is the natural form when the aim is to weigh the conditional contributions of payback, yield, and architecture on one scale. The log-log model in the second paper puts mass payback on the left and asks how it scales proportionally with efficiency; it is the natural form when the comparison spans orders of magnitude and elasticity is the quantity the theory forecasts.
The two forms also police each other’s assumptions. Were the linear model’s payback dominance an artifact of a few high-leverage rows, the log-log model, which compresses the scale and downweights extreme values, would not reproduce a tight, precisely estimated relationship. That both forms find strong, significant coupling between payback and efficiency is evidence the relationship is no artifact of a single functional choice. Two forms is a deliberate robustness move, not an accident of owning two papers.
4.9 Diagnostic posture
Because the sample is a design enumeration, the standard large-sample diagnostics have to be read carefully, and I state the stance rather than pretend the usual checklist ports over untouched. Fit statistics, R2 and the F test, are reported and read as descriptions of how much table variation the specification captures, not as evidence of out-of-sample prediction, which 36 design cases cannot establish. Robust standard errors handle non-constant residual variance, as Section 4.3 laid out, but they do not certify that the residuals are independent, and I claim no such thing; the rows share a common modeling origin, and that shared origin is owned as a limit on inference rather than assumed away.
The log-log model’s diagnostic advantage is that it demands strictly positive values, and every payback and efficiency value in the table is positive, so no observation drops and the transformation introduces no selection. The linear model’s diagnostic advantage is interpretability: its coefficients sit in the table’s own units, so a reader can check a predicted efficiency against the reported value for any strategy directly. Neither model is asked to do work it cannot support, and the breakeven model that swallows them treats their outputs as screening relationships fenced by the feasibility discipline, not as validated forecasts.
4.10 The discount rate and the timing of output
One parameter earns separate methodological attention because it governs the whole breakeven calculation without appearing in the strategy table at all: the discount rate. Breakeven turns on discounted cumulative output, and discounting punishes output that arrives late. A plant that makes the same lifetime total but makes it sooner carries a lower discounted cost per kilogram and so a smaller M*. The timing of output, not just its total, is a first-order driver of the threshold.
That is why ramp discipline, borrowed from mining feasibility, is no cosmetic touch [2]. Assuming full-rate production at once front-loads output into the periods discounting punishes least, which understates M. A realistic ramp pushes output into later, more heavily discounted periods, which lifts M and makes the breakeven test harder to clear. The methodology carries the discount rate as a first-class term in the one-at-a-time elasticity table exactly because the threshold is so sensitive to it, and because a reader deserves to see how far M* moves when the discount rate shifts across a plausible range. Pinning the discount rate quietly at a favorable value would be among the easiest ways to flatter a breakeven estimate, and the pre-registered parameter sheet shuts that door by committing the central rate before the sensitivity surface is opened.
4.11 The estimators and the cost model as a chain of custody
It is worth spelling out how the three components pass work to one another, because the credibility of the whole rides on the joints. The two plant-side estimators take the published strategy table as input and yield two facts: payback rules energy-adjusted performance, and payback climbs elastically with efficiency. Those facts are not the breakeven mass; they are the structural relationships a breakeven mass has to honor. The cost model takes those relationships, along with externally sourced plant mass, power, launch cost, ramp, and demand parameters, and yields M* and its sensitivity surface.
Every handoff is auditable. The estimator outputs check against the published table row by row, since the estimators use the table’s own reported quantities with no stand-ins. The cost model’s parameters check against the named external sources and the pre-registered sheet. And the final threshold regenerates from the published code and seeds. This chain of custody is what lets a skeptical reader put a finger on exactly where they part ways, at the estimator, at a cost parameter, or at the demand horizon, rather than facing one opaque number. Building the methodology as an inspectable chain rather than a black box is the direct methodological answer to the situational-awareness concern that drives the whole transparency posture [7].
4.12 Why this methodology answers the question
The methodology fits the question in a way one richer-looking estimator would not. The two plant-side models are simple on purpose, because their job is to test whether the coupling mechanism’s fingerprints show up in the source, and a transparent ordinary least squares specification with robust errors keeps that test legible and reproducible. The cost model is where complexity properly belongs, because breakeven is a life-cycle quantity that surfaces only once emplacement, ramp, operations, logistics, and discounting sit on one ledger. Splitting the work this way keeps each component auditable: the reader checks the plant-side associations against the published table row by row, and checks the breakeven threshold against the pre-registered parameter sheet and published seeds. Chapter 5 documents the data and measurement these estimators consume, and Chapter 6 reports the estimator outputs exactly as the configurations produce them.
Chapter 5. Data and Measurement
Provenance decides the case. A breakeven estimate stands or falls on where its inputs came from, and an estimate whose inputs cannot be traced to a named, retrievable source is an estimate a careful reader has every reason to set aside before its arithmetic is even examined. This chapter documents the dataset to the last detail: what each observation is, where it originates, how each variable is defined and built, how many observations there are, and what the data leave out on purpose. The bar I hold to is that a skeptical reader should be able to rebuild the analysis dataset from named public sources and check the estimate one row at a time, with no proprietary file anywhere in reach.
5.1 The primary dataset and its unit of observation
The analysis dataset holds 36 observations. The count has no slack in it. Each observation pairs a lunar oxygen facility strategy with an uncertainty point. Every row runs back to a single published source, the multi-criteria table of lunar oxygen facility strategies that Ikeya and coauthors report in their flexible-design and planning study [5]. That origin survives literally, in a final source column carried on every row, so each value is auditable at the level of the individual observation and not merely the dataset overall.
Twelve strategies fill the table. Two are single-pathway options, carbothermal reduction, labeled CR, and water extraction, labeled WE. Five are parallel hybrid strategies, labeled P.0 through P.4, running carbothermal and water extraction production in parallel at varying ratios. Five are series hybrid strategies, labeled S.0 through S.4, chaining the pathways so one’s output feeds the other. Each of the twelve appears at three uncertainty points: an expected value at the 50th percentile, a low value at the 5 percent cumulative point, and a high value at the 95 percent cumulative point. Twelve strategies across three uncertainty points make the 36 observations exactly. The count is not rounded and no row is dropped; the sample is the source table’s complete reported strategy space.
5.2 The dependent and explanatory variables
Three performance measures accompany every strategy, and the two empirical papers assign them to different jobs.
Mass-energy efficiency is oxygen produced per unit of total energy, carried in the source table in units of 10^-5 tonnes per kWh. It serves as the dependent variable in the first paper and the explanatory variable in the second. It records how much useful oxygen a strategy returns for each unit of energy it spends, the quantity binding the plant’s output to its power provision.
Mass payback is oxygen produced per unit of landed system mass. It is the central explanatory variable in the first paper and the dependent variable in the second. It sits nearest the economics of breakeven, being what the plant returns over the mass delivered to make it, and it comes out very nearly the reciprocal of the quantity fixing the breakeven threshold.
Oxygen yield is oxygen extracted as a percent of processed regolith mass. It enters the first paper as a competing explanatory variable, put there so the conditional contribution of mass payback can be read against it. Yield is the chemistry metric intuition trusts, and carrying it lets the analysis test whether the driver that matters economically is chemistry or delivered-system productivity.
5.3 Construction of the architecture indicators
Two indicator variables encode architecture class. The parallel hybrid indicator takes the value one for the five strategies labeled P.0 through P.4 and zero elsewhere. The series hybrid indicator takes the value one for the five strategies labeled S.0 through S.4 and zero elsewhere. The two single-pathway strategies, carbothermal reduction and water extraction, carry zero on both indicators and so form the omitted reference category in the first paper’s specification.
This coding is mechanical and reproduces straight from the strategy labels in the source table, which is why it audits without any judgment call. A reader who doubts an assignment checks it against the P and S labels in the published table. The indicators are no latent constructs awaiting interpretation; they transcribe the source’s own strategy taxonomy into the zero-one form the estimator consumes.
5.4 The texture of the strategy space
The spread across the twelve strategies is what earns the table its analytical use, and the texture is worth describing, because it is far from uniform. Carbothermal reduction shows a comparatively high oxygen yield, near 11.7 percent at its expected point, alongside modest mass payback around 6.5 and mass-energy efficiency near 2.8. Water extraction turns that inside out, posting low expected yield around 2.5 percent yet high mass payback near 16.3 and efficiency near 7.3. The single-pathway options thus land at opposite corners of the yield-payback trade, which is the very contrast the theory needs to pull yield and payback apart as economic drivers.
The hybrids populate the interior and the edges. Parallel strategies run from P.0, hugging a carbothermal-leaning profile at expected payback near 7.0, out to P.3 and P.4, reaching expected mass payback near 14.6 and 15.0 with matching high efficiency. Series strategies scatter widely across their uncertainty points: S.0 sits low at expected payback near 3.3, while S.4 climbs to expected payback near 13.1. The uncertainty points stretch the picture further, several strategies showing 95 percent cumulative payback above 16 and 5 percent values near 3. This scatter is not noise to be planed off. It is signal. It is the reason the elasticity and the conditional coefficients can be estimated at all, and it rides faithfully into both models.
5.5 Ancillary sources feeding the cost model
The two empirical papers draw wholly on the strategy table, but the discounted life-cycle cost model turning their outputs into M* draws on a wider, named set of sources. Plant mass, power, and yield distributions for hybrid and single-process architectures come from the hybrid-plant comparative analysis [1]. Oxygen-extraction thermodynamic and energy envelopes, fencing the power and thermal-management assumptions, come from the extraction review of solar thermal and laser vacuum pyrolysis pathways [4]. Process-design context for ancillary surface processing, bearing on how much supporting hardware must be launched versus built locally, comes from the in-situ photobioreactor manufacturing study [3].
Reserve, recovery, and ramp discipline comes from the mining-feasibility argument [2], which lends the terrestrial capital-project logic that stops the model from assuming full-rate production in year one. The decision-stage structure timing capacity expansions comes from the flexible-design study itself [5]. Cumulative cislunar propellant and oxygen demand, the exogenous horizon M* is judged against, comes from the space-economy forecast [6]. And the assumption-ledger discipline, pre-registering central values ahead of sensitivity analysis, is motivated by the controlled situational-awareness study [7]. Each source is named and retrievable, and each hands over a specific, identifiable slice of the parameter space rather than a vague nod at the literature.
5.6 Measurement integrity and what the data are not
Several properties keep the dataset clear of common failure modes, and naming them outright is part of the audit.
No synthetic or illustrative rows sneak in. All 36 observations are real values from the published table, and the source note in the final column marks each row’s origin. No placeholder data pads the sample size, and no interpolation invents intermediate strategies the source never reported. The learning-curve specification in the second paper drops no rows, since every mass payback and mass-energy efficiency value in the table is strictly positive and so takes a logarithm without exclusion.
What the data are not matters just as much. The observations are structured model outputs, design options worked under stated engineering assumptions about availability, water content, production period, power margin, mass margin, and environmental conditions. They are not field readings. No operating lunar plant exists to take them from. The MOXIE flight experiment on Mars is the nearest operating analog the field has, and even at its slight scale it exposed the gap between modeled expectation and delivered behavior [28]. The dataset here sits firmly on the modeled side of that gap. Treating it as a disciplined screening input rather than a settled cost measurement is no hedge; it is the right characterization, and Chapter 7 works out the consequences.
The dataset also leaves out, by design, the variables a full landed-cost business case would demand: launch price, surface transport, maintenance, spares, crew interaction, autonomy burden, and political risk. Those enter the cost model as parameters from the ancillary sources, not as columns in the strategy table, because the strategy table’s job is to establish the physical payback relationships inside the published design space. Isolating that relationship, rather than muddying it with cost variables the source never measured, is what lets the two estimators speak cleanly to the mechanism.
5.7 The demand horizon as a measured quantity
The exogenous demand horizon earns its own treatment, because M* means nothing without something to judge it against, and that something is a dataset in its own right. Cumulative cislunar propellant and oxygen demand projected through the program horizon comes from the space-economy forecast [6]. This is no single point but a band, since forecasting lunar demand is genuinely uncertain and a responsible model sweeps the horizon across a central projection and its plausible range rather than betting on one number.
The measurement discipline is to keep the demand band strictly exogenous to the plant. The forecast reads as a supply-independent projection of how much propellant and oxygen cislunar activity will want, driven by surface power buildout, transportation cadence, depot concepts, and mission architecture, none of which the plant’s own output is allowed to move inside the breakeven test. This is the operational face of the exogeneity choice the theory defended: measure demand independently, hold it fixed, and the dataset supports a lower-bound test rather than a market equilibrium. The scale-of-operations literature corroborates that demand assumptions can govern plant sizing, which is exactly why the demand band is measured from a named forecast rather than assumed [13].
5.8 A data-quality walkthrough of the strategy table
Walking the data-quality properties explicitly is worth the space, because the strength of every downstream claim rests on them. Completeness: all 36 cells of the twelve-strategy by three-uncertainty-point grid are filled, with no missing values needing imputation. Consistency: the three performance measures carry fixed units across every row, mass-energy efficiency in 10^-5 tonnes per kWh, mass payback as a dimensionless output-to-system-mass ratio, and oxygen yield as a percent, so no unit reconciliation precedes estimation. Traceability: the final source column marks every row’s origin, so a reader can find each value in the published table [5].
Range plausibility is checkable too. The bounds behave. Oxygen yield runs roughly 1.8 to 14.1 percent across the uncertainty points, which brackets the reported behavior of both low-yield water extraction and higher-yield carbothermal and hybrid strategies. Mass payback runs roughly 3.2 to 18.1, and mass-energy efficiency runs roughly 2.7 to 8.8. None of these ranges holds a physically impossible value, a negative payback, a yield above one hundred percent, or a zero energy denominator, which is the elementary screen a modeled table clears before it earns trust. The absence of zeros in payback and efficiency is what lets the log-log estimator run on the complete sample without dropping rows.
5.9 Cross-source reconciliation
The strategy table and the cost-model sources are not sealed islands, and reconciling them is part of the measurement work. The hybrid-plant analysis and the flexible-design study share authorship and methodology, so the plant mass and power figures the cost model pulls from the former sit broadly commensurate with the strategy outcomes the estimators pull from the latter [1] [5]. That commensurability is an asset for internal consistency and a liability for independence, and the dataset documentation flags the dependence openly rather than burying it: one research lineage supplies most of the parameter space, which Chapter 7 treats as the primary threat to validity.
Where independent grounding exists, it gets used. The materials-characterization studies supply regolith-behavior and process-product values that do not trace to the primary lineage, giving a partial external check on feedstock and extraction assumptions [22] [26]. The oxygen-extraction review supplies thermodynamic envelopes from a separate author group, fencing the energy and thermal assumptions from outside the strategy table’s own methodology [4]. The reconciliation stance is to favor independent sources for any parameter where they exist, and to mark clearly every parameter resting solely on the primary lineage, so the dependence structure of the whole dataset stays visible rather than hidden.
5.10 Uncertainty points as a measured distribution
The three uncertainty points per strategy are no decoration; they are a measured summary of each performance figure’s distribution, and using them right is part of the measurement discipline. The expected value at the 50th percentile is the central case. The 5 percent cumulative point is a conservative low value, and the 95 percent cumulative point is an optimistic high value. Together they bracket the source study’s own uncertainty about each strategy’s performance under its modeled assumptions on availability, water content, and power and mass margins.
Carrying all three points into the estimators, rather than collapsing to the expected value alone, is a deliberate choice with consequences. It triples the effective sample from twelve to 36 and, more to the point, it lets the estimated relationships be fitted across the range of modeled uncertainty rather than at the central case alone. A relationship that holds at the expected points but comes apart at the tails would be fragile, and by carrying the 5 percent and 95 percent points the analysis tests whether the payback-efficiency coupling survives across the modeled uncertainty band. The scatter visible in the data, several strategies traveling from payback near 3 at their low point to payback above 16 at their high point, is exactly the variation that makes the test mean something. The uncertainty points are therefore treated as measured distributional information to be worked, not as noise to be averaged off.
5.11 What a replication would need
A fair test of a dataset’s transparency is whether someone could rebuild it from the description alone, and stating what a replication would take is worth the effort. A replicator would obtain the flexible-design study, locate its multi-criteria table of lunar oxygen facility strategies, and transcribe the twelve strategies at their three uncertainty points, recording oxygen yield, mass payback, and mass-energy efficiency for each [5]. They would code the parallel and series indicators mechanically off the P and S strategy labels. They would confirm the 36-row count and verify that every payback and efficiency value is strictly positive. At that point they would hold the exact analysis dataset, and running the two estimators would reproduce the coefficients in Chapter 6.
For the breakeven model, a replicator would additionally gather the plant mass, power, and yield distributions from the hybrid-plant analysis [1], the thermodynamic envelopes from the extraction review [4], the ramp discipline from the feasibility argument [2], the demand band from the space-economy forecast [6], and the pre-registered central values and seeds published with this dissertation. Nothing on that list is proprietary, and every item names its specific source. The measurement chapter is written so this replication path stays explicit rather than implied, because a dataset a skeptic cannot rebuild is a dataset a skeptic is right to distrust.
5.12 Reproducibility commitments
The reproducibility stance is concrete. The analysis dataset keeps the source note on every row, so any value traces to the published table [5]. The architecture indicators derive mechanically from the strategy labels, so their construction replicates without judgment. The model code, the pre-registered parameter sheet, and the Monte Carlo seeds accompany the dissertation, so the breakeven threshold regenerates from named source values. This is the standard the situational-awareness finding demands: because designers latch onto partial information, the assumptions have to be locked and visible before the results appear, and the whole chain from published table to estimated threshold has to be walkable by a reader who shares none of the author’s priors [7]. Chapter 6 now reports what that chain produces, opening with the two estimator outputs stated exactly as the analysis yields them.
Chapter 6. Results
This chapter sets down what the two estimators produced. It carries every coefficient, standard error, t-statistic, p-value, confidence interval, and fit statistic precisely as the analysis returned them, then reads the signs and magnitudes back against the mechanism built in Chapter 3. Nothing is rounded for effect or restated for ease. The numbers are the finding, and the reading answers to them.
6.1 The first estimator: mass-energy efficiency on payback, yield, and architecture
The first paper regresses mass-energy efficiency on oxygen yield, mass payback, and indicators for parallel and series hybrid strategies, running heteroskedasticity-robust HC1 standard errors over the 36 observations of the strategy table [5]. The fit is strong, and understated at that. With N = 36, the robust ordinary least squares model returns an R2 of 0.9032 and an adjusted R2 of 0.8907. The overall F statistic comes in at 88.6552, with p = 1.64e-16. Roughly 90.3 percent of the observed variation in energy-adjusted performance across the design space is accounted for, a high share for four regressors on 36 design cases, and a sign that these four dimensions carry most of what separates the strategies.
Mass payback is the central coefficient. It carries the model. Its estimate is 0.4000, with standard error 0.0239, t = 16.7276, and p = 8.25e-63. The 95 percent confidence interval runs from 0.3532 to 0.4469. By a wide margin this is the ruling term in the model. A one-unit rise in mass payback pairs with a 0.4000 rise in mass-energy efficiency units, and the pairing is estimated tightly enough that the confidence interval sits well clear of zero. Inside the published strategy table, energy-adjusted oxygen performance climbs sharply as strategies hand back more oxygen per unit of landed system mass.
Oxygen yield behaves nothing like that, carrying a conditional coefficient of 0.0087 with p = 0.7409. The estimate is small. It reads as indistinguishable from zero, the result the mechanism forecast and one that earns emphasis rather than a shrug. It does not mean yield is irrelevant as engineering, since a plant that extracts nothing produces nothing. It means that once mass payback and architecture class sit in the model, raw yield adds essentially no independent explanatory power for energy-adjusted efficiency. A rich-yield extraction route can still be a poor bet if it demands a heavy or power-hungry system, and the collapse of the yield coefficient once payback is held fixed is the statistical mark of exactly that.
The architecture indicators split into two stories. Parallel hybrid status carries a positive but weak coefficient of 0.1925, with p = 0.4977, which cannot be separated from zero. Series hybrid status carries a positive coefficient of 0.9042, with p = 0.0034, which does separate from zero at conventional levels. Series hybrid strategies therefore occupy a measurably distinct patch of the design space after yield and payback are controlled, matching the theoretical expectation that chaining processes can recover energy or material a parallel layout discards. The effect is real but secondary: at roughly 0.90 efficiency units of conditional shift it counts for design screening, yet it runs far short of the payback relationship that spans the outcome’s full range. Because the architecture categories are not randomized the reading stays cautious, though the association is strong enough to matter for a screening framework.
6.2 Reading the first estimator against the mechanism
Chapter 3 made three predictions about this model, and the results honor all three. It forecast that mass payback would rule energy-adjusted performance, and the payback coefficient of 0.4000 at p = 8.25e-63 is the ruling term, confirming the first. It forecast that oxygen yield would shed explanatory power once payback was controlled, and the yield coefficient of 0.0087 at p = 0.7409 reads as statistical zero, confirming the second. It forecast that architecture would carry a real but secondary conditional effect, and the series indicator at 0.9042 with p = 0.0034 separates and stays modest against payback, confirming the third, while the parallel indicator’s insignificance shows the model is not conjuring architecture effects where none exist.
The practical reading falls out at once. Breakeven analysis for lunar oxygen should open on mass payback and energy-adjusted productivity, then bring in extraction chemistry as support rather than lead. The hybrid-plant literature already shows carbothermal and water extraction routes carry different mass and energy profiles [1], and the oxygen-extraction review shows solar thermal and laser vacuum pyrolysis paths lay on further system constraints [4]. The estimate fits that picture: the economic question is not merely whether oxygen can be extracted, but whether the plant architecture hands back useful mass fast enough and efficiently enough to earn its delivery.
6.3 The second estimator: the elasticity of payback on efficiency
The second paper takes the same 36 observations into proportional space, fitting a log-log ordinary least squares model of mass payback on mass-energy efficiency with robust HC1 standard errors [5]. The fitted model returns N = 36 and R2 = 0.6907. The intercept is 0.4502, with p = 0.0187. The elasticity coefficient on the log of mass-energy efficiency comes in at 1.1261. Its robust standard error is 0.0950, with t = 11.8587 and p = 1.94e-32. The 95 percent confidence interval runs from 0.9399 to 1.3122.
The model also returns a progress-ratio style quantity of 2.1826, meaning that doubling mass-energy efficiency pairs with roughly 2.18 times the mass payback within this table. The elasticity of 1.1261 says a one percent rise in mass-energy efficiency pairs with about a 1.13 percent rise in mass payback across the published strategy space, and the relationship accounts for roughly 69 percent of the observed variation in payback.
6.4 Reading the second estimator against the mechanism
Chapter 3’s coupling mechanism forecast an elasticity strictly above one, arguing that a gain in energy efficiency both trims the energy numerator and lightens the supporting power-system mass, so payback should climb more than proportionally. The point estimate of 1.1261 clears unity, and the interval’s lower bound, 0.9399, sits just under one. The evidence therefore lines up with the more-than-proportional prediction while staying mildly cautious about it: the central estimate clears one, but the interval will not decisively rule out proportional co-movement.
Even on the cautious reading, the result carries weight. An elasticity near one would already say efficiency and payback move together tightly enough to be handled as coupled design variables. The estimate a touch above one firms that reading, backing the interpretation that energy and system mass interact: a strategy that cuts energy burden may also allow smaller supporting gear, longer feasible running inside a power budget, or steadier utilization under the modeled assumptions. The table does not isolate each of these channels on its own, but it shows their combined pull on payback is anything but marginal.
The elasticity also sharpens why raw oxygen yield is an incomplete metric, echoing the first estimator from another angle. A strategy can post an attractive yield yet fare worse once energy and system mass enter, which is why the breakeven question has to be put at the level of the delivered production system rather than the extraction chemistry. That fits the oxygen-extraction literature, which reads pathway selection, heat source, material handling, and process control as system-level calls [4].
6.5 The two estimators converge
The two results do not repeat each other. They triangulate, coming at the same coupled pair from opposite sides of the equation and under different transformations, and arriving nonetheless at one conclusion about which plant attributes govern the economics. The linear model settles that among four candidate design dimensions, mass payback is the one accounting for energy-adjusted performance, with yield dropping out and architecture playing a supporting part. The log-log model settles that the payback-efficiency relationship is not merely present but more than proportional, with an elasticity above one. One estimator names which dimension rules; the other shapes the ruling relationship. Together they say mass payback and mass-energy efficiency form a coupled pair at the center of the breakeven question, and that the coupling holds steady across both a linear and a proportional specification on the same 36 observations.
That convergence is what a breakeven model wants from its plant-side inputs. The discounted life-cycle cost model swallows exactly this structure: it has to know that payback drives energy-adjusted output and that efficiency and payback climb together elastically, because M* is set by how fast cumulative output amortizes landed mass, and both estimated relationships bear straight on that rate.
6.6 What the results say about the governing hypotheses
The plant-side estimates confirm the mechanism’s fingerprints, and that confirmation feeds the governing breakeven hypotheses without settling them alone. The governing null holds that for the reference hybrid architecture on central parameters, the breakeven mass M* overruns cumulative cislunar propellant demand projected through 2045 [6]; the alternative holds that M* lands inside that window and clears the sensitivity envelope. The two estimators establish that the plant-side relationships behave as a favorable breakeven would require to be reachable at all: because payback rules and climbs more than proportionally with efficiency, high-efficiency high-payback strategies live in the table that could, in principle, drive M* down.
Whether M* actually lands inside the demand window turns further on launch cost, plant emplacement mass, ramp, discounting, and the exogenous demand horizon, which the cost model resolves and Chapter 7 takes up. What this chapter’s results settle is narrower and firmer: within the published strategy data, energy-adjusted performance is accounted for chiefly by mass payback, not by oxygen yield, and mass payback climbs elastically with mass-energy efficiency at an elasticity of 1.1261. Those two facts are the ground the breakeven argument stands on. They are set down here exactly as the estimators returned them: from the first model, a payback coefficient of 0.4000 (SE 0.0239, p = 8.25e-63) with R2 = 0.9032 at N = 36; from the second, an elasticity of 1.1261 (SE 0.0950, p = 1.94e-32) with R2 = 0.6907 at N = 36.
6.7 The magnitude of the payback effect in context
A coefficient earns trust more easily when its magnitude is set against the data that produced it. The payback coefficient of 0.4000 works over a mass payback range running from about 3.2 at the low uncertainty points to about 18.1 at the high ones, a spread near 15 units. Multiply the spread by the coefficient and it implies a swing near 6.0 mass-energy efficiency units chargeable to payback alone, which nearly covers the full observed efficiency range of about 2.7 to 8.8. The payback term does more than reach significance; it accounts for essentially the whole span of the outcome across the strategy space, which is what a ruling driver looks like once its effect is scaled by the actual variation in the regressor.
Hold the yield coefficient to the same yardstick. Yield runs about 1.8 to 14.1 percent, a spread near 12 percentage points, and multiplied by its coefficient of 0.0087 that spread implies a swing near 0.1 efficiency units, a tenth of one unit against an outcome spanning six. Yield’s economic irrelevance conditional on payback is therefore no knife-edge statistical artifact masking a large hidden effect. It is a substantively tiny effect, dwarfed by payback by roughly two orders of magnitude once scaled. The p-value of 0.7409 and the scaled magnitude tell one story, which is the reassurance you want when a counterintuitive result, yield not mattering, rests on a single model.
6.8 Reading the elasticity against specific strategies
The elasticity of 1.1261 can be checked against individual strategies to confirm it is no fit averaged over clashing behaviors. Water extraction at its expected point pairs high efficiency near 7.3 with high payback near 16.3, sitting in the upper right of the log-log space. Carbothermal reduction pairs low efficiency near 2.8 with modest payback near 6.5, sitting in the lower left. The series strategy S.0 sits lower still, near efficiency 3.6 and payback 3.3. A line drawn through these points in log-log space with slope a touch above one is a faithful summary: moving from the low-efficiency single-pathway cases up through the hybrids to the high-efficiency water extraction case, payback climbs a touch faster than efficiency, exactly the more-than-proportional pattern the elasticity encodes.
The progress-ratio quantity of 2.1826 restates that in doubling terms a program office can hold onto: shift from a strategy at one level of mass-energy efficiency to one at twice that efficiency and mass payback runs roughly 2.18 times as high in this table. That the relationship holds across single-pathway and both hybrid families, rather than riding on one architecture cluster, is what lets the R2 of 0.6907 read as a genuine cross-strategy regularity and not a within-family coincidence.
6.9 The intercept and what it says
The second model’s intercept deserves a brief reading, since it is reported and interpreted rather than waved off as a nuisance. The intercept of 0.4502, with p = 0.0187, is the value of log mass payback when log mass-energy efficiency is zero, that is, when efficiency equals one unit on the table’s scale. It separates from zero at conventional levels, confirming that the log-log relationship anchors at a meaningful, nonzero baseline rather than running through the origin. Substantively, a positive and significant intercept means even at the low end of the efficiency range the strategies carry a nonzero baseline payback, and that the elasticity of 1.1261 describes how payback grows from that baseline as efficiency rises. The intercept is not the object of interest, but reporting it and confirming its significance is part of taking the fitted model seriously rather than skimming only the slope.
6.10 Why these two results, together, are hard to dismiss
A skeptic’s natural first move is to pin a lone strong coefficient on a lucky specification, and that move is harder here because the same substantive conclusion survives two specifications, two dependent variables, and two functional forms. The linear model, mass-energy efficiency on the left, finds payback ruling at p = 8.25e-63. The log-log model, mass payback on the left, finds efficiency’s elasticity strong at p = 1.94e-32. The two models place the variables on opposite sides of the equation and transform them differently, yet both recover the same tight coupling between payback and efficiency, with yield sidelined in the model that carries it. A result that persists under this much specification variation is no fragile artifact of one modeling choice. It is a steady feature of the published strategy space, which is the strongest thing 36 modeled observations can be made to say, and it is said here without stepping past what the evidence supports.
6.11 Robustness visible in the estimates themselves
Some robustness shows without extra runs. The strategy table spans carbothermal-only, water-extraction-only, parallel hybrid, and series hybrid designs, so the payback coefficient in the first model is estimated across the full architecture range rather than off a single design family, and the omitted-category structure means the payback and yield effects are read against the single-pathway baseline rather than tangled with hybrid composition. The second model drops no observations, since every mass payback and mass-energy efficiency value in the table is strictly positive and takes a logarithm, so the elasticity is estimated on the complete sample rather than a positive-valued subset that could skew it. Set the two fits side by side. The linear specification reaches an R2 of 0.9032. The proportional specification reaches an R2 of 0.6907. That pattern is exactly what one expects when payback and efficiency are tightly coupled but not identical, the linear form capturing energy-adjusted efficiency almost completely while the proportional form captures the majority of payback variation. Chapter 7 puts these findings to the harder tests they cannot answer from inside the table, and says plainly what a modeled strategy space can and cannot license.
Chapter 7. Discussion and Limitations
The results are clean. Clean results tempt a writer to reach past them, to let a tight coefficient and a precise elasticity stand in for a claim about the Moon that the coefficient and the elasticity were never entitled to make. This chapter does the reverse of Chapter 6. It asks what the findings actually mean once set beside the real decisions they are meant to inform, and it lists, without softening, the threats that fence every claim. A breakeven estimate built on a modeled table earns trust only by being frank about what it cannot show, and this chapter’s discipline is to keep the interpretation’s confidence pegged to the confidence the evidence can carry.
7.1 What the findings mean for the break-even question
Take the two estimates at face value first. Mass payback rules energy-adjusted performance, with a coefficient of 0.4000 estimated at extraordinary precision, while oxygen yield collapses to statistical zero once payback is controlled. Payback climbs more than proportionally with mass-energy efficiency, at an elasticity of 1.1261. Read together, they say something exact about lunar oxygen economics: the plant-side driver of breakeven is output over delivered system mass, and that ratio is tightly and elastically bound to how efficiently the plant spends energy. Extraction chemistry is not where the economic action lives. It is the thing the field most reflexively optimizes, yet once the delivered system becomes the unit of analysis the chemistry recedes and the mass and energy of the system take over.
For the governing question the upshot is a reframing, not a verdict. Whether local oxygen cuts landed cost is not answered by asking whether a route can extract oxygen at high yield. It is answered by asking whether the delivered plant hands back enough oxygen per unit of its own landed mass, efficiently enough in energy, to amortize its emplacement inside the demand horizon. The estimates show strategies with the right profile live in the published space, so a favorable breakeven mass is reachable in principle. They do not show any particular plant will reach it on the actual Moon, and the distance between those two statements is what the rest of this chapter is about.
7.2 The finding recasts ISRU as a portfolio problem
A wider implication deserves drawing out. If payback and efficiency are the coupled drivers and yield is secondary, then lunar resource planning sits closer to a portfolio design problem than to a chemistry optimization. A program does not want the richest-yield route; it wants the architecture whose output-to-mass ratio and energy efficiency put its breakeven mass below the demand it will truly serve. That is an integrated systems call, reaching across power provision, thermal management, ramp, and demand cadence, not a call settled by ranking extraction percentages.
This squares with the flexible-design result that demand uncertainty governs plant worth [5] and with the scale-of-operations finding that demand assumptions govern sizing [13]. Both steer away from single-metric optimization and toward staged, uncertainty-aware portfolio choices. The estimates in this dissertation supply the plant-side coordinates such a portfolio view needs: they tell a planner which plant attributes actually move breakeven, so the portfolio can be built around payback and efficiency rather than around yield.
7.3 Threat one: parameter cherry-picking from a single lineage
I open with the worst threat. It concerns provenance. The entire empirical spine, the 36 observations, comes from one research lineage’s strategy table [5], with the ancillary cost parameters drawn largely from the same group’s hybrid-plant and flexible-design work [1] [3]. An estimator sourced this narrowly can take on its lineage’s optimism. Should the source group’s assumptions about availability, water content, or power margin run systematically favorable, the payback and efficiency values, and any breakeven mass built on them, run favorable too, and no measure of statistical precision inside the table can catch a bias uniform across the table.
The mitigation is partial, and I will not sell it as more. Partial is the honest word. The strategy table spans genuinely different architectures, carbothermal, water extraction, and both hybrid families, so the coefficients are not estimated off a single design, and the mining-feasibility argument supplies an external discipline that reads optimistic published assumptions as screening evidence rather than proof [2]. Robustness runs re-estimating the breakeven mass under carbothermal-only and water-electrolysis-only variants test whether the conclusion leans on the hybrid framing specifically. But the deeper exposure holds: a modeled table cannot audit the modeler’s priors from within, and the honest stance is to hold the result conditional on the source lineage’s assumptions being defensible, a claim only external replication could settle.
7.4 Threat two: demand exogeneity
The breakeven model holds cumulative demand exogenous, swept across the projected utilization band [6]. This is a simplification with a known direction. In reality the lunar price of propellant would answer to local production, and demand would answer to price, throwing off feedback the model does not carry. Pinning demand fixed and generous makes the estimate a lower-bound test: it asks whether the plant amortizes even when demand is assumed away as a constraint.
The direction of the simplification is what makes it defensible rather than merely handy. Endogenous feedback that cuts price to draw demand also cuts the revenue per kilogram that funds payback, so a plant failing to break even under exogenous, generous demand will not be rescued by feedback. If the null stands under exogeneity, it stands firmer under endogeneity. The cost of the simplification is that a favorable breakeven under exogenous demand guarantees no favorable outcome in a real market, since a real market could also fail to muster the assumed demand at all. M* is therefore carried as a threshold, not as a market-clearing equilibrium, and a planner still has to ask separately whether the demand horizon the threshold is judged against is itself realistic.
7.5 Threat three: terrestrial-analog transfer
The model borrows reserve, recovery, and ramp discipline from terrestrial mining feasibility [2]. That discipline is a real improvement over assuming full-rate production at once, but it may understate the discount a first-of-a-kind off-world facility deserves. Terrestrial mining runs on established supply chains, local labor, mature equipment, and an operating history that retires risk, and a first lunar plant carries none of these. Its ramp may run slower, its availability lower, and its early-life failures heavier than any terrestrial analog would predict.
The mitigation is a documented first-of-a-kind contingency loading on capital and operations, inflating the emplacement and operating burden to reflect the missing mature base. But contingency loading is a judgment, not a measurement, and its size is itself uncertain. The MOXIE flight experiment is the cautionary evidence: even a small, well-instrumented oxygen unit on Mars turned up gaps between modeled expectation and operational behavior [28]. The lunar case is larger and less forgiving, and the terrestrial analog, however disciplined, is hauling logic across a gap flight experience says is real.
7.6 Threat four: situational-awareness bias in assumed performance
The controlled user study by Malone and coauthors shows decision-makers latch onto partial information when making design decisions for lunar utilization systems [7]. This threatens the estimate at its root, because the parameter values filling the strategy table were themselves made by designers who, the evidence says, attend to some constraints more vividly than others. A table built by designers acutely alert to energy limits and dimly alert to demand risk will encode that asymmetry, and an estimator reading the table as neutral ground inherits the asymmetry unnoticed.
The response is procedural rather than statistical. A documented assumption ledger records each central parameter and its source, and a pre-registered parameter sheet locks central values before the sensitivity analysis runs, so the estimate cannot be nudged toward a favored conclusion after the sensitivity surface appears. This does not strip the bias from the source table; nothing on hand can do that from outside the source. It strips a second layer of bias that would otherwise creep into the estimation itself, and it makes the whole chain walkable by a skeptical reader. That is the most the situational-awareness finding allows, and claiming more would reproduce the very overconfidence the study warns against.
7.7 What the data structurally cannot show
Past the four named threats sit things a modeled strategy table cannot show as a matter of structure, not of mitigation. The 36 observations are design options, not operating records, so nothing in them speaks to how a real plant degrades, how maintenance and spares pile up over years, how crew interaction and autonomy burden move operating cost, or how political and funding risk break a campaign. These are not omissions a better regression could patch; they are variables the source never measured because no operating lunar plant exists to measure them.
The estimates also cannot settle launch price, surface transport cost, or financing, which enter the breakeven model as external parameters rather than anything the strategy table carries. That is why the plant-side results are reported as establishing a relationship inside the published design space, and the breakeven mass is reported as conditional on cost and demand parameters carried from other named sources. The clean separation is deliberate: it keeps the strongly supported plant-side finding clear of the weakly constrained cost inputs, and it stops the whole estimate from being presented as more integrated and more certain than it is.
7.8 The moving baseline: falling launch cost
One threat sits wholly outside the strategy table and can void a favorable breakeven without touching a single plant-side number. The Earth-launch baseline is not static. It moves. Let launch cost per kilogram fall over the program horizon and LCOE_ETO falls with it, so a breakeven mass that looked favorable against today’s launch prices can slide out of reach against tomorrow’s. The local plant competes not against the launch cost that held when it was designed but against the launch cost that holds when it operates.
This is a genuine asymmetry between the two cost curves. The local plant amortizes a fixed emplacement mass, so its per-kilogram cost falls with cumulative output in a way the model captures. The launch baseline falls for an altogether different reason, exogenous progress in launch economics, that the strategy table has no window onto. A conservative breakeven analysis therefore should not judge M* against a frozen launch price. It should read the launch baseline as a declining trajectory and ask whether the plant amortizes before the baseline drops below it. The sensitivity envelope on launch cost is the machinery for that, and it is why launch cost rides as a first-class parameter in the one-at-a-time elasticity table rather than pinned at a single value. A finding that M* is favorable only against a high, static launch price is a weak finding, and the analysis is built to expose that weakness rather than hide it.
7.9 Alternative explanations for the payback dominance
Intellectual honesty demands asking whether the dominance of mass payback over yield could carry an explanation other than the coupling mechanism, and two alternatives earn a hearing. The first is mechanical: mass payback and mass-energy efficiency might run so nearly collinear that the linear model just loads the shared variance onto whichever enters, and the yield coefficient collapses for reasons of multicollinearity rather than economics. This is partly true and partly the point. Payback and efficiency are coupled by design, which is the mechanism, but the log-log model meets the concern head-on by estimating their relationship as an elasticity rather than forcing them to compete as separate regressors, and it still finds a strong, more-than-proportional link. The collinearity is a feature of the trade space, not a statistical accident that explains the result away.
The second alternative is compositional: the strategies might be arranged in the source table such that high-payback cases happen to bunch with high efficiency for reasons of how the study sampled the design space, rather than any physical coupling. The architecture indicators guard against the crudest version by soaking up design-class composition, and the fact that the payback relationship holds across carbothermal, water extraction, and both hybrid families argues against a clustering artifact confined to one design type. Neither alternative is fully excludable from inside a modeled table, which is why external replication is named the decisive future test in Chapter 8. What can be said is that the two most plausible non-mechanism explanations are each partly met by the second estimator and the architecture controls, and that the burden they lay on the conclusion is caught in the calibrated weight the next section assigns.
7.10 The gap between a modeled table and a delivered plant
The single most consequential limitation, sitting under all four named threats, is that the 36 observations describe modeled strategies while the conclusion is meant to inform real plants. The gap between the two is no rhetorical caveat; it is measurable in the one place the field holds flight data. The MOXIE experiment made oxygen on Mars, and its pre-landing planning documented the distance between what the models expected and what an operating unit does under real thermal, dust, and power conditions [28]. That gap opened for a small, heavily instrumented, well-funded flagship instrument. It would open wider, not narrower, for a first industrial-scale lunar plant standing up amid abrasive regolith, brutal thermal cycling, and no local maintenance base.
The disciplined response is to state exactly which claims cross the gap and which stay this side of it. The claim that payback rules yield in the published design space need not cross the gap, since it is a statement about the table and is verified inside it. The claim that a specific architecture will recoup on the Moon does cross the gap, and it inherits every uncertainty the gap carries. The dissertation keeps these on opposite sides of a line. The strong, table-internal finding is offered as a screen trustworthy now; the plant-level cost-reduction claim is offered only as conditional on assumptions flight experience says reality will test hard.
7.11 How much weight the conclusion can bear
Set the threats together. The verdict is a matter of weight, not of yes or no, and the appropriate weight on the conclusion turns out to be calibrated, neither zero nor full but pinned to what each separate claim can carry on its own evidence. The plant-side relationships are strongly supported inside the source: mass payback rules yield, and payback climbs elastically with efficiency, both at high precision and both steady across two specifications. These are the firmest claims and they can carry real weight as a screening result. A candidate architecture that cannot reach favorable payback and efficiency under these optimistic published assumptions should not be treated as a near-term landed-cost reducer, and that negative screen is a robust use of the finding.
The positive claim, that a specific architecture will cut landed cost on the Moon, can carry far less weight, because it leans on the source lineage’s assumptions being unbiased, on the demand horizon being real, on the terrestrial ramp analog holding for a first-of-a-kind facility, on the launch baseline not falling faster than the plant amortizes, and on cost parameters the table never measured. Each is a separate point of failure, and a favorable breakeven mass needs all of them to hold at once, a demanding conjunction. The calibration is therefore asymmetric by design: a negative screen rests on the strong table-internal finding and fails only if that finding is an artifact, while a positive verdict rests on the conjunction of several weakly constrained external assumptions and fails if any one breaks. The dissertation’s contribution is honest about that asymmetry. It offers a disciplined screen and a conservative lower-bound threshold, not a business case, and it treats the difference between the two as intellectual hygiene rather than a shortcoming to paper over. Chapter 8 states the contribution in those terms and lays out the work that would push the plant-side finding toward the campaign-level cost curves the full claim would demand.
Chapter 8. Conclusions and Implications
The dissertation opened on one overworked sentence and a demand that it earn itself. Local resources will lower the cost of operating in space. Eight chapters on, the sentence is neither vindicated nor thrown out. It is disciplined. The cost-reduction claim now hangs on a number, a threshold mass at which local production passes launch, and on a specific, tested statement of which plant attributes move that threshold. This closing chapter puts the contribution in plain terms, draws out what it means for governance and program decisions, and traces the road that would carry the finding from a screen to a full business case.
8.1 The contribution, stated plainly
Put it directly. The contribution is a falsifiable reframing of the lunar in-situ resource utilization cost question, anchored by two empirical results and a breakeven condition that swallows them. That condition is M*, the least cumulative production mass at which the discounted landed cost of a kilogram of locally produced oxygen or propellant is no greater than the Earth-launched baseline’s. Casting the cost question as a single threshold, judged against an exogenous demand horizon, turns a rhetorical claim into one that can be shown wrong.
The two empirical results give the threshold its plant-side footing. From 36 real observations in a published lunar oxygen facility strategy table, mass payback is the dominant predictor of energy-adjusted performance, with a coefficient of 0.4000 estimated at p = 8.25e-63 and an R2 of 0.9032, while oxygen yield, once payback is controlled, reads as indistinguishable from zero [5]. From the same 36 observations, mass payback climbs elastically with mass-energy efficiency, at an elasticity of 1.1261 with p = 1.94e-32 and an R2 of 0.6907. The two findings converge on one reframing: breakeven for lunar oxygen is a portfolio and architecture problem, governed by the coupled pair of mass payback and energy efficiency, not a race to maximize yield. That reframing, made testable and reproducible from named sources, is what the dissertation adds to the field.
8.2 Why this matters beyond the estimate
A single defensible number shifts the conversation. Its worth is easy to underrate, and easy to underrate precisely because a number looks so much smaller on the page than the sprawling literature it replaces, even as it does the one thing that literature could never quite manage. Before it, a program manager reading the literature could not recover a threshold above which local production is the cheaper option; the trade studies tuned inside architectures and never gathered into a common ledger [1] [2] [5]. After it, the same manager holds a screen. Given a candidate architecture’s published mass, energy, and payback figures, she can set it against the breakeven relationship and drop it into one of three bins: a near-term landed-cost reducer, a technology owed a pilot demonstration before anyone trusts it, or a bench study that has no business being sold as an economic win yet. That sorting capability is the practical deliverable. It is kept small on purpose, made hard to fake on purpose, and built so that a manager can defend the bin she assigns to a hostile reviewer by pointing at published figures rather than at her own confidence.
The reframing also mends a category error that keeps surfacing in policy talk. Local production gets treated as automatically better than Earth launch simply because the resource is there. The evidence refutes that. Presence is not an advantage on its own. Local production carries its own capital cost, delivery cost, power appetite, autonomy burden, and risk, and its edge shows only when output scales against system mass and when demand can absorb the output. The elasticity result puts that condition into measurable form, and payback’s dominance over yield tells planners which attribute to press first.
8.3 Governance and program relevance
For a sponsor allocating capital in an Artemis-era architecture, the finding changes which questions the acquisition process should put to a proposed resource plant. A demonstration reporting grams of oxygen produced or extraction percentage, without tying production to landed system mass, leaves the breakeven question open and should not pass as evidence of economic promise. Pilot demonstrations should be required to report mass payback and energy-adjusted productivity as primary measures, a concrete, actionable standard that follows straight from the result that payback, not yield, drives the economics.
The finding also hands over a disciplined vocabulary for the cost-share negotiations that decide public and private commitments. A breakeven mass judged against an exogenous demand horizon lets a sponsor state the condition under which a plant recoups without pretending to forecast the market. The mining-feasibility argument reinforces this program logic, insisting that resource confidence, process performance, capital intensity, operating reliability, and staged decision gates be settled before a technology counts as economically proven [2]. A breakeven screen is one gate inside that staged discipline, and it lets a program ask whether a technology is ready for pilot demonstration, whether it should stay a bench study, or whether it needs a different infrastructure assumption before it turns credible. The situational-awareness evidence adds a procedural requirement: because designers latch onto partial information, the parameter assumptions behind any plant’s cost case should be pre-registered and auditable, not asserted after the fact [7].
8.4 The finding tied back to demand
None of the plant-side discipline stands in for demand realism, and the conclusion would be dishonest to hint otherwise. A plant with strong mass payback realizes its worth only if missions can consume or store its output. The flexible-design and scale-of-operations literatures both show demand assumptions can govern plant sizing and operational worth [5] [13]. A high-performance plant serving fitful demand never reaches the cumulative output at which it breaks even, while the same plant serving high, dependable demand earns a lasting logistics edge. The breakeven mass names the plant-side condition for success. It does not, and cannot, guarantee the demand horizon it is judged against will arrive, and a responsible program pairs the plant-side screen with an equally disciplined demand assessment.
8.5 Limits carried into the conclusion
The confidence of these conclusions is calibrated to the evidence, as Chapter 7 argued at length. The plant-side relationships are strongly supported inside the source and steady across two specifications, so they can carry real weight as a screening result. The positive claim that a specific architecture will cut landed cost on the Moon carries far less, because it leans on the source lineage’s assumptions being unbiased, on the terrestrial ramp analog holding for a first-of-a-kind facility, on cost parameters the strategy table never measured, and on a demand horizon that may not arrive [2] [7] [28]. The dissertation offers a disciplined screen and a conservative lower-bound threshold, not a business case. Keeping the two apart is the intellectual hygiene that lets the strong claim stay strong and keeps the weak claim from borrowing its authority.
8.6 Future work
Three extensions would carry the finding forward, and each is a concrete project rather than a gesture. The first is to tie the plant-side relationship established here to campaign-level landed-cost curves, folding in launch price, cislunar transportation demand, and logistics simulation so M* is estimated inside a full transportation network rather than against a lone plant. The Mars integrated-logistics literature shows how such coupling can be built [23], and the lunar case would adapt it to cislunar transfer and depot concepts.
The second is external replication of the strategy table’s parameters. The single most valuable robustness gain would be to re-estimate the payback and efficiency relationships from an independent research lineage, testing whether payback’s dominance over yield survives outside the source group’s assumptions. Materials-characterization work on regolith behavior and electrolysis products offers grounded, independent inputs for regolith grade and process performance such a replication could draw on [22] [26].
The third is to relax demand exogeneity in a controlled way, building a staged model in which demand answers to the lunar price of propellant, so the lower-bound threshold established here can be set against a fuller market treatment. This would test how far the conservative exogenous result understates or overstates the breakeven mass once feedback is admitted, and it would tie the plant-side finding to the demand-dominance results that motivate treating demand carefully in the first place [5] [13].
8.7 A worked reading of the estimates for a decision-maker
Walking one concrete reading helps, because an abstract threshold is easy to nod at and hard to use. Suppose a sponsor is handed two candidate architectures. The first is a carbothermal reduction plant sold on its yield: it extracts oxygen at roughly 11.7 percent of processed regolith at its expected point, an impressive chemistry number. The second is a water extraction plant with an unimpressive expected yield near 2.5 percent. On the yield metric the first plant wins outright, and a program ranking on chemistry would fund it. The strategy table says the ranking runs backwards. For the economics that count, the loser on yield is the winner. The carbothermal option posts expected mass payback near 6.5 and mass-energy efficiency near 2.8, while the water extraction option posts expected payback near 16.3 and efficiency near 7.3 [5]. The plant with a quarter of the yield returns more than twice the oxygen per unit of landed system mass and runs more than twice as energy efficient. The payback coefficient of 0.4000 and the elasticity of 1.1261 are the statistical statement of exactly that reversal, and a decision-maker who takes them aboard will press payback and efficiency before ever glancing at the yield chart.
The reading carries over to the hybrids. The series strategies show that chaining pathways can occupy a distinct and favorable region, matching the significant series indicator of 0.9042 at p = 0.0034 in the first model. A program screening a portfolio would therefore not toss the lower-yield and hybrid options; it would rank the whole candidate set on the coupled payback-efficiency pair and hold yield back as a supporting check. This is a different acquisition instinct from the one the field has defaulted to, and it is the instinct the evidence backs.
8.8 The methodological legacy
A contribution lives here that outlasts the specific number. The dissertation shows that a contested economic claim in a data-starved domain can still be made falsifiable, provided the claim is squeezed into a single threshold, judged against an exogenous horizon, and fed by relationships estimated transparently from named sources with pre-registered assumptions. That template is not peculiar to lunar oxygen; it fits any space-resource claim carried on advocacy, whether asteroid volatiles, Mars propellant, or orbital manufacturing feedstock. In each the same discipline is available: define the breakeven quantity, source the plant-side relationships from published tables, hold demand exogenous for a lower-bound test, pre-register the parameters, and report the estimator output exactly. The MOXIE experience and the Mars integrated-logistics work suggest the Martian case is the template’s natural next application [23] [28].
The insistence on reproducibility is part of that legacy. Publishing the model code, the parameter sheet, and the seeds is no formality; it is what turns a persuasive argument into a checkable one, and the situational-awareness evidence is why it is non-negotiable [7]. A field that latches onto partial information cannot police its own optimism through peer persuasion alone. It needs artifacts a skeptic can run. Producing those artifacts, and building the whole argument to survive their scrutiny, is a habit the space-resource literature would gain from adopting well past this one estimate.
8.9 Three concrete recommendations for practice
The dissertation would be incomplete if it stopped at reframing without turning the reframing into things a program can actually do. Three recommendations follow straight from the evidence, and each is specific enough to be adopted or rejected on its merits.
First, change what a resource-plant demonstration must report. A demonstration reporting oxygen produced or extraction percentage answers a question the economics do not turn on. Require every demonstration and every proposal to report mass payback, oxygen returned per unit of landed system mass, and mass-energy efficiency as primary figures of merit, with extraction yield reported as a supporting metric rather than the headline. This single reporting change would line the evidence a program gathers up with the attribute that actually sets breakeven, and it costs nothing to mandate.
Second, judge breakeven against a declining launch baseline, not a frozen one. A plant that recoups against today’s launch price may not recoup against the price that holds when it operates, and a program judging against a static baseline will systematically overvalue local production. Require breakeven analyses to test M* against a launch-cost trajectory, with the sensitivity to launch price reported outright, so a favorable result cannot hide inside a stale price assumption. This recommendation is the direct program consequence of the moving-baseline threat, and it shields a sponsor from committing capital on a comparison time will invalidate.
Third, require pre-registration of the parameter assumptions behind any resource-plant cost case. Because the design community latches onto partial information, a cost case whose central values were chosen after the wanted result was in view is untrustworthy, however precise its arithmetic [7]. Require the central parameter sheet to be locked and disclosed before the sensitivity analysis runs, and the model code and seeds to accompany the submission. This turns the cost case from an assertion into an artifact a reviewer can run, the minimum condition for a breakeven claim to survive an adversarial program review.
These three recommendations are modest, actionable, and mutually reinforcing. Together they would move lunar resource acquisition from a chemistry-ranked, static-baseline, assertion-based practice toward a payback-ranked, trajectory-aware, reproducible one, which is exactly the shift the evidence in this dissertation argues for.
8.10 Closing
Come back, at the end, to the program manager from the opening chapter, scoping a surface architecture with real money and a real deadline. Before this study she could read the literature and find good engineering with no threshold; the trade studies tuned inside architectures and never resolved into the one number she needed to defend a decision. After it she holds a screen she can run, a threshold she can judge against an exogenous demand horizon, and a reason to press mass payback and energy efficiency before an extraction-yield chart impresses her. She holds something quieter and more valuable besides, which is permission to say no with evidence. A candidate plant that cannot reach favorable payback and efficiency under optimistic published assumptions is one she can decline without seeming to lack ambition, because the decline rests on a reproducible screen and not on instinct. Giving a decision-maker a defensible way to say no is often worth more than handing her a new thing to say yes to, and this dissertation supplies the former.
The lunar cost-reduction claim has run for years on confidence rather than evidence. This dissertation does not settle whether the claim is true, because settling it takes operating plants that do not yet exist and demand that has not yet arrived. What it does is give the claim a shape it can be argued about, and in a data-starved field that is a larger achievement than it sounds. Arguments that cannot be lost cannot be won either. They just persist as advocacy, year after year, immune to the evidence that ought to settle them and impervious to the reviews that ought to test them. By pinning the cost-reduction claim to a single threshold, judged against an exogenous horizon, fed by transparently estimated relationships, this dissertation turns a durable article of faith into something a program review can actually adjudicate. The next lunar architecture decision need not be made on the strength of the sentence this study opened with. It can be made on the strength of a number, its uncertainty stated, its sources named, and its workings open to anyone willing to check them.
What the dissertation does, in one line, is give the claim a shape it can be argued about. It names the threshold, M*, that decides the question. It shows, from 36 real observations, that the plant attributes governing that threshold are mass payback and energy efficiency, coupled and elastic, with raw yield a secondary concern. And it insists, throughout, that the evidence be reproducible from named sources and that the confidence of every claim be matched to what a modeled table can support. A breakeven claim that can be checked is worth more than an advocacy claim that cannot, and producing a checkable claim, its workings laid bare, is the whole of the contribution.
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Appendix A. Empirical Workbooks
Each empirical result in this dissertation is reproduced below from its auditable workbook, embedded here so the proof of evidence travels with the document. The live spreadsheets are the paper .xlsx files in each paper folder. Every observation carries its source.
A.1 Mass Payback and Energy Efficiency in Lunar Oxygen Facility Strategies

Estimator output
	Term
	Coef.
	Std. err.
	t
	p
	95% CI

	const
	0.4299
	0.3382
	1.2713
	0.2036
	[-0.2329, 1.0928]

	oxygen_yield_pct
	0.0087
	0.0262
	0.3306
	0.7409
	[-0.0426, 0.0599]

	mass_payback
	0.4
	0.0239
	16.7276
	8.251e-63
	[0.3532, 0.4469]

	is_parallel_strategy
	0.1925
	0.2838
	0.6781
	0.4977
	[-0.3638, 0.7488]

	is_series_strategy
	0.9042
	0.3089
	2.9276
	0.0034
	[0.2989, 1.5096]


Fit: N = 36 R2 = 0.9032 R2_adj = 0.8907 F = 88.6552 F_p = 1.637e-16
Figure
[image: D:/Claude_Code/brain/collegium/candidates/dissertations/CISLUNAR_DEV_01/research_papers/p1/paper_fig1.png]
Figure A.1. Figure 1. Mass payback and mass-energy efficiency across lunar oxygen facility decision strategies.
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	CR
	carbothermal
	expected
	50
	11.7
	6.5
	2.8
	0
	0
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	CR
	carbothermal
	p05
	5
	9.6
	6.5
	2.7
	0
	0
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	CR
	carbothermal
	p95
	95
	14.1
	6.7
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	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	WE
	water_extraction
	expected
	50
	2.5
	16.3
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	0
	1
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	expected
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	11.3
	5.2
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	1
	0
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	2.7
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	P.4
	parallel_hybrid
	expected
	50
	2.8
	15
	7.1
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.4
	parallel_hybrid
	p05
	5
	1.9
	5.5
	3.5
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.4
	parallel_hybrid
	p95
	95
	6.2
	17.2
	8.5
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.0
	series_hybrid
	expected
	50
	11.5
	3.3
	3.6
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.0
	series_hybrid
	p05
	5
	9.3
	3.2
	3.4
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.0
	series_hybrid
	p95
	95
	14
	3.7
	3.9
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.1
	series_hybrid
	expected
	50
	11
	4.1
	3.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.1
	series_hybrid
	p05
	5
	2.4
	3.2
	3.4
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.1
	series_hybrid
	p95
	95
	14
	14.4
	6
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.2
	series_hybrid
	expected
	50
	8.7
	7.1
	4.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.2
	series_hybrid
	p05
	5
	2.3
	3.2
	3.5
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.2
	series_hybrid
	p95
	95
	14
	16.3
	7.8
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.3
	series_hybrid
	expected
	50
	9.6
	8.4
	3.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.3
	series_hybrid
	p05
	5
	2.3
	6.3
	2.7
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.3
	series_hybrid
	p95
	95
	14.1
	16.3
	7.8
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.4
	series_hybrid
	expected
	50
	5.1
	13.1
	6.1
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.4
	series_hybrid
	p05
	5
	1.9
	6.3
	2.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.4
	series_hybrid
	p95
	95
	14.1
	16.9
	8.1
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies


Variable construction
	Variable
	Definition
	Construction / source

	mass_energy_efficiency
	Oxygen produced per total energy, in Table 7 units of 1e-5 t per kWh
	Copied from Ikeya et al. 2025 Table 7(c)

	oxygen_yield_pct
	Oxygen yield as percent of processed regolith mass
	Copied from Ikeya et al. 2025 Table 7(a)

	mass_payback
	Oxygen produced per landed system mass
	Copied from Ikeya et al. 2025 Table 7(b)

	is_parallel_strategy
	Indicator for a parallel hybrid decision strategy
	Coded from Table 7 strategy labels P.0 through P.4

	is_series_strategy
	Indicator for a series hybrid decision strategy
	Coded from Table 7 strategy labels S.0 through S.4


A.2 Scale Elasticity of Mass Payback in Lunar Oxygen Facility Strategies

Estimator output
	Term
	Coef.
	Std. err.
	t
	p
	95% CI

	const
	0.4502
	0.1914
	2.3517
	0.0187
	[0.075, 0.8253]

	_ln_x
	1.1261
	0.095
	11.8587
	1.94e-32
	[0.9399, 1.3122]


Fit: N = 36 R2 = 0.6907 elasticity_b = 1.1261 progress_ratio_2^b = 2.1826
Figure
[image: D:/Claude_Code/brain/collegium/candidates/dissertations/CISLUNAR_DEV_01/research_papers/p2/paper_fig1.png]
Figure A.2. Figure 1. Log-log relationship between mass-energy efficiency and mass payback.
Data (real observations)
	strategy
	architecture_kind
	uncertainty_point
	uncertainty_percentile
	oxygen_yield_pct
	mass_payback
	mass_energy_efficiency
	is_hybrid_strategy
	is_parallel_strategy
	is_series_strategy
	high_payback
	source

	CR
	carbothermal
	expected
	50
	11.7
	6.5
	2.8
	0
	0
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	CR
	carbothermal
	p05
	5
	9.6
	6.5
	2.7
	0
	0
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	CR
	carbothermal
	p95
	95
	14.1
	6.7
	3
	0
	0
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	WE
	water_extraction
	expected
	50
	2.5
	16.3
	7.3
	0
	0
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	WE
	water_extraction
	p05
	5
	1.8
	14.5
	5.8
	0
	0
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	WE
	water_extraction
	p95
	95
	3.9
	18.1
	8.8
	0
	0
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.0
	parallel_hybrid
	expected
	50
	10.9
	7
	3
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.0
	parallel_hybrid
	p05
	5
	2.3
	6.3
	2.7
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.0
	parallel_hybrid
	p95
	95
	13.9
	14.9
	6.2
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.1
	parallel_hybrid
	expected
	50
	10.4
	7.6
	3.3
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.1
	parallel_hybrid
	p05
	5
	2.1
	6.3
	2.7
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.1
	parallel_hybrid
	p95
	95
	13.9
	15.9
	6.8
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.2
	parallel_hybrid
	expected
	50
	6.9
	11.3
	5.2
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.2
	parallel_hybrid
	p05
	5
	2
	6.3
	2.7
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.2
	parallel_hybrid
	p95
	95
	13.9
	17
	8
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.3
	parallel_hybrid
	expected
	50
	3.6
	14.6
	6.8
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.3
	parallel_hybrid
	p05
	5
	1.9
	6.5
	2.8
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.3
	parallel_hybrid
	p95
	95
	13.2
	17.2
	8.4
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.4
	parallel_hybrid
	expected
	50
	2.8
	15
	7.1
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.4
	parallel_hybrid
	p05
	5
	1.9
	5.5
	3.5
	1
	1
	0
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	P.4
	parallel_hybrid
	p95
	95
	6.2
	17.2
	8.5
	1
	1
	0
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.0
	series_hybrid
	expected
	50
	11.5
	3.3
	3.6
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.0
	series_hybrid
	p05
	5
	9.3
	3.2
	3.4
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.0
	series_hybrid
	p95
	95
	14
	3.7
	3.9
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.1
	series_hybrid
	expected
	50
	11
	4.1
	3.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.1
	series_hybrid
	p05
	5
	2.4
	3.2
	3.4
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.1
	series_hybrid
	p95
	95
	14
	14.4
	6
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.2
	series_hybrid
	expected
	50
	8.7
	7.1
	4.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.2
	series_hybrid
	p05
	5
	2.3
	3.2
	3.5
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.2
	series_hybrid
	p95
	95
	14
	16.3
	7.8
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.3
	series_hybrid
	expected
	50
	9.6
	8.4
	3.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.3
	series_hybrid
	p05
	5
	2.3
	6.3
	2.7
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.3
	series_hybrid
	p95
	95
	14.1
	16.3
	7.8
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.4
	series_hybrid
	expected
	50
	5.1
	13.1
	6.1
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.4
	series_hybrid
	p05
	5
	1.9
	6.3
	2.8
	1
	0
	1
	0
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies

	S.4
	series_hybrid
	p95
	95
	14.1
	16.9
	8.1
	1
	0
	1
	1
	Ikeya et al. 2025 Acta Astronautica 236 Table 7 multi criteria table for lunar oxygen facility strategies


Variable construction
	Variable
	Definition
	Construction / source

	mass_payback
	Mass payback ratio from the Acta multi-criteria table.
	Ikeya et al. 2025 Acta Astronautica 236 Table 7.

	mass_energy_efficiency
	Mass of oxygen per unit total energy, reported in the Acta table as 10^-5 t per kWh.
	Ikeya et al. 2025 Acta Astronautica 236 Table 7.

	source
	Observation source note.
	Last column from the compiled data CSV.
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